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Reinforcement learning

¥ It would be much easier if robots and agents could just teach themselves.

¥ only feasible method of learning in complex domains

¥ fundamental requirement for action exploration

¥ the exploration / exploitation dilemma

¥ how do we learn without a teacher providing detailed feedback?

¥ broad class of optimal control methods based on estimating value functions from 
experience, simulation, or search

¥ task of reinforcement learning is to use observed rewards to learn an optimal 
policy for the environment
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Game playing

¥ What are you doing when youÕre 
learning a game?

¥ Supervised learning:

- teacher (ie desired output) giving 
detailed feedback of the best move 
in each situation

- infeasible for complex games, e.g. 
which chess move is best from a 
given board position?

¥ Reinforcement learning:

- no teacher; only feedback is 
whether you won or lost

- computer could simulate many 
games to explore space
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Recall Markov Decision Processes

¥ An MDP is deÞned by:

¥ Value iteration:

¥ Optimal policy:
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states: { s1, . . . , sN }

initial state: S0

actions: { a1, . . . , aM }

rewards: R(s) = { r 1, . . . , rN }

transitions: T(s, a, s′) = P(st +1 = s′|at = a, st = s)

discount: γ

Vi +1(s) = R(s) + ! max
a

!

s!

T(s, a, s!)Vi (s!)

V " (s) = lim
i # $

Vi (s)

π! (s) = argmax
a

[

R(s) + γ
∑

s!

T (s, a, s")V ! (s")

]

i Vi(PU) Vi(PF) Vi(RU) Vi(RF)

1 0 0 10 10

2 0 4.5 14.5 19

3 2.03 6.53 25.08 18.55

4 3.852 12.20 29.63 19.26

5 7.22 15.07 32.00 20.40

6 10.03 17.65 33.58 22.43
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The 4x3 grid world from R&N Chap. 17
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3 +1

2 " 1

1 start

1 2 3 4

0.8

0.1 0.1

R(s) = -0.04

T (s, a, s′) = P (st+1 |at, st)

actions

¥ Here, the agent has a complete model of the fully-observable world

¥ The reward function R(s) and the transition model T(s,a,sÕ) are also known.

¥ In this example, there is no discounting

¥ How does the agent maximize reward?  Value (or policy) iteration.
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The optimal policy
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3 +1

2 " 1

1

1 2 3 4

0.8

0.1 0.1

T (s, a, s′) = P (st+1 |at, st)

actions

R(s) = -0.04

¥ With weak negative reward, best policy is to avoid -1 when possible and seek +1
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Another optimal policy
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3 +1

2 " 1

1

1 2 3 4

0.8

0.1 0.1

T (s, a, s′) = P (st+1 |at, st)

actions

R(s) = < 1.6285

¥ With strong negative reward, best policy is to always seek end states
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Reinforcement learning:  learning from experience
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3 ? ? ? ?

2 ? ? ? ?

1 ? ? ? ?

1 2 3 4

actions

T (s, a, s′) = ?

?

??

?

R(s) = ?

¥ Now: donÕt know environment, transition model, or reward function

¥ Need to explore the world.  At each state the agent:

1. selects one of the available actions
2. receives reward
3. observes resulting state
4. repeat until a terminal state

In reinforcement learning, the 
objective is to Þnd an optimal 

policy from these observations.
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Model estimation
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3

2 s1

1 s s2

1 2 3 4

R(s) = ?   T(s,a,sÕ) = ?

¥ Observe statistics for actions from 
each state.

¥ Eg, for 10 ÒupÓ actions from state 
(1,1) we observe next state is

- s1 = (1,2) 8 times & R= -0.04

- s2 = (2,1) 2 times & R= -0.04

¥ <zT(s, Up, s1) = 8/10 = 0.8 

    T(s, Up, s2) = 2/10 = 0.2

    R(s1) = R(s2) = 0.04

¥ Could use Bayesian estimates here

¥ Continued exploration of the grid 
world will give increasingly accurate 
estimates of T(s,a,sÕ) and R(s).

R(s) = reward for state s

öT(s,a, s!) ≈ # transitions s→ s! for action a
# times a selected at state s
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Model estimation
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¥ With estimates of  T(s,a,sÕ) and R(s), we can just treat it like an MDP.

¥ Compute the expected value of each state as:

¥ And the optimal policy (with value iteration) is:

¥ This is called Certainty Equivalent learning.

¥ Issues and caveats:

- Could be a very inefÞcient way to explore the world.
- When do we stop and estimate the policy?
- Solving for V*(s) every time could be expensive.

Vi +1(s) = öR(s) + ! max
a

∑

s!

öT (s, a, s! )Vi (s! )

V " (s) = lim
i #$

Vi (s)

! ! (s) = arg max
a

!

R̂(s) + "
"

s!

T̂(s,a, s")V ! (s")

#

¥ ¥ ¥1 2 3 N
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More efÞcient updating

¥ How expensive is it to re-evaluate the value equation V(s)?

- O(N3) if solving system of linear equations

- O(N2k) for value iteration with k iterations to converge

¥ But, we donÕt have to re-solve the entire set of equations.

¥ At each time step

- observe the state transition for action a: 

- update counts for

- do not re-evaluate for Vi+1 for all of s, only si 

- this gives an ÒonlineÓ update for V, so now we can use it at anytime

- involves much less computation at each iteration
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Vi +1 (s) = R̂(s) + ! max
a

!

s!

T̂ (s, a, s!)Vi (s!)

si (a) ! sj

öT(si , a, sj )

Vi+1 (si) = öR(si) + ! max
a

∑

s!

öT(si, a, s′)Vi(s′)

Òone backupÓ CE 
learning
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¥ What if values V(s) have already converged for some states?

- We donÕt want to keep updating those, each still costs N operations.

- Which states should we update?

¥ Prioritized sweeping (Moore & Atkeson):

- update the ones that have the most potential for change

- keep a priority queue of which states have biggest potential for changing V(s)

- Basic algorithm:

1. set queue to s.  To keep track change in V: Vprev(s) = V(s)

2. update the value equation:

3. record the change: 

4. for each state-action (sp, ap) that leads to s:

¥ add sp to priority queue with priority: 

Further reÞnements: prioritized sweeping
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Vi+1 (si) = öR(si) + ! max
a

∑

s!

öT(si, a, s′)Vi(s′)

∆ = |Vprev(s) ! V̂ (s)|

! öT(sp, ap, s)
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Example: prioritized sweeping

¥ For a big change in V(s), V(si) is likely to change too, so update it.

¥ Here, V(s) hardly changes, so updating states is low priority.
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si

sj

s
a1

a2

si

sj

s
a1

a2

Vi +1(s) = 20Vi (s) = 10

si

sj

s
a1

a2

si

sj

s
a1

a2

Vi (s) = 10 Vi +1(s) = 10.1

Update V(s)

Update V(s)

Vi+1 (si) = öR(si) + ! max
a

∑

s!

öT(si, a, s′)Vi(s′)
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How do we choose the actions?

¥ How do we ensure that we explore the environment efÞciently?

¥ Should we use the current estimate of the best policy?

¥ What would happen for this?

¥ What about changing environments?
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! ! (s) = arg max
a

!

R̂(s) + "
"

s!

T̂(s,a, s")V ! (s")

#

R = 10 R = -5 R = 50

0.9

a a a

b b b

0.1

0.9

0.1

1.0

0.9 0.1

1.0

0.9
0.1
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Exploration strategy

¥ WhatÕs the best strategy for exploration?

- Greedy: always use ! *(s)

- Random

- Some of both?

15

a a a

b b bR = ? R = ? R = ?

Michael S. Lewicki !  Carnegie MellonArtiÞcial Intelligence: Reinforcement Learning 1

The N-arm bandit problem

¥ Consider a row of N slot machines.

¥ Each has reward R(si) and payoff probability P(si)

¥ How do you maximize your payoff when you donÕt know R(si) or P(si) ?

¥ If you did know the expected reward = R(si)P(si) then it would be trivial: 

just pull the lever with highest expected reward

¥ But what if you donÕt?

¥ And what if the payoffs change over time?

¥ This situation models many real-life decision problems.

16
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The exploitation - exploration dilemma

¥ Should you exploit the information youÕve learned

or explore new options in the hope of greater payoff.

¥ Possible strategies:

- #-greedy (exploit, but once in a while do something random)

¥ choose machine with current best expected reward with probability 1-#

¥ choose another machine (action) randomly with probability # / (N-1)

- Boltzmann exploration (choose probabilistically relative to expected rewards)

¥ choose machine k with probability ~ exp(-P(sk)/T)

¥ decrease T (temperature) over time

- high T: nearly equiprobable (exploration)

- low T: increasingly biased toward best action (exploitation)

17
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Some real intelligence

¥ The exploration/exploitation dilemma 
is a fundamental aspect of a wide range 
biological decision making

- food foraging
- mate selection
- choosing nest sites
- ÒÞghtÓ or ÒßightÓ decisions

¥ Importantly, the environmental 
statistics are in constant ßux.

¥ There are special neural circuits and 
neurotransmitters that mediate

- the memory of short- and long-
term reward and 

- the trade-off between exploration 
and exploitation.

- we seem to use a Boltzmann-like 
(softmax) exploration rule (Daw, et 
al, Nature 2006 - using a 4-arm 
bandit task, no less)
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exploration. However, it does not specify what drives
the LC towards the phasic (exploitation) or tonic
(exploration) modes. Recently, Aston-Jones& Cohen
(2005) have proposed that this may be governed by
ongoing assessmentsof utility carried out in ventral and
medial frontal structures. As noted earlier, there is
extensive evidence that ventral regions within PFC
form part of a circuit responsible for encoding reward
value (e.g. Knutson etal. 2003; OÕDoherty etal. 2001;
McClure et al. 2004; Padoa-Schioppa & Assad2006).
There is also now a substantial body of evidence that
medial frontal structures, and in particul ar the anterior
cingulate cortex (ACC), encode costs.Regions within
the ACC haveconsistently beenobserved to respond to
pain, negative feedback, errors in performance, con-
ßicts in processing and evenmental effort, all of which
representor are indicative of various forms of cost (e.g.
Miltner et al. 1997; Carter et al. 1998; Peyron et al.
2000; Botvini ck et al. 2001; Holroyd & Coles 2002;
Yeung et al. 2004). Fur thermore, recent anatomic
evidenceindicatesthat theseventral and medial frontal
structures provide dense projections to the L C
(Rajkowski et al. 2000; Aston-Joneset al. 2002).

Based on these Þndings, Aston-Jones & Cohen
(2005) have proposed that ongoing assessments of
utility carried in frontal structures are used to govern
the mode of LC and thereby regulate the balance
betweenexploitation and exploration. SpeciÞcally, they
propose that assessments of utility are carried out over
both short (e.g. seconds) and long (e.g. minutes) time-
scales and that this can reconcile the opposing
tendencies (to Ôtry harderÕversus Ôgive upÕ)following
periods of poor performance noted above. For
example, consider the following two circumstances.
In one, performance in a task hasbeengood and there
are still rewards to be accrued from the task, but there
are occasional lapsesin performance producing tran-
sient decreasesin uti lity (e.g. on single tr ials). In this
case, following such a lapse the agent should act to
restore performance. That is, exploitation should be
promoted when long-term utility has been high, but
there has been a momentary decrease. In contrast,
consider a secondsituation in which performance has
been poor and utility has progressively declined. At
somepoint , this should encouragedisengagementfrom
the current task and exploration of alternative
behaviours. That is, how the system responds to a
current decrease in uti lity should depend upon the
context of longer term trends in utility , favouring
exploitation if long-term utilit y has been high, and
exploration if it has been low. A relatively simple
equation can capture theserelationships,

Engagement in current task

Z ½1K logisticðshort-term utility Þ$
! ½logisticðlong-term utility Þ$; ð5:1Þ

wherelogisticrefersto thesigmoid function 1/(1C eK utility).
Aston-Jones & Cohen (2005) proposed that high
values of this equation favour the LC phasic mode
(exploitation), whereas low values favour the tonic
mode (exploration; Þgure 2). Usher et al. (1999) and
Brown etal. (2005) both suggest the waysin which this
can be accomplished through the regulation of simple

physiological parameters (such as electronic coupling
and/or baseline afferent drive) withi n the LC.

Th is model can also be related to the soft max
mechanism that Daw et al. (2006) found best Þts
decision-making behaviour in their n-armed bandit
task. T he effect of the LC can be thought of as tuning
the softmax function, sharpening it (phasic mode) and
biasing decisions towards the most recently rewarded
choices(i.e. exploitation) when long-term util ity ishigh,
and ßattening the function (tonic mode) promoting a
more uniform distribution of choices(exploration) when
long-term utility is low. Whether such effects are
observed in a suitably designed n-armed bandit
decision-making task remains to be tested. However,
recent Þndings from a simpler, two-armed decision-
making task, that used pupilometry to index LC activity
(Aston-Jones & Cohen 2005), have corroborated pre-
dictions of the model regarding the relationship of LC
activity to decision-making performance (Gilzenrat &
Cohen in preparation). Th iswork hasalso recently been
extended to explore the interaction between these
mechanisms and those underlying RL.

6. REINFORCEMENT LEARNING AND
EXPLOITATION VERSUS EXPLORATION
The trade-off betweenexploration and exploitation has
long been recognized as a central issue in RL
(Kaelblin g 1996, 2003). The RL mechanisms act by
strengthening associations(e.g. betweenastimulusand
an action) when these have been associated with a
reward (e.g. Sutton & Barto 1998). There is now strong
reason to believe that the dopaminergic (DA) system
implements such a mechanism (Montague etal. 1996;
seeMontague etal. 2004 for a recent review). The RL
mechanisms function well in stationary environments,
in which progressive strengthening of associations
makes them robust and efÞcient, allowing the agent
to exploit the current environment. However, this also
makes them resistant to change, which is problematic

engagement

short-term utility long-term
 utili

ty

high

high

boredom

exploration

exploitation

low

low

p
h
as

ic

L
C

 m
o
d
e

to
n
ic

Figure 2. Aston-Jones & Cohen (2005) propose that
exploration and exploitation may be mediated by separate
short- and long-term measuresof utility (cost and reward).
Exploration and exploitation, in this model, are mediated by
the Þring mode of norepinephrine neurons in the locus
coeruleus (LC).
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non-stationary environments: the more time allocated
to oneoption the lessoneknowsabout the others,which
may be (or have become) more valuable.

Daw et al. (2006) compared the behaviour of
subjectsplaying their n-arm bandit task to predictions
from each of the three models. T he model that
provided the best Þt was the soft max decision rule.
Impor tantly, although subjectsdid periodically explore
options other than the onecurrently deemed to bemost
valuable, they did not Þnd evidencethat this wasdriven
by an uncertainty bonus (i.e. growing uncertainty
about the competing alternatives). However, there are
several caveats that must be kept in mind . First, it is
possible that the speciÞcs of the environment did not
adequately favour the useof an uncertainty bonus. For
example, the pay-offs of each bandit changed continu-
ously and relatively slowly over time in their experi-
ment. In the realworldÑt o which real-world organisms
are presumably adaptedÑthe dynamics of environ-
mental change may be very different, and therefore call
for a different policy of exploration (and computation
of uncertainty bonus) than wasassumed by Daw et al.
(2006). Another important factor may be social
contextÑ people may be enticed to explore the
environment when they have infor mation about the
behaviour of others, and they may also place a greater
premium on exploration when they face competition
from others for resources.

These are questions that beg more detailed formal
analysis. Nevertheless, to our knowledge, the Daw et al.
(2006) study wastheÞrst to addressformally thequestion
of how subjectsweigh exploration against exploitation in a
non-stationary, but experimentally controlled environ-
ment. It also produced some interesting neurobiological
Þndings. Their subjects performed the n-armed bandit
task while being scanned using functional magnetic
resonance imaging (fMR I) . Among the observations
reported was task-related activity in two sets of regions
of prefrontal cortex (PFC). One set of regions was in
ventromedial PFC and was associated with both the
magnitude of reward associated with a choice, and that
predicted by their computational model of thetask (using
thesoft maxdecision rule). Thisareahasbeen consistently
associated with the encoding of reward value across a
variety of task domains (OÕDoherty et al. 2001; Knutson
et al. 2003; M cClureet al. 2004; Padoa-Schioppa& Assad

2006). A second set of areas observed bilaterally in
frontopolar PFC was signiÞcantly more active when
subjects chose to explore (i.e. chose an option other
than the one estimated by their model to be the most
rewarding) rather than exploit. This Þnding is consistent
with thehypothesis that moreanterior and dorsal regions
of PFC are responsible for top-down control, biasing
processes responsible for behaviour in favour of higher
level goals, especially when these must compete with
otherwise prepotent behaviours (e.g. M iller & Cohen
2001). Such top-down control may be important for
exploration, insofar asthisinvolvesselectingan action that
has been less recently associated with reward. That is,
when a decision is made to pursue an exploratory
behaviour, this may rely on support from higher level
control processes. However, thisbegsthequestion of how
thesystem decideswhen it isappropriateto explore. That
is, what mechanisms are responsible for assessing the
reliability and value of current rewards, and using this
information to determine when to continue to pursue
current sources of reward (exploit) or take a chance in
pursuing new behaviours (explore). Several lines of
investigation have begun to address thisquestion.

4. UNCERTAINTY AND EXPLOITATION
VERSUS EXPLORATION
One line of work that hasdirect relevanceaddressesthe
question of how the brain encodes different forms
of uncertainty. Yu & Dayan (2005) proposed that a
critical function of two important neuromodulatorsÑ
acetylcholine (ACh) and norepinephrine (NE)Ñm ay
be to signal expected and unexpected sources of
uncertainty. While the model they developed for this
was not intended to address the trade-off between
exploitation and exploration, the distinction between
expected and unexpected uncertainty is likely to be an
important factor in regulating this trade-off. For
example, the detection of unexpected uncertainty can
be an important signal of the need to promote
exploration. To seethis, consider the following scenario.

You are askedto observe a series of coin tosses,told
that the coin is biased, and your job is to determine
whether it is biased towards heads or tails. The Þrst
several tosses produce the following sequence: heads,
heads,tails, heads, heads, heads, heads.If youareforced
to chooseat this point , like most observers, you would
probably say that the coin is biased towards heads. If
the next ßip comesup tails, that is OK. You know that
the outcome of any particular toss is uncertain. This
represents an expected form of uncertainty. However,
considerwhat happensif the subsequent setof tossesis:
heads,tails, tails, tails, tails, tails, tails. At somepoint,
you will reviseyour determination and saythat the coin
is biasedtowards tails. Perhaps, the coin was surrepti-
tiously switched (i.e. the world has changed) or your
determination was wrong in the Þrst place. In either
case, having come to assume that the coin is biased
towards heads,you have now been confronted with an
unexpected form of uncertainty and must revise your
model of the world accordingly, alongwith the choiceof
any actions that depend on it.

This problem is closely related to the example we
gave at the beginning of this article (concerning the

R1

?
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Figure 1. Daw etal. (2006) examinedhow subjectshandle the
explorationÐexploitation problem in a four-armed bandit
problem. (a) In eachtr ial of their task, subjectsselectedone
of the four bandits and receiveda reward basedon its current
mean pay-off perturbed by noise. (b) The expectedvalue of
eachbandit changedcontinuously over time.
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high T, exploit: for 
short term set 

backs, persevere

low T, explore: for long 
term set backs, give 

up, tr y new
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¥ Do we have to estimate all the transitions?

¥ Consider the summation in the Bellman equations: The expected value of each 
state s equals its own reward plus the (discounted) reward of its successor states:

¥ For state s: we receive reward R(s) and take action a = ! (s) to transition from s 
to sÕ.

¥ For any successor state sÕ, we can adjust V(s) so it better agrees with the 
constraint equations, ie closer to the expected future rewards.

Temporal difference learning

19

Vi +1 (s) = R̂(s) + ! max
a

!

s!

T̂ (s, a, s!)Vi (s!)

current 
value

expected future 
reward

New estimate is 
weighted sum of 

V̂ (s) ! (1 " ! )V̂ (s) + ! (R(s) + " V̂ (s!))
= V̂ (s) + ! (R(s) + " V̂ (s!) " V̂ (s))

current 
value

discrepancy between current 
value and new estimate after 

transitioning to sÕ.

The TD (or temporal 
difference) equation
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The temporal difference equation

¥ How do we choose $  (the learning rate)?

¥ ItÕs a weighted sum, so 0 < $  < 1.

¥ Too small: V(s) will converge slowly, biased toward current estimate of V

¥ Too large: V(s) will change quickly, biased toward new estimate

¥ Decaying learning rate strategy: start large when weÕre not sure, then reduce as 
we become more sure of our estimates.

20

V̂ (s) ! V̂ (s) + ! (R(s) + " V̂ (s!) " V̂ (s))

$

iterations
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Summary

¥ types of reinforcement learning, how itÕs distinct from supervised learning

¥ relationship to MDPs: MDP but world, reward, and transitions are unknown 

¥ types of updating our estimates

- certainty equivalent (CE) learning

- one backup CE learning

- prioritized sweeping

¥ TD learning

¥ Next time: more details and general types of reinforcement learning

21


