
Parallel and Sequential Data Structures and Algorithms — Lecture 19 15-210 (Spring 2012)

Lecture 19 — Graph Contraction III: Parallel MST and MIS

Parallel and Sequential Data Structures and Algorithms, 15-210 (Spring 2012)

Lectured by Kanat Tangwongsan — March 27, 2012

1 Minimum Spanning Tree

Last time, we introduced the minimum (weight) spanning tree (MST) problem: given an connected
undirected graph G = (V, E), where each edge e has weight we ≥ 0, find a spanning tree of minimum
weight (i.e., the sum of the weights of the edges). We proved a theorem that shows that the lighest
edge across a cut is in the MST of a graph:

Theorem 1.1 (Cut Property). Let G = (V, E, w) be a connected undirected weighted graph with distinct
edge weights. For any nonempty U ( V , the minimum weight edge e between U and V \ U is in the
minimum spanning tree MST(G) of G.

We also reviewed Prim’s algorithm, which can be seen as a direct application of the cut property
theorem. In today’s lecture, we’ll focus on developing an MST algorithm that runs efficiently in
parallel. We will be looking at a parallel algorithm based on an approach by Borůvka, which quite
surprisingly predates both Kruskal’s and Prim’s. This oldest and and arguably simplest MST algorithm
went back to 1926, long before computers were invented. In fact, this algorithm was rediscovered
many times.

We’ll use graph contraction; our presentation differs slightly from the original description. Here’s
the main idea:

Consider each vertex u—representing a (contracted) connected component—as our set
U , so the minimum edge out of it must be in the MST.

This observation follows from Theorem 1.1. More formally, let minE be the set of the minimum edge
out of each vertex. Then, the cut property theorem (Theorem 1.1) tells us that all edges of minE
belongs in the MST of G. The following example illustrates this situation:
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Are these all the edges of the MST? As this example shows, no—we are still missing some of the
edges. How should we proceed?

†Lecture notes by Guy E Blelloch, Margaret Reid-Miller, and Kanat Tangwongsan.
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Idea #1: We are going to throw in all these edges into the minimum tree, but then we’ll have to
contract the vertices these vertices linked together. Notice that this can be done using tree contraction
because the set of edges minE is a forest (a collection of trees). We leave it as an exercise to you to
prove that minE is actually a forest and to flesh out how to apply tree contraction.

Idea #2: Instead, we’ll explore a slightly different idea: rather than trying to contract all these
edges, we’ll subselect the edges so that they are made up of disjoint stars, and we’ll contract these stars
using star contraction. More precisely, let H = (V, minE) be a subgraph of G. We will apply the star
contraction algorithm on H. Therefore, to apply star contraction, we’ll modify our starContract
routine so that after flipping coins, the tails only attach across their minimum weight edge. The
algorithm is as follows:

1 fun minStarContract(G = (V, E), r) =
2 let

3 val minE = minEdges(G)
4 val C =

�

v 7→ coinFlip(v, r) : v ∈ V
	

5 val P =
�

u 7→ v ∈minE | ¬Cu ∧ Cv
	

6 val V ′ = V \ domain(P)
7 in (V ′, P) end

where minEdges(G) finds the minimum edge out of each vertex v.

Before we go into details about how we might keep track of the MST and other information, let’s
try to understand what effects this change has on the number of vertices contracted away. If we have
n non-isolated vertices, the following lemma shows that we’re still contracting away n/4 vertices in
expectation:

Lemma 1.2. For a graph G with n non-isolated vertices, let Xn be the random variable indicating the
number of vertices removed by minStarContract(G, r). Then, E

�

Xn
�

≥ n/4.

Proof. The proof is pretty much identical to our proof for starContract except here we’re not
working with the whole edge set, only a restricted one minE. Let v ∈ V (G) be a non-isolated
vertex. Like before, let Hv be the event that v comes up heads, Tv that it comes up tails, and Rv
that v ∈ domain(P) (i.e, it is removed). Since v is a non-isolated vertex, v has neighbors—and
one of them has the minimum weight, so there exists a vertex u such that vu ∈ minE. Then, we
have that Tv ∧ Hu implies Rv since if v is a tail and u is a head, then v must join u. Therefore,
Pr
�

Rv
�

≥ Pr
�

Tv
�

Pr
�

Hu
�

= 1/4. By the linearity of expectation, we have that the number of
removed vertices is

E





∑

v:v non-isolated

I
�

Rv
	



=
∑

v:v non-isolated

E
�

I
�

Rv
	�

≥ n/4

since we have n vertices that are non-isolated.

This means that this MST algorithm will take only O(log n) rounds, just like our other graph
contraction algorithms.
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Final Things. There is a little bit of trickiness since as the graph contracts the endpoints of each
edge changes. Therefore, if we want to return the edges of the minimum spanning tree, they
might not correspond to the original endpoints. To deal with this, we associate a unique label
with every edge and return the tree as a set of labels (i.e. the labels of the edges in the spanning
tree). We also associate the weight directly with the edge. The type of each edge is therefore
(vertex× vertex× weight× label), where the two vertex endpoints can change as the graph
contracts but the weight and label stays fixed. This leads to the following slightly-updated version of
minStarContract:

1 fun minStarContract(G = (V, E), r) =
2 let

3 val minE = minEdges(G)
4 val C =

�

v 7→ coinFlip(v, r) : v ∈ V
	

5 val P =
�

(u 7→ (v,`)) ∈minE | ¬Cu ∧ Cv
	

6 val V ′ = V \ domain(P)
7 in (V ′, P) end

The function minEdges(G) in Line 3 finds the minimum edge out of each vertex v and maps v to
the pair consisting of the neighbor along the edge and the edge label. By Theorem 1.1, since all these
edges are minimum out of the vertex, they are safe to add to the MST. Line 5 then picks from these
edges the edges that go from a tail to a head, and therefore generates a mapping from tails to heads
along minimum edges, creating stars. Finally, Line 6 removes all vertices that have been relabeled.

This is ready to be used in the MST code, similar to the graphContract code studied last time,
except we return the set of labels for the MST edges instead of the remaining vertices.

1 fun MST((V, E), T,r) =
2 if |E|= 0 then T else
3 let
4 val (V ′, PT ) = minStarContract((V, E), r)
5 val P = {u 7→ v : u 7→ (v,`) ∈ PT}
6 val T ′ = {` : u 7→ (v,`) ∈ PT}
7 val E′ =

¦

(Pu, Pv) : (u, v) ∈ E | Pu 6= Pv

©

8 in
9 MST((V ′, E′), T ∪ T ′,next(r))

10 end

The MST algorithm is called by running MST(G,;, r). As an aside, we know that T is a spanning
forest on the contracted nodes.

2 Maximal Independent Set (MIS)

In graph theory, an independent set is a set of vertices from an undirected graph that have no edges
between them. More formally, let a graph G = (V, E) be given. We say that a set I ⊆ V is an
independent set if and only if (I × I)∩ E = ;.
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For example, if vertices in a graph represent entities and edges represent conflicts between them,
an independent set is a group of non-conflicting entities, which is a natural thing to want to know.
This turns out to be an important substep in several parallel algorithms since it allows one to find
sets of things to do in parallel that don’t conflict with each other. For this purpose, it is important
to select a large independent set since it will allow more things to run in parallel and presumably
reduce the span of the algorithm.

Unfortunately, the problem of finding the overall largest independent set—known as the Maximum
Independent Set problem—is NP-hard. Its close cousin Maximal Independent Set, however, admits
efficient algorithms and is a useful approximation to the harder problem.

More formally, the Maximal Independent Set (MIS) problem is: given an undirected graph
G = (V, E), find an independent set I ⊆ V such that for all v ∈ (V \ I), I ∪ {v} is not an independent
set. Such a set I is maximal in the sense that we can’t add any other vertex and keep it independent,
but it easily may not be a maximum—i.e. largest—independent set in the graph.
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For example, in the graph above, the set {a, d} is an independent set, but not maximal because
{a, d, e} is also an independent set. On the other hand, the set {a, f } is a maximal independent set
because there’s no vertex that we can add without losing independence. Note that in MIS, we are
not interested in computing the overall-largest independent set: while maximum independent sets
are maximal independent sets, maximal independent set are not necessarily maximum independent
sets! Staying with the example above, {a, f } is a maximal independent set but not a maximum
independent set because {a, d, e} is independent and larger.

2.1 Sequential MIS

Let’s first think about how we would compute an MIS if we don’t care about parallelism. We will start
by thinking about the effect of picking a vertex v as part of our independent set I . By adding v to I ,
we know that none of v’s neighbors can be added to I . This motivates an algorithm that picks an
arbitrary vertex v from G, add v to I , and derive G′ from G such that each vertex of G′ is independent
of I and can be picked in the next step. We have the following algorithm:
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1 fun seqMIS((V, E), I) =
2 if |V |= 0 then I else
3 let
4 val v = pickAnyOne(V )
5 val V ′ = V \ (N(v)∪ {v})
6 val E′ = E ∩ (V ′× V ′)
7 in seqMIS((V ′, E′), I ∪ {v})
8 end

In words, the algorithm proceeds in iterations until the whole graph is exhausted. Each iteration
involves picking an arbitrary vertex, which is added to the independent set I , and removing the
vertices v, together with v’s neighbors N(v), and edges incident on these vertices. Thus, each
round picks a new vertex and removes exactly the vertices that can no longer be added to I , and
nothing more. It is not difficult to convince ourselves that this algorithm indeed computes a maximal
independent set of G. With a proper implementation (e.g., using arrays), this algorithm takes
O(m+ n) work.

2.2 Fast Parallel MIS

The previous algorithm is inherently sequential, processing vertices of G one by one in some order.
We would like to obtain an algorithm that still runs in O(m+ n) work but has much smaller span,
preferably O(logc n) span for some constant c > 0. The basic idea of the algorithm is to choose
multiple vertices per round that are guaranteed to be independent of each other and of the previous
vertices already added and that in expectation are going to wipe out a lot of edges. Consider the
following algorithm, inspired by the famous Luby’s algorithm for MIS from 1986 and a new analysis
suggested in 2009 by Yves et al.

1 fun MIS(G = (V, E), I) =
2 if |V |= 0 then I else
3 let
4 val p = {v 7→ Unif(0,1) : v ∈ V}
5 val I ′ =

�

v : p[v]<min
�

p[u] : u ∈ N(v)
		

6 val V ′ = V \ (N(I ′)∪ I ′)
7 val E′ = E ∩ (V ′× V ′)
8 in MIS((V ′, E′), I ∪ I ′)
9 end

Again, in words, this algorithm consists of multiple rounds, where each round does the following
steps: First, each vertex picks a random number between 0 and 1. Then, in Line 5, a vertex v is added
to I ′ (which will eventually be part of the solution) if v has the highest number among its neighbors.
After that, we remove vertices that are adjacent to I ′ and their corresponding edges because these
vertices cannot subsequently be added to I .

A small example might help us understand the algorithm better. The following figure shows one
iteration of the parallel MIS algorithm:
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In this particular example, we can see that after 2 iterations, we will be done and the algo-
rithm MIS produces the maximal independent set {a, b, e}. But in general, why does this give an
independent set? The following claim shows that each I ′ is independent.

Claim 2.1. In each iteration of MIS, the set I ′ is independent.

Proof. Suppose for a contradiction that I ′ is not independent, so there exist u, v ∈ I ′ with an edge
joining them. Without loss of generality, say p[u]< p[v]. Then, v cannot be part of I ′ because p[v] is
not the minimum number among its neighbors, a contradiction. Hence, I ′ must be independent.

With this claim, it is straightforward to show that what MIS returns at the end is indeed an MIS
of G. If we use Boolean STArray to represent the set I and an array representation of the graph, each
MIS iteration can be implemented in O(|I ′|+m) work and O(log n) span. But to bound the overall
work and span, we’ll need to analyze how much progress is made in each iteration.

Like before, we might suspect that the number of vertices will drop by a constant fraction in
expectation. This is not the case, however. Instead, we’ll prove that the number of edges goes down
by a constant fraction in expectation per iteration. In particular, we will show the following lemma:

Lemma 2.2 (Edge Removal). When MIS is called on a graph with m edges, the number of edges
removed is at least m/2 in expectation.

Using this lemma and our reasoning about the cost of each iteration, we have the following
recurrences:

W (m, n)≤W (m′, n) +O(m) and S(m, n)≤ S(m′, n) +O(log n)

where 0≤ m′ ≤ m and E
�

m′
�

≤ m/2. Note that this work recurrence doesn’t take into account the
|I ′| term. But the size of the final MIS solution is at most n, so these terms sum to at most n, which
we will add to the final work bound. We know that these recurrences solve to E [W (m, n)] = O(m)
and E [S(m, n)] = O(log2 n). Therefore, the overall work bound is expected O(m+ n).
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Proving the edge removal lemma. This part is optional but you’re still responsible for under-
standing the statement of the lemma. To prove the lemma, our first attempt might be to argue
that an edge disappears with a constant probability, but this is not true. Instead, we’ll look at a
more global argument. We’ll define the following events that might appear counterintuitive at
first. For a vertex u and v ∈ N(u), we say

u−→ v if and only if p[u]> p[w] for all w ∈ N(u)∪ N(v).

The event x −→ y happens with probability at least 1
deg(x)+deg(y) . This is because |N(x)∪N(y)| ≤

deg(x) + deg(y)− 1. Further, if x −→ y , then

1. x will be included in the MIS; and

2. all edges incident on y will be removed (there are deg(y) edges incident on y).

Let Rx→y be a random variable defined as follows:

Rx→y =

(

deg(y) if x −→ y

0 otherwise

We’ll also define
R=

∑

{x ,y}∈E(G)

�

Rx→y + R y→x

�

The proof of this lemma will consist of two claims:

Claim 2.3. The number of edges removed is at least R/2.

Proof. Consider an edge {u, v} ∈ E(G). It suffices to show that R counts this edge at most twice.
This edge could be counted by the events x −→ u and y −→ v for some x and y, and at most
one event ∗ −→ u and at most one event ∗ −→ v can happen.

Claim 2.4. E [R]≥ |E|

Proof. Remember that the event x −→ y happens with probability at least 1
deg(x)+deg(y) , so

E
�

Rx→y

�

≥
deg(y)

deg(x) + deg(y)

It follows that for an edge {x , y} ∈ E(G),

E
�

Rx→y + R y→x

�

≥
deg(y)

deg(x) + deg(y)
+

deg(x)
deg(x) + deg(y)

= 1

By linearity of expectation, we have that E [R]≥ |E|.

Together, these claims imply that the number of edges removed is at least |E|/2, proving
Lemma 2.2.
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