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ABSTRACT 

Nyquist is a programming language for sound synthesis and 
music composition. Nyquist has evolved from a text-only 
programming language to include an integrated 
development environment (IDE) that adds graphical support 
for many tasks. Nyquist is also hosted by Audacity, a 
widely used audio editor that can invoke Nyquist functions 
written in the form of scripted plug-ins. This article shows 
by example how task-oriented interface design can augment 
a text-based language. 

1. INTRODUCTION 

Nyquist is a programming language for sound synthesis and 
music composition. It has evolved continuously since its 
first version in 1989 [2]. Although the basic Nyquist engine 
has remained the same since 1993 [3], the program as it 
appears to users has undergone quite a few changes. In 
particular, the text-based language is now supported by an 
extensive integrated development environment (IDE). The 
goal of this paper is to provide an update on these 
developments and to illustrate how graphical interfaces can 
work to support a text-based computer music system.  

One might view these developments in the context of work 
by Eaglestone, et al. [6] on cognitive styles and the design 
of electroacoustic music software. This work suggests that 
some composers will feel more comfortable working with, 
for example, text-based systems, and others will be attracted 
to direct manipulation graphical interfaces. An integrated 
system that supports different cognitive styles might be 
easier to use and support a wider range of users. 

I will begin with an overview of the basic concepts of 
Nyquist for readers who are not familiar with Nyquist or 
early articles describing it. Sections 3 through 5 describe 
new features of Nyquist and the Nyquist IDE. Subsequent 
sections describe implementation choices, the Audacity 
environment, and future work. A concluding section 
summarizes what we have achieved and learned. 

2. NYQUIST BASICS 

Nyquist is fairly unique among sound synthesis languages 
in that it adopts a strongly functional style of programming 
(but see also the Faust language [11]). In particular, 
synthesis in Nyquist is performed by functions that operate 
on virtual streams of audio samples. Other synthesis 
systems do create a similar illusion; for example, unit 
generators in csound [16] appear at first glance to be 
functions operating on streams. However, closer 
examination reveals that csound “streams” are really blocks 
of samples, and unit generators are not functions but 
procedures that read from sample blocks and store results to 
sample blocks. 

In Nyquist one can write in a functional style: 
osc(pitch) * env(0.1, 0.2, 0.3, 1, 0.5, 0.2) 

In this case, it is fairly easy to show that this can be 
compiled to a more procedural form, where osc, env, and * 
are unit generators and b1, b2, b3 are sample blocks: 

b1 = osc(pitch) 
b2 = env(0.1, 0.2, 0.3, 1, 0.5, 0.2) 
b3 = b1 * b2 

This, in a nutshell, is the difference in terms of language 
design and semantics between Nyquist and csound (or your 
favorite Music N language). 

The functional form of Nyquist sound synthesis expressions 
has some very interesting features. Sounds in Nyquist are 
values that can be passed as parameters, stored in variables, 
and returned from functions. While Music N sounds only 
exist as a small buffer of samples representing the current 
instant of time, Nyquist sounds are accessible at any time 
and fully reusable. 

The functional style encourages modular programs and 
allows users to extend the system with their own set of 
personal “unit generators” or synthesis instruments. It is 
true that csound (and Music N) programs allow users to 
define instruments using an “orchestra” language, but 
instruments can only be invoked from a score, whereas 
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Nyquist makes no distinction between scores and 
orchestras. Thus, instruments can be defined in terms of 
other instruments, and scores can be nested hierarchically. 
This generality leads to great flexibility for composers. For 
example, a control envelope can extend over the duration of 
a score such that timbres of sound objects in the score 
evolve according to the overarching control envelope. 

To accomplish all this, Nyquist uses a sophisticated lazy 
evaluation scheme: sounds are only computed on demand. 
Sounds are represented as a linked list of sample blocks to 
avoid the need to keep entire sounds in memory. Normally, 
sounds are not computed until a play command is executed, 
and sounds are computed incrementally, with garbage 
collection recycling samples that are no longer needed in 
memory. The result is that very little memory is required 
even when long sounds are computed. Although the internal 
mechanisms are quite complex, the user's view is clean and 
elegant, and the execution speed is considerably faster than 
existing Music N implementations [5]. 

3. THE EVOLUTION OF NYQUIST 

Originally, Nyquist was a command-line-only program that 
extended a small Lisp interpreter, XLISP. Users typed in 
expressions or loaded files, and results were written to 
sound files or printed on the console. I started teaching 
classes with Nyquist in 2002, and immediately, student 
feedback showed a desire to make Lisp programming 
easier. Ning Hu implemented an integrated development 
environment (IDE) for Nyquist on Microsoft Windows 
including syntax-directed editing and the ability to plot 
signals. This served as a model for a cross-platform Java-
based IDE originally written by students Chris Yealy and 

Derek D'Souza.  

The presence of a Java-based IDE has led to many new 
developments. Increasingly, Nyquist is serving as a 
“rendering engine” controlled at a higher level using 
graphical design tools in the IDE. In parallel, Nyquist has 
been extended with new synthesis capabilities including 
ports of STK [1] instruments, linear prediction, piano 
synthesis, digital audio effects, a Minimoog emulator, and 
new libraries for algorithmic composition.  

The most recent development is an implementation of SAL, 
a language based on standard functional notation, infix 
operators, and familiar-looking control constructs such as 
loops and if-then-else. Now, users who are put off by Lisp 
syntax may find Nyquist more accessible and easier to 
learn. 

The thesis of this paper is that a task-oriented working 
environment can improve the usefulness of a language (like 
Nyquist) for sound synthesis and music composition. In 
other words, there can be synergy between a language and 
the environment in which it is used. This should be no great 
surprise, as other systems such as Max MSP [18] and 
SuperCollider [9] certainly benefit from their development 
environments. In addition, several non-real-time synthesis 
and composition systems incorporate graphical controls and 
interfaces to complement text-based programming. 
Examples include Cecilia [12] and  Siren [13]. Still other 
languages and systems have focused on graphical rendering 
of compositions and musical data, including SEE [7], 
Audicle [17], and FOMUS [14]. This paper will concentrate 
on describing new features of the Nyquist development 
environment. This work suggests that we think about how 
visual interfaces, task-oriented support tools, and language 

 

Figure 1. The Nyquist IDE. 
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design can be further coordinated and extended to provide 
better computer support for creative activity. 

4. THE NYQUIST DEVELOPMENT 
ENVIRONMENT 

The main impetus behind Nyquist’s new trajectory has been 
the IDE (Integrated Development Environment), which 
adds an interface layer between the user and Nyquist. In the 
beginning, the IDE provided only an integrated text editor, 
graphical display of waveform and control functions, and 
some menus and buttons for common commands. Figure 1 
illustrates these features of the IDE. Commands are typed in 
the upper left text-entry box, with “hints” displayed just 
below, and a typescript of Nyquist output is displayed at the 
lower left. Additional text windows are for editing files. 
Buttons perform commands such as “save the current file 
and load it into Nyquist,” and “break from the interactive 
debugger and return to command entry.” 

 

The IDE introduced the idea that communication with 
Nyquist could be mediated through a graphical user 
interface. This in turn has inspired many new features. Most 
of the IDE features are oriented around specific tasks that 
users have felt could be supported better through graphical 
interfaces than by text-based data and program entry. 

4.1. Command Completion and Hinting 

One interesting feature is command completion or “hinting” 
that examines text as the user types it. A list of Nyquist and 
XLISP functions are searched, and the full names and 
parameter names or matching functions are displayed as 
suggestions to the user. For example, in Figure 1, when the 
user types step, the Completion List window just below 
displays: 

hz-to-step(freq) 
step-to-hz(pitch) 

The user can then click on a line to enter the expression 
where the user is typing (expanding step to a complete 
function call). If the user right-clicks on the hint, the 
reference manual entry for the function is displayed in a 
browser. Since the IDE includes an editor for SAL and 
LISP files, the command completion operates during file 
editing as well as for command entry. The function lists are 
extracted automatically from the documentation, and 
translated automatically into either SAL or LISP syntax 
based on what the user is typing. This facility, originally 
implemented by my student, Austin Sung, has been a great 
help to novices and experienced users alike.  

4.2. Envelope Editor 

 An example that provides graphical editing to augment 
text-based programming is the Envelope Editor. Nyquist 
provides a number of envelope functions for piece-wise 
linear, piece-wise exponential, and a few other forms of 
general shapes described by parameters. As might be 

expected, many users find it clumsy to edit numbers rather 
than editing a graphical representation. The Envelope 
Editor, a built-in component of the IDE, is a simple but 
flexible tool for this task. Envelopes created here are 
automatically converted to/from text representations, and 
can be edited in either form. Then, they can simply be 
referenced by name whenever the envelope is needed in a 
Nyquist program. Figure 2 shows the Envelope Editor, 
which opens as a sub-window within the IDE. 

An important part of the design is the interface between 
graphical object editors and text programming. In the 
Nyquist IDE, editable objects are generally named by the 
user, so in Figure 2 you see a box (upper left) to name or 
rename an envelope, and a drop-down menu (upper right) to 
select by name and edit a different envelope. After clicking 
the “Save” button, the user can access the edited envelope 
as a function, e.g. by calling env-1(). 

 
Figure 2. The Nyquist IDE Envelope Editor. 

Envelopes have a double life: they are callable as functions 
but editable as data, both graphically and as text. This raises 
several questions: Where are envelopes saved when Nyquist 
exits? How is data accessed by the IDE, by a text editor, 
and by Nyquist programs? The data (mainly breakpoint 
coordinates) for all envelopes are stored in the Nyquist 
process as a list. Each envelope is also defined in LISP as a 
function.  

When the Envelope Editor is opened, it tells the Nyquist 
process to print the data, and it “spies” on Nyquist’s output 
to capture the envelope data. Each time the user clicks the 
editor’s “Save” button, the modified envelope data is sent 
back to Nyquist. Within the Nyquist process, envelope 
updates are stored as data on a list and also redefine the 
corresponding function, e.g. env-1(). 

Finally, when Nyquist exits, the envelope data is preserved 
(as textual data) in a file called the workspace. This is a 
general mechanism for saving any data, including scores, 
from one run of Nyquist to the next. User desiring access to 
the text can easily save the workspace, edit envelopes as 
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text, and reload the workspace to update the envelope 
function definitions. The IDE monitors workspace activity 
and tries to help the user avoid mistakes. For example, if the 
workspace is not loaded before opening the envelope editor 
(which might prevent a synchronized view of data in the 
LISP and IDE worlds), a warning is issued, and the IDE 
offers to load the workspace. 

4.3. EQ Editor 

 Equalization and filter design is another task that can be 
supported by graphical tools. While “old school” users may 
be comfortable typing and fine-tuning equalizer gains as 
text, Nyquist users can now call up an editing window to 
specify multi-band equalization. Figure 3 shows the EQ 
editor.  

 
Figure 3. Equalizer interface from the Nyquist IDE. 

As with the envelope editor, the EQ editor communicates 
with the Nyquist process to maintain a consistent view of a 
set of equalizers. In this case, equalizers are numbered, and 
the user applies an equalizer by calling, e.g. eq-0(sound-
expression).  

4.4. Browser 

Nyquist has a number of different instrument definitions 
and libraries. While in the past, contributions were simply 
added to sub-directories named “demos” and “lib” included 
in the release, there is now a user-friendly browser that 
offers an index to sounds and examples. The browser (see 
Figure 4) uses Nyquist to synthesize sound examples. 
Examples are parameterized, and the browser displays 
sliders so that users can experiment with different settings. 
Code for any example is displayed, and it is easy to copy 
and save code, including custom parameter settings, for use 
in a composition. The browser works by loading a text 
description of examples; it is simple to extend the system by 
adding new descriptions for new sounds. 

This is another way to bridge between a textual and a 
graphical environment. New users and novices can see 
directly how the graphical menu, slider, and audio interface 
are implemented in terms of text-based programs and 
commands. Everything is organized as an invitation to new 
users to probe deeper and to learn by doing and by example. 

 
Figure 4. Sound Browser in the Nyquist IDE. 

4.5. Preferences 

 Nyquist has many settings and options, generally controlled 
at the lowest level by setting global variables or calling 
functions. For example, the default sound sample rate is set 
by calling the function set-default-sound-srate. 
Many of these options are now easy to find and change in 
the “Preferences” window of the IDE. In addition to making 
changes in system behavior, settings are saved and restored 
each time the user runs Nyquist. This could always be 
accomplished by creating a custom initialization file loaded 
by Nyquist at start-up time, but in practice, few people ever 
did this, whereas users find it easy to customize the system 
now. Figure 5 illustrates the Preferences dialog window. 

 
Figure 5. The Preferences window from the Nyquist 
IDE. 
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5. SAL 

 Basing Nyquist on Lisp has been a mixed blessing. On the 
one hand, the XLISP interpreter at the core of Nyquist has 
proven to be very portable, small, extensible, and free of 
any licensing fees. Lisp has also facilitated the 
implementation of some of the advanced features of 
Nyquist, including lazy evaluation of sounds and automatic 
garbage collection. On the other hand, many potential users 
have asked for a more familiar language. Although Lisp has 
many proponents, even most Lisp programmers will admit 
that infix operators for math would be nice, and fewer 
parentheses could enhance readability. The solution now 
being explored is SAL, a programming language designed 
by Rick Taube for his Common Music system. [15] To 
support SAL, Taube’s SAL compiler was ported to XLISP 
and a “SAL mode” was added to the IDE to help users by 
highlighting keywords, suggesting proper indentation, 
offering “hints” in SAL syntax, and automatically running 
the SAL compiler when SAL commands are entered or SAL 
program files are loaded. Figure 6 shows a Nyquist program 
in both Lisp and SAL for comparison. 

;; a Nyquist/Lisp example 

(defun ex5 () 

  (play (seq (stretch 0.25  

                      (seq (env-note c4) 

                           (env-note d4))) 

             (stretch 0.5 

                      (seq (env-note f4) 

                           (env-note g4))) 

             (env-note c4)))) 

 

;; a Nyquist/SAL example 

define function ex5() 

  play seq(seq(env-note(c4),  

               env-note(d4)) ~ 0.25, 

           seq(env-note(f4),  

               env-note(g4)) ~ 0.5, 

           env-note(c4)) 

  
Figure 6. Example program in Lisp and SAL. 

SAL is not completely independent of either Common 
Music or Nyquist, so there are some differences in the two 
SAL implementations. Some things supported in Common 
Music, in particular the process, are absent from Nyquist, 
and therefore there is no define process construct in 
SAL for Nyquist. On the other hand, Common Music does 
not support signal processing, so a bit of new syntax has 
been added to express Nyquist-specific concepts. One 
example, shown in Figure 6, is the addition of infix 
operators for stretch (~) as well as shift (@). These operators 
come from Arctic [3], the language that inspired Nyquist. 
(One might ask: Why not use Arctic syntax throughout 
instead of SAL? The answer is that SAL was designed as a 
replacement for Lisp syntax, so it maps nicely onto existing 
Lisp function names, control constructs, and data types. 
Arctic could probably serve as the basis for a new syntax 
for Nyquist, but it seemed wiser to build upon SAL’s 
successful introduction in Common Music.) 

6. Open Sound Control 

 Another recent extension to Nyquist is a basic facility for 
controlling Nyquist sounds via Open Sound Control (OSC). 
Since all signal processing and control is based on the 
SOUND datatype, Nyquist offers a function, snd-slider, 
that creates a sound whose value is determined in (near) real 
time by OSC messages. The idea is that there is an array of 
virtual sliders that can be set by OSC (or the IDE) and read 
by Nyquist. This allows Nyquist sounds to be controlled by 
external physical devices or programs. In the spring of 
2007, students in my Introduction to Computer Music class 
collaborated with students in Pamela Jenning's course on 
Physical Computing to build physical controllers connected 
to Nyquist synthesis algorithms. For this work, PIC 
microcontrollers sent serial data over USB to a computer 
running a simple serial-to-open-sound-control program 
(included in the Nyquist distribution), which then 
transferred data via OSC to Nyquist. Nyquist is not really 
designed to be a real-time program, so latency tends to be 
high, but it is nonetheless very powerful for prototyping or 
for getting values from the real world into Nyquist. 

7. IMPLEMENTATION 

Nyquist runs on Windows, Macintosh, and Linux systems. 
The Nyquist IDE is implemented in Java. This may seem a 
strange choice given that Nyquist is created with C and 
Lisp. Are three languages really necessary? In retrospect, 
Java was a very good choice. One could argue about the 
best system, but the cross-platform GUI-building tools are 
at least powerful, well-documented, and generally familiar 
to students. There are thousands of code examples on the 
web that are easily searchable. Another very important 
feature is Java’s exception-handling. Especially in GUI-
intensive programs, bugs can often be survived simply by 
handling an exception and continuing to run. With garbage 
collection, Java is very forgiving of failures to release 
memory structures and resources. As new components are 
added to the IDE (bugs included), the overall IDE continues 
to operate reliably. We do not recommend creating or re-
leasing buggy systems, but it is much better when bugs do 
not result in a sudden program exit while users are at work. 
Java has the drawback of unreliable realtime performance, 
but this is also an issue with Nyquist and not really 
necessary for the Nyquist IDE. Overall, the typical 
performance feels very responsive. 

8. AUDACITY AND NYQUIST 

Audacity [10] has become an extremely popular audio 
editor. It includes a copy of Nyquist, disguised as a plug-in 
scripting language. Users can write Nyquist expressions to 
generate or process sounds, which are streamed from user-
selected regions of sound files into Nyquist and back into 
Audacity. There are plug-ins to help label silence and 
segment recordings, to generate custom fades, to create 
tones, perform granular synthesis, etc. This facility is 
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completely independent of the Nyquist IDE, but it is worth 
mentioning because it is an alternative working 
environment. Audacity is excellent for editing and viewing 
digital audio, but the support for language-based synthesis 
and composition is very limited. Some people find the 
ability to load and view sounds very important to their 
development process and are willing to forgo the IDE to 
gain access to the editing functions of Audacity.  

With Audacity and the Nyquist IDE, we see two ways of 
working. In Audacity, the focus is on audio; preparing 
Nyquist programs is an external function. With the IDE, the 
focus is on program development; viewing or editing audio 
is an external function. Obviously, some way to integrate 
the processing of audio via programming and via direct 
manipulation editors could be of great value. 

9. FUTURE WORK 

Nyquist and its IDE have come a long way, but there are 
still many additions envisioned. There have been several 
attempts to create some sort of time-line based graphical 
composition interface. One of these was based on the UPIC 
system, with very encouraging results. The prototype was 
created in C++ for Windows, so it is not integrated with the 
Nyquist IDE. Hopefully, there will be a port to Java so that 
a UPIC-like interface will be available within the current 
environment. Another student project created a prototype 
for a graphical score editor where boxes representing sound 
objects are placed along a time line, similar to the Animal 
system. [8] This prototype requires further development to 
be really useful. 

Another score-like interface could be introduced for drum 
patterns. Currently, Nyquist includes a simple text 
representation for entering rhythmic patterns and assigning 
them to drum sounds, and there is a nice library of drum 
samples created by Phil Light. An effective and flexible 
graphical editor for drum patterns along with some libraries 
of ready-to-use patterns would be useful to many. 

There are more graphical interface tools that could be 
introduced. Mechanisms for a slider interface exist, but are 
not yet supported by the GUI. Ideally, one should be able to 
link instrument parameters to graphical sliders to assist in 
fine-tuning sounds. This is already possible in the Sound 
Browser shown in Figure 4, but these sliders are configured 
within the IDE and are not convenient for developing new 
sounds. Furthermore, it is already easy to simply edit text 
and reload code, so to be of any use, a slider interface must 
be very simple and efficient to set up. 

The Open Sound Control Interface has demonstrated that 
near-real-time interaction is possible with Nyquist. With a 
few more primitives for real-time interaction (perhaps 
modelled on those of csound), it could be interesting to 
support MIDI interfaces for control, especially to extend the 
working environment with physical knobs, sliders, and 
other controllers. Along those lines, the mouse and 

computer keyboard can also be used as effective controllers 
with the right support from the IDE. 

10. CONCLUSIONS 

Nyquist has evolved from a very powerful but rather hard-
to-use text-based programming language to a powerful 
environment for composition and sound synthesis. Our 
experience indicates that a task-oriented interface can 
greatly enhance the usability of a language like Nyquist. It 
is interesting that some “tasks” are not expected ones such 
as designing an envelope or a filter, but programming tasks 
such as finding the correct name and parameter list for a 
function or balancing parentheses. The Nyquist IDE syntax 
editor and hinting mechanism are relatively simple 
programs, building upon existing text objects and 
documentation processors, but the support for even 
experienced Nyquist programmers is substantial. As 
Nyquist gains more widespread use, especially as a 
scripting language for Audacity, the IDE helps by providing 
examples, showing connections between graphical 
manipulation and text-based control, and by assisting with 
language syntax. This in turn makes Nyquist more 
accessible to more users. Users, especially students, have 
made great suggestions for improvements and implemented 
many of them. Thus, Nyquist and its development 
environment continue to grow in response to perceived 
needs and helpful contributions. 
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