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1. Objectives

This proposal is for continuation of work begun in FY99 under the title “Distributed Architecture for Multi-Robot Coordination,” funded through NASA Ames.  The title of the task is changed slightly this year for two main reasons: (1) There is a slight shift in emphasis from the architecture alone to the use of a distributed architecture in the domain of multi-robot assembly and construction; (2) The FY99 work had a significant subcontract to TRACLabs, while in FY00 the TRACLabs work will be performed through a JSC task (also funded through the Surface Systems Thrust Area) entitled “A Distributed Multi-Robot Architecture for Autonomous Construction Tasks”.  Later in this section, we describe how the CMU and JSC work complements one another.

The primary objective of this task is to develop fundamental capabilities that enable multiple, distributed, heterogeneous robots to coordinate in achieving tasks that cannot be accomplished by the robots individually.  The basic concept is to enable the individual robots to act fairly independently of one another, while still allowing for tight, precise coordination when necessary.  The individual robots will be highly autonomous, yet will be able to synchronize their behaviors, negotiate with one another to perform tasks, and “advertise” their capabilities.  This architectural approach differs from most other work in multi-robot systems, in which the robots are either loosely coupled agents, with little or no explicit coordination [Balch, Mataric, Parker], or else are tightly coordinated by a highly centralized planning/execution system [Khatib].  Our proposed architecture will support the ability of robots to react to changing and/or previously unknown conditions by replanning and negotiating with one another if the new plans conflict with previously planned-upon cooperative behaviors.  The resulting capability will make it possible for teams of robots to undertake complex coordinated tasks, such as assembling large structures, that are beyond the capabilities of any one of the robots individually.  Emphasis will be placed on the reliability of the worksystem to monitor and deal with unexpected situations, and flexibility to dynamically reconfigure as situations change and/or new robots join the team.

This project is an on-going, multi-center collaboration with participation from JCS/TRACLabs and the National Institute of Standards and Technology (NIST). CMU will focus on algorithms for distributed task execution, task negotiation, planning under uncertainty, and algorithms specific to the domain of multi-robot assembly and construction. JSC/TRACLabs will focus on distribution and coordination at the continuous (behavioral) level, high-level symbolic task planning, and human/robot collaboration, using the idea of “adjustable autonomy”. NIST is supplying CMU with Robocrane (a large inverted Stewart platform) and will collaborate in areas related to control of large manipulators.  Overall collaboration includes software and hardware transfer, development of common scenarios, development of a common architecture, and joint demonstrations.

The main technical challenge of the project is to develop an architectural framework that permits a high degree of autonomy for each individual robot, while providing a coordination structure that enables the group to act as a unified team.  Our approach is to extend current state-of-the-art hierarchical, layered robot architectures being developed at CMU (TCA), TRACLabs (3T) and NIST (RCS) to support distributed, coordinated operations.  In particular, we have integrated parts of CMU’s task-level control architecture and TRACLabs’ 3T architecture.  Our proposed architecture is highly compatible with these single-agent robot architectures, and will extend them to enable multiple robots to handle complex tasks that require a fair degree of coordination and autonomy.  Research issues include:

  •
Developing communication protocols that will support sophisticated interaction between robots, including the ability to negotiate and distribute tasks, monitor progress in a distributed fashion, and distribute sensing and control among a heterogeneous group of robots;

  •
Dealing with asynchronous timing issues introduced by distributing the control, data bandwidth limitations, and issues of reliability (e.g., dealing with situations where robots, or communication channels, break down);

  •
Developing task-specific algorithms that take advantage of the architectural framework to enable teams of robots to achieve tasks that no single robot could achieve.

The architectural approach will be validated by an increasingly complex series of demonstrations in the area of multi-robot assembly with a heterogeneous team of robots. The “team” will include the NIST Robocrane, a roving eye, and a mobile manipulator.

2. Technical Background

Robotics researchers, including those at CMU, NASA and NIST, have done extensive work in developing and demonstrating architectures for single-robot systems.  The majority of these are hierarchical, layered architectures, with a three-tiered approach becoming increasing popular.  Some examples include JSC's and TRACLabs’ 3T architecture, CMU's Task Control Architecture (TCA), NIST’s RCS, and the NASA New Millennium “Remote Agent”.  Such three-tiered architectures (Figure 1) consist of a bottom layer of behaviors that provide for reactive, real-time control, a sequencing layer that provides for task-level control, and a planning layer that provides for high-level goal achievement.  They have been successfully demonstrated in indoor mobile robot applications, planetary rovers, space station maintenance robots, advanced life support monitoring and control, and autonomous spacecraft.

Our basic approach to multi-robot architectures is to distribute the behavior and sequencing layers of the three-tiered architectural approach, while maintaining a centralized planner (Figure 2).  The centralized planner sends high-level, abstract plans to individual robots, where the plans include goals to be achieved and temporal constraints between goals.  The task sequencer then decomposes the goals into subtasks, and issues commands to the behavior layer.  The behavior layer executes the commands, sending data back to the sequencer so that it can monitor task execution.  Occasionally, status information is sent back to the planner, especially when the robots encounter problems they cannot solve.
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Figure 1. Typical Three-Tiered Architecture
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Figure 2. Distributed, Multi-Robot Layered Architecture

This architectural approach satisfies the primary requirements for the types of multi-robot systems most relevant to NASA's applications.  In particular, while inter-robot coordination is needed, it is also important for the individual robots to possess a high degree of autonomy.  This includes the ability to locally plan, monitor execution, and replan tasks.  This is a key to robot reliability/robustness in the face of unexpected situations.

The specific behavior layer we use is the Skill Manager of the TRACLabs 3T architecture [Bonasso].  The Skill Manager contains a set of robot specific situated skills that represent the architecture's connection with the world.  The Skill Manager has functions for coordinating and scheduling these situated skills.  In addition, the Skill Manager is responsible for making sure that data generated by one skill (say a perception skill) is available for use by other skills (say an action skill). To distribute skills, communication mechanisms are needed for skill-to-skill transfer of data.  These communication mechanisms will need to address real-time issues that are crucial for perception/action loops.  JSC will address this aspect of the work.

The sequencing layer accepts high-level task descriptions from the planner, decomposes tasks into subtasks, and enables, disables and parameterizes primitive skills.  It also provides control constructs for task synchronization, execution monitoring, exception handling, and resource management.  The specific sequencing layer we use is based on the Task Control Management (TCM) library, a descendant of the Task Control Architecture (TCA), which was developed for the NASA “Integrated Robot Control Architecture” project [Simmons].

TCM (and TCA) uses the notion of a dynamically created “task tree” structure to represent task-level coordination and to delineate the scope of monitors and exception handlers.  For the distributed task sequencer, we will create a distributed version of the task tree -- so that task tree nodes in one robot can be explicitly coordinated with nodes in the tree of other robots. For instance, constraints can be placed to force two tasks to be executed sequentially, or to have two tasks run concurrently.  In addition, the distributed sequencer will enable one robot to add nodes to the tree of another (essentially enabling one robot to issue task commands to the other), and will enable one robot to add monitors and exception handlers to the tree of another (essentially enabling one robot to detect problems and handle contingencies for another).  To do this, some TCM task-tree algorithms need to be parallelized and distributed. CMU will address this aspect of the work.

3. Results to Date

Note: This project began in April 1999, due to difficulties in getting funding released.

The DIRA Project
 had several significant achievements in FY99, including initial development of the overall multi-robot architecture, development of a common demonstration scenario and metrics for evaluating the technical accomplishments, initial development of a multi-robot testbed to support the scenario, and development and demonstration of multi-robot visual servoing.

Key to the multi-robot architecture are the connections between the sequencing and behavioral layers, the distribution of data between individual behavioral layers, and the distribution of control information between individual task management layers.  In FY99, we made progress in all three areas.  We successfully integrated CMU’s task management system (TCM) with 3T’s behavioral layer (Skill Manager), using the same interface that the Skill Manager uses to communicate with its LISP-based RAP sequencer.  This enabled a C-based sequencer to send commands and receive status information from the Skill Manager, in a way transparent to the Skill Manager.  TRACLabs extended their Skill Manager to enable skills to use message passing to send data to other skills running in separate processes.  CMU began to extend its TCM system to enable tasks to use message passing to send control information to other tasks running in separate processes.  Future work in this area includes automating the generation of message-passing protocols in the Skill Manager and finishing the extension of TCM to handle multi-robot task control.
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Figure 3. Multi-Robot Assembly Scenario

Working with our partners, TRACLabs and NIST, we formulated a concrete scenario for demonstrating our ideas in multi-robot assembly.  The baseline scenario (Figure 3) is to have three robots working together to perform assembly tasks.  The robots are an autonomous crane, a mobile manipulator, and a roving eye.  For FY00, the assembly task is beam emplacement; For FY01 and FY02, our plans call for assembly and construction of larger and more complex structures.
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We have begun assembling a testbed to support this scenario.  We have obtained the Robocrane from NIST (Figure 4a) and are working to automate it.  We will use Amelia, a mobile robot with color stereo, as the roving eye.  We are negotiating with TRACLabs to obtain a copy of their dexterous manipulator (Figure 4b) to mount on an existing base at CMU.  We anticipate this testbed coming together late in the first quarter of FY00.
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Figure 5. Distributed Visual Servoing

Our most significant achievement to date is the development of distributed visual servoing, using a roving eye and fixed manipulator (Figure 5). The servoing system uses a pair of color stereo cameras to provide a 6DOF pose that is the difference between two colored fiducials. This difference is used to drive the arm.  The servoing continues until the target fiducial reaches the desired pose. The roving eye drives around the workspace to keep the targets in sight and centered in the image, and it moves back and forth to ensure that the targets fill most of the camera field of view.  The roving eye and arm are completely distributed and autonomous. They use the distributed version of 3T’s Skill Manager to coordinate activities. This work was performed jointly by TRACLabs and CMU graduate student David Hershberger, who worked at TRACLabs over the summer.  This use of a roving eye, completely separated from the arm it is guiding, is a novel approach to visual servoing and has many applications in construction and manufacturing.  We are currently performing experiments to measure quantitatively the precision obtained by this approach, and are writing up the work for submission to a major robotics conference.

4. Work Plan

In FY00, our level 1 milestone is to demonstrate the base-level scenario of three robots coordinating to emplace large beams.  Robocrane will move the beam in the general vicinity of the emplacement point, guided by the roving eye.  A dexterous manipulator will grasp the end of the beam and guide it into final position, again under the guidance of the roving eye.  We will quantify the results by demonstrating the increase in precision obtained by using multiple robots.  In particular, we will compare the precision in placement using the crane alone, the crane being guided by the roving eye, and the three robots working together.  The hypothesis, of course, is that visual servoing provides an added measure of precision, and that combining the gross manipulation of the Robocrane with the fine manipulation of the dexterous arm will further increase precision.  In addition, we will quantify the effects of different algorithms for deciding where to move the roving eye.

To support this milestone, we need various technical accomplishments.  One is to complete the development of the testbed by automating Robocrane, porting the servoing software to Amelia, and obtaining a dexterous manipulator. We also need to complete the extensions to TCM that enable it to act in a distributed fashion.  We will use both simulation (Figure 3) and the robot testbed to develop the control and planning algorithms needed for this scenario.

On a more fundamental level, we will use this scenario to drive the development of our distributed multi-robot architecture.  In particular, we need to have the robots negotiate with one another as to who will do what part of the task, and when.  We will investigate the use of ideas from distributed AI and economic theory to guide the robots in making intelligent decisions that minimize overall resource utilization, while still providing reliable, robust task achievement.  One such example is the STEAM framework that uses an explicit representation of inter-agent teamwork to determine when plans are not progressing as anticipated and how to deal with such contingencies [Tambe]. Types of negotiations that we envision include one robot (1) requesting other agents to carry out tasks in service of its own goals, (2) agreeing to assist other agents, and (3) trading task assignments to meet deadline or resource constraints.  Such inter-robot communication reduces dependence on centralized oversight and replanning, and increases the autonomy of individual agents.

This development will form the basis for FY01 and FY02 scenarios.  In these scenarios, we will have the multiple robots work together to assemble actual structures, starting with simple structures such as tetrahedra and moving to more complex structures such as geodesic domes.  We will start with semi-autonomous control, with high-level human interaction, and progress to fully autonomous distributed control by the end of the project.  We will investigate both symbolic planning techniques (mainly through the collaboration with TRACLabs) and decision-theoretic planning (using Markov Decision Processes) to accomplish these tasks.  In addition, since this is a very flexible approach to inter-agent coordination, a flexible framework for exchange of information among multiple robots will need to be developed.  We will identify the types of information to be communicated, determine bandwidth requirements and compare these with available communications protocols and physical telemetry hardware.  We intend to use a standard multi-agent communication protocol, such as KQML, to encode the semantics of our inter-robot communication language.  We intend to adapt work in multi-agent systems to enable new team members to “advertise” their capabilities in a manner analogous to the “yellow pages” [Sycara].  Also, there is the challenge of dealing with overall reliability in the face of a loss of robots and/or communication.  We propose to deal with this using similar task-level control constructs: setting up monitors (such as watchdog timers) and exception handlers to handle software and hardware failures in a distributed fashion.

5. Schedule and Milestones

FY00:
Level 1 Milestone: Demonstrate multi-robot coordination for beam emplacement


- Quantify improvement in precision using multiple robots


Developed multi-robot testbed (1st Q)


Develop distributed version of task management library (2nd Q)


Develop algorithms for multi-robot distributed negotiation (3rd Q)

FY01:
Level 1 Milestone: Demonstrate three robots coordinating to assemble simple structure


- Semi-autonomous control with high-level human interaction


Develop multi-robot planning algorithms that take uncertainty into account


Develop monitoring and recovery strategies for assembly task

FY02:
Level 1 Milestone: Demonstrate robots coordinating to assemble complex structure


- Fully autonomous control with distributed coordination


Develop methods for dynamically communicating capabilities to other agents

Develop methods for heterogeneous robots to dynamically join team 

Deliverables include all reports and articles detailing the architectural design, interfaces specifications for both between and within layers of the architecture, and results of experiments performed.

6. Dual-Use Potential

As evidenced by our collaboration with NIST, such a distributed, multi-robot architecture could have significant potential in assembly and automated manufacturing, where automated machine tools and AGVs must be coordinated.  It has great potential in process plant control, where multiple pieces of equipment must be coordinated and maintained.  It also has direct analogs in future terrestrial construction sites, large-scale agricultural operations, mining, and robotic reclamation of hazardous waste sites and nuclear facilities.

Similar approaches may also be applicable in the burgeoning area of software agents, which must coordinate activities to find and retrieve specified pieces of information over the Internet, including military situation assessment and ISR.

7. Participants and Facilities

Dr. Reid Gordon Simmons is a Senior Research Scientist in the School of Computer Science at Carnegie Mellon University.  He earned his Ph.D. from MIT in 1988 in the field of Artificial Intelligence.  His thesis work focused on the combination of associational and causal reasoning for planning and interpretation tasks. Since coming to Carnegie Mellon in 1988, Dr. Simmons' research has on creating robot systems that are self-reliant enough for long-term, autonomous operation and that can readily adapt to new tasks and new environments.  In particular, he is interested in task-level robot control architectures that can handle multiple, conflicting tasks in uncertain and changing environments.  He has developed the Task Control Architecture (TCA) that provides a framework and utilities for coordinating the components of autonomous robot systems.  TCA has been used to control about a dozen autonomous robots, including the indoor and outdoor walking and wheeled robots.  His work has also been used for autonomous spacecraft.  Dr. Simmons has published over 75 papers and articles on autonomous robots, robot architectures, planning and model-based reasoning. He is a member of IEEE, AAAI, Phi Beta Kappa, Sigma Xi, the New Millennium Autonomy IPDT, was the program chair of the 1998 International AI in Planning Systems conference, is an Associate Editor of IEEE Journal on Robotics and Automation, and is on the Editorial Board of International Journal of Applied Intelligence.

Dr. Sanjiv Singh is a Scientist at the Robotics Institute, Carnegie Mellon University. His research interests include automated earthmoving, mobile robot navigation and machine learning with computer vision. Dr. Singh received his B.S. in Computer Science from the University of Denver in 1983, M.S. in Electrical Engineering from Lehigh University in 1985, and a Ph.D. in Robotics from Carnegie Mellon University in 1995. He was a member of the research staff at the Robotics Institute from 1985-1989. He was a Postgraduate Fellow at Yale University in 1990 and a NSF Fellow at the Mechanical Engineering Laboratory in Tsukuba, Japan in 1992.

Dr. William “Red” Whittaker is the Fredkin Research Professor of Robotics at Carnegie Mellon University and Director of the Field Robotics Center, which he founded in 1986.  He received his B.S. from Princeton in 1973, and earned his M.S. and Ph.D. degrees from Carnegie Mellon in 1975 and 1979, respectively.  Dr. Whittaker’s research centers on mobile robots in field environments such as work sites and natural terrain; computer architectures to control mobile robots; modeling and planning for non-repetitive tasks; complex problems of objective sensing in random or dynamic environments; and integration of complete field robot systems.  Projects under Dr. Whittaker’s direction include unmanned robots to explore planetary surfaces and volcano interiors, automation of mining machines and farm equipment, remote worksystems, and autonomous land vehicle navigation.  Dr. Whittaker has also been thesis advisor for 17 Ph.D. recipients.  Dr. Whittaker has received numerous awards.  He won Design News’ Special Achievement award 1998, Pittsburgh’s 1994 Man of the Year for Technology, and Carnegie Mellon’s Teare Award for Teaching Excellence.  Science Digest named him one of the top 100 US innovators in 1985 for his work in robotics.  He has served on several select review panels, including the National Academy of Sciences Peer Review Committee on DOE Environmental Management Technologies; the National Research Council Commission on Engineering and Technical Systems, Aeronautics and Space Engineering Board; and the National Academy of Sciences Committee to Provide Interim Oversight of the DOE Nuclear Weapons Complex.  He is a member of the Center for the Commercial Development of Space, the Space Studies Institute, the American Nuclear Society Robotics and Remote Systems Division, and is a Fellow of the American Association for Artificial Intelligence.

Carnegie Mellon: Expertise includes robot architectures (TCA), task-level control and task planning, autonomy, simulation and robot construction/assembly.  PIs at CMU are Reid Simmons (Senior Research Scientist), William Whittaker (Principal Research Scientist) and Sanjiv Singh (System Scientist).  Work will be conducted at the Field Robotics Center and the Laboratory for Learning Robots.

Johnson Space Center/TRACLabs: Expertise includes robot architectures (3T), behavioral control, task-level control, multi-agent planning.  Technical point of contact: David Kortenkamp, Research Scientist.

National Institute of Standards and Technology: Expertise includes robot architectures (NASREM, RCS), real-time control, robot construction/assembly, and automated manufacturing. Technical point of contact: James Albus.
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Figure 4. NIST Robocrane and TRACLabs Dexterous Manipulator
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� DIRA stands for “DIstributed Robot Architecture” or “DIstributed Robot Assembly” -- take your pick.
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