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Chapter 1

Introduction

1.1 Data Analysis in the Brain Sciences

The brain sciences seek to discover mechanisms by which neural activity is gener-
ated, thoughts are created, and behavior is produced. What makes us see, hear, and
understand the world around us? How can we learn intricate movements, which re-
quire continual corrections for minor variations in path? What is the basis of memory,
and how is consciousness created? Answering such questions is the grand ambition of
this broad enterprise and, while the workings of the nervous system are immensely
complicated, several lines of now-classical research have made enormous progress:
essential features of the nature of the action potential, of synaptic transmission, of
sensory processing, of the biochemical basis of memory, and of motor control have
been discovered. These advances have formed conceptual underpinnings for modern
neurophysiology, and have had a substantial impact on clinical practice. The method
that produced this knowledge, the scientific method, involves both observation and
experiment, but always a careful consideration of the data. Sometimes results from
an investigation have been largely qualitative, as in Brenda Milner’s documenta-
tion of implicit memory retention, together with explicit memory loss, as a result

1
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of hippocampal lesioning in patient H.M. In other cases quantitative analysis has
been essential, as in Hodgkin and Huxley’s modeling of ion channels to describe the
production of action potentials. Today’s brain research builds on earlier results us-
ing a wide variety of modern techniques, including molecular methods, patch clamp
recording, calcium imaging, two-photon imaging, single and multiple electrode stud-
ies, optical imaging, EEGs, and functional imaging (PET, fMRI, MEG), as well as
psychophysical and behavioral studies. All of these rely, in varying ways, on vast im-
provements in data storage, manipulation, and display technologies. As a result, data
sets from current investigations are often much larger, and more complicated, than
those of earlier days. For a modern student of neural science, a working knowledge
of basic methods of data analysis seems indispensible.

The variety of experimental paradigms across widely ranging investigative levels
in the brain sciences may seem intimidating. It would take a multi-volume encyclo-
pedia to document the details of the myriad analytical methods out there. Yet, for
all the diversity of measurement and purpose, there are commonalities that make
analysis of neural data a single, circumscribed and integrated subject. A relatively
small number of principles, together with a handful of ubiquitous techniques—some
quite old, some much newer—Ilay a solid foundation. One of our chief aims in writing
this book has been to provide a coherent framework to serve as a starting point in
understanding all types of neural data.

In addition to providing a unified treatment of analytical methods that are cru-
cial to progress in the brain sciences, we have a secondary goal. Over many years
of collaboration with neuroscientists we have observed in them a desire to learn all
the data have to offer. Data collection is demanding, and time-consuming, so it is
natural to want to use the most efficient and effective methods of data analysis. But
we have also observed something else. Many neuroscientists take great pleasure in
displaying their results not only because of the science involved but also because of
the manner in which particular data summaries and displays are able to shed light
on, and explain, neuroscientific phenomenon; in other words, they have developed
a refined appreciation for the data-analytic process itself. The often-ingenious ways
investigators present their data have been instructive to us, and have reinforced our
own aesthetic sensibilities for this endeavor. There is deep satisfaction in compre-
hending a method that is at once elegant and powerful, that uses mathematics to
describe the world of observation and experimentation, and that tames uncertainty
by capturing it and using it to advantage. We hope to pass on to readers some of
these feelings about the role of analytical techniques in illuminating and articulating
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fundamental concepts.

A third goal for this book comes from our exposure to numerous articles that re-
port data analyzed largely by people who lack training in statistics. Many researchers
have excellent quantitative skills and intuitions, and in most published work statisti-
cal procedures appear to be used correctly. Yet, in examining these papers we have
been struck repeatedly by the absence of what we might call statistical thinking, or
application of the statistical paradigm, and a resulting loss of opportunity to make
full and effective use of the data. These cases typically do not involve an incorrect
application of a statistical method (though that sometimes does happen). Rather,
the lost opportunity is a failure to follow the general approach to the analysis of
the data, which is what we mean by the label “the statistical paradigm.” Our final
pedagogical goal, therefore, is to lay out the key features of this paradigm, and to
illustrate its application in diverse contexts, so that readers may absorb its main
tenets.

To begin, we will review several essential points that will permeate the book.
Some of these concern the nature of neural data, others the process of statistical
reasoning. As we go over the basic issues, we will introduce some data that will be
used repeatedly.

1.1.1 Appropriate analytical strategies depend crucially on
the purpose of the study and the way the data are
collected.

The answer to the question, “How should I analyze my data?” always depends
on what you want to know. Convenient summaries of the data are used to convey
apparent tendencies. Particular summaries highlight particular aspects of the data—
but they ignore other aspects. At first, the purpose of an investigation may be stated
rather vaguely, as in “I would like to know how the responses differ under these
two experimental conditions.” This by itself, however, is rarely enough to proceed.
Usually there are choices to be made, and figuring out what analysis should be
performed requires a sharpening of purpose. Let us consider an example.

Example 1.1 SEF neural activity under two conditions Olson et al. (2000)
examined the behavior of neurons in the Supplementary Eye Field (SEF), which is
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a frontal lobe region anterior to, and projecting to, the eye area in motor cortex.
The general issue was whether the SEF merely relays the message to move the
eyes, or whether it is involved in some higher-level processing. To address this
issue, an experiment was devised in which monkeys moved their eyes in response
to either an explicit external cue (the point to which the eyes were to move was
illuminated) or an internally-generated translation of a complex cue (a particular
pattern at fixation point determined the location to which the monkey was to move
his eyes). If the SEF simply transmits the movement message to motor cortex and
other downstream areas, one would expect SEF neurons to behave very similarly
under the two experimental conditions. On the other hand, distinctions between the
neural responses in the two conditions would indicate effects of the distinct cognitive
processing tasks. While an individual neuron’s activity was recorded from the SEF
of an alert macaque monkey, one of the two conditions was chosen at random and
applied. This was repeated many times, and the results for one neuron are given
in Figure 1.1. The figure displays a pair of raster plots and peri-stimulus time
histograms (PSTHs).

Visual comparison of the two raster plots and two PSTHs indicates that this
neuron tends to respond somewhat more strongly under the pattern condition than
under the spatial condition, at least toward the end of the trial. But such qualitative
impressions are often insufficiently convincing even for a single neuron; furthermore,
results for many dozens of neurons need to be reported. How should they be sum-
marized? Should the firing rates be averaged over a suitable time interval, and then
compared? If so, which interval should be used? Might it be useful to display the
firing-rate histograms on top of each other somehow, for better comparison, and
might the distinctions between them be quantified and then summarized across all
neurons? Might it be useful to compare the peak firing rates for the two neurons, or
the time at which the peaks occurred? All of these variations involve different ways
to look at the data, and each effectively defines somewhat differently the purpose of
the study.

The several possible ways of examining firing rate, just mentioned, have in com-
mon the aggregation of data across trials. A quite different idea would be to examine
the relationship of neural spiking activity and reaction time, on a trial-by-trial ba-
sis, and then to see how that changes across conditions. This intriguing possibility,
however, would require a different experiment: in the experiment of Olson et al. the
eye movement occurred long after the cue,! so there was no observed behavior corre-

!They used a random delay followed by a separate cue to move; this helped ensure that movement
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Figure 1.1: Raster plot (TOP) and PSTH (BOTTOM) for an SEF neuron under both
the external-cue or ‘“spatial” condition (LEFT) and the complex cue or “pattern”
condition (RIGHT). Each line in each raster plot contains data from a single trial,
that is, a single instance in which the condition was applied. (There are 15 trials
for each condition.) The tick marks represent spike times, i.e., times at which the
neuron fired. The PSTH contains normalized spike counts within 10 millisecond time
bins: for each time bin the number of spikes occurring in that bin is counted across
all trials; this count is then divided by the number of trials, and the width of the
time bin in seconds, which results in firing rate in units of spikes per second. Time
is measured relative to presentation of a visual cue, which is considered time t = 0.
This neuron is somewhat more active under the pattern condition, several hundred
milliseconds post cue. The increase in activity may be seen from the raster plots,
but is more apparent from comparison of the PSTHs.

sponding to reaction time. This is an extreme case of the way analytical alternatives
depend on the purpose of the experiment. O

Example 1.1 illustrates the way a particular purpose shaped the design of the
experiment, and thus the data that were collected, which constrained the possible
analytic strategies. In thinking about the way the data are collected, one particular
distinction is especially important: that of steady-state versus systematically evolving

and anticipatory effects would not contaminate the processing effects of interest.
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conditions. In many studies, an experimental manipulation leads to a measured
response that evolves in a somewhat predictable way over time. In Example 1.1 the
neuronal firing rate, as represented by the PSTH, evolves over time, with the firing
rate increasing roughly 200 milliseconds after the cue. This may be contrasted with
observation of a phenomenon that has no predictable time trend, experimentally-
induced or otherwise. Typically, such situations arise when one is making baseline
measurements, in which some neural signal is observed while the organism or isolated
tissue is at rest. Sometimes a key piece of laboratory apparatus must be observed in
steady state to establish background conditions. Here is an important example.

0s 1 s 2 25 3 o 4 45 5
o’

Figure 1.2: MEG imaging. Panel C displays a MEG signal at a single SQUID

detector.
TO BE RE-DONE
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Example 1.2 MEG background noise Magnetoencephalography (MEG) is an
imaging technique used to measure the magnetic fields produced by electrical activity
in the brain. MEG recordings are used clinically to localize a brain tumor, for
example, or characterize an epileptic focus; they are used by neuroscientists to study
such things as language production, memory formation, and the neurological basis
of diseases such as schizophrenia.

The MEG signals are generated from the net effect of ionic currents flowing in the
dendrites of cortical neurons during synaptic transmission. From Maxwell’s equa-
tions, any electrical current produces a magnetic field oriented orthogonally (perpen-
dicularly) to the current flow, according to the right-hand rule. MEG measures this
magnetic field. Magnetic fields are relatively unaffected by the tissue through which
the signal passes on the way to a detector, but the signals are very weak. Two things
make detection possible. One is that MEG uses highly sensitive detectors called su-
perconducting quantum interference devices (SQUIDs). The second is that currents
from many neighboring neuronal dendrites have similar orientations, so that their
magnetic fields reinforce each other. The layer of pyramidal cells in the cortex are
generally perpendicular to its surface, and their generated fields tend to be oriented
outward, toward the detectors sitting outside the head. A detectable MEG signal is
produced by the net effects of currents from approximately 50,000 active neurons.
See Figure 1.2.

Because the signals are weak, and the detectors extremely sensitive, it is impor-
tant to assess MEG activity prior to imaging patients. Great pains are taken to
remove sources of magnetic fields from the room in which the detector is located.
Nonetheless, there remains a background signal that must be identified under steady-
state conditions. O

Many analytical methods assume a steady state exists. The mathematical for-
mulation of “steady state,” based on stationarity, will be discussed in Chapter 18.

1.1.2 Many investigations involve a response to a stimulus
or behavior.

In contrast to the steady state conditions in Example 1.2, many experiments involve
perturbation or stimulation of a sytem, producing a temporally evolving response.
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This does not correspond to a steady state. The SEF experiment was a stimulus-
response study. Functional imaging also furnishes good examples.

Example 1.3 fMRI in a visuomotor experiment Functional magnetic reso-
nance imaging (fMRI) uses change in magnetic resonance (MR) to infer change in
neural activity, within small patches (voxels) of brain tissue. When neurons are ac-
tive they consume oxygen from the blood, which produces a local increase in blood
flow after a delay of several seconds. Oxygen in the blood is bound to hemoglobin,
and the magnetic resonance of hemoglobin changes when it is oxygenated. By using
an appropriate MR pulse sequence, the change in oxygenation can be detected as
the blood-oxygen-level dependent (BOLD) signal, which follows a few seconds after
the increase in neural activity. The relationship between neural activity and BOLD
is not known in detail, but since the 1990s fMRI has been used to track changes in
BOLD in relation to the execution of a task, giving at least a rough guide to the
location of sustained functional neural activity.

Figure 1.3 displays images from one subject in a combined visual and motor fMRI
experiment. The subject was presented with a full-field flickering checkerboard, in
a repeating pattern of 12.8 seconds OFF followed by 12.8 seconds ON. This was
repeated 8 times. Alternating out of phase with the flickering checkerboard pattern
the subject also executed a finger tapping task (12.8 seconds ON followed by 12.8
seconds OFF). The brain was imaged once every 800 milliseconds for the duration of
the experiment. The slice shown was chosen to transect both the visual and motor
cortices. Three regions of interest have been selected, corresponding to (1) motor (2)
visual cortex, and (3) white matter. Parts B through D of the figure illustrate the
raw time series taken from each of these regions, along with timing diagrams of the
input stimuli. As expected, the motor region is more active during finger tapping
(but the BOLD signal responds several seconds after the neural activity) while the
visual region is more active during the flickering visual image (again with several
seconds lag). The response within white matter serves as a control. a

The focus of stimulus-response experiments is usually the relationship between
stimulus and response. This may suggest strategies for analysis of the data. If we
let X denote the stimulus and Y the response, we might write the relationship as
follows:

Y e— X (1.1)



1.1. DATA ANALYSIS IN THE BRAIN SCIENCES 9

28 (| } I
e \ | ' | |

M= = = =

210

C D

254

0 20 40 60 30 190 120 140 160 150 200
Time (sec)

253

J o 1 251 ] H

210 ll "1 T o 2s il NI | N | 1‘. |
b 24«7| | ‘J ‘ ‘ II" i
I Y " gt I N |
FEV) S S (S - 7+
240 [ [l

245 L |
9 200 40 0 80 100 120 140 160 180 200 020 400 60 R0 100 120 140 L0 130 200
Time (sec) Time {sec)

Figure 1.3: An fMRI image with several traces of the signal across time. Panel A
displays an image indicating three locations from which voxel signals were examined.
Panels B-D display the signals themselves, averaged across the voxels. They corre-
spond, respectively, to motor cortex, primary visual cortex, and white matter. TO

BE RE-DONE

where the arrow indicates that X leads to Y. Chapters 12, 14, and 15 are devoted
to regression methods, which are designed for situations in which X might lead to
Y.

In Example 1.1, Y could be the average firing rate in a specified window of
time, such as 200 to 600 milliseconds following the cue, and X could represent the
experimental condition. In other words, the particular experimental condition leads
to a corresponding average firing rate. In Example 1.3, Y could be the value of the
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BOLD response, and X could represent whether the checkerboard was on or off 5
seconds prior to the response Y.

The tools of Chapters 12, 13, 14, and 15 are somewhat broader than the relation
(1.1) may imply. While the arrow suggests a mechanistic relationship (the stimulus
occurred, and that made Y occur), it is often preferable to step back and remain
agnostic about a causal connection. A more general notion is that the variables X
and Y are associated, meaning that they tend to vary together. A wide variety of
neuroscientific studies seek to establish associations among variables. Such studies
might relate a pair of behavioral measures, for example, or they might involve spike
trains from a pair of neurons recorded simultaneously, EEGs from a pair of electrodes
on the scalp, or MEG signals from a pair of SQUID detectors. Measures of association
are discussed in Chapters 10 and 12. Chapter 13 also contains a brief discussion of
the distinction between association and causation, and some issues to consider when
one wishes to infer causation from an observed association.

1.2 The Contribution of Statistics

Many people think of statistics as a collection of particular data-analytic techniques,
such as analysis of variance, chi-squared goodness-of-fit, linear regression, etc. And
so it is. But the field of statistics, as an academically specialized discipline, strives
for something much deeper, namely, the development and characterization of data
collection and analysis methods according to well-defined principles, as a means of
quantifying knowledge about underlying phenomena and rationalizing the learning
and decision-making process. As we said above, one of the main pedagogical goals
of this book is to impart to the reader some sense of the way data analytic issues are
framed within the discipline of statistics. In trying to achieve this goal, we find it
helpful to articulate the nature of the statistical paradigm as concisely as possible.
After numerous conversations with colleagues, we have arrived at the conclusion that
among many components of the statistical paradigm, summarized below, two are the
most fundamental.
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Two Fundamental Tenets of the Statistical Paradigm:

1. Statistical models are used to express knowledge and un-
certainty about a signal in the presence of noise, via inductive
reasoning.

2. Statistical methods may be analyzed to determine how well
they are likely to perform.

In the remainder of this section we will elaborate, adding a variety of comments
and clarifications.

1.2.1 Statistical models describe regularity and variability
of data in terms of probability distributions.

When data are collected, repeatedly, under conditions that are as nearly identical as
an investigator can make them, the measured responses nevertheless exhibit varia-
tion. The spike trains generated by the SEF neuron in Example 1.1 were collected
under experimental conditions that were essentially identical; yet, the spike times,
and the number of spikes, varied from trial to trial. The most fundamental principle
of the statistical paradigm, its starting point, is that this variation may be described
by probability. Chapters 3 and 5 are devoted to spelling out the details, so that it
will become clear what we mean when we say that probability describes variation.
But the idea is simple enough: probability describes familiar games of chance, such
as rolling dice, so when we use probability also to describe variation, we are making
an analogy; we do not know all the reasons why one measurement is different than
another, so it is as if the variation in the data were generated by a gambling device.
Let us consider a simple but interesting example.

Example 1.4 Blindsight in patient P.S. Marshall and Halligan (1988, Nature,
336: 766-767) reported an interesting neuropsychological finding from a particular
patient, identified as P.S. This patient was a 49 year-old woman who had suffered
damage to her right parietal cortex that reduced her capacity to process visual in-
formation coming from the left side of her visual space. For example, she would fre-
quently read words incorrectly by omitting left-most letters (“smile” became “mile”)
and when asked to copy simple line drawings, she accurately drew the right-hand
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side of the figures but omitted the left-hand side without any conscious awareness
of her error. To show that she could actually see what was on the left but was sim-
ply neglecting it—a phenomenon known as blindsight—the examiners presented P.S.
with a pair of cards showing identical green line drawings of a house, except that
on one of the cards bright red flames were depicted on the left side of the house.
They presented to P.S. both cards, one above the other (the one placed above being
selected at random), and asked her to choose which house she would prefer to live
in. She thought this was silly “because they’re the same” but when forced to make
a response chose the non-burning house on 14 out of 17 trials. This would seem to
indicate that she did, in fact, see the left side of the drawings but was unable to fully
process the information. But how convincing is it that she chose the non-burning
house on 14 out of 17 trials? Might she have been guessing?

If, instead, P.S. had chosen 17 out of 17 trials there would have been very strong
evidence that her processing of the visual information affected her decision-making,
while, on the other hand, a choice of 9 out of 17 clearly would have been consistent
with guessing. The intermediate outcome 14 out of 17 is of interest as a problem
in data analysis precisely because it feels fairly convincing, but leaves us unsure: a
thorough, quantitative analysis of the uncertainty would be very helpful.

The standard way to begin is to recognize the variability in the data, namely, that
P.S. did not make the same choice on every trial; we then say that the choice made by
P.S. on each trial was a random event, that the probability of her choosing the non-
burning house on each trial was a value p, and that the responses on the different trials
were independent of each other. These three assumptions use probability to describe
the variability in the data. Once these three assumptions are made it becomes
possible to quantify the uncertainty about p and the extent to which the data are
inconsistent with the value p = .5, which would correspond to guessing. In other
words, it becomes possible to make statistical inferences. O

The key step Example 1.4 is the introduction of probability to describe vari-
ation. Once that first step is taken, the second step of making inferences about
the phenomenon becomes possible. Because the inferences are statistical in nature,
and they require the introduction of probability, we usually refer to the probability
framework—with its accompanying assumptions—as a statistical model. Statistical
models provide a simple formalism for describing the way the repeatable, regular
features of the data are combined with the variable features. In Example 1.4 we may
think of p as the propensity for P.S. to choose the non-burning house. According
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to this statistical model, p is a kind of regularity in the data in the sense that it is
unchanging across trials. The variation in the data comes from the probabilistic na-
ture of the choice: what P.S. will choose is somewhat unpredictable, so we attribute
a degree of uncertainty to unknown causes and describe it as if predicting her choice
were a game of chance.

Probability is also often introduced to describe small fluctuations around a spec-
ified formula or “law.” We typically consider such fluctuations “noise,” in contrast
to the systematic part of the variation in some data, which we call the “signal.” For
instance, as we explain in Chapter 12, when the underlying, systematic mathematical
specification (the signal) has the form

y=[f(z)
we will replace it with a statistical model having the form
Y = f(x)+e (1.2)

where € represents noise and the variable Y is capitalized to indicate its now-random
nature: it becomes “signal plus noise.” The simplest case occurs when f(x) is a line,
having the form f(z) = [y + (1x, where we use coefficients Gy and 3; (instead of
writing f(z) = a + bx) to conform to statistical convention. Here is an example.

Example 1.5 Neural conduction velocity Hursh (1939, Amer. J. Physiology)
presented data on the relationship between a neuron’s conduction velocity and its
axonal diameter, in adult cats. (Data from kittens were consistent with the adult cat
data.) Hursh measured maximal velocity among fibers in several nerve bundles, and
then also measured the diameter of the largest fiber in the bundle. The resulting
data, together with a fitted line, are shown in Figure 1.4. In this case the line
y = Bo+[1x represents the approximate linear relationship between maximal velocity
y and diameter x. The data follow the line pretty closely, with the intercept 3y being
nearly equal to zero. This implies, for example, that if fiber A has twice the diameter
of fiber B, A will be able to propagate an action potential roughly twice as fast as
B. O

The method used to fit the line to the data in Figure 1.4 is called least squares
regression. It is very simple. Suppose we have a line y = 3; 4+ Sz that is fitted by
some method, possibly least-squares or possibly another method. Suppose there are
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Figure 1.4: Conduction velocity of action potentials, as a function of diameter. The
xr-axis is diameter in microns; the y-axis is velocity in meters per second. Based on
Hursh (1939, Figure 2). Also shown is the least-squares regression line.

n data pairs of the form (z,y) and let us label them with a subscript so that they
take the form (z;,y;) with ¢ = 1,2,...,n. That is, (z1,y;) would be the first data
pair, (x2,%s) the second, and so forth. The y-coordinate on the line y = g5 + Gz
corresponding to x; is

Ui = By + B
The number ¢} is called the fitted value at x; and we may think of it as predicting
y;- We then define the i-th residual as

A~k
€ =Yi —Y;-

The value e; is the error at x; in fitting, or the error of prediction, i.e., it is the vertical
distance between the observation (z;,y;) and the line at x;. See Figure 1.5. To judge
the quality of the fit of the line, we examine the e;’s. An overall assessment of the fit
must somehow combine the magnitudes of the e;’s, making them as small as possible
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Figure 1.5: Plot of the Hursh data set, with data points in gray except for a particular
point (xz;,y;) which is shown in black to identify the corresponding fitted value ;.

The ith residual is the difference y; — v;.

in aggregate. It is reasonable to have positive and negative values of the residuals
be equally important, which is another way of saying that we should look at their
magnitudes (the absolute values |e;|, ignoring sign). We could find the sum of all
the magnitudes, which we write as >_ |e;], and choose the line that makes this sum
as small as possible. That is sometimes done, but the solution can not be obtained
in closed form, and it is harder to analyze mathematically. Instead, the method of
least squares uses a more tractable criterion: for each possible choice of 3} and (7,
we compute the sum of squares of the residuals > e? then choose the values of 3}
and (7 that minimizes this sum of squares. A relatively easy way to minimize the
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sum of squares is to apply calculus; we differentiate Y e? with respect to each of 3§
and (37, set the derivatives equal to 0, and solve the resulting pair of equations. We
omit the details but the result is sufficiently important to highlight.

The least-squares estimates ﬁo and ﬁl are the values of 3; and 37 that
minimize Y e?. The least-squares line is then

Y= ﬁo+ﬁ1$-

Equation 1.2 is not yet a statistical model. If we write
Yi= f(zi) + e, (1.3)

take
f(x) = Bo + Bz

and let the noise term ¢; be a random variable we obtain a linear regression model.
Random variables are introduced in Chapter 3. The key point here is that linear
regression describes the regularity of the data by a straight line and the variability
(the deviations from the line) by a probability distribution (the distribution of the
noise random variable ¢;). Regression methods are discussed in detail in Chapter 12.

1.2.2 Statistical models are used to express knowledge and
uncertainty about a signal in the presence of noise, via
inductive reasoning.

The introduction of a statistical model not only provides guidance in determining
fits to data, as in Example 1.5, but also assessments of uncertainty.

Example 1.4 (continued from page 11) et us return to the question of
whether the responses of P.S. were consistent with guessing. In this framework,
guessing would correspond to p = .5 and the problem then becomes one of assessing
what these data tell us about the value of p. As we will see in Chapter 7, standard
statistical methods give an approximate 95% confidence interval for p of (.64, 1.0).
This is usually interpreted by saying we are 95% confident the value of p lies in the
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interval (.64, 1.0), which is a satisfying result: while this interval contains a range of
values, indicating considerable uncertainty, we are nonetheless highly confident that
the value of p is inconsistent with guessing. O

This confidence illustrates the expression of “knowledge and uncertainty.” It
is an example of “inductive reasoning” in the sense that we reason from the data
back to the quantity p assumed in the model. As described in Chapter 7, statistical
theory uses mathematical, deductive reasoning to provide the formalism; but the
interpretation as a statement about the unknown quantity p based on experience
(the data) is usually called “inductive.”

In fact, as a conceptual advance, this expression of knowledge and uncertainty via
probability is highly nontrivial: despite quite a bit of earlier mathematical attention
to games of chance, it was not until the late 1700s that there emerged any clear
notion of inductive, or what we would now call statistical reasoning; it was not until
the first half of the twentieth century that modern methods began to be developed
systematically; and it was only in the second half of the twentieth century that their
properties were fully understood. From a contemporary perspective the key point is
that the confidence interval is achieved by uniting two distinct uses of probability.
The first is descriptive (which philosophers sometimes call “phenomological”): say-
ing P.S. will choose the non-burning house with probability p is analogous to saying
the probability of rolling a 3 with an apparently fair die is 1/6. The second use
of probability is often called “epistemic,” and involves a statement of knowledge:
saying we have 95% confidence that p is in the interval (.64,1.0) is analogous to
someone saying they are 90% sure that the capital of Louisiana is Baton Rouge. The
fundamental insight, gained gradually over many years, is that the descriptive prob-
ability in statistical models may used to produce epistemic statements for scientific
inference. Technically, there are alternative frameworks for bringing phenomenolog-
ical and epistemic probability together, the two principal ones being Bayesian and
frequentist. We will discuss the distinction briefly in Chapter 8 and at somewhat
greater length in Chapter 16.

While we wish to stress the importance of statistical models in data analysis,
we also want to issue several qualifications and caveats: first, the notion of “model”
we intend here is quite general, the only restriction being that it must involve a
probabilistic description of the data; second, modeling is done in conjunction with
summaries and displays that do not introduce probability explicitly; third, it is very
important to assess the fit of a model to a given set of data; and, finally, statistical
models are mathematical abstractions, imposing structure on the data by introducing
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external assumptions. The next three subsections explain these points further.

1.2.3 Statistical models may be either parametric or non-
parametric

In emphasizing statistical models, our only restriction is that probability must be
used to express the way regularity and variability in the data are to be understood.
One very important distinction is that of parametric versus nonparametric models.

Example 1.1 (continued from page 3) Let us compare the neural activity
under the two experimental conditions of the SEF experiment introduced on page 3,
focusing on the end of the displayed recording period. From the appearance of
the two PSTHs, it seems that several hundred milliseconds after the cue the neural
activity was greater in the pattern condition than in the spatial condition. However,
there were a limited number of trials in the experiment, and perhaps this increase
might possibly have been merely a coincidental fluctuation. The spike counts from
200 to 400 milliseconds post cue, across the 15 trials, gave firing rates of 48 spikes
per second for the spatial condition versus 70 spikes per second for the pattern
condition. As in the case of P.S. responding 14 out of 17, this looks like a substantial
effect. But looking carefully, there is a fair bit of variability in spike counts across
trials. It is therefore helpful to include uncertainty in the comparison. Using the
standard parametric approach discussed in Chapter 3 we obtain 95% confidence
intervals (40,56) spikes per second for the spatial condition versus (58,82) spikes per
second for the pattern condition. Thus, based on this analysis, after taking account
of the variability we continue to find a substantially elevated firing rate in the pattern
condition.

The standard parametric approach, discussed in Chapter 7, assumes the data
are normally distributed. An alternative, nonparametric method is presented in
Chapter 9. It produces confidence intervals (42,56) spikes per second for the spa-
tial condition versus (59,81) for the pattern condition. Here the parametric and
nonparametric confidence intervals are slightly different but they lead to the same
conclusions. O

The terminology comes from the representation of a probability distribution in
terms of an unknown parameter. A parameter is a number, or vector of numbers,
that is used in the definition of the distribution; the probability distribution is char-
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acterized by the parameter in the sense that once the value of the parameter is
known, the probability distribution is completely determined. In Example 1.4, page
11, the parameter is p. In Example 1.5, page 13, the parameter includes the pair
(Bo, 41), together with a noise variation parameter o, explained in Chapter 12. In
both of these cases the values of the unknown parameters determine the probability
distribution of the random variables representing the data observations.

A related distinction arises in the context of y vs. x models of the type consid-
ered in Example 1.5. That example involved a linear relationship. As we note in
Chapters 14 and 15, the methods used to fit linear models can be generalized for
nonlinear relationships. The methods in Chapter 15 are also called nonparametric
because the fitted relationship is not required to follow a pre-specified form.
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Figure 1.6: Excitatory post-synaptic current. Current recorded from a rat hippoca-
mal neuron, together with smoothed version (shown as the thin line within the noisy
current trace) obtained by fitting a suitable function of time, given in the text.
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Example 1.6 Excitatory post-synaptic current As part of a study on spike-
timing-dependent plasticity (Dr. David Nauen, personal communication), rat hip-
pocampal neurons were held in voltage clamp and post-synaptic currents were recorded
following an action potential evoked in a presynaptic cell. Figure 1.6 displays a plot
of membrane current as a function of time. One measurement of size of the current
is the area under the curve, which represents the total charge transmitted. Other
quantities of interest include the onset delay, the rate at which the curve “rises”
(here, a negative rise) from onset to peak current, and the rate at which the curve
decays from peak current back toward steady state. The current trace is clearly sub-
ject to measurement noise, which would contaminate the calculations. A standard
way to reduce the noise is to fit a suitable function of time. The fit is also shown in
the figure. It may be used to produce values for the various constants needed in the
analysis.

In this case, a function y = f(t), with y being post-synaptic current and ¢ being
time, where

ft) = Ai(1 = exp((t = o) /1)) (A2 exp((t = t0)/72) — (1 = Az) exp((t = t0)/73))

was fitted, based on a suggestion by Nielsen et al. (2004) (Nielsen TA, DiGrego-
rio DA, Silver RA (2004) Modulation of glutamate mobility reveals the mechanism
underlying slow-rising AMPAR EPSCs and the diffusion coefficient in the synaptic
cleft. Neuron 42: 757-771.) The fit is good, though it distorts slightly the current
trace in the dip and at the end. The advantage of using this function is that its
coefficients may be interpreted and compared across experimental conditions. O

The simple linear fit in Example 1.5, page 13, and the fit based on a somewhat
complicated combination of exponential functions in Example 1.6 are both examples
of parametric regression because both use specified functions based on formulas that
involve a few parameters. In Example 1.5 the parameters were 3, and (; while in
Example 1.6 they were Ay, Ay, 71,72, 73,t0. Nonparametric regression is used when
the formula for the function is not needed. Nonparametric regression is a central
topic of Chapter 15. Here is an example.

Example 1.7 Electrooculogram smoothing for EEG artifact removal EEG
recordings suffer from a variety of artifacts, one of which is their response to eye
blinks. A good way to correct for eye-blink artifacts is to record potentials from
additional leads in the vicinity of the eyes; such electrooculograms (EOGs) may be
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Figure 1.7: Electrooculogram together with a smoothed, or “filtered” version that

removes the noise. The method used for smoothing is an example of nonparametric
regression.

used to identify eye blinks, and remove their effects from the EEGs. Wallstrom et
al. (2002, 2004) (Wallstrom, G.L., Kass, R.E., Miller, A., Cohn, J.F., and Fox, N.A.
(2002) Correction of ocular artifacts in the EEG using Bayesian adaptive regression
splines, in Case Studies in Bayesian Statistics, Vol. VI, edited by C. Gatsonis, A.
Carriquiry, D. Higdon, R.E. Kass, D. Pauler, and 1. Verdinelli. pp. 91-136, Springer-
Verlag. Wallstrom, G.A., Kass, R.E., Miller, A., Cohn, J.F., and Fox, N.A. (2004)
Automatic correction of ocular artifacts in the EEG: A comparison of regression-
based and component-based methods, Internat. J. of Psychophys., 53: 105-119.)
investigated methods for removing ocular artifacts from EEGs using the EOG signals.
In Chapter 15 it will become clear how to use a general smoothing method to remove
high-frequency noise. This does not require the use of a function having a specified
form. Figure 1.7 displays an EOG recording together with a smoothed version of
it, obtained using a nonparametric regression method known as BARS (DiMatteo,
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Genovese, and Kass, 2001). (DiMatteo, 1., Genovese, C.R., and Kass, R.E. (2001)
Bayesian curve-fitting with free-knot splines, Biometrika, 83:1051-1077.) O

1.2.4 Statistical model building is an iterative process that
incorporates assessment of fit and is preceded by ex-
ploratory methods.

Another general point about the statistical paradigm is illustrated in Figure 1.8.
This figure shows where the statistical work fits in. Real investigations are far less
sequential than as depicted here, but it does provide a way of emphasizing two com-
ponents of the process that go hand-in-hand with statistical modeling: exploratory
analysis and assessment of fit. Exploratory analysis involves informal investigation
of the data based on numerical or graphical summaries of the data, such as a his-
togram. Exploratory results, together with judgment based on experience, help guide
construction of an initial probability model to represent variability in observed data.
Every such model, and every statistical method, makes some assumptions, leading,
as we have already seen, to a reduction of the data in terms of some small number
of interpretable quantities. As shown in Figure 1.8, the data may be used, again,
to check the probabilistic assumptions, and to consider ramifications of departures
from them. Should serious departures from the assumptions be found, a new model
may be formed. Thus, probability modeling and model assessment are iterative, and
are followed by statistical inference. This process is imbedded into the production
of scientific conclusions from experimental results (Box et al., 1978).

1.2.5 All models are wrong, but some are useful.

The simple representation in Figure 1.8 is incomplete and may be somewhat mislead-
ing. Most importantly, while it is true that there are standard procedures for model
assessment, some of which we will discuss in Chapter 10, there is no uniformly-
applicable rule for what constitutes a good fit. Statistical models, like scientific
models, are abstractions and should not be considered perfect representations of the
data. As examples of scientific models in neuroscience we might pick, at one ex-
treme, the Hodgkin-Huxley model for action potential generation, and at the other
extreme, being much more vague, the theory that vision is created via separate ven-
tral and dorsal streams corresponding loosely to “what” and “where.” Neither model
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Figure 1.8: Formal statistical inference within the process of drawing scientific con-
clusions. Statistical model building is a prerequisite to formal inference procedures.
Model building is iterative in the sense that tentative models must be assessed and,
if necessary, improved or abandoned. The figure is something of a caricature be-
cause the process is not as neat as depicted here. Furthermore, there are typically
many aspects of the data, which bear on several different issues, leading to multiple
inferences and conclusions, all of which are synthesized in a single scientific paper.

is perfectly accurate—in fact, every scientific model fails? under certain conditions.

2For a discussion of some ways that great equations of physics remain fundamental while only
approximating the real world, see Weinberg (2002). (Weinberg, S. (2002) How great equations sur-
vive, in Fermelo, G., ed., It Must Be Beautiful: Great Equations of Modern Science, Granta Press,
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Models are helpful because they capture important intuitions and can lead to spe-
cific predictions and inferences. The same is true of statistical models. On the other
hand, statistical models are very often driven primarily by raw empiricism—they are
produced to fit data and may have little or no other justification. Thus, experienced
data analysts carry with them a strong sense of both the inaccuracies in statisti-
cal models and their lingering utility. This sentiment is captured well by the famous
quote, “All models are wrong, but some are useful” (Box, 1979). (Box, G.E.P. (1979)
Robustness in the strategy of scientific model building. In Robustness in Statistics,
ed. by R.L. Launer and G.N. Wilkinson, NY: Academic Press.)

Real World Theoretical World

Scientific Models
Dala @<«———>

Statistical Models

Conclusions

Figure 1.9: The role of statistical models and methods in scientific inference. Sta-
tistical procedures are abstractly defined in terms of mathematics, but are used, in
conjunction with scientific models and methods, to explain observable phenomena.

The schematic diagram in Figure 1.9 may help clarify the way we tend to think

pp. 253-257.) An entry into the philosophical literature on statistical inference and modeling
is Mayo and Spanos (2010). (Mayo, D.G. and Spanos, A., eds. (2010) Error and inference: re-
cent exchanges on experimental reasoning, reliability, and the objectivity and rationality of science.
Cambridge University Press.
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about statistical models. Pictured in the left column is the “real world” of data,
i.e., the observables, obtained by recording in some form, often by measurement.
In the right column is the “theoretical world” where both scientific and statistical
models live. Scientific models help us organize facts with explanations. They can be
high-level or detailed, but they should not, at least in principle, be confused with
the observations themselves. The theoretical world seeks to make statements and
predictions, often using a precise but abstract mathematical framework, which may
be applied to things in the real world that may be observed. In a domain where
theory works well, the theoretical world would be judged to be very close to the real
world and, therefore, its predictions would be highly trustworthy. Statistical mod-
els are used to describe the imperfect predictability of phenomena, the regularity
and variability of data, in terms of probability distributions. In Equation (1.3), for
example, the regularity is represented by f(x;) = Gy + [iz; while the variability is
represented by the noise random variable ¢;, as illustrated in Example 1.5, page 13.
Such statistical models are abstract in the sense that the noise in the data is not
actually generated by some random mechanism that follows a probability distribu-
tion; instead, probability is used to describe the variation that arises from both the
natural process (the neural propagation of the action potential) and the measure-
ment process. Because a random variable is thus a mathematical abstraction, we say
that statistical models live in the theoretical world. But, like scientific models, when
they are successful they do a very good job of describing the data. As illustrated in
the diagram, the conclusions that are drawn, based on both the data and the scien-
tific and statistical modeling, effectively straddle these worlds—specific predictions
may speak concretely about future measurements, but often what is learned remains
more general and may modify theories in important ways. In drawing conclusions
from a scientific model one effectively assumes the phenomenon being described to
be just like the model. Similarly, when applying statistical inferences to draw scien-
tific conclusions one assumes that the phenomena being described behave just like
mathematical variables that have probability distributions posited by the statistical
model.

In the case of Example 1.4, page 11, the statistical model contained the quantity
p that could be estimated by a formal statistical procedure, and a confidence interval
could be constructed. The confidence interval actually lives in the abstract math-
ematical world of statistical models and methods. Under our assumptions about
the experiment we are able to conclude that the probability of P.S. choosing the
non-burning house is clearly above .5. If these assumptions match reality reasonably
closely, then the data do indeed provide a good indication that P.S. was not merely
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“guessing” and was, instead, exhibiting the phenomenon of blindsight.

A second aspect of the flow diagram in Figure 1.8 may be misleading. The
diagram fails to highlight the way the judgment of adequate fit depends on context.
When we say “All models are wrong, but some are useful,” part of the point is that
a model can be useful for a specified inferential purpose. Thus, in judging adequacy
of a model, one must ask, “How might the reasonably likely departures from this
model affect scientific conclusions?”

In Example 1.1, page 3, when we analyzed the SEF spike counts, we pointed
out that the standard parametric approach to confidence intervals assumes the data
follow a normal distribution. An examination of the counts indicates this statistical
model is probably somewhat inaccurate. However, as we point out in Chapter 7,
the confidence intervals produced by the standard procedure are likely to provide
reliable inferences when the departures from normality are not large and the sample
sizes are not very small. For the SEF spike count data, the apparent departures
from normality do not strongly affect the pertinent scientific conclusions. Indeed,
the parametric and nonparametrical confidence intervals we obtained were not very
different, which is an additional indication that the parametric model remains useful
for this particular purpose.

1.2.6 Statistical theory is used to understand the behavior
of statistical procedures under various probabilistic as-
sumptions.

The second of the two major components of the statistical paradigm is that methods
may be analyzed to determine how well they are likely to perform. As described
especially in Chapter 8, and in Chapter 11, a series of general principles and criteria
are widely used for this purpose. Statistical theory has been able to establish good
performance of particular methods under certain probabilistic assumptions. We pro-
vide the necessary background for Chapter 8 in Chapters 3-6. When we wish to add
arguments that are not essential to the flow of material we indent them, as follows.

Details: We indent, like this, the paragraphs containing mathematical
details we feel may be safely skipped. O
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One easy and useful method of checking the effectiveness of a procedure, which
is applicable in certain predictive settings, is cross-validation. The simplest form of
cross-validation involves splitting the data set into two subsets, applying and refining
a method using one of the subsets, and then judging its predictive performance
(predicting the value of some response) on the second subset. Sometimes the second
subset involves entirely new data. For example, in a behavioral study, a new set
of subjects may be recruited and examined. Methods that perform well with this
kind of cross-validation are often quite compelling. In addition to being intuitive,
cross-validation has a theoretical justification discussed briefly in Chapters 11 and
12. Data splitting is also sometimes advocated as a way to guard against certain
kinds of misleading results from significance tests. We discuss this in Chapter 13.

1.2.7 Measuring devices often pre-process the data.

Measurements of neural signals are often degraded by noise. A variety of techniques
are used to reduce the noise and increase the relative strength of the signal, some of
which will be discussed in Chapter 7. In many cases, methods such as these are ap-
plied by the measurement software to produce the data the investigator will analyze.
Functional MRI software, for example, collects data in terms of frequency and recon-
structs a signal in time; MEG sensors must be adjusted each day to ensure detection
above background noise; an accurate characterization of background noise is essen-
tial for localization methods; and extracellular electrode signals are thresholded and
filtered to isolate action potentials, which then must be “sorted” to identify those
from particular neurons. In each of these cases the data that are to be analyzed
are not in the rawest form possible. Such pre-processing is often extremely useful,
but its effects are not necessarily benign. Inaccurate spike sorting, for example, is a
notorious source of problems in some contexts. (See Bar-Gad I, Ritov Y, Vaadia E,
Bergman H. (2001) J Neurosci Methods. 107:1-13, and Wood F, Black MJ, Vargas-
Irwin C, Fellows M, Donoghue JP. (2004), IEEE Trans Biomed Eng. 51: 912-8.)
The wise analyst will be aware of possible distortions that might arise before the
data have been examined.
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1.2.8 Data analytic techniques are rarely able to compensate
for deficiencies in data collection.

A common misconception is that flaws in experimental design, or data collection,
can be fixed by statistical methods after the fact. It is true that an alternative data
analytic technique may be able to be help avoid some presumed difficulty an analyst
may face in trying to apply a particular method—especially when associated with
a particular piece of software. But when a measured variable does not properly
capture the phenomenon it is supposed to be measuring, post hoc manipulation
will be almost never be able to rectify the situation; in the rare cases that it can,
much effort and very strong assumptions will typically be required. For example, we
already mentioned that inaccurate spike sorting can create severe problems. When
these problems arise, no post-hoc statistical manipulation is likely to fix them.

1.2.9 Simple methods are essential.

Another basic point concerning analytical methods is that simple, easily-understood
data summaries, particularly visual summaries such as the PSTH, are essential com-
ponents of analysis. These fit into the diagram of Figure 1.8 mainly under the
heading of exploratory data analysis, though sometimes inferential analyses from
simple models are also used in conjunction with those from much more elaborate
models. When using a complicated procedure, it is important to understand the way
results agree, or disagree, with those from simpler methods.

1.2.10 It is convenient to classify data into several broad
types.

When spike train data, like those in Example 1.1, are summarized by spike counts
occurring in particular time intervals, the values taken by the counts are necessarily
non-negative integers. Because the integers are separated from each other, such data
are called discrete. On the other hand, many recordings, such as MEG signals, or
EEGs, can take on essentially all possible values within some range—subject only to
the accuracy of the recording instrument. These data are called continuous. This
is a very important distinction because specialized analytical methods have been
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developed to work with each kind of data.

Count data is an important subclass within the general category of discrete data.
Within count data, a further special case occurs when the only possible counts are
0 or 1. These are binary data. The key characterization is that there are only two
possible values; it is a matter of analytical convenience to consider the two values to
be 0 or 1. As an example, the response of patient P.S. on each trial was binary. By
taking the response ‘“non-burning house” to be 1 and “burning house” to be zero,
we are able to add up all the coded values (the 1s and 0s) to get the total number of
times P.S. chose the non-burning house. This summation process is easy to deal with
mathematically. A set of binary data would almost always be assumed to consist of
Os and 1s.

Two other kinds of data arising in neuroscience deserve special mention here.
They are called time series and point processes. Both involve sequential observations
made across time. Imaging signals are good examples of time series: at each of
many successive points in time, a measurement is recorded. Spike trains are good
examples of point processes: neuronal action potentials are recorded as sequences of
event times. In each case, the crucial fact is that an observation at time t; is related
to an observation made at time ¢, whenever t; and t, are close to each other. Because
of this temporal relationship time series and point process data must be analyzed
with specialized methods. Statistical methods for analyzing time series and point
processes are discussed in Chapters 18 and 19.
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Chapter 2

Manipulating Data

Data analysis comprises two interrelated activities: manipulation and interpreta-
tion. Interpretation is based on the logic of statistical inference, which is discussed
in Chapters 7-10. Manipulation includes the mechanics of statistical inference, that
is, its formulas and computations. Another important kind of data manipulation has
no explicit connection with inference but is, instead, devoted to summarizing and
visualizing data so that they may be more easily comprehended. We describe a few
basic ideas below.

The term “data analysis” was coined by John Tukey (see Brillinger, 2002, Ap-
pendix D). (Brillinger, D.R. (2002) John W. Tukey: His life and professional con-
tributions, Annals of Statistics, 30: 1535-1575.) Tukey emphasized the distinc-
tion between formal methods, based on the logic of statistical inference, and in-
formal manipulations—which he called exploratory, having a role we indicated in
Section 1.2.4. The informality of exploratory data analysis (EDA), however, should
not be confused with mathematical simplicity. As we indicate in Section 2.1.2, the
manipulations behind many EDA methods are quite complicated. Tukey’s large and
lingering influence came from demonstrating the power of mathematical, computa-
tional, and statistical insight in producing useful displays and summaries of data.

31
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2.1 Describing Central Tendency and Variation

2.1.1 Alternative displays and summaries provide different
views of the data.

Alternative displays and summaries may emphasize different aspects of the data.
While certain data summaries may be well suited for particular purposes, there is
never a uniquely “right” way to collapse the data. A multiplicity of possible data
features is inherent to the data analytic process. Furthermore, the details of data
summary can be important. A histogram displays the distribution of data values,
but the way it does so depends on the way its bins are defined. This is illustrated in
the next example.

Example 2.1 Saccadic reaction time in hemispatial neglect. Let us consider
saccadic reaction times from a single patient in the study of hemispatial neglect
by Behrmann et al. (2000). (Behrmann, M., Ghiselli-Crippa, T., Sweeney, J.A.,
DiMatteo, I., and Kass, R. (2000) Mechanisms underlying spatial representation
revealed through studies of hemispatial neglect, J. Cognitive Neurosci., 14: 272-290.)
Each measured value is the time (in seconds) to complete an eye saccade. The data
have been aggregated across several conditions for pedagogical purposes. There are
119 reaction times, which range from .072 to .988 seconds, or 72 to 988 milliseconds.
The lower quartile (below which lie 25% of the data) is 140 milliseconds, the median
(below which lie 50% of the data) is 188 milliseconds, and the upper quartile (below
which lie 75% of the data) is 252 milliseconds. Thus, the fast reaction times (72 to 140
milliseconds) are bunched relatively close to the middle reaction of 188 milliseconds,
while the slow reaction times (252 to 988 milliseconds) are spread out and include
some comparatively large values. We refer to this feature of the distribution as
skewness toward high values.

Four histograms of the data are shown in Figure 2.1. Although the same 119
values are used in each, the four histograms give somewhat different impressions
of the data. In particular, the first histogram (top left) makes the distribution look
unimodal, i.e., it looks like it has a single peak, while the second (top right) makes the
distribution look bimodal (two peaks) or even multimodal (multiple peaks). However,
all four give the clear impression of skewness toward high values. O
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Figure 2.1: Four histograms of saccadic reaction time data. The same data are used
in each histogram. The appearance of the data distribution depends on details of
histogram creation. The first three histograms have different bin sizes. The fourth
histogram (bottom right) uses the same bin size as the third (bottom left) but shifts
the bin locations slightly.

In discussing histograms it is important to distinguish this informal use of “dis-
tribution” from the mathematical use when we speak about a probability distribu-
tion. We will, beginning in Chapter 3, use probability distributions to describe data,
but that should be recognized as a conceptual leap: data are observed, and part
of the “real world” of Figure 1.9, while probability distributions are part of the
“theoretical world.” The word “distribution” is used in both contexts, and we typi-
cally hope that a particular probability distribution will do a good job describing a
data distribution. As an example, sometimes data distributions—as represented by
histograms—are unimodal and more-or-less symmetrical about the median, i.e., the
relative frequency of data higher than the median is about the same as that of corre-
sponding data lower than the median by an equal amount. Symmetric and unimodal
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data distributions are easier to describe concisely with probability distributions and
the normal distribution, discussed in Chapter 5, is unimodal and symmetrical (it is
often called “the bell-shaped curve”). It is very rare to find a set of data that, on close
inspection, may be described accurately by a normal distribution, but it is common
to find unimodal and symmetric data distributions that are roughly normal-looking.
A great deal of emphasis is placed on the normal distribution, in large part because
of its appearance as a basic assumption of many formal statistical procedures and
because such statistical procedures typically remain useful for modest departures
from normality. When departures from normality become large, however, they can
materially affect the behavior of the procedures. A standard practice, therefore, is
to examine data via displays such as histograms, looking especially for substantial
skewness.

The saccadic reaction time data are substantially skewed. One effect of this is
that the mean (the arithmetic average) is substantially higher than the median: the
mean reaction time is 226 milliseconds, while the median is 188 milliseconds. This
is because the mean is affected much more strongly by values that are far away
from the middle of the distribution. Data values that are very far from the middle
of the distribution are called outliers, and the sensitivity of the mean to outliers is
one reason it is often replaced by the median as a summary of central tendency.
In addition to the mean and median, the mode, which is the value occuring most
frequently, is sometimes mentioned in this context. However, the term “mode” is
not used in a precise way very often when describing a bunch of numbers. The
concept of a mode applies better to the theoretical setting of probability densities,
where it is the value at which the density is maximized. For a bunch of numbers we
typically speak, instead, informally and approximately, of “the mode” as being the
rough location of the peak of the distribution.

Just as central tendency in data may be summarized by mean or median, variabil-
ity may be summarized by more than one measure. We might ask, for example, how
much the saccade times vary. For instance, if we were to look at a control subject
might we expect less variability? How should we quantify this?

The most widely used summary of variability is the standard deviation:
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where x1,x9,...,x, are the observations and Z is their mean. We may think of s as
an “average deviation” of the values from their mean. For the saccadic reaction time
data we find the standard deviation to be s = .134, or 134 milliseconds. The use of
n — 1 rather than n in the formula for s comes from certain theoretical arguments.

Details: In Chapter 7 we will consider a random sample Xy, Xo, ..., X,
and define the sample variance as

2 1 2
S _n—1;(X’ X)2
We will see that the theoretical average value of S%, known as its expec-
tation, is E(S?) = o%. Because its expectation is equal to the quantity it
is estimating, S? is called unbiased. If we instead used n in the denomi-
nator the expectation would be (n — 1)/n times 0%, and for small n this
can make S? slightly less accurate as an estimator of o%. Furthermore, in
the related context of linear regression this kind of consideration becomes
more consequential: if a response variable y is being related to regression
variables x1,...,x, 1 the denominator of the unbiased estimator of o2
becomes n — p.

An alternative to the standard deviation would be the mean absolute deviation
= 3" |#; — | but this turns out to be mathematically less convenient. In some
contexts the median absolute deviation is used as this is not affected by outliers. If
T = median(xy, Ty, . .., T,) is the median of the n data values x; then the median
absolute deviation is median(ry — Z,29 — &,...,x, — ). Sometimes the difference
between the quartiles is used. This is called the interquartile range.

In this section we have reviewed several very basic methods of data summary and
display while trying to illustrate the general notion that alternative measures and
displays can produce differing impressions of the data. An additional concern is that
perception of data may depend on aspects of the way the data are displayed that have
nothing to do with choices of data features. For scatterplots of a variable y against
another variable x, Cleveland et al. (1982) showed that a subject’s perception of
association depends on the size of the scatterplot within the frame created by the
axes. (Cleveland, W.S., Diaconis, P. and McGill, R. (1982) Variables on scatterplots
look more highly correlated when the scales are increased, Science, 216: 1138-1141.)
In choosing data displays it is worth keeping such perceptual issues in mind.
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2.1.2 Exploratory methods can be sophisticated.

As we said in Section 1.2.4, exploratory data analysis (EDA) refers to the collection
of methods that are relatively informal, based not on a cohesive logical framework
built around statistical models but rather on tools that seem to illuminate interesting
features of the data. The informal methods of EDA can be extremely useful. In this
section we have mentioned a couple of very elementary descriptive methods, but in
some cases informal techniques can draw on quite sophisticated ideas. The next
example involves a method we will discuss in Chapter 18.

Example 2.2 EEG spectrogram under anesthesia When patients undergo gen-
eral anesthesia for certain surgical procedures EEGs are collected to monitor brain
activity. These recordings provide a comparison of various states of consciousness.
A set of EEG traces for a patient during carotid endarterectomy surgery at the
Massachusetts General Hospital is displayed in Figure 2.2. The figure shows EEGs
and spectrograms during an initial awake phase, an anesthesia induction phase, the
surgical phase, and the recovery phase. Spectrograms are made by taking the signal
within successive time bins (here, 1 second bins) and using Fourier analysis to de-
compose the signal into oscillatory components at varying frequencies. On the z-axis
is time and on the y-axis is the frequency. The plotted spectrogram is the resulting
power (a measure of the strength of a particular frequency component of the signal)
at each frequency, for each time bin, indicated in the figure by three different colors
representing low, medium, and high power. In Figure 2.2 the most easily visible
oscillations are the alpha rhythm (roughly 8-13 Hz) in the second half of the EEG
trace in the awake phase (when the eyes are closed) and the delta rhythm (below 4
Hz) during the surgical phase. Precise scientific statements often require statistical
inferences (indications of uncertainy or tests of hypotheses), but spectrograms are
very useful in displaying time-frequency information even without formal inferential
assessments. d
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Figure 2.2: EEG spectrograms for a subject in various stages of general anesthesia.
In each of four stages an EEG voltage tracing is shown, and below it a spectrogram.
The EEG tracings are for the P4 (right parietal) lead in an array of 16 leads (it is
taken with O2 as reference lead). The spectrogram decomposes the voltage signal
into frequency components across successive time bins. Red indicates high magni-
tudes, yellow medium magnitudes, and blue low magnitudes. FEach displayed trace
corresponds to several successive time bins in the spectrogram, as indicated by the
black lines. Two prominent features are the alpha rhythm, at roughly 10 Hz, and
the slower delta rhythm, below 4 Hz. Both sets of oscillations are visible in the EEG
tracings, and their temporal presence or absence is indicated in the spectrogram.
During the awake phase the alpha rhythm is absent when the eyes are open and
present when the eyes are closed; the delta rhythm is also present, but only weakly.
During surgery the delta rhythm is very strong, and the alpha rhythm is also stronger
than in the awake phase.

2.2 Data Transformations

2.2.1 Positive values are often transformed by logarithms.

Measurement scales arise from convenience, and need not be considered in any way
absolute or immutable; changing the scale often produces a more elegant description.
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A canonical example involves the acidity of a dilute aqueous solution, which is de-
termined by the concentration of hydrogen ions. The larger the concentration [H™]
of hydrogen ions, the more acidity. Rather than using [H] to measure acidity, we
use its logarithm, which is known as pH. Specifically, pH = —log,,([H]), so that
an increase in [H "] corresponds to a decrease in pH. Because the defining property
of the logarithm is

log ab = log a + log b, (2.1)

log transformations are used when multiplicative effects seem more natural than
additive. In the case of pH, a solution having a hydrogen ion concentration of 10~°
moles per liter is 1 unit greater pH (less acidic) than a solution having a concentration
of 10~* moles per liter. Similarly, a solution having a hydrogen ion concentration of
1072 moles per liter is 1 unit greater pH than a solution having a concentration of
1078 moles per liter. In both cases, a 1 unit increase in pH corresponds to a 10-fold
decrease in hydrogen ion concentration, regardless of the concentration we started
with. In chemical calculations, the log concentration scale is simpler to work with
than the concentration scale.

Many other familiar scales are logarithmic. One example is the use of decibels to
measure the strength of an auditory signal.

Not only are log scales familiar and intuitive, data are often better behaved
following a log transformation. In particular, it frequently happens that a batch of
data look highly skewed in a given measurement scale, but are much closer to being
symmetric in the log scale.

Example 2.1 (continued from 32) Figure 2.3 displays the saccadic reaction
time data in both the original scale and the log transformed scale. To transform
the data to the log scale we have replaced = = reaction time by log,,(z) for each of
the 119 values. In the log scale the distribution is more symmetrical. In addition,
the potential bimodality, or possibly even multimodality of the distribution is also
evident in the log scale. The data shown here were aggregated by combining con-
ditions in which the eyes began fixating centrally, to the right, or to the left, so it
is not surprising that the distribution appears non-unimodal. When the data are
disaggregated into single conditions, in the log scale they do appear unimodal and
roughly symmetrical. For this reason, Behrmann et al. chose to perform many of
their analyses in the log scale. O

Example 2.3 High-field BOLD signal Lewis et al. (2005) have argued that for
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Figure 2.3: Histograms of eye saccade data. Top display is for data in the original
scale, bottom display is for the same data after being transformed by log,,. The
data are distributed more symmetrically in the log scale.

some purposes it may be advantageous to transform the BOLD signal in fMRI data
by taking logarithms, at least in the case of high-field signals. (Lewis SM, Jerde
TA, Tzagarakis C, Gourtzelidis P, Georgopoulos MA, Tsekos N, Amirikian B, Kim
SG, Ugurbil K, Georgopoulos AP. (2005) Logarithmic transformation for high-field
BOLD fMRI data. FEzp. Brain Res., 165:447-53.) Those authors examined the
BOLD intensity for subjects during 4 Tesla imaging, with a simple visual stimulus.
Figure 2.4 displays a histogram (with dots replacing bin heights) of the BOLD values
collected from 19,000 voxels for each of 15 subjects and 15 images under their control
condition, during which the subjects were fixating on a central spot on the screen
they were watching. It is apparent that this distribution across voxels is quite skewed.
The authors produced various plots aimed at suggesting the log transformation could
be useful. O

The way we usually think of the log transformation is that it produces a more
“natural” scale for measurements whenever they are necessarily positive and might
reasonably be compared in proportional relationships. For instance, as we just de-
scribed, various values of pH are quite naturally compared in proportional terms.
Similarly, one might speak of eye saccades as taking, say, 35% longer in hemispa-
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Figure 2.4: High field of BOLD signal intensities. The frequencies are plotted as
dots, rather than bin heights. The distribution across voxels is skewed toward high
values. Modified from Lewis et al. (2005).

tial neglect patients than in control subjects. Growth phenomena, like lengths of
some anatomical feature in some organism, are often considered in percentage terms.
That is, in describing the variability in some set of organisms, we might find ourselves
thinking in terms of proportional change from one to the next.

Transformations are important in data analysis. We can understand this a little
more deeply by considering the way a bunch of numbers vary, and the resulting ef-
fects of taking logs. We have already mentioned that normal distributions for data
are assumed by standard statistical procedures, that data distributions are rarely
very close to normal, but that mild departures from normality are generally quite
tolerable. Such mild departures are common: once we transform the data to a suit-
able scale, distributions are often unimodal and more-or-less symmetrical. Why?
Presumably, this has to do with effects of the Central Limit Theorem. We will dis-
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cuss this great theorem in Chapter 6. For now let us be content to state it this way:
if we add up many small, independent effects their sum will be approximately nor-
mally distributed. The empirical observation of approximate normality may then be
interpreted as follows: if we choose the right scale, the data values may be considered
sums of many small, independent effects. With this in mind, let us return to the
logarithmic relationship in Equation (2.1), and the role it may play when many small
effects are combined to produce variability. The cases where the log transformation
is valuable are those where it is natural to think in terms of proportionality. So sup-
pose the reason that two measurements are different is that many small proportional
effects, of somewhat different sizes in the two measurements, have been combined.
For example, the length of a dendritic spine may depend on contributions to the cell
membrane and its contents by vast numbers of lipid and protein molecules. If we
break the growth process into many thousands of pieces, each might be considered
a small effect, so that the net result is a composition of many, many small effects.
When we see that one spine is longer than another, we might imagine that the many
small effects in the longer spine tended to be proportionally larger than those in the
shorter spine. Now consider two such small growth effects x; and x5, occurring,
respectively, in the shorter and longer dendrites. If we think of the variation as pro-
portional, we may relate the values ¥y and x5 by writing xo = x1(1 + €), where € is
a small number representing the proportional change (e.g., e = .05, or 5%) in going
from 27 to z5. From Equation (2.1) together with a little calculus, for small € we
have log(1 + €) =~ € (see Section A.4 of the Appendix). We then have

logze —logzy = log(l+e¢)
AN

In other words, when we add a small perturbation € to logx; we get logxs. Thus,
if we wish to think of € as a small random quantity that creates variability in the
data multiplicatively, it does so additively on the log scale. When we consider a large
number of such small effects acting proportionally, on the log scale the corresponding
effects will be summed. Thus, following a log transformation, data that are approx-
imately of this type will, according to the Central Limit Theorem, be described,
approximately, by a normal distribution.

All of this is heuristic; there is no argument here that can be claimed formally
correct—the Central Limit Theorem applies not to data but to mathematical quan-
tities that live in the “theoretical world” described in Section 1.2.5. We are simply
trying to provide a plausible explanation for the empirical fact that log-transformed
growth measurements usually have fairly symmetrical distributions.



42 CHAPTER 2. MANIPULATING DATA

In transforming data either the “natural” log (base e) or the “common” log (base
10) may be used. The former is used in mathematics, and the latter in scientific
applications. They are distinguished with the notation log, () and log;,(x). (Occa-
sionally log,(z) is used.) These transformations have a simple relationship:

log, (7) = log,(10) log;o ().

This implies a batch of numbers transformed by log, will look essentially the same
as the batch transformed by log,,. The only distinction is multiplication by the
constant log,(10) applied to each value. Thus, for data analytic purposes it does not
matter which scaled is used. Of course, to interpret the results in a meaningful way,
based on relevant physiological units, one must know which logarithmic base has
been applied. The statistics literature follows the mathematics convention in using
log, unless otherwise noted. We follow this convention here.

Another motivation for logarithmic transformations is that they convert power
laws, which are useful in describing many neuroscientific phenomena, to simpler
linear forms. Power laws have the form

w = cv’ (2.2)

and may be summarized by saying that a proportional change in v produces a pro-
portional change in w. If we let y = logw and = = logv then

Yy =a+ bx,

where a = log c.

Example 2.4 Stimulus-response power laws Power laws may be used to de-
scribe the way increases in stimulus intensity produce increased magnitudes of sensa-
tion (Stevens, 1961, Science, 133: 80-86) (where they replace the “Weber-Fechner”
law w = a + dlogv), or increased neural firing rate (Stevens, 1970, Science, 170:
1043-1050). For example, Figure 2.5 displays five classic sets of data on neural re-
sponses from the eye of the horshoe crab Limulus. For each data set, the log of neural
firing rate is plotted as a function of log of light intensity. In each case the function
is approximately linear. In other words, in each case the relationship of firing rate
to stimulus intensity follows, approximately, a power law. O
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Figure 2.5: Power function fits to firing-rate data, shown on log-log scale. On the
y-axis are log firing rates, and on the x-axis is log intensity of light. The data are
from three different sources, using three distinct methods of collection. Except for
the deviation from the line at low intensities for the data set indicated by circles, the
fits are quite good. Modified from Stevens (1970).

Example 2.5 Power law for skill acquisition Power laws also arise in describing
the effects of practice on recall or reaction time in memory and skill acquisition (An-
derson, 1990, Cognitive Psychology and its Implications). An interesting set of data
comes from Kolers (1976, Reading a year later, J. Experimental Psychology: Human
Learning and Memory, 2: 554-565.) who investigated the learned skill of reading
inverted text.! As shown in Figure 2.6, he found two things. First, a decreasing
power law describes the relationship of reading time to amount of practice. Second,
when subjects were tested a year later, they had lost some of their ability to read the
inverted text, and then regained it again according to a power law, though at a slower

1See also the related work on power laws by Anderson and Schooler (1991). (Anderson, J.R. and
Schooler, L.J. (1991) Reflections of the environment in memory, Psychological Rev., 2: 396-408.)
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Figure 2.6: Skill learning described by a power law, shown on a log-log scale. On
the y-axis is the log (base 2) of the time taken to read a passage of inverted text (in
minutes), and on the x-axis is log practice time (in pages). Four sets of data from
multiple subjects are displayed. Data were obtained on two occasions, separated by
a year, on both ordinary text and inverted text (creating a total of four conditions).
Line A is fit to data based on ordinary text on the first occasion and line B is
fit to data based on ordinary text on the second occasion. There is essentially no
training effect. Lines C and D are the fits for inverted text. In both cases there
is a clear power-law relationship, indicated by the good fit of the lines to the data.
Substantively, after the delay by a year the subjects again improved with practice,
but they had retained much of the skill of reading inverted text (line D is below line
C) and needed only about 100 pages of training to reach the proficiency previously
obtained after 200 pages. Modified from Kolers (1976).

rate. The two relationships are shown in Figure 2.6 as a pair of lines with differing
slopes and intercepts. These studies are of great interest for education: they suggest
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that retained learning may be quantified by the decrease in training time required to
achieve proficiency following re-training, compared to the original training time. O

2.2.2 Non-logarithmic transformations are sometimes applied.

The log is by far the most common transformation, but there are others, too. The
general method of transformations is to replace a measured variable x, such as reac-
tion time, with some f(x) for every value of z. For example, reaction times and other
time measurements are sometimes analyzed on the reciprocal scale 1/z: the recip-
rocal transforms time to something proportional to speed (speed is distance/time).
Square-root transformations are also sometimes used, especially for spike counts be-
cause the square-root can be a so-called variance-stabilizing transformation, as dis-
cussed in Chapter 9. Square-roots are also sometimes used for measurements of area
and cube-root transformations are occasionally used for volumetric measurements.
We may order these transformations by letting, for the moment, the symbol < stand
for “less strong than” and then writing them as follows:

r < zt? <23 <log(x) < 1/x.

In each case we strengthen the transformation (make it pull in the right-hand tail
more) as we decrease the power to which we raise z. Note that 1/x = z=! and
that, in this context, the log corresponds to using the power 0, so that increasing the

strength of transformation corresponds to decreasing the exponent.

Details: We may imbed the log in the power family of transformations
by putting the power transformations in the normalized form

f(z) = (@% = 1)/,

By calculus (L’Hopital’s rule) it then follows that the log corresponds to
a=0.

In general, both distributional symmetry and interpretability are important in
determining a scale for analysis.

These “power transformations” are all monotonic. Occasionally, non-monotonic
transformations are used, as in the analysis of EMG recordings.
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Example 2.6 EMG in frog movement An Electromyogram (EMG) is a recording
of the electrial impulses transmitted through a group of muscle fibers, recorded as
electrical potentials. Because the instantaneous potential is generated from both
agonist and antagonist muscle fibers, it is recorded as both positive and negative.
This is shown in the top panel of Figure 2.7, which is a display of an EMG taken
from a frog during a leg extension. Because the force generated by a muscle is only
positive, the standard convention is to analyze the rectified signal, i.e., the absolute
value of the potential. This is shown in the bottom panel of Figure 2.7. O
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Figure 2.7: EMG from the leg of a frog during a swimming motion. Top panel shows
raw signal. Bottom panel shows the rectified signal.
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Chapter 3

Probability and Random Variables

Probability is a rich and beautiful subject, a discipline unto itself. Its origins were
concerned primarily with games of chance, and many lectures on elementary prob-
ability theory still contain references to dice, playing cards, and coin flips. These
lottery-style scenarios remain useful because they are evocative and easy to un-
derstand. On the other hand, they give an extremely narrow and restrictive view
of what probability is about: lotteries are based on elementary outcomes that are
equally likely, but in many situations where quantification of uncertainty is helpful
there is no compelling way to decompose outcomes into equally-likely components.
In fact, the focus on equally-likely events is characteristic of pre-statistical thinking.*
The great leap forward toward a more general notion of probability was slow, requir-
ing over 200 years for full development.? This long, difficult transition involved a
deep conceptual shift. In modern texts equally-likely outcomes are used to illustrate
elementary ideas, but they are relegated to special cases. It is sometimes possible to

1See Stigler, S.M. (1986) The History of Statistics: Measurement of Uncertainty before 1900,
Harvard.

2Tts beginning point is usually traced to a text by Jacob Bernoulli, posthumously-published in
1713 (Bernoulli, J. (1713) Ars Conjectandi Basil: Thurnisiorum.), and its modern endpoint was
reached in 1933, with the publication of a text by Kolmogorov (Kolmogorov, A.N. (1933) Grundbe-
griffe der Wahrscheinlichkeithsrechnung, Berlin: Springer-Verlag. English translation: 1950, Foun-
dations of the Theory of Probability, New York: Chelsea.)

47
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compute the probability of an event by counting the outcomes within that event, and
dividing by the total number of outcomes. For example, the probability of rolling
an even number with a fair six-sided die, i.e., of rolling any of the three numbers
2, 4, or 6, out of the 6 possibilities, is % = % In many situations, however, such
reasoning is at best a loose analogy. To quantify uncertainty via statistical models a

more general and abstract notion of probability must be introduced.

This chapter begins with the axioms and elementary laws of probability, and then
discusses the way probability is used to describe variability. The key concept of inde-
pendence is defined in Section 3.1.3. Quantities that are measured but uncertain are
formalized in probability theory as random variables. More specifically, we set up a
theoretical framework for understanding variation based on probability distributions
of random variables, and the variation of random variables is supposed to be similar
to real-world variation observed in data. Many families of probability distributions
are used throughout the book. The most common ones are discussed in Chapter 5.

One quick note on terminology: the word stochastic connotes variation describable
by probability. Within statistical theory it is often used in specialized contexts, but
it is almost always simply a synonym for “probabilistic.” We occasionally use this
word ourselves.

3.1 The Calculus of Probability

3.1.1 Probabilities are defined on sets of uncertain events.

The calculus of probability is defined for sets, which in this context are called events.
That is, we speak of “the probability of the event A” and we will write this as
P(A). Events are considered to be composed of outcomes from some experiment or
observational process. The collection of all possible outcomes (and, therefore, the
union of all possible events) is called the sample space and will be denoted by S.
Because S is a set, we might also say that S is made up of elements (each of which is
an outcome) and to indicate that w is an element of S we would write w € S. Recall
the definitions of union and intersection: for events A and B the union AU B consists
of all outcomes that are either in A or in B or in both A and B; the intersection
AN B consists of all outcomes that are in both A and B. The complement A¢ of A
consists of all outcomes that are not in A. We say two events are mutually exclusive
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or disjoint if they have empty intersection.

Example 3.1 Two neurons from primary visual cortex In an experiment
on response properties of cells in primary visual cortex, Ryan Kelly and colleagues
recorded approximately 100 neurons simultaneously from an anesthetized macaque
monkey while the animal’s visual system was stimulated by highly irregular random
visual input. (Kelly et al., 2007). (Kelly, R.C., Smith, M.A., Samonds, J.M., Kohn,
A., Bonds, A.B., Movshon, J.A., and Lee, T.-S. (2007) Comparison of recordings
from microelectrode arrays and single electrodes in the visual cortex, J. Neurosci.,
27: 261-264.) The stimulus they used is known as white noise, which will be defined
in Chapter 18. Kelly examined the response of two neurons during 100 milliseconds
of the stimulus. Let A be the event that the first neuron fires at least once within the
100 millisecond time interval and B the event that the second neuron fires at least
once during the same time interval. Here, AU B is the event that at least one of the
2 neurons fires at least once, while AN B is the event that both neurons fire at least
once. Because it is possible that both neurons will fire during the time interval, the
events A and B are not mutually exclusive. O

We now state the axioms of probability.

Axioms of probability:

1. For all events A, P(A) > 0.

2. P(S)=1.

3. If Ay, Ag, ..., A, are mutually exclusive events, then P(A; U Ay U---UA,) =
P(A))+ P(Ag) +---+ P(A,).

A technical point is that in advanced texts, Axiom 3 would instead involve in-
finitely many events, and an infinite sum:

3. If Ay, Ay, ..., are mutually exclusive events (possibly infinitely many events),

where the notations mean that the union and summation extend across all events.
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Regardless of whether one worries about the possibility of infinitely many events,
it is easy to deduce from the axioms the elementary properties we need.

Theorem: Three Properties of Probability For any events A and B we have
(i) P(A°) =1— P(A), where A° is the complement of A.
(ii) If A and B are mutually exclusive, P(AN B) = 0.
(iii) P(AUB) = P(A)+ P(B) — P(AN B).

Proof: To prove (i) we simply note that S = AU A°. From axiom (2) we then
have P(AU A°) = 1 and because A and A° are mutually exclusive axiom (3) gives
P(A) + P(A°) = 1, which is the same as (i). It is similarly easy to prove (ii) and
(ii). O

These facts are often illustrated by analyzing games of chance, which is the con-
text in which many of the basic methods of probability were first worked out. For
instance, in picking at random a playing card from a standard 52-card deck, we
may compute the probability of drawing a spade or a face card, meaning either a
spade that is not a face card, or a face card that is not a spade, or a face card
that is also a spade. We take A to be the event that we draw a spade and B to
be the event that we draw a face card. Then, because there are 3 face cards that
are spades we have P(AN B) = 5%, and, appying the last formula above, we get
P(AUB) =1+ & — 2 = 4. This matches a simple enumeration argument: there
are 13 spades and 9 non-spade face cards, for a total of 22 cards that are either a
spade or a face card, i.e., P(AUB) = % = %. The main virtue of such formulas is
that they also apply to contexts where probabilities are determined without reference

to a decomposition into equally-likely sub-components.

Example 3.1 (continued from page 49) From 1200 replications of the 100
millisecond stimulus Kelly calculated the probability that the first neuron would fire
at least once was P(A) = .13 and the probability that the second neuron would fire
at least once was P(B) = .22, while the probability that both would fire at least once
was P(ANB) = .063. Applying the formula for the union (property (iii) above), the
probability that at least one neuron will fire is P(AU B) = .13 + .22 — .063 = .287.
O
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3.1.2 The conditional probability P(A|B) is the probability
that A occurs given that B occurs.

We often have to compute probabilities under an assumption that some event has
occurred. For instance, one may be interested in the probability that a neuron will
fire in an interval of time (¢, ¢+ At) given that it has already fired at a previous time
to. If we let A be the event we are interested in and B the event that is assumed to
have occurred, then we write? P(A|B) for the conditional probability of A given B.
From a Venn diagram (see Figure 3.1) it is easy to visualize the calculation required:
we limit the universe to B and ask for the relative probability assigned to the part
of A that is contained in B. Algebraicly, the formula is the following:

Definition: Conditional Probability Assume P(B > 0). The conditional
probability of A given B is

P(AN B)

P(AIB) = — 55

Again, using draws from a deck of cards, the probability of drawing a Jack given
that we draw a face card is P(A|B) A/52 1

— 12/52 ~ 3"

A rewriting of the definition of conditional probability is also sufficiently useful
to have a name:

Multiplication rule If P(B) > 0 we have P(ANB) = P(A|B) - P(B).

Although conditional probability calculations are pretty straightforward, prob-
lems involving conditioning can be confusing. The trick to keeping things straight is
to be clear about the event to be conditioned upon. Here is one standard example.

Illustration: The boy next door Suppose a family moves in next door to you
and you know they have two children, but you do not know whether the children are
boys or girls. Let us assume the probability that either particular child is a boy is
1. We might label them Child 1 and Child 2 (e.g., Child 1 could be the older of the
two). Thus, P(Child 1 is a boy) = P(Child 2 is a boy) = 1. Now suppose you find

3This notation is due to Jeffreys (1931); see his page 15. (Jeffreys, H. (1931) Scientific Inference,
Cambridge)
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ANB

A B

Figure 3.1: Venn diagram showing the intersection of A and B. The events A and B
are depicted as open and filled-in circles, respectively, while AN B, the portion of B
that is also in A, is shown with diagonal lines. The conditional probability of A given
B is the relative amount of probability assigned to A within the probability assigned
to B, i.e., the probability assigned to the region having diagonal lines divided by the
probability assigned to the whole of B.

out that one of the children is a boy. What is the probability that the other child is
also a boy?

It may seem that the answer is % but, if we assume that “you find out one of
the children is a boy” means at least one of the children is a boy, then the correct
answer is % Here is the argument. When you find out that one of the children is a
boy you don’t know whether Child 1 is a boy, nor whether Child 2 is a boy, but you
do know that one of them is a boy—and possibly both are boys. This information
amounts to telling you it is impossible that both are girls. Let A be the event that
both children are boys and B the event that at least one child is a boy. We want

P(A|B). Note that there are four equally-likely possibilities:

P(Child 1 is a boy and Child 2 is a boy
P(Child 1 is a boy and Child 2 is a girl
(
(

—

P(Child 1 is a girl and Child 2 is a boy
P(Child 1 is a girl and Child 2 is a girl

~—

Thus, we compute P(AN B) = P(A) = 1 and P(B) = 2. Plugging these numbers
1

3
4
into the formula for conditional probability we get P(A|B) = 3. O
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3.1.3 Probabilities multiply when the associated events are
independent.

Intuitively, two events are independent when the occurrence of one event does not
change the probability of the other event. This intuition is captured by conditional
probability: the events A and B are independent when knowing that B occurs does
not affect the probability of A, i.e., P(A|B) = P(A). This statement of independence
is symmetrical: A and B are also independent if P(B|A) = P(B). However, these
statements are not usually taken as the definition of independence because they
require the events to have nonzero probabilities (otherwise, conditional probability
is not defined). Instead, the following is used as a definition.

Definition: Independence Two events A and B are independent if and only if
P(ANB)=P(A)- P(B).

Note that from this definition, when A and B are independent and P(B) > 0 we
have, as a consequence,

P(A|B)=P(ANB)/P(B)= P(A)P(B)/P(B) = P(A).

Multiplication of probabilities should be very familiar. If a coin has probability .5
of coming up heads when flipped, then we usually say the probabiilty of getting two
heads is .25 = .5 x .5, because we usually assume that the two flips are independent.

Example 3.1 (continued from page 50) For the probabilities P(A), P(B)
given on page 50 we have P(A)P(B) = .029 while the probability of the intersection
was reported to be P(AN B) = .063. The latter is more than double the product
P(A)P(B). We conclude that the two neurons are not independent. Their tendency
to fire much more often together than they would if they were independent could be
due to their being connected, to their having similar response properties, or to their
both being driven by network fluctuations (see also Kelly et al., 2010). (Kelly, R.C.,
Smith, M.A., Kass, R.E., T.S. Lee (2010) Local field potentials indicate network
state and account for neuronal response variability, J. Computational Neuroscience,
to appear.) O

This definition of independence extends immediately to more than two events. In-
dependence is extremely useful. Without it, dependencies represented by conditional
probabilities can become very complicated. Independence simplifies calculations and
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is often assumed in statistical models and methods. On the other hand, as illustrated
in Example 3.1, above, if the assumption of independence is wrong, the calculations
can be way off: in Example 3.1 the probability P(AN B) predicted by independence
would be too small by a factor of more than 2. In many situations independence
is the most consequential statistical assumption, and therefore must be considered
carefully.

3.1.4 Bayes’ Theorem for events gives the conditional prob-
ability P(A|B) in terms of the conditional probability
P(BJ|A).

Bayes’” Theorem is a very simple identity, which we derive easily below. Yet, it
has profound consequences. We can state its purpose formally, without regard to
its applications: Bayes’ Theorem allows us to compute P(A|B) from the reverse
conditional probability P(B|A), if we also know P(A). As we will see below, and in
Chapter 16, there are more complicated versions of the theorem, and it is especially
these that produce the wide range of applications. But the power of the result
becomes apparent immediately when we take B to be some data and A to be a
scientific hypothesis. In this case, we can use the probability P(datalhypothesis)
from the statistical model to obtain the scientific inference P(hypothesis|data). In the
words used in Chapter 1, Bayes’ Theorem provides a vehicle for obtaining epistemic
probabilities from descriptive probabilities. The inverting of conditional probability
statements, together with the recognition that a different notion of probability was
involved, led to the name “inverse probablity” during the early 1800s. This has
been replaced by the name “Bayes” in the theorem, and the adjective “Bayesian”
to describe many of its applications.* To derive the theorem we need a preliminary
result which is also important.

Theorem: Law of Total Probability For events A and B we have
P(B) = P(B|A)P(A) + P(B|A°)P(A°).

Proof: We begin by decomposing B into two pieces: B = (BN A) U (B N A°).
Because A and A€ are disjoint, (B N A) and (B N A°) are disjoint. We then have

4For historical comments see Stigler (1986) and Fienberg (2006). (Fienberg, S.E. (2006) When
did Bayesian inference become “Bayesian”? Bayesian Analsysis, 1:1-40.)
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P(B)=P(BNA)+ P(Bn A°). Applying the multiplication rule to P(BN A) and
P(B N A°) gives the result. O

Bayes’ Theorem in the Simplest Case If P(B) > 0 then

P(B[A)P(A)
(BIA)P(A) + P(B|A°)P(Ac)

P(A|B) = 2 (3.1)

Proof. We begin with the definition of conditional probability and then use the
multiplication rule in the numerator and the law of total probability in the denomi-
nator:

P(AN B)
P(B)
P(B|A)P(A)
P(BJA)P(A) + P(B|A)P(A°)

P(A|B) =

O

The “simplest case” modifier here refers to the statement of the theorem using
only A and A€ as conditioning events. One interesting class of problems where this
simple case is useful is in the interpretation of clinical diagnostic screening tests.
These tests are used to indicate that a patient may have a particular disease, but
they are not definitive. Bayes’ Theorem serves as a quantitative reminder that when a
disease is rare, screening tests are preliminary, and other information will be needed
to provide a diagnosis. A famous example involves screening for prostate cancer
based on the radioimmunoassay prostatic acid phosphatase (PSA). Even though the
test is reasonably accurate, the disease remains sufficiently rare among young men
that a random male who tests as positive will still have a low probability of actually
having prostate cancer. An application of Bayes’ Theorem (with A being the event
that a randomly chosen man will have the disease and B the event that he tests
positive) to data from Watson and Tang (1980), places the probability of disease
given a positive test at about 1/125. The intuition comes from recognizing that,
among men under age 65 in the United States, the disease has a prevalence of about
1/1500. Suppose we were to examine 1500 men, 1 of whom actually had the disease.
If the test were 90% accurate, a 10% false positive rate would mean that about 150
men would test positively. In other words, about 1/150 of the positively tested men
would actually have the disease. Bayes’ Theorem refines this very crude calculation.
Here is an example drawn from neurology.
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Example 3.2 Diagnostic test for vascular dementia Vascular dementia (VD)
is the second leading cause of dementia. It is important that it be distinguished from
Alzheimer’s disease because the prognosis and treatments are different. In order to
study the effectiveness of clinical tests for vascular dementia, Gold et al. (1997) ex-
amined 113 brains of dementia patients post mortem. (Gold G; Giannakopoulos P;
Montes-Paixao Junior C; Herrmann FR; Mulligan R; Michel JP; Bouras C. (1997)
Sensitivity and specificity of newly proposed clinical criteria for possible vascular de-
mentia. Neurology, 49:690-4.) One of the clinical tests these authors considered was
proposed by the National Institute for Neurological Disorders (NINDS, an institute of
NIH). Gold et al. found that the proportion of patients with VD who were correctly
identifed by the NINDS test was .58, while the proportion of patients who did not
have VD who were correctly so identified by the NINDS tests was .80. These propor-
tions are usually called the sensitivity and specificity of the test. Using these results,
let us consider an elderly patient who is identified as having VD by the NINDS test,
and compute the probability that this person will actually have the disease. Let A
be the event that the person has the disease and B the event that the NINDS test is
positive. We want P(A|B), and we are given P(B|A) = .58 and P(B°|A¢) = .8. To
apply Bayes’ Theorem we need P(A). Let us take this probability to be P(A) = .03
(which seems a reasonable value based on Hebert and Brayne, 1995; (Hebert R;
Brayne C, Epidemiology of vascular dementia, Neuroepidemiology 14:240-57.)). We
then also have P(A¢) = .97 and, in addition, P(B|A¢) = 1—P(B¢|A°) = .2. Plugging
these numbers into the formula gives us

(.58)(.03)

PAIB) = 55003 + (2)(97)

= .082

or, approximately, 1/12. Thus, based on the Gold et al. study, because VD is a
relatively rare disease, without additional evidence, even when the NINDS test is
positive it remains unlikely that the patient has VD. O

As in Example 3.2, this form of Bayes’ Theorem requires probabilities P(B|A),
P(B|A°) and P(A) which must come from some background information. All ap-
plications of Bayes’ Theorem are analogous in needing background information as
inputs in order to get the desired conditional probability as output.

To generalize Bayes’” Theorem from the simplest case we need the law of total
probability, which gives a formula for P(B) in terms of a decomposition of S: Given
mutually exclusive events Aq, As, ..., A, that are exhaustive in the sense that S =
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AiUAsU---UA,, we have
B=(BNA)U(BNA)U---U(BNA,)
with the sets B N A; being mutually exclusive. We then have
P(B) = P(BNA)+P(BNA)+---+P(BNA,)
= P(B|A1)P(A1) + P(B|A2)P(As) + - - - + P(B|A,) P(An)

= ZP(B|A2')P(A¢)-

From this we obtain a more general form of the theorem.

Bayes’ Theorem Suppose Aj, As, ..., A, are mutually exclusive with P(A;) >
0, for all 4, and Ay U AyU---UA, =8. If P(B) >0 then

P(B|Ay) P(Ax)
(B|A1)P(A1) + P(B|A2) P(Ag) + -+ + P(B|An) P(Ay)

P(Ak|B) = P

Example 3.3 Decoding of saccade direction from SEF spike counts Bayes’
Theorem is frequently used to study the ability of the relatively small networks of
neurons to identify a stimulus or determine a behavior. As an example, Olson et al.
(2000, J. Neurophysiol.) reported results from a study of supplementary eye field
neurons during a delayed-saccade task. In this study, which we described Example 1.1
on page 3, there were four possible saccade directions: up, right, down, and left. For
each direction, and for each neuron, spike counts in fixed pre-saccade time intervals
were recorded across multiple trials. From a combination of data analysis, and
assumptions, the probability distribution of various spike counts could be determined
for each of the four directions. If we consider a single neuron, we may then let B
be the event that a particular spike count occurs, and the events A, Ay, A3, and
A4 be the saccade directions up, right, down, left. Assuming the four directions
are equally likely, from the probabilities P(B|Ay) together with Bayes’ Theorem, we
may determine from the spike count B the probability that the saccade will be in
each of the four directions. In Bayesian decoding, the signals from many neurons are
combined, and the direction A having the largest probability P(A|B) is considered
the “predicted” direction. In unpublished work, Kass and Ventura found that from 55
neurons (many of which contributed relatively little information), Bayesian decoding
was able to predict the correct direction more than 95% of the time. O
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3.2 Random Variables
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Figure 3.2: Histogram of spike counts from a motor cortical neuron. The histogram
displays 60 spike counts from a particular neuron recorded in primary motor cortex
across 60 repetitions of the practiced condition.

So far we have discussed the basic rules of probability, which apply to sets repre-
senting uncertain events. A far more encompassing framework is obtained when we
consider quantities measured from those events. For example, the number of times a
neuron fires during a particular task may be observed, yielding a spike count. When
the behavior is repeated across many trials, the spike counts will vary.

Example 3.4 Spike counts from a motor cortical neuron Matsuzaka et al.
(2006) (Matsuzaka, Y., Picard, D., and Strick, P. (2006) Skill representation in
the primary motor cortex after long-term practice, J. Neurophys., 97: 1819-1832.)
studied cortical correlates of practicing a movement repeatedly by comparing the
firing of neurons in primary motor cortex during two sequential button-pressing tasks:
one in which the sequence was highly practiced, and the other in which the sequence
was determined at random. Figure 3.2 displays spike counts from a single neuron
across 60 repititions of the practiced condition. The histogram displays substantial
variation among the counts. O
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Probability may be used to describe variation among quantitative measurements,
such as that seen in Figure 3.2. To extend the formalism we introduce mathematical
objects called random variables, which assign to each outcome (e.g., neuronal spik-
ing behavior on a particular trial) a number (the spike count). In this section we
develop some of the basic attributes and properties of random variables, and we use
probability distributions to describe the way they vary.

At the outset it is important to emphasize the abstraction involved in using a
random variable to describe observed data. Strictly speaking, random variables and
their probability distributions live in the theoretical world of mathematics, while data
live in the real world of observations. When we speak of the distribution of some
data, as in the histogram in Figure 3.2, we are talking about observed variation. On
the other hand, if we use a probability distribution (such as a normal distribution
or a Poisson distribution, both discussed in Chapter 5), to describe some data, we
are imposing a mathematical structure. To be useful, such a structure must capture
dominant features that drive scientific inferences, and a fundamental part of data
analytic expertise involves appreciation of the ways inaccuracies in probabilistic de-
scription may or may not lead to misleading inferences. We discuss assessments
of probability distributions, and consequences of incorrect assumptions, throughout
the book. In this chapter we concentrate on essential mathematical definitions and
results.

3.2.1 Random variables take on values determined by events.

Let us start by considering the Hardy-Weinberg distribution, which is fundamental
to population genetics because it describes the relative frequency of genotypes in
equilibrium. In the simplest case, we assume each parent contributes one allele to
an offspring. If we write this in the form

(allele from parent 1, allele from parent 2) — offspring pair of alleles
then the possibilities are denoted by

(A A) — AA
(A a) — Aa
(a, A) — Aa
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(a,a) — aa.

For instance, according to the classic Mendelian story, a garden pea might be wrin-
kled if aa but smooth otherwise. We assume that, in the population, the probability
of allele A being inherited by the offspring is P(A), and we will also write this num-
ber as p, so that p = P(A). That is, if we were to select some offspring at random
from the population, the probability that the offspring would have allele A is p. We
also assume the inherited alleles are independent, meaning that the allele inherited
from parent 1 does not affect the probability of inheriting allele A from parent 2. As
we have already seen, the assumption of independence implies that the probabilities
may be multiplied:

P(AA) = p?,
P(Aa) =p(1—p)+ (1 —p)p=2p(1 —p),
P(aa) = (1 —p)*.

These are often called the Hardy-Weinberg frequencies and, together with the as-
sumptions on which they are based, they constitute the Hardy- Weinberg model. Now
take X to be the number of A alleles. Then

In this situation X is a random variable and it has a binomial distribution. More
generally, given a sample space S, a random variable is a mapping that assigns to
every element of S a real number. That is, if w € S (see page 48) then X (w) = x is
the value of the random variable X when w occurs. In the simple genetics context
above, § = {AA, Aa,aa} and X(AA) =2, X(Aa) =1, X(aa) = 0.

In Chapter 1 we discussed the distinction between continuous and discrete data.
We may similarly distinguish continuous and discrete random variables: a random
variable is continuous if it can take on all values in some interval (A, B), where it
is possible that either A = —oo or B = oo or both. The mathematical distinctions
between discrete and continuous distributions are that (i) discrete distributions take
on only certain specific values (such as non-negative integers) that can be separated
from each other and (ii) wherever summation signs appear for discrete distributions,
integrals replace them for continuous distributions.
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3.2.2 Distributions of random variables are defined using cu-
mulative distribution functions and probability density
functions, from which theoretical means and variances
may be computed.

There are several definitions we need, which will apply to other probability distribu-
tions besides the binomial. In the Hardy-Weinberg example, the values P(X = 0),
P(X =1), and P(X = 2) form the probability mass function. For convenience, as
indicated in Section 3.2.3, we generally instead call the probability mass function a
probability density function (pdf). We would typically write P(X = x), with x taking
the values 0, 1,2. The shorthand p(x) = P(X = z) is also often used. The function
F(z) = P(X < ) is called the cumulative distribution function (cdf). Thus, in the
Hardy-Weinberg example we have F(1) = P(X < 1) = P(X = 0)+ P(X = 1).
From the pdf we can obtain the cdf, and vice-versa.

Illustration: Litter sizes of mice As a simple non-binomial example, useful
for pedagogical purposes, suppose that 50 female mice were maintained in a facility,
that each gave birth to a litter, and that the litter sizes may be summarized in the
following table:

size |3 4 5 6 7 8
count |3 7 12 14 10 4

Let us consider choosing a mouse at random from among the 50 that gave birth, and
let X be the litter size for that mouse. By dividing each count in the table above by
50 we get the following table for the probability distribution of X:

|3 4 5 6 7 8
p(x) .06 .14 24 28 20 .08

Thus, p(3) = 3/50 = .06 signifies the probability that a randomly drawn mouse that
will have litter size 3. U

Notice that a plot of the counts (against x) would be a histogram of the 50
litter sizes. Aside from the divisor of 50 used in getting each probability from the
corresponding count, a plot of p(x) against x would look the same as the histogram of
the counts; this would, instead, be a plot of the relative frequencies.” More generally,

°In this context terminology is inconsistent: “frequency” can mean either “count” or “relative
frequency.”
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a plot of a probability distribution looks something like a histogram, except that the
total amount of probability must equal 1.

One way to understand any specification of probabilities p(x) is to consider them
to represent relative frequencies among a population of individuals. However, in
many cases the idea of a random drawing from a population is an abstraction, and
may be rather unrealistic. This is actually an important philosophical point that has
been argued about a great deal, but we will not go into it.

Details: In experimental settings, it is quite artificial to imagine that
the repeated measurements (trials) of an experiment are being drawn at
random from some population of such things. Similarly, when there is a
single unique event, such as the outcome of a football game, or the flip
of a fair coin, we can be comfortable speaking about the probability of
the outcome without any need for a population. In the case of the coin,
suppose we let X = 1 if it comes up heads and X = 0 if it comes up tails,
and take p(1) = P(X =1) = .5 and p(0) = P(X =0) = .5. We could, if
we wished, imagine some very large population of fair coins, just like the
one we are going to flip, among which, if flipped in just the same way,
half would come up heads and half would come up tails. But we don’t
really need this imaginary device: thinking only about one single coin
it remains easy enough to understand the idea that it is “fair” precisely
when p(1) = .5 and p(0) = .5. That is, the notion that it is equally likely
to be heads and tails does not require further elaboration. If we wished
to have an operational meaning to “fair” we could take it to mean that
we are willing to accept a fair bet, i.e., one in which we would win the
same amount if heads as we would lose if tails. O

For our purposes, what is important is that relative frequencies sometimes de-
fine probabilities, and more generally provide a useful analogy for thinking about
probability.

Now, let us go on to the concepts of mean and variance. For the 50 litter sizes in
the table on page 61 we would compute the mean as

e — 3B) T T(4) +12(5) + 14(6) +10(7) +4(8) _ . .
50 o
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Alternatively, we could write

3 7 12 14 10 4
mean = 3(%) + 4(%) + 5(%) + 6(%) + 7(%) + 8(%) = 5.66

which, from the table on page 61 is the same as
mean =3 -p(3)+4-p(4)+5-p(5) +6-p(6) +7-p(7) + 8- p(8) = 5.66.

This latter form may be interpreted as the litter size we would expect to see (“on
average” ) for a randomly drawn mouse, and it is an instance of the general expression
for the mean or expected value or expectation of the random variable X:

px = BE(X) =Y - p(x). (3.2)

Correspondingly, the variance of X is

ok =V(X) =) (v —ux)* - ple)

T

and the standard deviation is ox = \/% . The subscript X is often dropped, leaving
simply p and o. The standard deviation summarizes the magnitude of the devia-
tions from the mean; roughly speaking, it may be considered an average amount of
deviation from the mean. It is thus a measure of the spread, or variability, of the
distribution. There are alternative measures (such as » |z — p|p(z)), and these are
used in special circumstances, but the standard deviation is the easiest to work with
mathematically. It is, therefore, the most common measure of spread.

Note that pux and oy are theoretical quantities defined for distributions, and are
analogous to the mean and standard deviation defined for data. In fact, if there
are n values of 2 and we plug into (3.2) the special case p(z) = + (which states
that all n values of x are equally likely) we get back® uxy = 7. Because data are
often called samples, the data-based mean and standard deviation are often called
the sample mean and the sample standard deviation to differentiate them from px
and oy, which are often called the population mean and standard deviation. This
terminolgy distinguishes samples from “populations,” rather than distributions, with

SWe also get ox = \/% S (zi — px)? which, when we replace py with X, is not quite the
same thing as the sample standard deviation; the latter requires a change from n to n — 1 as the
divisor for certain theoretical reasons, including that the sample variance then becomes an unbiased
estimator of 0% . See Chapter 8.
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the word “sample” connoting a batch of observations randomly selected from some
large population. Sometimes there is a measurement process that corresponds to
such random selection. However, as we have already mentioned, probability is much
more general than the population/sample terminology might lead one to expect;
specifically, we do not need to have a well-defined population from which we are
randomly sampling in order to speak of a probability distribution. So, at least in
principle, we might rather avoid calling px a population mean. On the other hand,
the “sample” terminology is useful for emphasizing that we are dealing with the
observations, as opposed to the theoretical distribution, and it is deeply imbedded in
statistical jargon. Similarly, the “population” identifier is frequently used rather than
“theoretical.” The crucial point is that one must be careful to distinguish between
a theoretical distribution and the actual distribution of some sample of data. Many
analyses assume that data follow some particular theoretical distribution, and in
doing so hope that the match between theory and reality is pretty good. We will
look at ways of assessing this match in Section 3.3.1.

The following properties are often useful.

Theorem For a discrete random variable X with mean px and standard devia-
tion ox we have

Ela-X+b) =a-ux+b (3.3)
and

OagX+b — ‘CL| 00X (34)

Proof: These are easy to prove. For instance,

E(@X +b) = Y (ax+b)p(x)

= a()_zp(x)) +b)_ plx)
= aEEEX) +0. ’

The proof of the variance formula is similar. O
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3.2.3 Continuous random variables are similar to discrete
random variables.

Suppose X is a continuous random variable on an interval (A, B), with A = —o0
and B = oo both being possible. The probability density function (pdf) of X will be
written as f(x) where now

P(aﬁXﬁb):/bf(x)dx

/AB f(x)dx = 1.

Note that in this continuous case there is no distinction between P(a < X) and
P(a < X) (we have P(X = a) = 0). We may think of f(z) as the probability per
unit of x; f(z)dz is the probability that X will lie in an infinitesimal interval about
x, that is, f(z)dr = P(x < X < x+dz). In some contexts there are various random
variables being considered and we write the pdf of X as fx(x).

and

A technical point is that when either A > —oco or B < oo or both, by convention,
the pdf f(z) is extended to (—oo, 00) by setting f(x) = 0 outside (A, B). When we
say that X is a continuous random variable on an interval (A, B) we will mean that
f(z) > 0 on (A, B) and, if either A or B is a number, f(z) = 0 outside of (A, B).
We next give several examples of continuous distributions.

Illustration: Uniform distribution Perhaps the simplest example is the uni-
form distribution. For instance, if the time of day at which births occurred followed
a uniform distribution, then the probability of a birth in any given 30 minute period
would be the same as that for any other 30 minute period throughout the day. In this
case the pdf f(z) would be constant over the interval from 0 to 24 hours. Because
it must integrate to 1, we must have f(z) = 1/24 and the probability of a birth in
any given 30 minute interval starting at a hours is faa+'5 f(z)dz = 1/48. When a
random variable X has a uniform distribution on a finite interval (A, B) we write

this as X ~ U(A, B) and the pdf is f(z) = 5. O

In this illustration above we have introduced a convention that is ubiquitous,
both in this book and throughout statistics: the squiggle “~” means “is distributed
as.”
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Figure 3.3: Plots of pdfs for four continuous distributions. Top left: Exponential.
Top right: Gamma, with shape parameter 2. Bottom left: Beta. Bottom right:
Normal. See Chapter 5 for the explanation of the latter three distributions.

Figure 3.3 displays pdfs for four common distributions. For the two in the top
panels, exponential and gamma distributions, X may take on all positive values, i.e.,
values in (0,00). The lower left panel shows a beta distribution, which is confined
to the interval (0,1). A normal distribution, which ranges over the whole real line,
is shown in the bottom right panel. We discuss the exponential and normal distri-
butions briefly below and return to them, and to the beta and gamma disributions
in Chapter 5.

IMlustration: Normal distribution The normal distribution (also called the
Gaussian distribution) is the most important distribution in statistical analysis. The
reason for this, however, has little to do with its ability to describe data. Example 1.2,
below, presents one of the few examples we know in which the data really appear
normally distributed to a high degree of accuracy; it is rare for a batch of data not to
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be detectably non-normal. Instead, in statistical inference, the normal distribution
is used to describe the variability in quantities derived from the data as functions of a
sample mean. As we discuss in Chapter 6, according to the Central Limit Theorem,
sample means are approximately normally distributed and, in Chapter 9, we will also
see that functions of a sample mean are approximately normally distributed.

The normal distribution is characterized by two parameters: the mean and the
standard deviation (or, equivalently, its square, the variance). When a random
variable X is normally distributed we write X ~ N(u,0?). Both in most software
and in most applications, one speaks of the parameters p and o rather than p and
o%. The pdf for the normal distribution with mean p and standard deviation o is

1 L x—p,
x) = exp(—= .
@) = <= esp(—5 (L)
This pdf can be hard to use for analytic calculations because its integral can not
be obtained in explicit form. Thus, probabilities for normal distributions are almost

always obtained numerically. Because of its shape the normal pdf is often called “the
bell-shaped curve.” We exemplify this in the next example. O

(3.5)

Example 1.2 (continued from page 7) We previously noted that the SQUID
detectors in MEG are extremely sensitive, and there is nontrivial background noise
that is detected in the absence of any brain signal. Figure 3.4 shows a histogram of
the signal at one detector during a short period with nothing in the machine. The
noise histogram is very well approximated by a normal pdf. O

In fact, the general bell shape of the distribution is not unique to the normal
distribution. On the other hand, the normal is very special among bell-shaped dis-
tributions. The most important aspect of its being very special is its role in the
Central Limit Theorem, which we’ll come back to in Chapter 6. We also describe
additional important properties of normal distributions on page 77 and in Chapter 5.

The cumulative distribution function (cdf), or simply distribution function, is
written again as F'(z) and is defined as in the discrete case: F(z) = P(X < z). If
A = —o0 and B = oo this becomes

= / f(t)dt

If Ais a number, i.e., —0o < A, then F(z) =0 when z < A and

/f
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Figure 3.4: A histogram of MEG noise at a SQUID sensor, overlaid with a normal
density function (the “bell-shaped curve”).

while if B is a number (B < c0) then F(z) =1 when = > B.

Theorem Suppose f(x) is a continuous pdf that is positive on (A4, B). Then
F(z) is a non-decreasing function and it is strictly increasing (F”(x) > 0) on (A, B).
In addition we have F'(z) — 0 as x — A and F(z) — 1 as * — B.

Proof: By differentiation (the Fundamental Theorem of Calculus) we have F'(z) =
f(z), which implies F’(z) > 0 and, by assumption, F'(x) > 0 on (A, B). Further-
more, because F'(x) is differentiable, it is also continuous. Because f(z) integrates
to 1 on the interval (A, B), when A = —oo0 we must have F'(z) — 0 as © — —o0
(otherwise the integral would be infinite) and when B = oo F(z) — 1 as x — 0.
When A is a number, from the integral form of F(z), F(A) = 0 and F(z) — 0 as
x — A. Similarly, when B is a number we get F/(B) = 1 and then F(z) — 1 as
r— B. O
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In the continuous case, the expected value of X is

px = E(X) :/ xf(x)dx

A

and the standard deviation of X is ox = /V(X) where

B

VO = [ o (oo
A

is the variance of X. Note that in each of these formulas we have simply replaced

sums by integrals in the analagous definitions for discrete random variables. Note,

too, that pdf and cdf values for certain continuous distributions may be computed

with statistical software.” We again have

faxip =0 x +0b (36)

Oaxtb = |a| - ox. (3.7)

These formulas are just as easy to prove as (3.3) and (3.4). Another formula is useful
for certain calculations:

V(X) = BE(X?) — p* (3.8)

and this, too, is easily verified.

The quantiles or percentiles are often used in working with continuous distribu-
tions: for p a number between 0 and 1 (such as .25), the pth quantile or 100p-th
percentile (e.g., the .25 quantile or the 25th percentile) of a distribution having cdf
F(z) is the value i such that p = F'(n). Thus, we write the p quantile as , = F~!(p),
where F'~! is the inverse cdf.

Illustration: Exponential distribution Let us illustrate these ideas in the
case of the exponential distribution, which is special because it is easy to handle and
also because of its importance in applications. We provide an interesting application
in Example 3.5

A random variable X is said to have an exponential distribution with parameter
A when its pdf is
f(z) = Xe ™ (3.9)

"The definitions of expectation and variance assume that the integrals are finite; there are, in
fact, some important probability distributions that do not have expectations or variances because
the integrals are infinite.
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Figure 3.5: The pdf of a random variable X having an exponential distribution with
A = 1. The shaded area under the pdf gives P(X > 2).

for x > 0, and is 0 for z < 0. We will then say that X has an Exp(\) distribution and
we will write X ~ Exp(\). The pdf of X when X ~ Ezp(1) is shown in Figure 3.5.
Also illustrated in that figure is computation of probabilities as areas under the pdf
for the case

P(X >2) = /200 f(z)dz

which means we compute the area under the curve to the right of x = 2. For the
exponential distribution this value is easy to compute using calculus. The cdf of an
exponential distribution is

F(z) = /)\e_ktdt
0

xT

e

0
= 1—¢"

Thus, when X ~ Exp(\), using P(X > x) =1 — F(x), we also have
P(X >2)=e (3.10)

and if A\ =1
PX>2)=1-F(2)=¢2
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The quantiles are also easily obtained. For example, if X ~ Ezp(\) the .95
quantile of X is the value 795 such that P(X < 1g95) = F(n95) = .95. We have

95 = F(ngs) =1 — e s
and solving for 795 gives 195 = —log,(.05)/A.

If X ~ Exp(\) then, by similar calculations, we obtain

EX) = 1/A
V(X)) = 1/)\2
ox = 1/)\
We omit the details. |

If Xy, X,,...,X, are independently distributed as Exp(\) then their sum Y =
X1+ Xo+ -+ X, follows a gamma distribution with shape parameter n, written
Y ~ G(n,\). The exponential is often used to describe event durations, and the
gamma then becomes a sum of event durations, as illustrated in the next example.

Example 3.5 Duration of ion channel activation To investigate the function-
ing of ion channels, Colquhoun and Sakmann (1985) used patch-clamp methods to
record currents from individual ion channels in the presence of various acetylcholine-
like agonists. (Colquhoun, D. and Sakmann, B. (1985), Fast events in single-channel
currents activated by acetylcholine and its analogues at the frog muscle end-plate,
J. Physiology, 369: 501-557; see also Colquhoun, D. (2007) Classical Perspective:
What have we learned from single ion channels? .J. Physiology, 581: 425-427.) A
set of their recordings is shown in Figure 3.6. One of their main objectives was to
describe the opening and closing of the channels in detail, and to infer mechanistic
actions from the results. Colquhoun and Sakmann found that channels open in sets
of activation “bursts” in which the channel may open, then shut again and open
again in rapid succession, and this may be repeated, with small gaps of elapsed time
during which the ion channel is closed. A burst may thus have 1 or several open-
ings. As displayed in Figure 3.7, Colquhoun and Sakmann examined separately the
bursts having a single opening, then bursts with 2 openings, then bursts 3, 4, and 5
openings. Panel B of Figure 3.7 indicates that, for bursts with a single opening, the
opening durations follow closely an exponential distribution. As discussed in Chap-
ter 5, in the case of bursts with 2 openings, if each of the two opening durations
were exponentially distributed, and the two were independent, then their sum—the
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Figure 3.6: Current recordings from individual ion channels in the presence of
acetylcholine-type agonists. The records show the opening (higher current levels)
and closing (lower current levels), with the timing of opening and closing being
stochastic. Modified from Colquhoun and Sakmann (1985).

total opening duration—would be gamma with shape parameter o = 2. Panel C of
Figure 3.7 indicates the good agreement of the gamma with the data. The remaining
panels show similar results for the other cases. O

The formulas and concepts that apply to random variables are usually stated with
the notation of integrals rather than sums. This is partly because it is cumbersome
to repeat everything for both continuous and discrete random variables, when the
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Figure 3.7: Duration of channel openings. Panel A depicts the distribution of burst
durations for a particular agonist. Panel B displays the distribution of bursts for
which there was only 1 opening, with an exponential pdf overlaid. This illusrates the
good fit of the exponential distribution to the durations of ion channel opening. Pan-
els C displays the distributions of bursts for which there were 2 apparent openings,
with a gamma pdf, with shape parameter 2, overlaid. Panel C again indicates good
agreement. Panels D-F show similar results, for bursts with 3-5 openings. Modified
from Colquhoun and Sakmann (1985).

results are in essence the same. In fact, there is an elegant theory of integration®

8Lebesgue integration is a standard topic in mathematical analysis; see for example, Billingsley,
P. (1995) Probability and Measure, Third Edition.
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that, among other things, treats continuous and discrete random variables together,
with summations becoming special cases of integrals. Throughout our presentation
we will, for the most part, discuss the continuous case with the understanding that
the analogous results follow for discrete random variables. For example, we will freely
use the terminology pdf for both continuous and discrete random variables, where
for the latter it will refer to a probability mass function.

For many purposes we don’t actually need formulas such as those derived for the
exponential distribution. Most statistical software contains routines to generate ran-
dom observations artificially? from standard distributions, such as those presented
below, and the software will typically also provide pdf values, probabilities, and quan-
tiles. Indeed, as we note below, random variables having essentially any continuous
distribution may be generated on a computer from a program that generates U(0, 1)
random variables. In showing this we will have to use the cdf, which is given next.

IMlustration: Uniform distribution (continued from page 65) If a conti-
nous random variable X has cdf F/(z) = « on the interval (0, 1) we may differentiate
to get the U(0,1) pdf f(x) = 1. On the other hand, if X ~ U(0,1) we integrate
f(z) =1 to get

F(x):/oml-d:r:x.

In other words, X has a U(0, 1) distribution if and only if its cdf is F'(x) = x on the
interval (0, 1). O

IMlustration: Normal distribution (continued from page 66) When X is
distributed normally with mean p and standard deviation ¢ it has a pdf given by
Equation 3.5. Its cdf is given by

| 1 ox—p

—oo V21O

This integral can not be evaluated in explicit form. Therefore, normal probabilities
of the form P(a < X < b) are obtained, by numerical approximation, with the help
of computer software. O

9The numbers generated by the computer are really pseudo-random numbers because they are
created by algorithms that are actually deterministic, so that in very long sequences they repeat
and their non-random nature becomes apparent. However, good computer simulation programs use
good random number generators, which take an extremely long time to repeat, so this is rarely a
practical concern.
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3.2.4 The hazard function of a random variable X at z is its
conditional probability density, given that X > x.

Another useful characterization of a probability distribution arises in specialized
contexts, including the analysis of spike train data, where a random variable X
represents the waiting time until some event occurs. In the case of a spiking neuron,
X would be the elapsed time since the neuron last fired, and the event of interest
would be next time it fires. We want a formula for the instantaneous probability
that the neuron will fire at time ¢, i.e., that it will fire in an interval (¢,¢ + dt). This
is obtained from the hazard function which, for a continuous random variable X, is

G
Az) = = F(o)
Note that if P(B) > 0 then
Pug) = 2520

Applying this to a continuous random variable X we have

F(z+h)— F(x)
1—F(x)

P(X € (z,z+h)|X >2) =

Therefore,

. P(X € (z,z+h)|X >2x) f(x)

lim =

h—0 h 1— F(z)
which provides the fundamental interpretation of A(x)dx as the probability X €
(x,z + dz) given X > z. For example, if X is the elapsed time that an ion channel
is open, so that its values are times z = ¢, then A\(¢)dt becomes the probability the
ion channel will close in the interval (¢,¢+ dt), given that it has remained open up to
time ¢. Similarly, if X is the elapsed time since a neuron last fired an action potential
then A(t)dt becomes the probability the neuron will fire in the interval (¢,t + dt),
given that it has not yet fired again before elapsed time t. In spike train analysis,
the hazard function for a neuron becomes its theoretical firing rate (its instantaneous
probability of firing per unit time); see Chapter 19.

= \x)

The “hazard” terminology comes from lifetime analysis, where the random vari-
able X is the lifetime of a unit (a lightbulb; a person) in units of time ¢ and A(t)dt is
the probability of failure (death) in the interval (¢,¢ + dt) given that failure has not
yet occurred.
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3.2.5 The distribution of a function of a random variable is
found by the change of variables formula.

There are many situations in which we begin with a random variable X that has
a particular distribution and we want, in addition, to obtain the distribution of
another random variable Y = ¢(X) for some function g(z). This arises in the
context of data transformations (discussed in Chapter 2) and it is also important in
various theoretical derivations. In the simplest cases there is no need for any special
formula.

Illustration: Hardy-Weinberg distribution Let us return to the genetics
context where X is the number of A alleles and P(X = 2) = p?, P(X =1) = p(1—p),
P(X = 0) = (1 —p)® Suppose g(x) = 10*. Then we have P(Y = 100) = p?
P(Y =10) =p(1 —p), P(Y =1) = (1 —p)?. It would be easy to calculate the mean
and variance of Y from these probabilities. O

When X has a continuous distribution we may obtain the pdf fy(y) of Y = g(X)
using the change-of-variables formula from calculus—which follows from the chain
rule.

Theorem: Pdf of a Function of a Random Variable Suppose X is
a continuous random variable having pdf fx(z) for which fx(z) > 0 on
an interval (A, B) and fx(x) = 0 otherwise; suppose further that g(z) is
a differentiable function and ¢'(z) # 0 for x € (A, B). Then the random
variable Y = ¢g(X) has pdf given by

frly) = fx(g‘l(y))\d%g‘l(y)l

wherever y = g(z) for some z, and fy(y) = 0 elsewhere.

Proof: Let us consider x € (A, B). Because ¢'(x) # 0, ¢'(z) is either
always positive, in which case ¢g(z) is monotonically increasing, or always
negative in which case g(z) is monotonically decreasing. Let us assume
g'(x) > 0. Because g(x) is monotonically increasing we then have x <
¢ <= g(z) < g(c). We will obtain the pdf f,(y) by differentiating the
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cdf Fy (y), using f,(y) = Fy (y). Suppose y = g(x) for some z. Then

Fy(y) = P(g(X)<y)
= P(X<g'(y)

= Fx(97'(»))

where the second equality used * < ¢ <= g(x) < g(c¢). Now, by the
chain rule, differentiation gives

fo(y) = fx(g‘l(y))d%g‘l(y)-

The case in which ¢’(z) < 0 requires a small modification of the argument
above (which we leave to the attentive reader). a

Here is a simple consequence of the theorem above.

Theorem: Linear transformation of a normal random variable. Suppose
X ~ N(ux,0%) and let g(z) = a+bx with b # 0. f Y = g(X) then Y ~ N(uy,o?)
where py = a + buy and oy = |blox.

Proof: Notice first that the mean and standard deviation formulas follow from
(3.6) and (3.7). Let us apply the transformation theorem above. We have ¢~'(y) =

(y —a)/b and

d%g‘l(y)\ = ﬁ (3.11)

If we substitute @ = (y — a)/b into the pdf formula (3.5), multiply by the derivative
factor 1/]b| from (3.11) as required by the theorem above, and simplify we obtain
the pdf

1 Ly —tyvio
= exp(—=
fY(y) \/%O’y p( 2( oy ) )
in agreement with (3.5). O

Another result that will be used later in the book provides a way of reducing the
distribution of X to a uniform distribution.

Theorem: The Probability Integral Transform, Part 1 Suppose X is a
continuous random variable having pdf fx(x) for which fx(z) > 0 on an interval
(A, B) and fx(x) = 0 otherwise and let Y = Fx(X). Then Y has a U(0,1) distri-
bution.
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Proof: First, let us note that Fx(x) is strictly increasing on (A, B). It therefore
has a well-defined, strictly increasing inverse function Fiy'(y) satisfying Fiy'(y) =
whenever Fy(r) = y. Furthermore, r < ¢ <= Fy'(z) < F;'(c) and Fx(F'(y)) =

y. We must show that P(Y < y) =y whenever y € (0,1). We have

P(Y <y)=P(Fx(X)<y) = P(X<Fx'(y))
= Fx(Fx'(y))
pr— y_

O

Theorem: The Probability Integral Transform, Part 2 Suppose X is a
continuous random variable having pdf fx(x) for which fx(z) > 0 on an interval
(A, B) and fx(x) = 0 otherwise. If U ~ U(0, 1) then F'(U) has a distribution with
cdf Fx.

Proof: The proof involves manipulations similar to those of part 1. O

This result gives a general method of generating a random variable that has a
distribution with a given distribution function F(x): we generate a U(0, 1) random
variable U and apply the transformation F~(U).

3.3 The Empirical Cumulative Distribution Func-
tion

One way to check the accuracy with which a probability distribution fits the data is
to overlay a pdf on a histogram, as in Figures 3.4 and 3.7. (In Chapter 7 we discuss
how to choose the parameter values for the pdf, e.g., the A in an exponential.) In
this section we consider another pair of graphical techniques, called Q-Q and P-P
plots, which can be somewhat more sensitive than plotting the pdf.

The difficulty in examining the pdf is that its values cover a large range: it can
be hard to judge deviations from a curving trend, especially when some of the values
are close to zero. An alternative is to straighten things out so that a perfect fit is
represented by a straight line. The two ways to accomplish this, employed with Q-Q
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and P-P plots, are based on the cdf. We begin by defining the data-based counterpart
of the theoretical cdf.

Figure 3.8: Convergence of the empirical cdf to the theoretical cdf. The left panel
shows the empirical cdf for a random sample of size 10 from a Gamma(2,1) distri-
bution, together with the gamma cdf (dashed line). The right panel shows the same
for a random sample of size 200. In the right panel the emprical cdf is quite close to
the theoretical gamma cdf.

Let Xi,..., X, be independent random variables all having the same distribution
function F'(x). The empirical cumulative distribution function, written F,(x), is
the cdf for the discrete probability distribution that puts mass 1/n on each value
X1> cee ,Xn, i.e.,

. _ number of indices ¢ for which X; <z

Fo(r) =

n

That is, Fn(x) provides the proportion of the random variables, out of n, that are
less than or equal to x. When n is large, we might expect this proportion to be close
to the theoretical probability that each random variable is less than or equal to =z,
i.e., we might expect F,(z) to be close to F(z). We will see in Chapter 6 that this
is necessarily so, for sufficiently large n. Figure 3.8 illustrates this in the case of a
Gamma(2,1) distribution, for samples of size n = 10 and n = 200. Specifically, to
create the left panel in Figure 3.8 we (i) used the computer to generate 10 observations
T, T, ..., 210 from a Gamma(2,1) distribution, then (ii) plotted F,(z) versus = and
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(iii) overlaid a plot (dashed line) of the theoretical Gamma(2,1) cdf F'(z) versus x.
In this case there is a reasonably close agreement between F),(x) and F(z). The
agreement is much closer in the right panel, when n = 100.

The same procedure could be used for any set of observations x4, ..., z, to check
whether they seem to be consistent with random draws from a distribution with cdf
F(x), i.e., we could plot F(x) versus x on together with a plot of £}, (z) versus z and
see whether they agree well. A variation on this idea is to plot F),(x) versus F(z).
This becomes a P-P plot, discussed in Section 3.3.1.

3.3.1 Q-Q and P-P plots provide graphical checks for gross
departures from a distributional form.

Suppose we wish to compare a cdf F(x) with another, similar cdf F(z). If F(z) ~
F(x), we could define v = F(z) and v = F(z), plot v against u over the range
of values of z, and judge the accuracy of the approximation by the deviation of
this plot from the line v = u. In other words, we could plot probabilities against
probabilities. This is the idea behind the P-P plot (P-P for Probability-Probability),
except that in examining data it is performed with the empirical cdf Fn(x) replacing
F(x). Specifically, to examine the fit of a theoretical cdf F(z) to some data, we pick
suitable values of x spanning the range of the data and for compute v = Fn(z) and
u = F(z) and then plot v against u. Often, the “suitable values” of x are simply
the data values themselves. In other words, for data values z1, ..., x, we plot F, (x;)
against F'(z;), fori=1,... n.

Example 1.2 (continued from page 67) A P-P plot of the data shown in
Figure 3.4 is given in Figure 3.9, where we have used a normal distribution as our
theoretical F'(x). The plot follows extremely closely the line y = z. O

One difficulty with the P-P plot is that the range of both axes is [0, 1], which
sometimes makes it a bit difficult to see clearly the departures from the line v = u
for values of u near 0 or 1. An alternative is to plot pick suitable values of w between
0 and 1 and plot F;'(w) versus F~'(w), both of which will be on the scale of the
data. This is the idea behind the Q-Q plot, which is based on quantiles (Q-Q for
Quantile-Quantile).

On page 69 we defined the quantiles of a continuous probability distribution.
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Figure 3.9: A P-P plot of the MEG noise data from Figure 3.4. The straightness of
the plot indicates excellent agreement with the normal distribution.

The data quantiles (or observed quantiles, or sample quantiles) are analogous, but it
turns out that there is no unique analogue and instead one of several variants may be
used. If we start from a sample of observations x1, zo, . .., z, we first put the data in
ascending order according to the size of each observation: we write x(1), z(2), ..., Tx),
where (1) is the smallest value, x(o) is the second-smallest, and xz(,) is the largest.
Let us use r to denote the index of ordered values, meaning that z(, is the r-th
smallest value. Working by analogy with the definition n = F~1(p) we could define
the = sample quantile, or the 1007 sample percentile, by setting p = = and replacing

F with F}, to get F};'(Z) = x,. We then define
- T

r) — F_l -
) ()

for r =1,...,n and plot the ordered data against these values. That is, we plot the
points (11y, £(1)), - - - (N(n)> T(n)). Most software modifies the details of this procedure,
but the idea remains the same.

Details: A common variation is to take x, to be the 100771'5 sample

percentile. To see why this makes some sense, suppose we have n = 7
ordered observations. Then the 4th is the median. This divides the 7
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numbers into the 3 smallest and the 3 largest and, effectively says that
the 4th is part of both the smallest half of the numbers and the largest
half of the numbers. It could therefore be considered the 3.5th ordered
value. The reasoning behind the designation of () as the ”;'5 quantile

is similar. Statistical software sometimes chooses alternative definitions
based on expected values of z(,) under particular assumptions. Also, in

creating a P-P plot, some software plots F (=2) against “=2. O
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Figure 3.10: Q-Q plots for 200 randomly-drawn observations from a three distri-
butions. Top left: observations from a N(0,1) distribution; top right: observations
from a x3 distribution (see Section 5.4.4), which is skewed to toward high values; bot-
tom: observations from a ty distribution (see Section 5.4.7), which is symmetric with
heavy tails. In each case the theoretical quantiles come from a normal distribution.

Figure 3.10 displays three Q-Q plots, where the theoretical quantiles are based on
the normal distribution. Thus, we would make these plots in order to check whether
the data could reasonably be described by a normal distribution. The three data sets
were generated on the computer from three very different probability distributions.
The first comes from a normal distribution, the second from a gamma distribution,
which is skewed toward high values, and the third from a t-distribution, which has
heavy tails in both directions. The first plot shows adherence to a linear relationship
between the observed and theoretical quantiles. The second, for skewed data, shows
upward curvature: the points on the far right-hand side of the plot correspond to
data values that are farther from the middle than would be expected if normal (the
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observed quantiles for those points are too large for the theoretical quantiles—the
data should have been pulled in toward the middle—so the points appear too high)
and those on the far left-hand side are too close to the middle (the observed quantiles
are again too large—the data should now be pushed away from the middle—and the
points are again too high). The third plot, for symmetrical but heavy-tailed data,
has an S-shaped tendency (the observed quantiles are too large on the far right-hand
side and too small on the left; on both extremes, to look more normal, the data
should be pushed back toward the middle).
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Figure 3.11: Normal Q-Q plots for 30 randomly-drawn observations from a N(0,1),
repeated 8 times. The plots are more or less linear, but display mild departures
(wiggles, etc.) from linearity.

Although such plots are very useful for revealing serious departures from nor-
mality, small wiggles in these plots are very common even for computer-generated
normal data. Thus, strong nonlinearities are what we look for, and even these are
sometimes a bit subtle. Figure 3.11 shows Q-Q plots based on 30 randomly drawn
observations from a N(0, 1) distribution; the 8 plots show 8 replications of this ran-
dom number generation and plotting. The departures from linearity indicate that
randomly drawn observations fluctuate; they do not conform perfectly to what is
theoretically “expected.” Or, put differently, what we should expect is that small
samples of truly normal data will be somewhat erratic and less regular than the
theoretical curve based on infinitely much data. This basic lesson applies to all prob-
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ability distributions, and applies to many situations other than examination of Q-Q
plots. It is something we must keep in mind when using our personal perceptions to
judge random quantities.'”

3.3.2 Q-Q and P-P plots may be used to judge the effective-
ness of transformations.

In Chapter 2 we discussed transformations of data, especially to improve symmetry.
There we used histograms as displays. An alternative is to use Q-Q or P-P plots.
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Figure 3.12: Q-Q plots. Upper left: Q-Q plot for the data from a particular patient,
shown in Chapter 1, from the study by Behrmann et al. (2000); upper right: Q-Q
plot of the same data following a log transformation; lower left: Q-Q plot following
a reciprocal transformation. The plot for the log-transformed data is straighter than
that for the raw data; the plot for the reciprocal-transformed data is straighter still.
Lower right: QQ-Q plot of data from a different patient, which exhibits an S shape.

10The cognitive psychology of perception of randomness has been studied quite extensively. See,
for instance, Gilovich, T., Vallone, R., and Tversky, A. (1985) The hot hand in basketball: on the
misperception of random sequences, Cognitive Psychology, 17, 295-314.
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Example 2.1 (continued from page 32) Figure 3.12 provides Q-Q plots for the
human eye saccade data shown in Chapter 2. The logarithm makes the distribution
more symmetrical, and the reciprocal does an even better job. An unusually long
delay in the saccade time becomes apparent as an outlier in the latter plot.

On the bottom right of Figure 3.12 is a Q-Q plot from a different patient, for
whom much of the data were unusable. We have included this because the plot has
the classic S-shape, indicating a “heavy-tailed” distribution. Power transformations
do not fix this problem. If one wishes to analyze data of this sort it is important to
use a statistical procedure either specifically designed for such situations or having
well-understood behavior in the presence of heavy-tailed distributions. We discuss
nonparametric procedures in Chapters 9 and 11.
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Chapter 4

Random Vectors

In most experimental settings data are collected simultaneously on many vari-
ables, and the statistical modeling problem is to describe their joint variation, mean-
ing their tendency to vary together. The starting point involves m-dimensional ran-
dom vectors (where m is some positive integer), which are the natural multivariate
extension of random variables. The fundamental concepts of distribution, expecta-
tion, and variance discussed in Chapter 3 extend fairly easily to m dimensions. We
review the essential definitions in Section 4.1, then consider bivariate dependence
in Section 4.2 and multivariate dependence in Section 4.3. The most commonly
applied measure of association between two random variables is the correlation, de-
fined in Section 4.2.1. As we explain, correlation is a measure of linear dependence.
Nonlinear dependence is often quantified by mutual information, which we define in
Section 4.3.2. In Section 4.3.4 we apply concepts of multivariate dependence to the
problem of classification, and show that Bayes classifiers provide the best possible
classification accuracy.

87
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4.1 Two or More Random Variables

Let us begin our discussion of multivariate dependence with a motivating example.

A B Six Bivariate Plots of Tetrode Channel Recordings
With 95% Probability Contour

Histograms of Spike Events By Channel D Q-Q Plots L

,A(HM / \

Channel 1 Channel 2

Channel 3 Channel 4

Figure 4.1: Spike sorting from a tetrode recording. Panel A is a diagram of a tetrode
recording device, which is a set of four electrodes; also shown there are signals being
recorded from a particular neuron (indicated as an elliptical disk) that is sitting near
the tetrode. Panel B displays the six pairs of plots of event amplitudes. For instance,
the top left plot in panel B shows the event amplitudes for channel 1 (z-axis) and
channel 2 (y-axis). Also overlaid on the data in panel B are 95% probability contours
found from a suitable bivariate normal distribution. Panel C displays histograms for
the event amplitudes on each channel, together with fitted normal pdfs, and panel
D provides the corresponding normal QQ-Q) plots.

Example 4.1 Tetrode spike sorting One relatively reliable method of identifying
extracellular action potentials in vivo is to use a “tetrode.” As pictured in panel A
of Figure 4.1, a tetrode is a set of four electrodes that sit near a neuron and record
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slightly different voltage readings in response to an action potential. The use of all
four recordings allows more accurate discrimination of a particular neuronal signal
from the many others that affect each of the electrodes. Action potentials corre-
sponding to a particular neuron are identified from a complex voltage recording by
first “thresholding” the recording, i.e., identifying all events that have voltages above
the threshold. Each thresholded event is a four-dimensional vector (xi,zo, 3, x4),
with z; being the voltage amplitude (in millivolts) recorded at the ith electrode or
“channel.” Panels B-D display data from a rat hippocampal CA1 neuron. Because
there are six pairs of the four tetrodes (channel 1 and channel 2, channel 1 and chan-
nel 3, etc.) six bivariate plots are shown in panel B. The univariate distributions
are displayed in panel C and Q-Q plots are in panel D. We return to this figure in
Chapter 5. O

Particularly for m > 2 it becomes hard to visualize multidimensional variation.
Some form of one and two-dimensional visualization is usually the best we can do,
as illustrated in Figure 4.1 of Example 4.1. As we contemplate theoretical repre-
sentations, the possibilities for interactions among many variables quickly become
quite complicated. Typically, simplifications are introduced and an important chal-
lenge is to assess the magnitude of any distortions they might entail. We content
ourselves here with a discussion of multivariate means and variances, beginning with
the bivariate case.

4.1.1 The variation of several random variables is described
by their joint distribution.

If X and Y are random variables, their joint distribution may be found from their
joint pdf, which we write as f(z,y):

d b
P(asxsacsyg@z/ / f (2, y)dady.

In the discrete case the integrals are replaced by sums. Each individual or marginal

pdf is obtained from the joint pdf by integration (or, in the discrete case, summation):
if fx(x) is the pdf of X then

F(x) = / " )y,
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Illustration: Spike Count Pairs Suppose we observe spike counts for two
neurons recorded simultaneously over an interval of 100 milliseconds. Let X and Y
be the random variables representing the two spike counts. We may specify the joint
distribution by writing down its pdf. Suppose it is given by the following table:

2 .03 .07 .10
Y 1/ .06 .16 .08
0] .30 .15 .05
0 1 2

X

This means the probability that the first neuron will spike once and the second
neuron will spike twice, during the observation interval, is P(X = 1,Y = 2) = .07.
We may compute from this table all of the marginal probabilities. For example, we
have the following marginal probabilities: P(X = 1) = .07+ .16 + .15 = .38 and
P(Y =2)=.034+.07+.10 = .2. O

The example above explains some terminology. When we compute P(Y = 2) we
are finding a probability that would naturally be put in the margin of the table; thus,
it is a marginal probability.

More generally, if X, X5,..., X, are continuous random variables their joint
distribution may be found from their joint pdf f(xy,za, ..., z,):

a1<X1<bl,a2<X2<b2,...,an§Xn§bn) =

bn ba by
/ / f l’l,IQ,...,l’n)dIldIQ'"d.flfn

and the marginal pdf of the 7th random variable X; is given by

fxi(xi) = / o / f(xr, 2, my)doyday - - - do g dwiyy -+ - doy,
where all the variables other than z; are integrated out. The joint cdf is defined by
F([L’l,l'g,...,l’n) = P(Xl S le'l,Xg S Z’Q,...,Xn S le'n)
Once again, the formulas for discrete random variables are analogous.

Let us introduce a general notation. Sometimes we will write X = (X3, Xo,..., X,),
so that X becomes a random vector with pdf (really, a joint pdf for its components)
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Ix(x) = fix1, X0, x0) (1, @2, ..., 2,). When we must distinguish row vectors from
column vectors we will usually want X to be an n x 1 column vector, so we would
instead write X = (X, Xy, ..., X,,)T, where the superscript T' denotes the transpose
of a matrix.

A very useful and important fact concerning two or more random variables is that
their expectation is linear in the sense that the expectation of a linear combination
of them is the corresponding linear combination of their expectations.

Theorem: Linearity of Expectation For random variables X; and X, we
have

E(G,Xl + ng) = CLE(Xl) + bE(XQ)

More generally, for random variables Xy, X5, ..., X,, we have
EQ) aX) =) aB(X;). (4.1)
i=1 i=1

Proof:  Consider the case of two random variables and assume X; and X, are
continuous. Let fi(x1), fa(x2), and fi2(x1,22) be the marginal and joint pdfs of X
and X, and assume these random variables take values in the respective intervals
(A1, By) and (A, Bs) (which could be infinite). We have

E(aX1 + ng) = / / CLLL’l + bLL’Q f12($(71, S(Zg)dflfldxg

= CL/ / z1 fi2 $1,$2)d$1d$2+b/ / T2 fr2(21, x2)dz 1 das

= CL/ T f12(171,932)d552d$1+b/ T2 f12(931>552)d551d932
A Ao Az Ax

= a/Bl xq f1(z1)dzy + b/B2 xo fo(xa)dxy

A1 A2
= aE(X)) + bE(X>).

The proof in the discrete case would replace the integrals by sums, and the proof in
the general case of n variables follows the same steps. O
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4.1.2 Random variables are independent when their joint
pdf is the product of their marginal pdfs.

We previously said that two events A and B are independent if P(ANB) = P(A)P(B),
and we used this in the context of random variables that identify dichotomous events.
There, for example, if the probability of a pea being wrinkled were p, and two peas
with independently-sorting alleles were observed, the probability that both of the
two peas would be wrinkled was p?. Generally, we say that two random variables X
and X, are independent if

Pla<X;<band c< Xy <d)=Pla< X, <b)P(c <Xy <d) (4.2)

for all choices of a,b,c,d. It follows that when X and Y are independent we also
have

f(z,y) = fx(z)fy(y) (4.3)

for all x and y. Indeed, when X and Y are random variables with pdf f(x,y), they
are independent if and only if Equation (4.3) holds. Thus, we may instead take (4.3)
as the definition of independence of two random variables.

Details: Suppose X and Y are continuous random variables. If (4.3) holds
we may integrate both sides over the region (a,b) x (¢, d) to obtain (4.2).
If (4.2) holds we rewrite it in terms of integrals, set b = = and d = v,
and compute the mixed second partial derivatives with respect to x and
y. This gives (4.3). If X and Y are discrete, the integrals are replaced
by sums. If (4.3) holds then we set a = b=z and ¢ = d = y to get (4.2).
If (4.2) holds for all  and y then the summations on both sides of (4.3)
must be equal. O

INustration: Spike Count Pairs (continued from page 90) We return once
again to the joint distribution of spike counts for two neurons, given by the table on
page 90. Are X and Y independent?

The marginal pdf for X is fx(0) = .39, fx(1) = .38, fx(2) = .23 and the
marginal pdf for Y is fy(0) = .50, fy(1) = .30, fy(2) = .20. We thus obtain
fx(0)fy(0) = .195 # .30 = f(0,0), which immediately shows that X and Y are not
independent. O

We may generalize the definition of independence to multiple random variables:
we say that X, Xo,..., X, are independent random variables if their joint pdf
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fx1,Xa,x0) (T1, T2, ..., @) is equal to the product of their marginal pdfs,

f(Xl,Xz,...,Xn)(xla T, ... 7$n) = H fXZ- (xl)
i=1

In the previous subsection we showed that the expectation of a sum is always
the sum of the expectations. In general, it is not true that the variance of a sum of
random variables is the sum of their variances, but this is true under independence.

Theorem: Variance of a Sum of Independent Random Variables For
independent random variables X; and X5 we have

V(aXi+bXy) = a®V (X)) + b*V(Xs). (4.4)
More generally, for independent random variables X7, Xs, ..., X,, we have

VO aXy) =Y aV(X,). (4.5)

i=1 i=1

Proof: The proof is similar to that of the theorem on linearity of expectations,
except that the factorization of the joint pdf, due to independence, must be used. O

The formula (4.5) may fail if X; and X, are not independent. For example, if
Xy = —Xj then X + Xy =0 and V(X; + X3) = 0. A general formula appears in
Equation (4.6).

4.2 Bivariate Dependence

In Section 4.1.2 we said that random variables X, Xs,..., X, are independent if
their joint pdf fix, x.... x,) (%1, %2, ..., 2,) is equal to the product of their marginal
pdfs. We now consider the possibility that X, X,,..., X,, are not independent and
develop some simple ways to quantify their dependence. In the case of two random
variables the most common way to measure dependence is through their correlation,
which is discussed in Section 4.2.1. We first interpret the correlation as a measure
of linear dependence then, in Section 4.2.2, describe its role in the bivariate normal
distribution. After we discuss conditional densities in Section 4.2.3 we re-interpret
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correlation using conditional expectation in Section 4.2.4. We then turn to the case
of arbitrarily many random variables (Xi,..., X, with n > 2), providing results
in Section 4.3 that will be useful later on. We discuss general multivariate normal
distributions later, in Section 5.5.

4.2.1 The linear dependence of two random variables may
be quantified by their correlation.

When we consider X and Y simultaneously, we may characterize numerically their
joint variation, meaning their tendency to be large or small together. This is most
commonly done via the covariance of X and Y which, for continuous random vari-
ables, is

Cov(X)Y) = E({(X —pux)(Y — py))
:/ / (. — px)(y — py) f(, y)dady

and for discrete random variables the integrals are replaced by sums. The covari-
ance is analagous to the variance of a single random variable. We now generalize
Equation (4.5) to the case in which the random variables may not be independent.

Theorem: Variance of a Sum of Random Variables For random variables
X, and X5 we have

V(aX; + bXs) = a®V (X)) + bV (Xy) + 2abCov( X1, Xo).

More generally, for random variables Xi, X5, ..., X,, we have
i=1 i=1 i<j

Proof: The proof follows from the definition by straightforward algebraic manip-
ulations and is omitted. O

The covariance depends on the variability of X and Y individually, as well as their
joint variation, and therefore depends on scaling. For instance, as is immediately
verified from the definition, Cov(3X,Y) = 3Cov(X,Y). To obtain a measure of
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joint variation that does not depend on the variance of X and Y, we standardize.
The correlation of X and Y is
Cov(X,Y
Cor(x,v) = S Y)
Ox0y

This is also often called the Pearson correlation, after Karl Pearson who studied
extensively this and other measures of association.! The correlation is also called the
correlation coefficient and is commonly denoted by p, as in

pxy = Cor(X,Y),

and when it clear which random variables are being considered the subscript is omit-
ted.

Let us emphasize that, just as a theoretical mean p and standard deviation o
should be distinguished from the sample mean = and sample standard deviation s,
the theoretical quantities Cov(X,Y) and Cor(X,Y) should be distinguished from
the analogous quantities computed from data: if z1,...,2z, and y,...,y, are two
batches of numbers their sample correlation is

>y Yy (@ = T) (i — 7)

X (@7
where s, is the sample standard deviation of x4, ..., z, and s, is the sample standard
deviation of y,...,y,. The numerator in (4.7) is sample covariance of these two

samples. The quantity rxy in (4.7) is also often called the sample Pearson correlation
and sometimes “Pearson correlation” may mean either pyy or rxy. The sample
correlation is also often written using the alternate notation

ﬁXY =Txy (48)

to indicate that pxy is being estimated by the sample correlation. We discuss the
sample correlation further in Chapter 12. In the remainder of this section we focus
exclusively on Cor(X,Y).

It is easy to check that Cor(X,Y) is invariant to linear rescaling of X and Y and
it may be shown that —1 < Cor(X,Y) < 1. The latter is an instance of what is
known in mathematical analysis as the Cauchy-Schwartz inequality. When X and Y
are independent their covariance, and therefore also their correlation, is zero.

I'The concept of association also played a prominent role in Pearson’s influential book The
Grammar of Science, the first edition of which appeared in 1892. For a discussion of Pearson’s
research see Stigler (1986).
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Details: This last fact follows from the definition of covariance: if X and
Y are independent we have f(z,y) = fx(z)fy(y) and then

| [ e ot = mste oy
[ @m0 ety — ) sy
— [ @ mtxla)ts [ iy

— 00 — 00

but from the definition of uy

/ Ty — )y (y)dy = 0

— 00

(and similarly the integral over z is zero). O

We now illustrate the calculation of correlation in a simple example, introduced
earlier.

IMlustration: Spike count pairs (continued from page 92) We return to
the joint distribution of spike counts for two neurons, discussed on page 90, given by
the following table:

2 .03 .07 .10
Y 1] .06 .16 .08
0] .30 .15 .05
0 1 2

X

We may compute the covariance and correlation of X and Y as follows:
pux = 0+1-(.38)+2-(.23)
pwy = 04+1-(.30)+2-(.2)
ox = /.39-(0—px)?+.38- (1 — px)?+ .23 (2 — px)?
oy = V5 (0—py)2+.3-(1—py)24+.2- (2 — py)?

which gives

Ux = .84
Hy = e
ox = 771

Oy = 781,
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We then get
> Fw )@ — px)(y — py) = 272
and
> flay) (@ — px)(y — py) — 459
ox0y
Thus, the correlation is p ~ .45. O

The correlation is undoubtedly the most commonly used measure of association
between two random variables, but it is rather special. For one thing, Cor(X,Y) =0
does not imply that X and Y are independent. Here is a counterexample.

Illustration: Dependent variables with zero correlation. Suppose X is a
continuous random variable having a distribution that is symmetric about 0, meaning
that for all x we have fx(—z) = fx(z), and let us assume that F(X*) is a number
(i.e., E(X*) < 00). From symmetry we have

/0 zfx(x)dr = —/OOO xfx(x)dr

— 00

so that

B(X) = /_Ooxfx(:c)d:c

[e.9]

0 o)
= [ as@drt [ afstars =0

—00 0
and, similarly, F(X 3) = 0. Now let Y = X2, Clearly X and Y are not independent:
given X = z we know that Y = 22. On the other hand,

Cou(X,Y) = E(X(Y — py)) = B(X®) = E(X)py = 0.
Therefore, Cor(X,Y) = 0. O

A more complete intuition about correlation may be found from the next result.
Suppose we wish to predict a random variable Y based on another random variable
X. That is, suppose we take a function f(z) and apply it to X to get f(X) as our
prediction of Y. To evaluate how well f(X) predicts Y we can examine the average
size of the error, letting under-prediction (f(z) < y) be valued the same as over-
prediction (f(x) > y). A mathematically simple criterion that accomplishes this is
expected squared error, or mean squared error, E((Y — f(X))?). We therefore pose
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the problem of finding the form of f(z) that minimizes mean squared error. There
is a general solution to this problem, which we give in Section 4.2.4. For now we
consider the special case in which f(z) is linear, and find the best linear predictor in
the sense of minimizing mean squared error.

Theorem: Linear prediction Suppose X and Y are random variables having
variances 0% and of (with 0% < oo and 0% < 0o ). In terms of mean squared error,
the best linear predictor of Y based on X is oo + X where

5= (49)
a = puy — Pux (4.10)

where p = Cor(X,Y). In other words, the values of a and 3 given by (4.10) and
(4.9) minimize E((Y — a — 3X)?). With a and /3 given by (4.10) and (4.9) we also
obtain

E(Y —a-pBX)%) =0y (1—p%). (4.11)

Proof Details: Write

V—a—-p0X = —py) = (a+ (X - px)) + py — Bpux

then square both sides, take the expected value, and use the fact that for
any constants ¢ and d, E(c(X — pux)) =0 = E(d(Y — py)). This leaves

E(Y —a—-BX)%) =0y +8%0% —28poxoy + (uy —a— Bux)*. (4.12)

Minimizing this quantity by setting

0
0=—E((Y —a-p8X)’
D p (v —a=pxp)
and 5
0=—FE (Y —a—pX)
and then solving for o and 3 gives (4.10) and (4.9). Inserting these into
(4.12) gives (4.11). O

Let us now interpret these results by considering how well o + X can predict
Y. From (4.11) we can make the prediction error (the mean squared error) smaller
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simply by decreasing oy . In order to standardize we may instead consider the ratio
E(Y —a—X)?)/o%. Solving (4.11) for p* we get

B((Y ~a-5X))

2

U (4.13)

pP=1-
Expression (4.13)shows that the better the linear prediction is, the closer to 1 will p?
be; and, conversely, the prediction error is maximized when p = 0. Furthermore, we
have p > 0 for positive association, i.e, § > 0, and p < 0 for negative association, i.e,
B < 0. Based on (4.13) we may say that correlation is a measure of linear association
between X and Y. Note that the counterexample on page 97, in which X and Y
were perfectly dependent yet had zero correlation, is a case of nonlinear dependence.

4.2.2 A bivariate normal distribution is determined by a pair
of means, a pair of standard deviations, and a correla-
tion coefficient.

As you might imagine, to say that two random variables X and Y have a bivariate
normal distribution is to imply that each of them has a (univariate) normal distribu-
tion and, in addition, they have some covariance. Actually, there is a mathematical
subtlety here: the requirement of bivariate normality is much more than that each
has a univariate normal distribution. We return to this technical point later in this
section. For now, we will say that X and Y have a bivariate normal distribution
when they have a joint pdf

f,y) = Lt () () (o) o (o )')

2roxoyy/1 — p?

where p = Cor(X,Y) and we assume that ox > 0, oy > 0, and —1 < p < 1. We
may also write this pdf in the form

1

2roxoy+/1—p

fla,y) = e 20l (4.14)

2

where

o= () (52 (22)- (52))
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Figure 4.2: The bivariate normal pdf. Perspective plots and contour plots are shown
for various values of ox, oy and p, with (ux, y) = (0,0). Left column has ox = oy
and right column has 20y = oy. First, second, and third rows correspond to p = 0,
p=.75, p = —.75. Contours enclose probability equal to .8, .9, .95, and .99.

Note that the factor multiplying the exponential in (4.14) does not depend on either x
or y and that Q(z,y) is a quadratic centered at the mean vector; we have inserted the
minus sign as a reminder that the density has a maximum rather than a minimum.
An implication involves the contours of the pdf. In general, a contour of a function
f(z,y) is the set of (z,y) points such that f(z,y) = ¢ for some particular number
¢ > 0. When the graph z = f(z,y) is considered, a particular contour represents a set
of points for which the height of f(x,y) is the same. The various contours of f(x,y)
are found by varying c¢. The contours of a bivariate normal pdf satisfy Q(z,y) = c*,
for some number ¢*, and it may be shown that the set of points (x,y) satisfying
such a quadratic equation form an ellipse (see Equation (A.23) in the Appendix).
Therefore, the bivariate normal distribution has elliptical contours. See Figure 4.2.
The orientation and narrowness of these elliptical contours are governed by ox, oy,
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and p. When ox = oy the axes of the ellipse are on the lines y = x and y = —=z.
As p increases toward 1 (or decreases toward -1) the ellipse becomes more tightly
concentrated around y = x (or y = —x). When p = 0 the contours become circles.

When ox # oy the axes rotate to y = %x and y = —‘;—jx.

We have assumed here that ox > 0, oy > 0, and —1 < p < 1, which corresponds
to “positive definiteness” of the quadratic, a point we return to in Section 4.3. Some-
times a more general definition of bivariate normality is needed: we say that (X,Y)
is bivariate normal if every nonzero linear combination of X and Y has a normal
distribution, i.e., for all numbers a and b that are not both zero, a X +bY is normally
distributed. This covers additional cases, such as when p = 1, and we mention it
again in Chapter 5 when we discuss the general multivariate normal distribution. An
important point is that joint normality is a stronger requirement than normality of
the individual components. It is not hard to construct a counterexample in which
X and Y are both normally distributed but their joint distribution is not bivariate
normal.

Illustration: Marginal normality without joint normality. Here is an ex-
ample in which X and Y are each normally distributed, but they do not have a
bivariate normal distribution. Let U and V' be independent N(0,1) random vari-
ables. Let Y = V and for U < 0,V > 0or U > 0,V < 0 take X = —U. This
amounts to taking the probability assigned to (U, V) in the 2nd and 4th quadrants
and moving it, respectively, to the 1st and 3rd quadrants. The distribution of (X, Y")
is then concentrated in the 1st and 3rd quadrants ((X,Y) has zero probability of
being in the 2nd or 4th quadrants), yet X and Y remain distributed as N(0,1). O

While this counterexample is admittedly somewhat contrived, the logical inability
to infer joint normality from marginal normality should be kept in mind. In prac-
tice, when we examine data x,...,x, and yi,...,y, to see whether their variation
appears roughly to follow a bivariate normal distribution, the general result sug-
gests one should plot them together as scatterplot pairs (z1,v1), ..., (Zn, Yn), rather
than simply examining x1,...,z, and yi, ..., y, separately. In the multivariate case,
however, one must rely on 1-dimensional and 2-dimensional visual representations of
data, as in Figure 4.1.
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4.2.3 Conditional probabilities involving random variables
are obtained from conditional densities.

We previously defined the probability of one event conditionally on another, which
we wrote P(A|B), as the ratio P(AN B)/P(B), assuming P(B) > 0. When we have
a pair of random variables X and Y with f(y) > 0, the conditional density of X

given Y =y is
Fxp (xly) = J;t“(y? (4.15)

For discrete random variables fx|y (z|y) is the probability that X = z given that ¥ =
y. For continuous random variables, roughly speaking, f(x,y)dzdy is the probability
that X will lie in the infinitesimal interval (z, z+dx) and Y will lie in the infinitesimal
interval (y,y + dy). We may thus think of fx|y(z|y)dz as the probability that X
will lie in the infinitesimal interval (x,x + dx) given that Y lies in the infinitesimal
interval (y,y + dy). When X and Y are independent we have

fxy (zly) = fx(2).

IMlustration: Spike count pairs (continued) We return to the joint dis-
tribution of spike counts for two neurons (see page 96). We may calculate the
conditional distribution of X given ¥ = 0. We have fxy(0/0) = .30/.50 = .60,
fxv(1]10) = .15/.50 = .30, fxy(2]|0) = .05/.50 = .10. Note that these probabilities
are different than the marginal probabilities .39, .38, .23. In fact, if Y = 0 it becomes
more likely that X will also be 0, and less likely that X will be 1 or 2. O

4.2.4 The conditional expectation F(Y|X = x) is called the
regression of Y on X.

The conditional expectation of Y| X is

E(YIX =) = [ ufvix(yloldy
where the integral is taken over the range of y.

IMustration: Spike count pairs (continued) For the joint distribution of
spike counts let us compute E(X|Y = 0). We previously found fxy(0[0) = .60,
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Ixy(1|0) = .30, fxv(2]/0) =.10. Then
E(X|Y =0) = 0(.6) + 1(.3) + 2(.1) = 5.
O
Note that E(Y|X = z) is a function of z, so we might write M (z) = E(Y|X = )
and thus M(X) = E(Y|X) is a random variable. An important result concerning

M(X) is often called the law of total expectation.

Theorem: Law of total expectation. Suppose X and Y are random variables
and Y has finite expectation. Then we have

E(E(Y|X)) = BE(Y).

Proof: From the definition we compute
pEvx =) = [ ( o) few
= [ [ utxtolorfcte)dady

= //yf(X,Y)(xay>dxdy

= /yfy(y)dy = E(Y).0

There are also the closely-related law of total probability and law of total variance.

Theorem: Law of total probability. Suppose X and Y are random variables.
Then we have
EPY <y|lX)) = Fy(y).

Proof: The proof follows a series of steps similar to those in the proof of the law
of total expectation. O

We may also define the conditional variance of Y| X

V(Y|X =) = / (4 — E(Y|X = 2))* fyx (y]2)dy
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and then get the following, which has important applications.

Theorem: Law of total variance. Suppose X and Y are random variables
and Y has finite variance. Then we have

VY)=V(EY|X))+ EWV(Y]X)).

Proof: The proof is similar to that of the law of total expectation. O

In the spike count pairs illustration, we computed the conditional expectation
E(X|Y = y) for a single value of y. We could evaluate it for each possible value
of y. When we consider F(X|Y = y) as a function of y, this function is called the
regression of X on Y. Similarly, the function E(Y|X = z) is called the regression of
Y on X. To understand this terminology, and the interpretation of the conditional
expectation, consider the case in which (X,Y) is bivariate normal.

Example: Regression of son’s height on father’s height famous data set,
from Pearson and Lee (1903) (Pearson, K. and Lee, A. (1903) On the laws of inher-
itance in man, Biometrika, 2: 357-462.), has been used frequently as an example of
regression. (See Freedman, Pisani, and Purves (2007).) (Freedman, D., Pisani, R.,
and Purves, R. (2007) Statistics, Fourth Edition, W.W. Norton.) Figure 4.3 displays
both a bivariate normal pdf and a set of data generated from the bivariate normal
pdf—the latter are similar to the data obtained by Pearson and Lee (who did not
report the data, but only summaries of them). The left panel of Figure 4.3 shows
the theoretical regression line. The right panel shows the regression based on the
data, fitted by the method of least-squares, was discussed briefly in Chapter 1 and
will be discussed more extensively in Chapter 12. In a large sample like this one, the
least-squares regression line (right panel) is close to the theoretical regression line
(left panel). The purpose of showing both is to help clarify the averaging process
represented by the conditional expectation E(Y|X = x).

The terminology “regression” is illustrated in Figure 4.3 by the slope of the
regression line being less than that of the dashed line. Here, oy = ox, because the
variation in sons’ heights and fathers’ heights was about the same, while (ux, py) =
(68,69), so that the average height of the sons was about an inch more than the
average height among their fathers. The dashed line has slope oy /ox = 1 and it
goes through the point (px,uy). Thus, the points falling on the dashed line in
the left panel, for example, would be those for which a theoretical son’s height was
exactly 1 inch more than his theoretical father. Similarly, in the plot on the left,
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Figure 4.3: Conditional expectation for bivariate normal data mimicking Pearson and
Lee’s data on heights of fathers and sons. Left panel shows contours of the bivariate
normal distribution based on the means, standard deviations, and correlation in
Pearson and Lee’s data. The dashed vertical lines indicate the averaging process
used in computing the conditional expectation when X = 64 or X = 72 inches:
we average y using the probability fy|X (y|z), which is the probability, roughly,
in between the dashed vertical lines, integrating across y. In the right panel we
generated a sample of 1,078 points (the sample size in Pearson and Lee’s data set)
from the bivariate normal distribution pictured in the left panel. We then, again,
illustrate the averaging process: when we average the values of y within the dashed
vertical lines we obtain the two values indicated by the red x. These fall very close
to the least-squares regression line (the solid line).

any data points falling on the dashed line would correspond to a real son-father
pair for which the son was an inch taller than the father. However, if we look at
E(Y|X = 72) we see that among these taller fathers, their son’s height tends, on
average, to be less than the 1 inch more than the father’s predicted by the dashed
line. In other words, if a father is 3 inches taller than average, his son will likely
be less than 3 inches taller than average. This is the tendency for the son’s height
to “regress toward the mean.” We understand the phenomenon as follows. First,
the father is tall partly for genetic reasons and partly due to environmental factors
which pushed him to be taller. If we represent the effect due to the environmental
factors as a random variable U, and assume its distribution follows a bell-shaped
curve centered at 0, then for any positive u we have P(U < u) > 1/2. Thus, if u
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represents the effect due to environmental factors that the father received and U the
effect that the son receives, the son’s environmental effect will tend to be smaller
than the father’s whenever the father’s effect is above average. For a tall father,
while the son will inherit the father’s genetic component, his positive push toward
being tall from the environmental factors will tend to be somewhat smaller than his
father’s had been. This is regression toward the mean. The same tendency, now in
the reverse direction, is apparent when the father’s height is X = 64. Regression to
the mean is a ubiquitous phenomenon found whenever two variables vary together.
O

In general, the regression E(Y|X = x) could be a nonlinear function of x but in
Figure 4.3 it is a straight line. This is not an accident: if (X,Y") is bivariate normal,
the regression of Y on X is linear with slope p - oy /ox. Specifically,

o
E(Y[X =) =uy+po_—y (z — px) .- (4.16)
X
We say that Y has a regression on X with regression coefficient
o
Prix = p—. (4.17)
Ox

This means that when X = z, the average value of Y is given by (4.16). We
should emphasize, again, that we are talking about random variables, which are
theoretical quantities, as opposed to observed data. In data-analytic contexts the
word “regression” almost always refers to least-squares regression, illustrated in the
right panel of Figure 4.3.

For later use let us note that when (X, Y") is bivariate normal we may also consider
the regression of X on Y

E(Y|X =) = py + Bxyy (y — py)

where, as in (4.17),
o
By = p— (4.18)
Oy

so that if we combine (4.17) and (4.18) we get the following expression for the cor-

relation:
p = sign(Byx)/ By|xOx|y (4.19)

where sign(fyx) is —1 if By|x is negative and 1 if By|x is positive.
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Compare Equation (4.16) to Equations (4.9) and (4.10). From (4.9) and (4.10)
we have that the best linear predictor of Y based on X is f(X) where

fla) =y (o = px). (4.20)

In general, we may call this the linear regression of Y on X. In the case of bivariate
normality, the regression of Y on X is equal to the linear regression of Y on X, i.e.,
the regression is linear. We derived (4.20) as the best linear predictor of Y based
on X by minimizing mean squared error. More generally, if we write the regression
function as M(x) = E(Y|X = x). then M(X) is the best predictor of Y in the sense
of minimizing mean squared error.

Theorem: Prediction The function f(x) that minimizes E((Y — f(X))?) is the
conditional expectation f(z) = M(z) = E(Y|X = ).

Proof Details: Note that E(Y —M (X)) = E(Y)—E(E(Y|X)) and by the
law of total expectation (page 103) this is zero. Now write Y — f(X) =
(Y — M(X)) + (M(X) — f(X)) and expand E((Y — f(X))?) to get

E((Y = f(X))") = E((Y = M(X))*) + 0+ E(M(X) — f(X))?).

The right-hand term E((M(X)— f(X))?) is always non-negative and it is
zero when f(z) is chosen to equal M (x). Therefore the whole expression
is minimized when f(x) = M(x). O

4.3 Multivariate Dependence

4.3.1 The mean of a random vector is a vector and its vari-
ance is a matrix.

Now suppose we wish to consider the way m random variables X,..., X,, vary
together. If we have p; = E(X;), 02 = V(X;), and p;; = Cor(X;, X;), for i =

7
1,...,mand j =1,...,m, we may collect the variables in an m-dimensional random
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vector X = (X1,...,X,,)T, and can likewise collect the means in a vector
H1
2
p=1 .
Hm

Similarly, we can collect the variances and covariances in a matrix

2
07 P120102 -+ P1m010m
2
N — P210102 05 0 Pam010m,
2
Pm1010m  Pm2020m, - O

Note that p;; = p;; so that ¥ is a symmetric matrix (the element in its ith row and
jth column is equal to the element in its jth row and ith column, for every ¢ and j).
We write the mean vector E(X) = p and the variance matriz V(Y) = X. The latter
is also called the covariance matriz. Once again we wish to distinguish these from
sample-based analogues. If we have m batches of numbers their collective sample
mean vector is the vector of the m sample means, and their sample variance matriz
is the matrix S having the form of ¥, above, but with each theoretical standard
deviation being replaced by a corresponding sample standard deviation, and each
theoretical correlation replaced by a sample correlation, i.e.,

2 A A~
57 P125152  ** P1mS1Sm
A~ 2 A~
215152 S T 2mS1S
s=1 "7 2 PamStsm (4.21)
A A 2
Pm1S1Sm  Pm2525m Sm

Let w be an m-dimensional vector. By straightforward matrix manipulations we
obtain the mean and variance of w? X as

Ew'X) = w'p (4.22)
Vw'X) = w'Sw. (4.23)

Equations (4.22) and (4.23) generalize (4.1) and (4.6).

Let us now recall that a symmetric m x m matrix A is positive semi-definite if for
every m-dimensional vector v we have v7 Av > 0 and it is positive definite if for every
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nonzero m-dimensional vector v we have v7 Av > 0. From the definition of variance
(involving the integral of a non-negative function), every variance is non-negative.
Therefore, V(w?X) > 0 so that the variance matrix ¥ is necessarily positive semi-
definite. However, a variance matrix may or may not be positive definite. The
non-positive-definite case is the generalization of ox = 0 for a random variable X:
in the non-positive-definite case the distribution of the random vector X “lives”
on a subspace that has dimensionality less than m. For example, if X and Y are
both normally distributed but ¥ = X then their joint distribution “lives” on a
1-dimensional subspace y = = of the 2-dimensional plane.

An important tool in analyzing a variance matrix is the spectral decomposition.
As stated in Section A.8 of the Appendix, the spectral decomposition of a positive
semi-definite matrix A is A = PDPT where D is a diagonal matrix with diagonal
elements \; = D;; for i = 1,...,m, and P is an orthogonal matrix, i.e., PTP = I,
where [ is the m-dimensional identity matrix. Here, A1, ..., \,, are the eigenvalues
of A and the columns of P are the corresponding eigenvectors.

Lemma If ¥ is a symmetric positive definite matrix then there is a symmetric
e . . 1
positive definite matrix ¥z such that

D 355
and, furthermore, writing its inverse matrix as ¥~z = (22)~! we have

ORI Ses Dt 3

Proof: This follows from the spectral decomposition (Section A.8). Writing ¥ =

PDP?T, with D being diagonal we simply define D2 to be the diagonal matrix having
elements (v/Di1, ..., VD) and take 3 = PD3PT. The stated results are easily
checked. O

Theorem Suppose X is a random vector with mean p and covariance matrix
. Define the random vector Y = X7Y2(X — ). Then E(Y) is the zero vector and
V(Y) is the m-dimensional identity matrix.

Proof: This follows from the lemma. We omit the details. O

We will use this kind of standardization of a random vector in Chapter 6.
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4.3.2 The dependence of two random vectors may be quan-
tified by mutual information.

It often happens that the deviation of one distribution from another must be eval-
uated. Consider two continuous pdfs f(z) and g(x), both being positive on (A, B).
The Kullback-Leibler (KL) discrepancy is the quantity

Dri(f,9) = Ey (10g ;g; )

where the subscript on the expectation Ey signifies that the random variable X has
pdf f(x). In other words, we have

Dici(frg) = / f(x) log%dx.

The KL discrepancy may also be defined, analogously, for discrete distributions.
Note that Dg(f,g) may also be written in the difference form

Dir(f,9) = Ef (log f(X)) — Ey (log g(X)). (4.24)

In fact, the KL discrepancy is essentially unique among all discrepancies D(f, g) that
satisfy

(i) D(f,9) = Ef(p(f(X))) — Ef(¢(g(X))) for some differentiable function ¢, and

(ii) D(f,g) is minimized over g by g = f.

Details: When there are finitely many outcomes (so that sums replace
integrals in the definition of Dy (f,¢)) it may be shown that the form
of ¢ must be logarithmic, i.e., ¢ must satisfy ¢(f(z)) = a + blog f(x)
for some a, b, with b > 0. See Konishi and Kitagawa (2008, Section 3.1).
(Konishi, S. and Kitagawa, G. (2008) Information Criteria and Statistical
Modeling, Springer.) O

In addition to having the special difference-of-averages property in (4.24), the KL
discrepancy takes a simple and intuitive form when applied to normal distributions.
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IMlustration: Two normal distributions Suppose f(x) and g(z) are the
N(puy,0%) and N(pg,0?) pdfs. Then, from the formula for the normal pdf we have

f(x) (2 = m)® = (z —p)*  2x(a — pa) — (0F — p3)

log

g(x) 202 202

and substituting X for z and taking the expectation (using Ex(X) = p1), we get

202

2,2 — 9 — 12 4 2 _ 2
Dicy(f.g) = A= 2k = in ,Uzz(lulalQ)'

That is, Dk (f,g) is simply the squared standardized difference between the means.
This is a highly intuitive notion of how far apart these two normal distributions are.
O

Example 4.2 Auditory-dependent vocal recovery in zebra finches Song
learning among zebra finches has been heavily studied. When microlesions are made
in the HVC region of an adult finch brain, songs become destabilized but the bird
will recover its song within about 1 week. Thompson et al. (2007) ablated the out-
put nucleus (LMAN) of the anterior forebrain pathway of zebra finches in order to
investigate its role in song recovery. (Thompson, J.A., Wu, W., Bertram, R., and
Johnson, F. (2007) Auditory-dependent vocal recovery in adult male zebra finches is
facilitated by lesion of a forebrain pathway that includes basal ganglia, J. Neurosci.,
27: 12308-12320.) They recorded songs before and after the surgery. The multi-
ple bouts of songs, across 24 hours, were represented as individual notes having a
particular spectral composition and duration. The distribution of these notes post-
surgery was then compared to the distribution pre-surgery. In one of their analyses,
for instance, the authors examined the distributions of pitch and duration. Their
method of comparing pos-surgery and pre-surgery distributions was to compute the
KL discrepancy. Thompson et al. found that deafening following song disruption
produced a large KL discrepancy whereas LMAN ablation did not. This indicated
that the anterior forebrain pathway is not the neural locus of the learning mechanism
that uses auditory feedback to guide song recovery. O

The Kullback-Leibler discrepancy may be used to evaluate the association of two
random vectors X and Y. We define the mutual information of X and Y as

faxn)(X,Y)

IXY) = Drewlfoxy: Fxfv) = B log £ 059525
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In other words, the mutual information between X and Y is the Kullback-Leibler
discrepancy between their joint distribution and the distribution they would have if
they were independent. In this sense, the mutual information measures how far a
joint distribution is from independence.

Illustration: Bivariate normal If X and Y are bivariate normal with correla-
tion p some calculation following application of the definition of mutual information
gives

1
I(X,)Y) = -3 log(1 — p?). (4.25)
Thus, when X and Y are independent, I(X,Y) = 0 and as they become highly
correlated (or negatively correlated) I(X,Y) increases indefinitely. O

Theorem For random variables X and Y that are either discrete or jointly
continuous having a positive joint pdf, mutual information satisfies (i) I(X,Y) =
I(Y, X), (i) I(X,Y) >0, (iii) I(X,Y) =0 if and only if X and Y are independent,
and (iv) for any one-to-one continuous transformations f(z) and g(y), I(X,Y) =

I(f(X),9(Y)).

Proof: Omitted. See, e.g, Cover and Thomas (1991). (Cover, T.M. and Thomas,
J.Y. (1991) Elements of Information Theory, New York: Wiley.) O

Property (iv) makes mutual information quite different from correlation. We
noted that correlation is a measure of linear association and, as we saw in the il-
lustration on page 97, it is possible to have Coor(X, X?) = 0. In contrast, by prop-
erty (iv), we may consider mutual information to be a measure of more general
forms of association, and for the continuous illustration on page 97 we would have
I(X, X?) = oo.

The use here of the word “information” is important. For emphasis we say, in
somewhat imprecise terms, what we think is meant by this word.

Roughly speaking, information about a random variable Y is
associated with the random variable X if the uncertainty in Y’
is larger than the uncertainty in Y| X.

For example, we might interpret “uncertainty” in terms of variance. If the regression
of Y on X is linear, as in (4.16) (which it is if (X,Y") is bivariate normal), we have

o2y = (1= p)o?. (4.26)
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In this case, information about Y is associated with X whenever |p| > 0 so that
1—p? < 1. A slight modification of (4.26) will help us connect it more strongly with
mutual information. First, if we redefine “uncertainty” to be standard deviation
rather than variance, (4.26) becomes

Oy|lx =V 1-— p20'y. (427)

Like Equation (4.26), Equation (4.27) describes a multiplicative (proportional) de-
crease in uncertainty in Y associated with X. An alternative is to redefine “un-
certainty,” and rewrite (4.27) in an additive form, so that the uncertainty in Y| X
is obtained by subtracting an appropriate quantity from the uncertainty in Y. To
obtain an additive form we define “uncertainty” as the log standard deviation. As-
suming |p| < 1, log /1 — p? is negative and, using log \/1 — p* = 2log(1 — p?), we
get

1
logoy|x = logoy — (—5 log(1 — pz)) . (4.28)

In words, Equation (4.28) says that —ilog(1 — p?) is the amount of information
associated with X in reducing the uncertainty in Y to that of Y[X. If (X,Y) is
bivariate normal then, according to (4.25), this amount of information associated
with X is the mutual information.

Formula (4.28) may be generalized by quantifying “uncertainty” in terms of en-
tropy, which leads to a popular interpretation of mutual information.

Details: We say that the entropy of a discrete random variable X is
H(X) ==Y fx(z)log fx(x) (4.29)

We may also call this the entropy of the distribution of X. In the contin-
uous case the sum is replaced by an integral (though there it is defined
only up to a multiplicative constant, and is often called differential en-
tropy). The entropy of a distribution was formalized analogously to Gibbs
entropy in statistical mechanics by Claude Shannon in his development
of communication theory. As in statistical mechanics, the entropy may
be considered a measure of disorder in a distribution. For example, the
distribution over a set of values {x1, zs, ..., z,;,} having maximal entropy
is the uniform distribution (giving equal probability % to each value) and,
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roughly speaking, as a distribution becomes concentrated near a point its
entropy decreases.

For ease of interpretation the base of the logarithm is often taken to be
2 so that, in the discrete case,

H(X) ==Y fx(z)log, fx(@). (4.30)

Suppose there are finitely many possible values of X, say x4, ..., z,,, and
someone picks one of these values with probabilities given by f(x;), then
we try to guess which value has been picked by asking “yes” or “no”
questions (e.g., “Is it greater than z37”). In this case the entropy (using
log,, as above) may be interpreted as the minimum average number of
yes/no questions that must be asked in order to determine the number,
the average being taken over replications of the game. When the outcomes
x1,..., Ty are equally likely we have f(z;) = 1/m, for i = 1,...,m, and
(4.30) reduces to H(X) = log,(m).

Entropy may be used to characterize many important probability distri-
butions. The distribution on the set of integers 0,1, 2,...,n that maxi-
mizes entropy subject to having mean p is the binomial. The distribution
on the set of all non-negative integers that maximizes entropy subject to
having mean p is the Poisson. In the continuous case, the distribution
on the interval (0, 1) having maximal entropy is the uniform distribution.
The distribution on the positive real line that maximizes entropy subject
to having mean g is the exponential. The distribution on the positive
real line that maximizes entropy subject to having mean ;1 and variance
02 is the gamma. The distribution on the whole real line that maximizes
entropy subject to having mean j and variance o2 is the normal.

Now, if Y is another discrete random variable then the entropy in the
conditional distribution of Y'|X = 2 may be written

HY|X =x) = — ZfY|X(y|95) log fY\X(?JW)

and if we average this quantity over X, by taking its expectation with
respect to fx(x), we get what is called the conditional entropy of Y given
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H(Y[X) = Z <— ZfY|X(y|95) log fYX(?/|=T)) fx ().
x Y

Algebraic manipulation then shows that the mutual information may be
written

I[(X,Y)=H(Y) - HY|X).

This says that the mutual information is the average amount (over X)
by which the entropy of Y decreases given the additional information
X = x. In the discrete case, working directly from the definition we
find that entropy is always non-negative and, furthermore, H(Y'|Y") = 0.
The expression for the mutual information, above, therefore also shows
that in the discrete case I(Y,Y) = H(Y). (In the continuous case we
get I(Y,Y) = oo.) For an extensive discussion of entropy, mutual in-
formation, and communication theory see Cover and Thomas (1991) or
MacKay (2003). (Mackay, D. (2003) Information Theory, Inference, and
Learning Algorithms, Cambridge.)

Mutual information was used to define the channel capacity of communication
system that transmits a signal in the presence of noise: if X is a random variable
representing a transmitted message and Y is a random variable representing the
received message after noise has been injected during the transmission process, then
the channel capacity is

C = max I(X,)Y)

where the maximum is taken over all possible distributions of X. This concept,
developed to characterize electronic communication channels, has also been applied
to human behavior and neural activity. Because the mutual information in this
context concerns discrete distributions for (X,Y’), and log, is used, the units are
said to be in bits for “binary digits” (because, for a positive integer n, log,(n) is the
number of binary digits used to represent m in base 2). Thus, human and neural
information processing capacity is usually reported in bits.

Example 4.3 The Magical Number Seven In a famous paper, George Miller
reviewed several psychophysical studies that attempted to characterize the capacity
of humans to process sensory input signals (Miller, 1956). One study, for example,
exposed subjects to audible tones of several different values of pitch (frequency) and
asked them to identify the pitch (e.g., pitch 1, 2, or 3, corresponding to high, medium,
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or low). The question was, how many distinct values of pitch can humans reliably
discriminate? It turned out that with five or more tones of different pitch, the human
observers made frequent mistakes. The experimental design allowed calculation of the
probability of responding with a particular answer Y based on a particular input tone
X, and with this the mutual information could be calculated. By examining several
different studies, of similar yet differenet types, Miller concluded that there was a
discernable channel capacity, which was roughly C' = 2.6 £ .6 bits. Transforming this
back to numbers of discernable categories gives 22676 = 4 and 226+6 = 9.2, After
looking at other, related psychophysical data Miller summarized by saying there was
a “magical number seven, plus or minus two,” which characterized many aspects of
human information processing in terms of channel capacity. O

Mutual information has also been used extensively to quantify the information
about a stochastic stimulus (Y') associated with a neural response (X). In that
context the notation is often changed by setting Y = S for “stimulus” and X = R
for neural “response,” and the idea is to determine the amount of information about
the stimulus that is associated with the neural response.

Example 4.4 Temporal coding in inferotemporal cortex In an influential pa-
per, Optican and Richmond (1987) reported responses of single neurons in inferotem-
poral (IT) cortex of monkeys while the subjects were shown various checkerboard-
style grating patterns as visual stimuli. (Optican, L.M. and Richmond, B.J. (1987)
Temporal encoding of two-dimensional patterns by single units in primate inferior
temporal cortex. III. Information theoretic analysis. J. Neurophysiol., 57: 162-178.)
Optican and Richmond computed the mutual information between the 64 randomly-
chosen stimuli (the random variable Y here taking 64 equally-likely values) and the
neural response (X ), represented by firing rates across multiple time bins. They
compared this with the mutual information between the stimuli and a single firing
rate across a large time interval and concluded that there was considerably more
mutual information in the time-varying signal. Put differently, more information
about the stimulus was carried by the time-varying signal than by the overall spike
count. d

In both Example 4.2 and Example 4.4 the calculations were based on pdfs that
were estimated from the data. We discuss probability density estimation in Chap-
ter 15.
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4.3.3 Bayes’ Theorem for random vectors is analogous to
Bayes’ Theorem for events.

Now suppose X and Y are random vectors with a joint density f(x,y). Substituting
.f(x>y) = fy\x(y|$)f($) into (415)7 we have

_ fwx(%y)
fX|Y(x|y) - fY(y

_ frx(la) fx(@) (4.31)

fr(y)

This is a form of Bayes’ Theorem.

Bayes’ Theorem for Random Vectors If X and Y are continuous random
vectors and fy (y) > 0 we have

Fey (aly) = XD Ix (@)
o [ fyix(ylz) fx(z)dz
If X and Y are discrete random vectors and fy(y) > 0 we have
frix (y]x) fx (2)

P (el) = s i) @)

Proof: These results follow by using the definition of marginal pdf in the denom-
inator of (4.31). O

The resemblance of this result to Bayes’ Theorem for events may be seen by
comparing the formula (3.1), identifying X with A and Y with B. The theorem also
holds, as a special case, if X and Y are random variables.

4.3.4 Bayes classifiers are optimal.

Suppose X is a random variable (or random vector) that may follow one of two
possible distributions having pdf f(x) or g(z). If z is observed, which distribution
did it come from? This is the problem of classification. Typically, there is a random
sample Xi,..., X, and the problem is to classify (to one of the two distributions)
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each of the many observations. A decision rule or classification rule is a mapping
that assigns to each possible z a classification (that is, a distribution). What is the
best classification rule? A classification error is made if either X ~ f(z) and the
observation X = x is classified as coming from g(z) or X ~ g(z) and the observation
X = z is classified as coming from f(x).

Theorem Suppose X is drawn from a distribution having pdf f(x), where f(z) > 0
for all z, with probability 7 and from a distribution having pdf g(z), where g(x) > 0
for all z, with probability 1 — 7. Then the probability of committing a classification
error is minimized if X = z is classified as arising from f(x) whenever 7f(x) >
(1 —m)g(x), and is classified as arising from ¢(z) when (1 — m)g(z) > 7 f(x).

Before proving the theorem let us interpret it. Let C; refer to the case X ~ f(x)
and Cy to X ~ g(z), where we use the letter C' to stand for “class,” so that the
problem is to classify = as falling either in class C; or class Cy. We take P(Cy) =
and P(Cy) = 1 — w. The Bayes classifier assigns to each x the class having the
maximal posterior probability, P(C;|X = x) versus P(Cs|X = x), given by

fx)m
fla)m +g(x)(1 —m)

P(Ci|X = 1) = (4.32)

and
g(x)(1 —)
fla)m +g(z)(1 = 7)
The theorem says that the Bayes classifier minimizes the probability of misclassifi-
cation.

P(CylX = 2) =

Proof details: We consider the case in which the two distributions are
discrete and, for simplicity, we assume m = 1. Let R = {z : f(z) <
g(z)}. We want to show that the classification rule assigning z — ¢(z)
whenever x € R has a smaller probability of error than the classification
rule z — g(x) whenever x € A for any set A that is different than R. To
do this we decompose R and its complement R°as R = (RNA)U(RNA°)

and R° = (R°NA)U (R°N A°). We have

Y@= > f@+ Y f@) (4.33)

z€ER rERNA rERNAC

Yogl)= Y 9@+ Y gl (4.34)

reR® rERCNA rERCNAC

and
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By the definition of R we have, for every z € R, f(x) < g(z) and, in
particular, for every x € RN A°, f(x) < g(x). Therefore, from (4.33) we

have
)< > f@+ > gl). (4.35)

zER rERNA rERNAC

Similarly, from (4.34) we have

Yogla)< Y fl@)+ Y gla) (4.36)

reR® rERCNA rERCNAC

Strict inequality holds in (4.36) because A is distinct from R; if A = R
then R°NA = () and the first sums in both (4.34) and (4.36) become zero.
Combining (4.35) and (4.36) we get

D f@FY gl@)< Y f@)t Yo g@)+ Yo f@)+ Yo gl@)

zER reR¢ rERNA rERNA¢C rERNA rERCNAC

and the right-hand side reduces to > ., f(x) + > c4c g(x). In other
words, we have

S @+ Y gl@) < 3 1@+ 3 gla). (4.37)

rER reR° z€A rEeA°

The left-hand side of (4.37) is the probability of an error using the rule
x — g(z) whenever x € R while the right-hand side of (4.37) is the
probability of an error using the rule x — g(x) whenever x € A. There-
fore the rule z — g(x) whenever = € R has the smallest probability of
classification error.

The case for general 7 is essentially the same, and the continuous case
replaces sums with integrals. O

Corollary Suppose that with equal probabilities X is drawn either from a distribu-
tion having pdf f(z), where f(x) > 0 for all z, or from a distribution having pdf g(z),
where g(x) > 0 for all z. Then the probability of committing a classification error is
minimized if X = z is classified to the distribution having the higher likelihood.

The theorem extends immediately to finitely many alternative classes (distribu-
tions). We state it in the language of Bayes classifiers.
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Theorem Suppose X is drawn from a distribution having pdf f;(x), where f;(x) > 0
for all z, with probability m;, for i = 1,...,m, where my + -+ 4+ m,, = 1, and let C;
be the class X ~ f;j(z). Then the probability of committing a classification error is
minimized if X = x is classified as arising from the distribution having pdf f,(x) for
which Hj has the maximum posterior probability

P(CLIX = 1) = K@) (4.38)

> iy fil)m
among all the classes C}.

Corollary Suppose n observations Xi,..., X, are drawn, independently, from a
distribution having pdf f;(x), where f;(x) > 0 for all z, with probability m;, for
i=1,...,m, where m; + --- 4+ m,, = 1, and let C; be the class X ~ f;(x). Then
the expected number of misclassifications is minimized if each X; = z; is classified
as arising from the distribution having pdf fi(x;) for which Cj has the maximum
posterior probability

()

OIS =) = S

among all the classes C.

Proof: Let Y; = 1 if X, is misclassified, and 0 otherwise. The theorem says that
P(Y; =1) = P(Y; = 1) is minimized by the Bayes classifier, which maximizes (4.38).
The expected number of misclassifications is then E (> .Y;) and we have

BQ_Y:) = X B
= ) P(Y;=1)

Therefore, the expected number of misclassifications is minimized by the Bayes clas-
sifier. O

Example 3.3 (continued from page 57) e described previously the use of
Bayes’ theorem in decoding saccade direction from the activity of neurons in the
supplementary eye field. This may be considered an application of Bayesian clas-
sification. Previously we took the events A;, Ay, Az, and Ay to be the saccade
directions up, right, down, left. To put this in the notation of the corollary above,
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we may write C; : A;, for : = 1,2, 3,4. The observations X; are then random vectors
of length 55 representing spike counts among 55 neurons. The unpublished work,
previously cited, by Kass and Ventura, took the neural spike counts to be indepen-
dent (they were, in fact, recorded separately) and Poisson distributed. Initial data
(usually called training data) were used to estimate the 55 Poisson parameters. This
provided the pdfs fi(z) that appear in the corollary above. The cited prediction
accuracy of 95% from Bayesian classification (“Bayesian decoding”) was achieved on
separate data (test data). O

The fundamental result given in the theorem extends to the case in which different
penalties result from the various incorrect classifications. This more general situation
is treated by decision theory. Suppose d(x) is a mapping that assigns to each x a class
(a distribution). Such a mapping is called a decision rule. Let us denote the possible
values of any such rule by a (for action), so that a may equal any of the integers
1,2,...,m. The penalties associated with various classifications, or decisions, may
be specified by a loss function L(a,i), where each L(a,) is the non-negative number
representing the penalty for deciding to classify x as arising from f,(z) when actually
it arose from f;(z). We then may consider the expected loss E(L(d(X),1)), i.e., the
average behavior of the decision rule, which is also known as the risk of the decision
rule. The decision rule with the smallest risk is called the optimal decision rule.
Assuming that the distribution with pdf f;(z) has probability m;, for i = 1,...,m,
this optimal rule turns out to be the Bayes rule, which is found by minimizing the
expected loss computed from the posterior distribution. The theorem above then
becomes the special case in which L(a,i) = 0 if @ = ¢ and L(a,i) = 1 otherwise, for
then the risk is simply the probability of misclassification.
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Chapter 5

Important Probability
Distributions

In Chapter 1 we said that a measurement is determined in part by a “signal”
of interest, and in part by unknown factors we may call “noise.” Statistical mod-
els introduce probability distributions to describe the variation due to noise, and
thereby achieve quantitative expressions of knowledge about the signal—a process
we will describe more fully in Chapters 7 and 10. The essential ideas in statistical
modeling are simple and very general, allowing modern methods to make flexible—
and thus reasonably realistic—assumptions. Despite this wide-ranging generality,
the models found in elementary statistics rely heavily on a small handful of prob-
ability distributions. For this reason alone, a beginning student must learn about
the binomial model for binary observations, the Poisson model for counts, and the
normal model for continuous measurements. But there are additional motivations for
studying these and several other probability distributions. While it may be tempting
to dismiss the ubiquity of these distributions as a historical quirk, a throwback to a
pre-computer age in which simplicity was essential, a small number of distributions
remain especially important in contemporary practice. This is partly because many
methods of statistical inference, when applied carefully, are remarkably robust in the
face of modest deviations from theoretical assumptions. In addition, the simplest

123
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distributions often serve as a starting point when building more general and elabo-
rate models. Furthermore, these distributions continue to be important because they
arise in theoretical calculations. In this chapter we discuss at greater length some of
the probability distributions we mentioned in Chapters 3 and 4. We also introduce
several others.

5.1 Bernoulli Random Variables and the Binomial
Distribution

5.1.1 Bernoulli random variables take values 0 or 1.

A random variable X that takes the value 1 with probability p and 0 with proba-
bility 1 — p is called a Bernoulli random variable. We have already considered, as
an example, the inheritance of allele A from one of an offspring’s parents. Any di-
chotomous pair of events whose outcome is uncertain may be considered a Bernoulli
random variable. For example, patient P.S. in Example 1.4 made repeated choices
of the “burning” or “non-burning” house. Fach such choice could be considered
a Bernoulli random variable by coding “burning” as 0 and “non-burning” as 1 (or
vice-versa).

5.1.2 The binomial distribution results from a sum of in-
dependent and homogeneous Bernoulli random vari-
ables.

In the case of the binomial distribution arising from Hardy-Weinberg equilibrium,
the two probabilistic assumptions were (i) independence, the pairs of alleles sorted
independently, and (ii) homogeneity, the allele probabilities were the same across
individuals. With X being the number of A alleles, these assumptions lead to X
having a binomial distribution over the possible values 0, 1,2, with p = P(A). We
would write this by saying the distribution of X is B(2,p), or X ~ B(2,p).

The binomial distribution is easy to generalize: instead of counting the number
of outcomes of a certain type out of a maximal possible value of 2, we allow the
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maximal value to be any positive integer n; under assumptions of independence and
homogeneity we then would say X has distribution B(n,p), or simply X ~ B(n,p).
For example, if we were counting the number of wrinkled peas in a pod of only 3,
with each pea having probability p of being wrinkled, then we would let X be the
number of wrinkled peas and would say that X has a binomial distribution with
n =3 or X ~ B(3,p). By a similar argument to that made in the Hardy-Weinberg
example, we obtain P(X =3) =p* P(X =2) =3p*(1—p), P(X =1) = 3p(1 —p)?,
P(X =0)=(1-p).

Again, similarly, if we count the number of wrinkled peas out of a total of 4, then
X ~ B(4,p) and P(X =4) = p', P(X =3) = 4p*(1 —p), P(X =2) = 6p*(1 — p)*,
P(X =1)=4p(1 - p)’, P(X =0) = (1 -p)".

The general formula for n peas, with X ~ B(n,p), is

PIX =) = (1)1 = e (5.1)

forx =0,1,2,...,n, where (z) = m!(:lw)! is the number of ways of choosing x objects
from n without regard to ordering. Equation (5.1) is the binomial probability mass

function (or pdf). If X ~ B(n,p) then straightforward calculations produce

EX) = np
V(X) = np(l-p)

ox = /np(l—p).

The individual binary observations, such as the outcomes for the individual peas, are
independent Bernoulli random variables all having the same probability of taking the
value 1, i.e., the Bernoulli random variables are both independent and homogeneous.
Such random variables are often called Bernoulli trials. The sum of n Bernoulli
trials has a B(n, p) distribution. That is, in general, if Y7,Y5, ... Y, are independent
Bernoulli random variables and P(Y; = 1) = p for all ¢, and we define X =>"" |V,
then X ~ B(n,p).

Binomial distributions usually arise as the sum of Bernoulli trials. Thus, the bi-
nomial distribution is reasonable to assume if the Bernoulli random variables appear
to be independent and homogeneous. It is important to consider both assumptions
carefully. In particular, the assumptions of independence and homogeneity are fre-
quently violated when the Bernoulli random variables are observed across time.
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Example 1.4 (continued; initially described on page 11) In judging the
14 out of 17 occasions on which P.S. chose the non-burning house by statistical
methods we would assume that the set of 17 forced choices were Bernoulli trials.
The independence assumption would be violated if P.S. had a tendency, say, to
repeat the same response she had just given regardless of her actual perception.
The homogeneity assumption would be violated if there were a drift in her response
probabilities (e.g., due to fatigue) over the time during which the experiment was
carried out. O

In the case of alleles contributed by parents in producing offspring the assumption
of independence would be violated if somehow the two parents were coupled at the
molecular level, so that the processes of separating the alleles in the two parents were
connected; in most studies this seems very unlikely and thus the first assumption is
quite reasonable. The second assumption is that there is a single, stable value for the
probability of the allele A. This clearly could be violated: for instance, the population
might actually be a mixture of two or more types of individuals, each type having
a different value of P(A); or, when the population is not in equilibrium due to such
things as non-random mating, or genetic drift, we would expect deviations from the
binomial prediction of the Hardy-Weingberg model. Indeed, in population genetics,
a check on the fit of the Hardy-Weinberg model to a set of data is used as a prelimary
test before further analyses are carried out.

Example 5.1 Nicotinic acetylcholine receptor and ADHD Attention deficit
hyperactivity disorder (ADHD),a major psychiatric disorder among children, has
been the focus of much recent research. There is evidence of heritability of ADHD,
and effective medications (such as Ritalin) involve inhibition of dopamine transport.
There is also evidence of involvement of the nicotine system, possibly due to its
effects on dopamine receptors. Kent et al. (2001, Psychiatric Gentics, 11: 37-40)
examined genotype frequencies for the nicotinic acetylcholine receptor subunit a4
gene among children with ADHD and their parents. At issue was the frequency of
an T — (' exchange in one base in the gene sequence. In order to carry out the
standard analysis the authors first examined whether the population appeared to be
in equilibrium. If so, the probabilities of the allele combinations TT, CT, CC would
be given by the Hardy-Weinberg model (see page 60). The frequencies for the 136
parents in their study were as follows:
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T CT CC
Number 48 71 17
Frequency 35 .52 13
Hardy-Weinberg Probability .38 .47 .15

In this case, the probabilities determined from the Hardy-Weinberg model (how
we obtain these will be discussed in Chapter 7) are close to the observed allele
frequencies, and there is no evidence of disequilibrium in the population (we also
discuss these details later). Kent et al. went on to find no evidence of an association
between this genetic polymorphism and the diagnosis of ADHD. O

In some cases the probability p is not stable across repititions. Indeed, sometimes
the change in probability is the focus of the experiment, as when learning is being
studied.

Example 5.2 Learning impairment following NMDA antagonist injection
Experiments on learning often record responses of subjects as either correct or incor-
rect on a sequence of trials during which the subject is given feedback as to whether
their response was correct or not. The subjects typically begin with a probability
of being correct that is much less than 1, perhaps near the guessing value of .5, but
after some number of trials they get good at responding and have a high probability
of being correct, i.e., a probability near 1. An illustration of this paradigm comes
from Smith et al. (2005), who examined data from an experiment in rats by Stefani
et al. (2003) demonstrating that learning is impaired following an injection of an
NMDA antagonist into the frontal lobe. (Smith, A., Stefani, M., Moghaddam, B.,
Brown, E. (2005) Analysis and design of behavioral experiments to characterize pop-
ulation learning. Journal of Neurophysiology, 93:1776-92.) (Stefani, M.R., Groth,
K., Moghaddam, B. (2003) Glutamate receptors in the rat medial prefrontal cortex
regulate set-shifting ability. Behavioral Neuroscience, 117:728-37.) In a first set of
trials, the rats learned to discriminate light from dark targets, then, in a second set
of trials, which were the trials of interest, they needed to discrimate smooth versus
rough textures of targets. In two groups of rats a buffered salt solution with the
NMDA antagonist was injected prior to the second set of trials, and in two other
groups of rats the buffered salt solution without the antagonist was injected. Fig-
ure 5.1 displays the responses across 80 learning trials for set 2. It appears from the
plot of the data that the groups of rats without the NMDA antagonist did learn the
second task more quickly than the second group of rats, as expected.



128 CHAPTER 5. IMPORTANT PROBABILITY DISTRIBUTIONS

Vehicle
i i mna
h IIIII 1 H IIII 1
| |

T L o T ] L
2 i | 4

10 20 30 40 50 60 70 80

Trial Number

U

Figure 5.1: Responses for 13 rats in the placebo group (labeled “Vehicle,” in refer-
ence to the buffered solution vehicle) and 9 rats in the treatment group (“MK801
Treatment”) for set 2. Black and white indicate correct and incorrect responses,
respectively. Fach row displays responses for a particular rat across 80 trials. Gray
triangles indicate that the rat had 8 correct trials in a row. A gray triangle appearing
after the end of the trials, to the right, indicates that the rat did not achieve 8 correct
trials in a row by the end of the 80 trials. Groups A and C were rewarded for dark
arm on set 1 while groups B and D were rewarded for light arm on set 1. The rats
in group A clearly learned the discrimination task relatively quickly.

The Smith et al. analysis was based on the method of maximum likelihood, which
we will discuss subsequently. For now, however, we may use the example to consider
the possibility of aggregating the responses within groups of rats. Two possible ways
to aggregate would be either across rats or across trials, the latter producing blocks of
trials (e.g., 10 blocks of 8 trials). In each case, aggregation would produce a number
X of correct responses out of a possible number n. We would then be able to plot the
value of X across time in order to help examine the differences among the groups.
If we were to assume X ~ B(n,p), in each case, what would we be assuming about



5.1. BERNOULLI RANDOM VARIABLES AND THE BINOMIAL DISTRIBUTION129

the trials themselves? If we were to aggregate across rats we would be assuming that
the different rats’ responses were independent, which is reasonable, and that the rats
all had the same probability of responding correctly, which is dubious. Making this
kind of dubious assumption is often a useful first step, and in fact can be innocuous
for certain analyses, but it must be considered critically. After aggregating trials
into blocks, the binomial assumption would be valid if the trials were independent
and had the same probability of correct response, both of which would be dubious—
though again potentially useful if its effects were examined carefully. In situations
such as these it would be incumbent upon the investigator to show that aggregation
would be unlikely to produce incorrect analytical results. O

Before leaving the binomial distribution, let us briefly examine one further appli-
cation.

Example 5.3 Membrane conductance Anderson and Stevens (1983, J. Physi-
ology, 235: 655—691) were able to estimate single-channel membrane conductance by
measuring total conductance at a frog neuromuscular junction. Their method relied
on properties of the binomial distribution. Suppose that there are n channels, each
either open or closed, all acting independently, and all having probability p of being
open. Let X be the number of channels that are open, and ~ the single-channel
conductance. Then the measured membrane conductance G satisfies G = vX where
X ~ B(n,p). From formulas (3.3) and (3.4) it follows that the mean and variance
of G are given by
E(G) =ynp

and

V(G) =+*np(1 - p).
Now, assuming that p is small, we have 1 — p ~ 1 so that v satisfies

V(G)

T E@)
Anderson and Stevens made multiple measurements of the membrane conductance
at many different voltages, obtaining many estimates of V(G) and E(G). The slope
of the line through the origin fitted to a plot of V(G) against E(G) thereby furnished
an estimate of the single-channel conductance.! O

L Additional comments on this method, and its use in analysis of synaptic plasticity, may be
found in Faber and Korn (1991). Faber, D.S. and Korn, H. (1991) Applicability of the coefficient
of variation method for analyzing synaptic plasticity, Biophysical J., 60: 1288-1294.



130 CHAPTER 5. IMPORTANT PROBABILITY DISTRIBUTIONS

The Anderson and Stevens estimate of single-channel conductance is based on
the approximate proportionality of the variance and mean across voltages. In the
derivation above this was justified from the binomial, for small p. The small-p case
of the binomial is very important and, in general, when p is small while n is large,
the binomial distribution may be approximated by the Poisson distribution.

5.2 The Poisson Distribution

5.2.1 The Poisson distribution is often used to describe counts
of binary events.

The Poisson distribution is the most widely-used distribution for counts. Strictly
speaking, the Poisson distribution assigns a positive probability to every nonnega-
tive integer 0,1,2,..., so that every nonnegative integer becomes a mathematical
possibility. This may be contrasted with the binomial, which takes on numbers only
up to some n, and leads to a proportion (out of n). The defining feature of the Pois-
son distribution, however, is that it arises as a small-p and large-n approximation to
the binomial, which we discuss in Section 5.2.2. That mathematical characterization
portrays the count, approximately, as a sum of many binary variables, each indicat-
ing whether an event occurs (perhaps across time or across space), with each event
occurrence having a small probability p. For example, neural spike counts are some-
times modeled as Poisson random variables. This results from a characterization of
the spike train as a sequence of discrete event times, and if we decompose time into
small bins (e.g., having 1 millisecond width) we may consider each time bin to define
a binary variable that indicates whether a spike occurs within that bin, as depicted
in Figure 5.2. When we consider discrete events across time there is necessarily some
time scale (corresponding to a small bin width) on which the events become rare, so
that the probability p that any binary variable will take the value 1 becomes small.
For a spiking neuron with a low or moderate firing rate (say 10 spikes per second
or less), for example, a scale in milliseconds leaves large gaps (many milliseconds)
between each spike and makes the probability of a spike within any 1 millisecond bin
quite small (e.g., less than 10/1000=.01). For this reason the Poisson is often said
to be a model for the variation in the number of occurrences of rare events.?

2The derivation of the Poisson distribution as an approximation to the binomial is credited to
Siméon D. Poisson, having appeared in his book, published in 1837. Bortkiewicz (1898, The Law of
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Figure 5.2: Several event times displayed both in continuous time and in discrete
time. In the discrete case time has been decomposed into bins and for each bin the
presence or absence of an event is indicated by a 1 or 0.

Counts of such “rare” events are common in neuronal data analysis, but it is
important to recognize that many count distributions are discernibly non-Poisson.
We begin our discussion with a classic data set from a situation where there are good
reasons to think the Poisson distribution ought to provide an excellent description
of the variation among counts. Although drawn from physics, this example helps
to fix ideas about assumptions that generate Poisson variability. We then mention
some situations in neural data analysis where Poisson distributions have been as-
sumed. After that, we will elaborate on the motivation for the Poisson and then we
will conclude with some discussion of frequently-occurring departures from Poisson
variation among counts.

Example 5.4 Emission of « particles Emission of alpha particles Rutherford
and colleagues (1920) counted the number of a-particles emitted from a radioactive
specimen during 2608 7.5 second intervals.® The data are summarized in the table
below. The first column gives the counts 0,1,2,...,9,> 10, and the second column
gives number of times the corresponding count occurred. For example, in 383 of
the 2608 intervals there were 2 particles emitted. The third colum provides the
“expected” frequencies based on the Poisson distribution (obtained by maximum
likelihood, defined in Section 7.2.2).

Small Numbers) emphasized the importance of the Poisson distribution as a model of rare events.

3Rutherford, Chadwick, and Ellis (1920) Radiations from Radioactive Substances, Cambridge,
p. 172; cited in Feller, W. (1968) An Introduction to Probability Theory and Its Applications, Third
Ed., New York: Wiley.
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x observed expected
0 57 54.40
1 203 210.52
2 383 407.36
3 525 525.50
4 532 508.42
5 408 393.52
6 273 253.82
7 139 140.33
8 45 67.88
9 27 29.19
> 10 16 17.08

Here, the emission of any one particle is (on an atomic time scale) a “rare event” so
that the number emitted during 7.5 seconds may be considered the number of rare
events that occurred. a.

The Poisson pdf is
N

z!

PX=x)=e (5.2)

and we write X ~ P(\). The mean, variance, and standard deviation of X are given
by

EX) = A
V(X) = A
ox = \/X
The equality of variance and mean is highly restrictive and is often used to examine

whether repeated series of observations depart from Poisson variation: a plot of
variance vs. mean should fall approximately on the line y = x.

Here is a physiological setting involving particle emissions where the Poisson
distribution was used much as in Example 5.4.

Example 5.5 Human detection of light Hecht, Schlaer, and Pirenne (1942, J.
Gen. Physiol., 25: 819-40) investigated the sensitivity of the human visual system
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to very dim light, and calculated the number of light quanta required to drive per-
ception. To do this, Hecht et al. constructed an apparatus that would emit very dim
flashes of light, of 1 ms duration, in a darkened room; they presented these to several
subjects and determined the proportion of times each subject would respond that he
or she had seen a flash of light. In one part of their analysis, they assumed that the
number of light quanta penetrating the retina would follow a Poisson distribution.
If X is the number of quanta emitted, and if ¢ is the number required for perception
of the flash, then the probability of perception of flash is

PX>c¢)=1—-F(c—1) (5.3)

where F'(x) is the Poisson cumulative distribution function. (Note that the argument
¢—1 appears because P(X > ¢) = P(X >c¢—1) =1—F(c¢—1).) Using the formula
for the Poisson cdf (i.e., the summed pdf), Hecht et al. fit this to observed data and
found that, roughly, a minimum of 6 quanta must be absorbed by the retina in order
for a human to detect light. a.

Not all applications of the Poisson distribution involve events across time. In the
next example the events are distributed across space—on neural synaptic boutons.

Example 5.6 Quantal response in synaptic transmission The quantal re-
sponse hypothesis is that neurotransmitter is released from a large number of presy-
naptic vesicles in packets, or “quanta,” each of which has a small probability of
being released. To test this, del Castillo and Katz (1954, J. Physiol., 124: 560-573)
recorded postsynaptic potentials, or end-plate potentials (EPPs), at a frog neuromus-
cular junction. By assuming a Poisson distribution for the number of quanta released
following an action potential, the authors obtained good experimental support for
the quantal hypothesis. 0.

5.2.2 For large n and small p the binomial distribution is
approximately the same as Poisson.

Example 5.6 (continued from Section 5.2.1) Let us go a step further in exam-
ining the argument of del Castillo and Katz. Under behavioral conditions the EPP
would typically involve hundreds of quanta, but del Castillo and Katz used a magne-
sium bath to greatly decrease this number. In addition, they recorded spontaneous
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(“miniature”) EPPs, which, according to the quantal hypothesis, should involve sin-
gle quanta. They observed that this gave them two different ways to estimate the
mean number of quanta released. The first method is to estimate the mean in terms
of P(X = 0) using the Poisson pdf formula P(X =0) = e~ or

A= —logP(X =0). (5.4)

To estimate P(X = 0) they used the ratio D/C, where C' was the total number of
presynaptic action potentials and D was the number of times that the postsynaptic
voltage failed to increase. Their second method used the ratio A/B, where A was
the mean EPP voltage response following actional potentials and B was the mean
spontaneous EPP voltage response. When the data from 10 experiments were plot-
ted, the ten (z,y) pairs with y = —logD/C and x = A/B were very close to the
line y = . 0.

A major motivation for the Poisson distribution is that it approximates the bino-
mial distribution as p gets small and n gets large (with A = np). One way to express
this is given by the theorem below, but the argument used by del Castillo and Katz,
described above, highlights both the key assumptions and the key mathematical re-
sult. Under the quantal hypothesis that vesicle release is binary together with the
Bernoulli assumptions of independence and homogeneity, we have

PX =0)=(1-p)

where p is the probability that any given vesicle will release and n is the number of
vesicles. We define A = np and make the substitution p = A/n, then take logs of
both sides to get

log P(X =0) = nlog(l — i)
n
Now, for large n, an expansion of the log (see Section A.4 of the Appendix) gives

nlog(l — A/n) =~ —\. This says that Equation (5.4) becomes a good approximation
for small p and large n. The rest of the argument is given below.

Theorem: Poisson pdf approximation to binomial pdf For A > 0,
letting p = \/n, as n — oo we have

<Z>p’“<1 -p)" Q_A%T' )
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Proof: To derive Equation (5.5), the key manipulation is an expansion of
the log function. First, for ¢t near 0 we may use a first-order Taylor series
to expand the function log(1 +t) as log(1 4 t¢) ~ ¢t. We may use this with
t = —\/n for any fixed number A\ when n is large (so that ¢ is near zero)
and get

log(l — A/n) = —=\/n.

Multiplying by n we have
nlog(l —A/n) =~ —A\

and taking the exponential of both sides we get the equivalent approxi-
mation

(1—=X/n)"~e?
which is formalized by saying that as n — oo,

(1— %)n — e (5.6)

Now let A\ = pn, substitute p = A/n into the binomial pdf,

= G-t () 02

and rearrange the terms to get

f)=4-B

() () (2
0y

(. /G J/
S— ~~ -~

where

As n — oo, the expression for A converges to 1; the expression over the
first underbrace defining B remains constant (n does not appear there);
by (5.6) the expression over the second underbrace defining B converges
e~*; and the expression over the third underbrace defining B converges
to 1. This gives (5.5). O
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5.2.3 The Poisson distribution results when the binary events
are independent.

In thinking about the binomial assumption for a random variable X one generally
ponders whether it is reasonable to conceptualize X as a sum of Bernoulli trials with
the independence and homogeity assumptions. Similarly, in the Poisson case, one
typically asks whether the count variable X could be considered a sum of Bernoulli
trials for small p and large n. The first requirement is that the counts really are
sums of binary events. This means that X results from a string of Os and 1s, as in
Figure 5.1, page 128. In Example 5.4, page 131, each emission event corresponds
to a state transition in the nucleus of a particular atom. It is reasonable to assume
that it is impossible for two nuclei to emit particles at precisely the same time and,
furthermore, that each Geiger-counter “click” corresponds to exactly one particle
emission. Independence, usually the crucial assumption, here refers to the inde-
pendence of the many billions of neuclei residing within the specimen. This is an
assumption, apparently well justified, within the quantum-mechanical conception of
radioactive decay. It implies, for example, that any tendency for two particles to be
emitted at nearly the same time would be due to chance alone: because there is no
interaction among the nuclei, there is no physical “bursting” of multiple particles.
Furthermore, the probability of an emission would be unlikely to change over the
course of the experiment unless the speciman were so tiny that its mass changed
appreciably. To summarize, the Poisson distribution for counts of events across time
makes intuitive sense when we can conceptualize the events as Bernoulli trials, which
are homogeneous and independent, where the success probability p is small.

The framework we have constructed above to discuss emission of o particles would
apply equally well to quanta of light in the Hecht et al. experiment. What about
the vesicles at the neuromuscular junction? Here, the quantal hypothesis is what
generates the sequence of dichotomous events (release vs. no release). Is release at
one vesicle independent of release at another vesicle? If neighboring vesicles tend to
release in small clumps, then we would expect to see more variability in the counts
than that predicted by the Poisson, while if release from one vesicle tended to inhibit
release of neighbors we would expect to see more regularity, and less variability in
the counts. It is reasonable to begin by assuming independence, but ultimately
it is an empirical question whether this is justified. Homogeneity is suspect: the
release probability at one vesicle may differ substantially from that at another vesicle.
However, as del Castillo and Katz realized, homogeneity is actually not an essential
assumption. We elaborate on this point when we return to the Poisson distribution,
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and its relationship to the Poisson process in Section 19.2.2.

Neuronal spike counts are sometimes assumed to be Poisson-distributed. Let us
consider the underlying assumptions in this case. First, if measurements are made
on a single neuron to a resolution of 1 millisecond or less, it is the case that a
sequence of dichotomous firing events will be observed: in any given time bin (e.g.,
any given millisecond) the neuron either will or will not have an action potential, and
it can not have two. But are these events independent? Immediately a neuron has
fired the membrane of a neuron undergoes changes that alter its propensity to fire
again. In particular, there is a refractory period during which sodium channels are
inactivated and the neuron can not fire again. This clearly violates the assumption
of independence. In addition, there may be a build-up of ions, or activity in the
local neural network, that makes a neuron more likely to fire if it has fired recently
in the past (it may be “bursting”). This again would be a violation of independence.
In many experiments such violations of independence produce markedly non-Poisson
count distributions and turn out to have a substantial effect, but in others the effects
are relatively minor and may be ignored. We indicated that, in the case of vesicle
release of neurotransmitters, the homogeneity assumption is not needed in order
to apply the Poisson approximation. The same is true for neuronal spike counts:
the spike probabilities can vary across time and still lead to Poisson-distributed
counts. The key assumption, requiring thought, is independence. On the other hand,
the question of whether it is safe to assume Poisson variation remains an empirical
matter, subject to statistical examination. As in nearly all statistical situations,
judgment of the accuracy of the modeling assumptions—here, the accuracy of the
Poisson distribution in describing spike count variation—will depend on the analysis
to be performed.

5.3 The Normal Distribution

As we said in Chapter 3, the normal distribution (or Gaussian distribution) plays
a dominant role in statistical theory because of the Central Limit Theorem, which
we state in Chapter 6. In Section 5.3.1 we review a property of the normal distribu-
tion that leads to interpretation of standard errors and confidence intervals, and in
Section 5.3.2 we note its relationship to the binomial and Poisson distributions.
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5.3.1 Normal random variables are within 1 standard devia-
tion of their mean with probability 2/3; they are within
2 standard deviations of their mean with probability
.95.

We indicated on page 74 that when X has a normal distribution probabilities of the
form P(a < X < b) can not be found directly by calculus and must, instead, be
obtained numerically. Two such probabilities are so important in practice that they

should be committed to memory. We will call these the “% and 95% rule.”

The % and 95% rule: For a normal random variable X with mean p
and standard deviation o,

Pu—o<X<pu+o)~
Plp—20 <X < pu+20)

2
3

95

We also have P(u— 30 < X < p+ 30) ~ .997, but this is less important.

Example: Ebbinghaus on human memory A very early experiment on
human memory was reported by Ebbinghaus (1885). Ebbinghaus used himself as
the sole subject of his investigation, and he taught himself to learn lists of nonsense
syllables made up of consonant-vowel-consonant trigrams such as DAX. Ebbinghaus
memorized relatively long lists (e.g., 16 trigrams) to the point of being able to recite
them without error, twice consecutively, and kept track of the time it took for him
to achieve this success. He then repeated the task using the same lists after a delay
period, that is, he re-learned the lists, and he examined the way his re-learning time
increased with the length of the delay period. This was a way to quantify his rate
of forgetting. (Compare the experiment of Kolers in Example 2.5 on page 43.) The
method Ebbinghaus used relied on the normal distribution. In one of his tabulations,
he examined 84 memorization times, each obtained by averaging sets of 6 lists. He
found the distribution of these 84 data values to be well approximated by the normal
distribution, with mean 1,261 seconds and standard deviation 72 seconds.* This
would mean that for about 2/3 of the sets of lists his learning time was between

4He actually found the “probable error,” which is .67450 to be 48.4 seconds. See Stigler (1986)
for a discussion of these data.
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1,189 seconds and 1,333 seconds. It also would mean that a set-averaged learning
time less than 1,117 seconds or greater than 1,405 seconds would be rare: each of
these would occur for only about 2.5% of the sets of lists. O

It may seem odd that in examining the suitability of the normal distribution
Ebbinghaus did not look at the distribution of learning times for lists, but rather
chose to work with the distribution of average learning times across sets of 6 lists.
The distribution of learning times was skewed. Only after averaging across several
learning times did the distribution become approximately normal. This effect is due
to the Central Limit Theorem, discussed in Section 6.3.1.

Normal distributions are often standardized so that = 0 and o = 1. In general,
using Equation (3.6) if X ~ N(u,0?%) and Y = aX +bthen Y ~ N(apu+0b,a’0?). As
a special case, if X ~ N(u,0?) and Z = (X — p)/o then Z ~ N(0,1). The N(0,1)
distribution is often called the standard normal. This is often used for calculation:
if we know probabilities for the N (0, 1) distribution then we can easily obtain them
for any other normal distribution. For example, we also have

—u X—p _b- - b—
Pla<X<bt)=pt P < 27H 270 _pl=l oy 271

o ~— o 0 o o

Thus, the right-hand side may be found using a table in order to obtain the answer
for the left-hand side. Standardized variables are often denoted by Z, sometimes
with the terminology Z-score.

5.3.2 Binomial and Poisson distributions are approximately
normal, for large n or large \.

The normal distribution may be used to approximate a large variety of distributions
for certain values of parameters. In the case of the binomial with parameters n and p,
we take the normal mean and standard deviation to be = np and o = /np(1 — p).
An illustration is given in Figure 5.3. The approximation is generally considered
to be quite accurate for most calculations when n is large and p is not close to its
boundary values of 0 and 1; a commonly-used rule of thumb (which is somewhat
conservative, at least for .2 < p < .8) is that it will work well when np > 5 and
n(l—p) > 5.

In the case of the Poisson with parameter A we take the normal mean and standard
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10 20 30 40 50 60 70

Figure 5.3: The normal approximation to the binomial. Black circles are pdf values
for a B(100,.4) distribution; Curve is pdf of a normal having the same mean and
variance.

deviation to be = X and ¢ = v/); the approximation is generally considered to be
acceptably accurate for many calculations® when \ > 15.

These approximations are a great convenience, especially in conjunction with the
“% — 95% rule.”

5Actually, different authors give somewhat different advice. The acceptability of this or any
other approximation must depend on the particular use to which it will be put. For computing the
probability that a Poisson random variable will fall within 1 standard deviation of its mean, the
normal approximation has an error of less than 10% when A = 15. However, it will not be suitable
for calculations that go far out into the tails, or that require several digits of accuracy. In addition,
a computational fine point is mentioned in many books. Suppose we wish to approximate a discrete
cdf F(z) by a normal, say F(z). The the value F(z 4 .5) is generally closer to F(x) than is F(z).
This is sometimes called a continuity correction.
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5.4 Some Other Common Distributions

5.4.1 The multinomial distribution extends the binomial to
multiple categories.

In Example 5.1, on page 126, we cited an application of the Hardy-Weinberg model
in a study of genotype frequencies for the nicotinic acetylcholine receptor subunit
a4 gene among children with ADHD and their parents. The three genotypes were
labeled TT, C'T, CC. This constitutes three distinct categories. For the ith individual
in the study, let Y; = (1,0, 0) if that individual has genotype T'T, Y; = (0, 1,0) if that
individual has genotype C'T, and Y; = (0,0, 1) if that individual has genotype CC.
The variable Y; thus indicates the genotype of the ith individual, for e =1,2,....n
Let p1 = P(Y; = (1a070))a P2 = P(Y; = (0,1,0)), and p; = P(Y; = (0>0’1))>
where p; + p, + p3 = 1 and define X = " | V;. Note that X gives the number of
individuals, among a total of n, that have each of the three genotypes. In the Kent
et al. data in Example 5.1 there were 136 individuals: 48 of genotype T'T', 71 of
genotype CT', and 17 of genotype C'C, and we could write X = (48,71,17). If we
assume the Y7, Y5, ..., Y, are independent then X follows a multinomial distribution,
written X ~ M (n;p1, p2, p3) with pdf

n!

m% Py ps’ (5.7)

P(X = (Il,l’g,l’g))

According to the Hardy-Weinberg model the probabilities (p1,p2, p3) would be re-
stricted to satisfy the binomial pdf p; = p?, p» = 2p(1 — p) and p3 = (1 — p)°.
However, (5.7) holds regardless of the validity of the Hardy-Weinberg model, as long
as the genotypes are independent and homogeneous across individuals.

More generally, a random variable is distributed as X ~ M(n;p1, po, ..., pr) if its
pdf is given by

P(X = (1'1,1'2, . ,l’k)) 1'1'1’2 ' le p2 ’

where p1+---+pr =1and x1+---+x, =n. When k = 2 we obtain as a special case
the binomial pdf of Equation (5.1). (To see this, with x as in Equation (5.1) define
(x1,x9) in (5.1) to be (z1,23) = (x,n — x).) Thus, the multinomial is an extension
of the binomial to multiple categories.
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5.4.2 The exponential distribution is used to describe wait-
ing times without memory.

We defined the exponential distribution in Equation (3.9), page 69, using it to illus-
trate calculations based on the pdf, and we showed how it may be applied to ion
channel activation durations in Example 3.5. The exponential distribution is very
special® because of its “memoryless” property. To understand this, let X be the
length of time an ion channel is open, and let us consider the probability that the
channel will remain open for the next time interval of length h. For example, h
might be 5 milliseconds. How do we write this? If we begin the moment the channel
opens, i.e., at © = 0, the next interval of length A is (0, h) and we want P(X > h).
On the other hand, if we begin at time x = ¢, for some positive t, such as 25 mil-
liseconds, the interval in question is (¢,¢ + h) and we are asking for a conditional
probability: if the channel is open at time ¢ we must have X > ¢, so we are asking
for P(X > t+ h|X > t). We say that the channel opening duration is memoryless if

P(X >t+hX >t)=P(X >h) (5.8)

forall t > 0 and h > 0. That is, if ¢ = 25 milliseconds, the channel does not “remem-
ber” that it has been open for 25 milliseconds already; it still has the same probability
of remaining open for the next 5 milliseconds that it had when it first opened; and
this is true regardless of the time t we pick. The exponential distributions are the
only distributions” that satisfy Equation (5.8).

Contrast this memorylessness with, say, a uniform distribution on the interval
0, 10], measured in milliseconds. According to this uniform distribution, the event
(e.g., the closing of the channel) must occur within 10 milliseconds and initially
every 5 millisecond interval has the same probability. In particular, the probability
the event will occur in the first 5 milliseconds, i.e., in the interval [0, 5], is the same
as the probability it will occur in the last 5 milliseconds, in [5, 10]. Both probabilities
are equal to % However, if at time ¢t = 5 milliseconds the event has not yet occurred
then we are certain it will occur in the next half second [5, 10], i.e., this probability
is 1, which is quite different than % In anthropomorphic language we might say
the random variable “remembers” that no event has yet occurred, so its conditional

probability is adjusted. For the exponential distribution, the probability the event

6 Another reason the exponential distribution is special is that among all distributions on (0, co)
with mean g = 1/, the Exzp()\) distribution has the maximum entropy. See Equation (4.29).

"The memoryless property can also be stated analogously for discrete distributions; in the dis-
crete case only the geometric distributions are memoryless.
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will occur in the next 5 milliseconds, given that it has not already occurred, stays
the same as time progresses.

Theorem A random variable X satisfies X ~ FExp()) if and only if (5.8) is
satisfied for all positive t and h.

Proof: Using Equation (3.10) we have

P(X>t+h,X>1)
P(X >1t)

P(X >t+h)

P(X >1t)

—A(t+h)

P(X>t+h|X >t) =

e

e—At
e—)\h

P(X > h).

Thus, every exponential distribution is memoryless. On the other hand,
let G(z) = 1 — F(x) where F'(z) is the distribution function of X. Mem-
orylessness implies

P(X >t+h)=P(X >t)P(X > h)

ie.,

G(t+ h) = G)G(h)

for all positive ¢ and h. But (as mentioned in Section A.4 of the Ap-
pendix), G(x) can satisfy this equation for all positive ¢ and h only if
it has an exponential form G(z) = ae®. Because F(z) = 1 — G(x) is
a distribution function, it satisfies F'(x) — 1 as  — oo, which implies
b < 0, and it satisfies F'(x) — 0 as * — 0, which implies a = 1. Thus
F(x) =1— e for some ), i.e., X ~ Exp()). O

An additional characterization of the exponential distribution is that it has a
constant hazard function.

Theorem: A continuous random variable X satistfies X ~ Exp()) if and only
if its hazard function is A(z) = A.
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Proof: First suppose X ~ Ezp()\g). The hazard function is easy to
compute from the definition

_ [
AMz) = T~ F@)
Substituting f(x) = Age ™% and F(z) = 1 — e % we have
Npe 0%
)\(ZIZ’) - Z—Aom
- >\0.

On the other hand, if the hazard function is A(z) = A\g we may rewrite
the definition of A(z) and solve for F'(x),

Fz)=1-Xf(z)
and then differentiate to get
f(z) = =Xof'(x)

which implies f(x) oc e 0% (see Section A.4) and because f(z) must
integrate to 1 we get f(x) = \ge 0%, O

The constant hazard of the exponential may be considered another way to view
memorylessness: with constant hazard, given that the event has not already occurred
at time ¢ the probability that the event occurs in the next infinitesimal interval
(t,t + dt) is the same as it would be for any other infinitesimal interval (',¢ + dt).

In Chapter 19 we will discuss the role played by the exponential distribution in
Poisson processes, which are sometimes used to model spike trains.

5.4.3 Gamma distributions are sums of exponentials.

In Example 3.5, on page 71, we illustrated a basic property of a gamma distribution:
if X1, Xo,..., X, are distributed as Exp()), independently, and Y = X; + -+ X,
then Y ~ Gamma(n,\). Note that a Gamma(1, \) distribution is the same as
an Exzp(\) distribution. More generally, a random variable X is said to have a
Gamma(a, 3) distribution when its pdf is

(el B) = 2o

[(a)



5.4. SOME OTHER COMMON DISTRIBUTIONS 145
for x > 0 and is 0 when 2 < 0. Here, the function I'(a) is the gamma function:
['(a) = / e dx.
0

The gamma function is a variant of the factorial function; we have I'(n) = (n — 1)!
for any positive integer n. If X ~ Gamma(a, 3) then

BX) = 3
VX)) = 5
oo = VO
X 3

Plots of the gamma will be displayed for the special case of the chi-squared distribu-
tion, in the next subsection.

5.4.4 Chi-squared distributions are special cases of gamma
distributions.

If W ~ N(0,1) then X = W?2 is said to have a chi-squared distribution on 1 degree
of freedom, which is written X ~ x%. If W; ~ x? for all i = 1,...,n, independently,
and if X =W, + Wy + ...+ W, then X is said to have a chi-squared distribution
on n degrees of freedom, written X ~ y2. The most important way chi-squared
distributions arise is as sums of squares of independent normal distributions. In
general, a random variable X is said to have a chi-squared distribution with degrees
of freedom v, written x?2, if it has a Gamma(c, 3) distribution with o = g and 8 = %

If X ~ x2 then

EX) = v
2v

ox = V2v.

=
=
I

Figure 5.4 shows several chi-squared pdfs. Note that, for small degrees of freedom,
the distribution is skewed toward high values (or skewed to the right). That is, it
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Figure 5.4: Chi-squared pdfs for four values of the degrees of freedom: v = 1 (top
left), 4 (top right), 9 (bottom left), and 16 (bottom right).

is not symmetrical, but rather large values distant from the middle (to the right)
are more likely than small values distant from the middle (to the left). For the 3,
the middle of the distribution is roughly between 1 and 6 but values less than 0 are
impossible while values much greater than 7 have substantial probability. For large
degrees of freedom v the 2 becomes approximately normal. For v = 16 in Figure
5.4 there remains some slight skewness, but the distribution is already pretty close
to normal over the plotted range.

5.4.5 The beta distribution may be used to describe varia-
tion on a finite interval.

A random variable X is said to have a beta distribution with parameters o and 3 if
its pdf is
Lla+08) . B-1
r) =2 (1—x
() RORE) (1—x)
for 0 < x < 1 and is 0 otherwise. We then write X ~ Beta(a, ). Suppose W; ~
Gamma(ay, ) and Wy ~ Gamma(as, 5), independently, and let X = Wy /(W; +
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W3). Then we have X ~ Beta(a, 3).

If X ~ Beta(a, ) then E(X) = a/(a+ ) and V(X) = o+  + 1. The beta
distribution is sometimes written instead in terms of the parameters p = F(X) and
v=V(X)—1, so that « = pv and § = (1 — u)v. The beta distribution is commonly
used to describe continuous variation that is confined to (0,1). By rescaling it is easy
to obtain a distribution confined to any finite interval (a,b). When o > 1 and § > 1
the beta pdf is unimodal and f(z) — 0 as z — 0 or z — 1, and if @ = [ the pdf is
symmetric about x = .5. A unimodal symmetric beta pdf was plotted in Figure 3.3.

The beta pdf arises in Bayesian analysis of binomial data, which is discussed
in Section 7.3.9. There, the binomial parameter p must be in (0,1) and the beta
distribution is used to represent knowledge about its value.

5.4.6 The inverse Gaussian distribution describes the wait-
ing time for a threshold crossing by Brownian motion.

A random variable X is said to have an inverse Gaussian distribution if its pdf is

fz) = VA @) exp(=A(a — p)*/ (21°x))
for z > 0. Here, F(X) = p and V(X) = p3/\.

The inverse Gaussian arises in conjunction with Brownian motion, where it is
the distribution of “first passage time,” meaning the time it takes for the Brownian
motion (with drift) to cross a boundary. (See Whitmore, G.A. and Seshadri, V.
(1987) A Heuristic Derivation of the Inverse Gaussian Distribution The American
Statistician, 41: 280-281. Also, Mudholkar, G.S. and Tian, L. (2002) An entropy
characterization of the inverse Gaussian distribution and related goodness-of-fit test,
J. Statist. Planning and Inference, 102: 211-221.) In theoretical neurobiology the
interspike interval distribution for an integrate-and-fire neuron is inverse Gaussian
when the subthreshold neuronal voltage is modeled as Brownian motion, with drift,
and the “boundary” is the voltage threshold for action potential generation. The
essential idea here is that excitatory and inhibitory post-synaptic potentials, EPSPs
and IPSPs, are considered to arrive in a sequence of time steps of length ¢, with
each EPSP and IPSP contributing normalized voltages of +1 and -1, respectively,
and with the probability of EPSP and IPSP being p and 1 — p, where p > 1 —p
creates the upward “drift” toward positive voltages. Let X, ... be the post-synaptic
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Figure 5.5: Example of an integrate-and-fire neuron. At each time step there is either
an EPSP or an IPSP, with probabilities p and 1 — p. For p > 1 — p this creates a
stochastic upward “drift” of the voltage (as the inputs are summed or “integrated”)
until it crosses the threshold and the neuron fires. The neuron then resets to its
baseline voltage. The resulting interspike interval (ISI) distribution is approzimately
inverse Gaussian.

potential at time ¢ with t = 1,2,... and let S, = X; + X5+ --- + X,,. The variable
S, is said to follow a random walk and an action potential occurs when S, exceeds
a particular threshold value a. The behavior of an integrate-and-fire neuron based
on such a random walk process is illustrated in Figure 5.5. The continuous-time
stochastic process known as Brownian motion with drift (and thus the inverse Gaus-
sian distribution of the interspike intervals (ISI)s) results from taking § — 0 and
n — oo, while also constraining the mean and variance in the form E(S,) — m and
V(S,) — v, for some m and v.

Figure 5.6 gives an example of an inverse Gaussian pdf, with a Gamma pdf for
comparison. Note in particular that when x is near 0 the inverse Gaussian pdf is very
small. This gives it the ability to model, approximately, neuronal interspike intervals
in the presence of a refractory period, i.e., a period at the beginning of the interspike
interval (immediately following the previous spike) during which the neuron doesn’t
fire, or has a very small probability of firing.
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Figure 5.6: Inverse Gaussian pdf plotted together with a Gamma(2,1) pdf. The
inverse Gaussian (dashed line) has the same mean and variance as the gamma (solid
line). Note the convexity of the inverse Gaussian near 0.

5.4.7 The t and F distributions are defined from normal and
chi-squared distributions.

Two distributions are used very frequently in statistical hypothesis testing. The first
is the t distribution.

If X ~N(0,1) and Y ~ x2, independently, then

T —

Sl

is said to have a t distribution on v degrees of freedom, which we write as T ~ t,.
This form of the T ratio arises in “t tests” and related procedures.

Note that 7" would be N(0, 1) if the denominator were equal to 1. The denomina-
tor is actually very close to one when v is large: if Y ~ x? we have E(Y/v) = 1 while
V(Y /v) = 2v/v* which becomes very close to zero for large v. That is, the random
variable Y /v has a very small standard deviation and thus takes values mostly very
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close to its expectation of 1. Therefore, for large v, the t, distribution is very close
to a N(0, 1) distribution. One rule of thumb is that for v > 12, when computing
probabilities in the middle of the distribution, the ¢, distribution may be considered
essentially the same as N (0, 1). For small v, however, the probability of large positive
and negative values becomes much greater than that for the normal. For example, if
X ~ N(0,1) then P(X > 3) = .0014 whereas if T' ~ t3 then P(T > 3) = .029, about
20 times the magnitude. To describe this phenomenon we say that the t3 distribution
has much heavier tails (or thicker tails) than the normal.

The t distribution was first derived by William Gosset under the pen name “A.
Student.” It is therefore often called Student’s t distribution.

If X ~x2 and Y ~ x? , independently, then

F— X/l/l
Y/l/2

is said to have an F' distribution on 14 and v degrees of freedom, which are usually
referred to as the numerator and denominator degrees of freedom. We may write
this as ' ~ F,, ,,. This distribution arises in regression and analysis of variance,
where ratios of sums of squares are computed and each sum of squares has (under
suitable assumptions) a chi-squared distribution.

When v; = 1 the numerator is the square of a normal and F' = T2, where T is the
ratio of a N (0, 1) and the square-root of a X?jz. That is, the square of a t,, distributed
random variable has an F} , distribution. Also, analagously to the situation with the
t, distribution, when vy gets large the denominator Y /v, is a random variable that
takes values mostly very close to 1 and F,, ,, becomes close to a x .

5.5 Multivariate Normal Distributions

5.5.1 A random vector is multivariate normal if linear com-
binations of its components are univariate normal.

We now generalize the bivariate normal distribution, which we discussed in Sec-
tion 4.2.2. We say that an m-dimensional random vector X has an m-dimensional
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multivariate normal distribution if every nonzero linear combination of its compo-
nents is normally distributed. If p and ¥ are the mean vector and variance matrix
of X we write this as X ~ N,,(u, ). Using (4.22) and (4.23) we thus characterize
X ~ N, (p, %) by saying that for every nonzero m-dimensional vector w we have
wl' X ~ N(wT p, wTSw).

Notice that, just as the univariate normal distribution is completely character-
ized by its mean and variance, and the bivariate normal distribution is characterized
by means, variances, and a correlation, the multivariate normal distribution is com-
pletely characterized by its mean vector and variance matrix. In many cases the
components of a multivariate normal random vector are treated separately, with
each diagonal element of the covariance matrix furnishing a variance, and the off-
diagonal elements being ignored. In some situations, however, the joint distribution,
and thus all the elements of the variance matrix, are important.

If X has an m-dimensional multivariate normal distribution then each of its
components has a univariate normal distribution. The following theorem extends
this to the various components of X.

Theorem If X has an m-dimensional multivariate normal distribution and Y con-
sists of the first £ components of X, then Y has a k-dimensional multivariate normal
distribution.

Proof: Let w be a non-zero k-dimensional vector. We must show that w?Y is
univariate normal. Define v(w) to be the m-dimensional vector consisting of the
components of w followed by m — k zeroes. Then w?Y = v(w)? X and, by definition,
v(w)TX is univariate normal; thus, w?Y is univariate normal. O

Example 4.1 (continued from page 88) It is convenient to assume that the
voltage amplitudes in Figure 4.1 are 4-dimensional multivariate normal. According
to the theorem above, this would imply that every pair of voltage amplitudes is bi-
variate normal. The 6 = (;1) bivariate data plots in panel B of Figure 4.1 indicate,
very roughly, shapes consistent with bivariate normality, as indicated by the overlaid
elliptical contours. Univariate histograms with normal pdfs and normal Q-Q plots
are also given in that figure. The Q-Q plots clearly indicate some departure from
normality, due to heavy tails in the first three channels. For many statistical anal-
yses this degree of departure from normality would be unlikely to produce severe
inferential problems, but the extent to which it is a cause for concern depends on
the question being asked and the procedure used to answer it. O
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The multivariate normal distribution is even more prominent in multivariate data
analysis than the normal distribution is for univariate data analysis. The main reason
is that specifying only the first two moments, mean vector and variance matrix, is
a huge simplification. In addition, there is a generalization of the Central Limit
Theorem, which we give in Section 6.3.2.

5.5.2 The multivariate normal pdf has elliptical contours,
with probability density declining according to a x?
pdf.

The definition given above, in Section 5.5.1, does not require ¥ to be positive definite.
In discussing the bivariate normal pdf for (X, Y) we had to assume ox > 0, oy > 0,
and —1 < p < 1. This is equivalent to saying that the variance matrix of the (X,Y)
vector is positive definite. When we work with the multivariate normal distribution
we usually assume the variance matrix is positive definite. If X is m-dimensional
multivariate normal, having mean vector u and positive definite covariance matrix
3], then its pdf is given by

Pt tew
o) = s 59

where
Qz) = (z — px) S (z — px)

with |X| being the determinant of . We have labeled the exponent by Q(z) to
emphasize that it gives a quadratic in the components of x, so that Equation (5.9)
generalizes Equation (4.14). The positive definiteness of ¥ implies that |X| > 0, so
that the pdf is well defined. Tt also implies that the contours of Q(z) and, therefore,
of f(z) are multidimensional ellipses (see Section A.8 of the Appendix), generalizing
remarks we made about the bivariate normal on page 100.

Using simple matrix multiplication arguments, it is not hard to show that if
X ~ Ny (p,X), and X is positive definite, then Q(X) has a chi-squared distribution
with m degrees of freedom.

Details: Let Z be m-dimensional multivariate normal with the zero vector
as its mean vector and the m-dimensional identity matrix as its variance
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matrix. The components of Z follow Z ~ N(0, 1), independently. Thus,
from the definition of the chi-squared distribution in Section 5.4.4, Z7Z ~
X%, Now, if X ~ N,(u,X) then, by the theorem on page 109, Y =
YV2(X — p) satisfies YTY ~ y2,. But YTY = Q(X). 0

Taken together these results imply that, for ¢ > 0, each contour {z : Q(x) = ¢}
of the multivariate normal pdf is elliptical and encloses a region {z : Q(z) < ¢} that
has probability given by the x?, distribution function.

The remarks we have just made about elliptical contours apply when X is positive
definite, so that we may write the pdf in (5.9). Occasionally, however, one must deal
with the non-positive definite case. This arises, for example, when one wants to
model the joint variation of m variables by assuming it is concentrated in fewer than
m dimensions (analogously to the bivariate case with p = 1). If X ~ N,, (¢, 2) and 2
is not positive definite but instead has rank k& where k < m, we may use the spectral
decomposition to find a k-dimensional subspace in which the distribution may be
represented by a pdf with elliptical contours. This arises in some applications of
multivariate analysis. See Chapter 17.

Details: If there are k positive eigenvalues of X we may write
Y= PDP”

where the first k& diagonal elements of D are the positive eigenvalues. Let
P, be the m x k matrix consisting of the first & columns of P, which
are the eigenvectors corresponding to the positive eigenvalues. These
k eigenvectors span a k-dimensional subspace V. Let v; = col;(P) for
7 =1,...,k, so that every vector x € V may be written in the form

k
x = Z u;(z)v;
j=1

so that the n-dimensional vector x may instead be represented as a k-
dimensional vector u(z) = (ui(z),...,ux(x)) = PLz. The distribution
of X then lies in V in the sense that (i) P(X € V) = 1 and (ii) for all
non-zero x € V,

2" Yx = u(z) Dyu(z) > 0,

where D, is the k x k diagonal matrix with (i,7) element equal to the
positive eigenvalue D;;; in other words, D, is the k£ x k matrix formed
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by eliminating all the zero column and row vectors of D. Furthermore,
setting U = u(X) it may be shown that U ~ Ni(uy, Dy), where uy =
Py, and U has pdf

1 1 Tn—1
fo(u) = = e a(umnu) DY (umpy)
(2m)* D,
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Figure 5.7: Decoding accuracy from cursor controlled by overt wrist movement (A)
and imagined wrist movement (B). Time t = 0 is onset of movement of the cursor.
Thin gray lines show decoding accuracy using a Bayes classifier for each of 5 subjects
across 150 time intervals. Thick black lines are accuracies averaged across subjects.

Here is an example in which multivariate methods were used to project the data
to a lower-dimensional subspace.

Example 5.7 Decoding intended movement using MEG We introduced MEG
neuroimaging in Example 1.2. One of its attractive features is that it is non-invasive
while being potentially capable of supplying movement-related information with high
temporal resolution, much like that obtained with highly invasive electrophysiolog-
ical methods. Wang et al. (2010) (Wang, W., Sudre, G.P., Xu, Y., Kass, R.E.,
Collinger, J.L., Degenhart, A.D., Bagic, A.I., and Weber, D.J. (2010) Decoding and
cortical source localization for intended movement direction with MEG, J. Neu-
rophysiol., 104: 2451-2461.) studied MEG signals from 9 subjects both during a
wrist movement task and during imagined wrist movement. The idea was that there
might be substantial information about intended wrist movement even when the
wrist was not actually moving—this would be analogous to the situation in which a
user was severely disabled. One purpose of this methodology would be to localize
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the movement-related information in order to help guide surgical implant of a more
invasive device.

In the case of wrist movement, each subject had to move a joystick-controlled
cursor, which was viewed on a projection of a computer screen. After one of 4
directional targets (up,down, left, right) was illuminated the subject then had to hit
the target with the cursor. In the imagined movement case, each subject was told to
imagine moving the wrist. For each of the experimental conditions, the data consisted
of 120 successful recordings in each direction at 1 KHz from each of 87 MEG sensors
located above the sensorimotor areas during the movement and imagined movement
tasks. For some of the results, a 1.5 second window surrounding movement onset
was used for analysis. The data were averaged across time within 10 ms intervals.
Because there are 150 10 ms intervals within the 1.5 second window, the data then
consisted of 120 x 150 vectors of length 87. Wang et al. reduced these 87 dimensions
down to 4 dimensions using a method called linear discriminant analysis, discussed in
Chapter 17. They assumed that, for each of the 150 time intervals, the resulting 120
4-dimensional data vectors were a sample from a 4-dimensional multivariate normal
distribution; they then applied a Bayes classifier (see Section 4.3.4) to see how much
information about target direction could be gleaned from the data. (To measure
classification accuracy Wang et al. used leave-one-out cross-validation, discussed in
Chapter 12.) The results for 5 subjects are shown in Figure 5.7. Chance classification
accuracy would be 25%. It may be seen that for every subject, during both movement
and imagined movement, the classification accuracy rose sharply above chance. In
the imagined movement case (panel B of Figure 5.7) the peak classification accuracy
ranged across subjects from about 50% to about 90%, with a mean of over 60%. O

5.5.3 If X and Y are jointly multivariate normal then the
conditional distribution of Y given X is multivariate
normal.

In Section 4.2.2 we introduced the bivariate normal distribution for a pair of random
variables X and Y and in Section 4.2.4 we discussed the conditional expectation
E(Y|X = x), which is the regression function. We now generalize this to the case
in which X and Y are random vectors. Let us suppose X and Y are, respectively,
my-dimensional and mo-dimensional; they are m; x 1 and msy x 1 vectors. Let us
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define U to be the concatenation of these two vectors,

-9

with mean p = E(U). Let us partition the components of i so that they correspond
to E(X) and E(Y), and let us use subscripts a and b to indicate this partitioning:

-()
ILL =
Kb
so that pu, = E(X) and p, = E(Y). In this subsection we will partition matrices in

the same way, separating the first m; rows and columns from the last msy rows and
columns based on these subscripts. Thus, we write the variance matrix ¥ = V(U)

as o v
D Bt 5.10
(Zba Zbb) (5.10)

so that V(X) = X, and V(YY) = .

The generalization of the normal regression results in Section 4.2.4 is the follow-
ing.

Theorem With the definitions above, if X and Y are jointly m-dimensional mul-
tivariate normal, then Y|X = x is mo-dimensional multivariate normal with mean
vector and variance matrix given by

Mbla = Hb — Zbazgal (SL’ - ,U/a) (511)
Sha = Zob — ZbaXig Sab- (5.12)

Outline of Proof: The theorem is proved by writing the quadratic expo-
nent in the multivariate normal pdf of U, breaking it into pieces corre-
sponding to the a and b components in the partitioning above, using the
definition of conditional density, and then simplifying while applying the
following matrix identity:

A B\ E —EBD™!
¢ p) ~\-D'CE F

E=(A-BD'0)™!

where
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and
F=D'+D'CEBD".

O

In carrying out calculations such as those used in proving the theorem above it
is helpful to define the precision matriz,

r=x1

1—‘aa Fab
I'= .
(Fba be)

It is not generally true that I'y, = Zb_bl. Instead we have

which is partitioned as

Ly = (Sw— Ebazgalzab)_l

Iy = — (be — ZbaZ;}Eab)_l ZbaZ;al

and by reversing the subscripts a and b we get the corresponding expressions for I,
and [ab.

Now suppose X and Y are random variables, U is a random vector, and (U, X,Y)
is multivariate normal. Then, putting V(U) = ¥,, and V(X,Y") = ¥, and applying
the theorem, we write the components of the 2 X 2 matrix ¥, as

Oxxju = Eb\a,ll
Oyviu = Eb\a,m
oxy|lu = Zb\a,lz-

We may then define the partial correlation of X and Y given U to be

oxy|U

VOIXX|U " Oyy|U

The partial correlation pxy|y measures the remaining linear dependence of X and
Y after conditioning on U. The sample partial correlation is the analogous quantity
based on the sample covariance matrix S. That is, if we define the sample covariance
matrix S as in (4.21) based on samples z1,...,Z,, Y1, .., Y, and uy, ..., u, (where

Pxy|U = (5.13)
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u is the vector sample analogue of U), and we then partition S as we partitioned ¥
in (5.10), we write

SXx|\ U = Sb\a,ll
Syyju = Sb\a,22
Sxy|u = Sb\a,lz

and then the sample partial correlation of  and y given wu is®

SXY|U

\VSXX|U * Syy|U

The sample partial correlation in (5.14) is an estimate of the partial correlation’ in
(5.13).

(5.14)

PxyY|U =

Example 5.8 Network models from fMRI Many investigations have sought to
describe large-scale network activity across the brain based on fMRI, particularly
during a task-free “resting state.” Suppose many regions of interest (ROIs) are
defined, and let x; be the sum of the fMRI signals across all voxels in one particular
ROI at time ¢, for t = 1,...,T. Let us call this ROI1. Similarly, let 7; be the sum
of the fMRI signals across all voxels in another ROI at time ¢, and let us call this
ROI2. Then the sample correlation pxy of the vectors (z1,...,zr) and (y1,...,yr)
may be used to define a “network connection” between ROI1 and ROI2. However,
this measure suffers from the defect that any association between activity at these
ROIs, represented by random variables X; and Y;, could be due to their correlated
activity with other ROIs, which could be represented by a random vector U;. That
is, the other ROIs could be connected to both ROI1 and ROI2, and then X; and
Y, would be correlated even if there were no connection between ROI1 and ROI2.
An alternative is to use the sample partial correlations pxy|y to define each network
connection. Smith et al. (2011) conducted a large simulation study of fMRI network
activity and found that partial correlation could be effective at identifying connected
network nodes defined by ROIs. (Smith, S.M., Miller, K.L., Salimi-Khorshidi, G.,
Webster, M., Beckmann, C.F., Nichols, T.E., Ramsey, J.D., and Woolrich, M.W.
(2011) Network modeling methods for fMRI. Neuroimage, 54: 875-891.) O

8Tt may be shown that p xy|u is equal to the correlation between the pair of residual vectors
found from the multiple regressions (see Chapter 12) of 2 on v and y on w.

9In fact, p xv|u is the maximum likelihood estimate; maximum likelihood estimation is discussed
in Chapter 8.
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Chapter 6

Sequences of Random Variables

One of the great ideas in data analysis is to base probability statements on large-
sample approximations, which are often easy to obtain either analytically or numer-
ically. This short chapter contains the two fundamental results that produce most
of the methodology, the Law of Large Numbers (LLN) and the Central Limit The-
orem (CLT). Both concern the behavior of the sample mean X = Y7 | X;. These
theorems form a foundation for much data analytic theory because many statistical
functions may be either rewritten or approximated in terms of sample means.

While sample means are important, the power of the LLN and CLT reaches far
beyond means themselves to other summaries of the data. In general a numerical
summary of the data is called a statistic. That is, a statistic is scalar or vector-valued
function defined on the set of possible data values. For example, a regression coeffi-
cient, i.e., the slope of a least-squares fitted line, is a statistic. Many statistics may
be written, at least approximately, as some function of a sample mean. This often
produces approximate normality of the statistic which, as we will see in Chapters 7
and 8, becomes the basis for statistical inferences, such as confidence intervals and
significance tests.

159
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6.1 Random Sequences and the Sample Mean

We need a crucial piece of preliminary terminology: if X, X5, ..., X,, are drawn
independently from the same distribution, then X, X5, ..., X, is said to form a
random sample from that distribution, and the random variables X; are said to be in-
dependent and identically distributed (i.i.d.). This section is about means computed
from random samples (sets of i.i.d. random variables). Let u = F(X;). The LLN
says that X gets arbitrarily close to i as n increases indefinitely. The CLT says that
the distribution of X becomes arbitrarily close to a normal distribution as n increases
indefinitely. Similar results hold for many other data summaries, as well (because
they may be written in terms of sample means). They are extremely important be-
cause they allow calculations based on normality, such as those in Section 5.3.1, to
be applied, producing simple and useful probability statements.

In analyzing the behavior of the sample mean, the first point to recognize is
that drawing a new sample would produce a new value of the sample mean, so that
if we were to repeat the process of drawing a new sample many times, we would
observe variability in the sample mean. On page 138, for example, we described
some data on re-learning time from Ebbinghaus (1885), and noted that he examined
84 means, each of which was obtained by averaging the re-learning time across 6 lists
of trigrams. Each mean was slightly different: they exhibited variation. The second
point is that, typically!, the variation in the sample mean is smaller than that in the
original data, and it decreases with increasing sample size.

Example 3.4 (continued from page 58) Figure 3.2 displays a histogram of
60 spike counts from a motor cortical neuron during a reaching task. The mean
among these 60 counts is 13.6 spikes. (The time interval was 600 milliseconds, so
this neuron’s mean firing rate was 22 spikes per second.) Imagine drawing one spike
count at random from among the 60, and doing this repeatedly. The histogram gives
a sense of the variability we would see in these repeated random draws. Now suppose
instead we were to draw 4 spike counts at random, and compute its mean, and then
repeat this process many times. Because it would be likely that some of the 4 values
would be bigger than 13.6, and some would be less, a mean of these 4 values would
tend to be closer to 13.6 than any single random value would be—in other words, the
mean of 4 observations would tend to exhibit less variability than did the original

IThere are exceptions to this rule if the expectation does not exist, which can occur when the
tails of the pdf fall to zero very slowly. An example is the Cauchy distribution, which is the ¢
distribution on 1 degree of freedom.
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observations themselves. We can see this by considering the first 12 of the spike
counts:

16 12 14 9 9 4 12 14 13 13 17 16

The mean count among these 12 is 12.4 spikes and the standard deviation is 3.7
spikes. Now consider the remaining 48 spike counts:

21 16 16 10 12 15 11 11 & 26 12 12
18 13 13 12 8 16 14 12 7 13 12 14
14 16 10 11 7 17 15 14 16 10 13 13
14 10 14 15 16 17 12 18 32 11 19 13

The data have been arranged in 12 columns of length 4 in order to consider the
column means. In this case, the mean of these 12 means is 13.9 spikes and the
standard deviation is 1.8 spikes: we find that the variation among the 12 means (the
standard deviation of 1.8) is smaller than the variation among the 12 raw counts
(the standard deviation of 3.7). O

The points illustrated by these motor cortical spike counts in Example 3.4 are
(i) if we calculate the mean of a set of observations (a set of 4 trials) repeatedly for
new data (12 repetitions of the sets of 4) we observe variation among the means,
and (ii) the variation among the means (the standard deviation of 1.8) is smaller
than the variation we would typically see among the raw spike counts (the standard
deviation of 3.7). However, this illustration was intended only to set the stage for
an entirely theoretical discussion. In this section we consider the random wvariable
X. Its variation may be quantified by its standard deviation 5. Notice that this
is not the same thing as the standard deviation ox of the original data. In fact, o
decreases as the sample size increases; qualitatively, the larger the sample size, the
less variation in the sample mean. Specifically, we have oy = ox/\/n. After giving
this result in Section 6.1.1 we present the law of large numbers in Section 6.2.1 and
the Central Limit Theorem in Section 6.3.1. These theorems require the use of some
mathematics for dealing with sequences of random variables, which is the topic of
Section 6.1.2.

6.1.1 The standard deviation of the sample mean decreases

as 1/y/n.

If we repeatedly draw random samples X, ..., X, and from them repeatedly com-
pute X, the value of X will fluctuate: it will be a random variable. The dominant
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features of the distribution of X are captured by its mean and variance, which may
be computed easily from the formulas (4.1) and (4.5).

Theorem If X, X5, ..., X, form a random sample from a distribution
having mean py and standard deviation ox then

(i) E(X) = ux, and
(i) ox = ox/vn.

Proof: The expectation E(X) is immediate from (4.1). For the variance, in
formula (4.5) plug in V(X;) = 0% to get V(X; + Xy 4 --- + X,,) = nog. Then take
square-roots and, remembering that X = (X7 + Xy +---+ X,,)/n, apply (3.4). O

The statement that F(X) = px says that the average amount by which X exceeds
p is equal to the average amount by which p exceeds X. The statement oy = ox//n
quantifies how rapidly the fluctuations in X diminish as a function of sample size.
It is sometimes called “the square-root of n law.” A consequence of diminishing
fluctuations is that X must tend to get closer and closer to px. This is the LLN,
given in Section 6.2.1.

These results may be illustrated in the case of Bernoulli trials, where X, is either
Oorl. Ifp=P(X;,=1) = .4and n =4 the sum ) ;" | X; takes possible values
of 0,1,2,3,4, with binomial probabilities .0625,.25,.375,.25,.0625. Thus, the mean X
takes possible values of 0,.25,.5,.75.1, also with probabilities .0625,.25,.375,.25,.0625.
The pdf is plotted in Figure 6.1. The pdfs when n = 10,25 and 100 are also shown
there. For n = 4 the distribution is relatively wide, but as n increases it gets more
concentrated. Note that in the case of the binomial we may write Y = >  X;, so
that Y ~ B(n,p) and then X = Y/n. Using the binomial formula V(Y) = np(1 — p)
(see page 125) together with the general formula V(aY) = a*V(Y) (see Equation

(3.7)) we get ox = /p(1 —p)/n.

For the square-root of n law to hold, the assumption of independence among the
random variables X, ..., X,, is crucial. Suppose instead that Cor(X;, X;) = p, with
p >0, for i # j and let 02 = V(X;) for all . A straightforward calculation shows

that ) .
vix) =2+ "; po? (6.1)
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Figure 6.1: The pdf of the binomial mean X when p = .4 for four different values of
n. As n increases the distribution becomes concentrated (o becomes small), with
the center of the distribution getting close to ux = .4 (the LLN). In addition, the
distribution becomes approximately normal (the CLT).

so that the variance does not vanish but instead reaches an asymptote: as n — oo
we have

V(X) — po?. (6.2)

Thus, even a small positive correlation among the variables destroys the result.
Details: For i # j we have Cov(X;, X;) = po? and then

_ 1 | <&
V(X) = - > V(X)) 42> Cov(X;, X))
i=1 i<j
o> n—1 ,
= — + po-.
n n

O

Example 6.1 Neural spike count correlation could limit fidelity Shadlen
and Newsome (1998) noted that common input to neurons can produce small, posi-
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tive correlations in spike counts, and that this has been observed in recordings from
primate cortex. As a consequence, they suggested, the information transmitted by
groups of neurons acting together may be severely limited. The idea is that, ac-
cording to the conception of integrate-and-fire neural transmission, an ensemble of
neurons might transmit information to a downstream neuron based on their average
spike count over small time intervals. In recordings from the MT area of visual cortex
correlations were estimated to be, on average, approximately p = .12. Shadlen and
Newsome used the formula (6.2), stating that the asymptote in mean spike counts
would be reached, approximately, by about 50-100 neurons. They concluded that
“50-100 neurons might constitute a minimal signalling unit in cortex.”

Details: Let R = V(X)/o? and suppose we want to have the variance

V(X) be within 10% of its asymptotic value. Letting e = 1/10 we set
R = p(1 + ¢€) and solve for n. From (6.1) we have

1—
R:—p+p
n
and solving for n we get
I—p
n=——.
R—p
We now insert R — p = pe to get
1—pl
n=-——.
p €

With p = .12 and ¢ = .1 this gives n ~ 73, supporting the observation
made by Shadlen and Newsome.

Various rebuttals to the argument in FExample 6.1 have appeared in the liter-
ature, the most convincing being simply that neural computations could be more
complicated than simple summation (averaging of spike counts), and more compli-
cated combinations of inputs need not suffer from this difficulty. In any case, it
is important to recognize the fundamental fact that small correlations can severely
limit the information in a mean.
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6.1.2 Random sequences may converge according to several
distinct criteria.

In discussing the large-n behavior of a sequence of random variables X7, Xo,..., X,,, ...
we need a formalism for two kinds of statements. First, we want to be able to say
that the distribution of X, is approximately of a particular form. We do this by
examining the cdfs. Suppose that the variables X, Xs,..., X,,,... have correspond-
ing cdfs Fy(z), Fy(z),..., F,(x),... and suppose further that the particular distri-
bution that we want to consider an approximating distribution has cdf F'(x). We
may then formalize the approximation by giving a precise meaning to the expression
F,(x) = F(z) for n large, meaning that F,(z) is approximately equal to F(z) for n
large. We make this precise using limits. Recall that a sequence of numbers z,,, for
n=1,2,..., converges to x if for every € > 0 we have |z, — x| < € for all sufficiently
large n. This is written lim,, .. x, = .

Definition Suppose X1, X, ..., is a sequence of random variables and F;, is the
cdf of X,,. We say that X,, converges in distribution to a continuous random variable
X with cdf F if

for all . More generally, X,, converges in distribution to a random variable X with
cdf F' (which may or may not be continuous) if

lim F,(x) = F(x)

n—~0o0

for all z at which F' is continuous. We often write this as
X, 2 x.

In cases in which X follows a particular well-known distribution we put the distri-
bution on the right-hand side; e.g., if X ~ N(0,1) we write

X, 2 N(0,1).

The second kind of statement we want to make has to do with the case in which
the sequence of random variables X, Xo,..., X,,,... gets progressively closer to a
number, i.e., a fixed constant ¢ rather than having some probability distribution.
This is needed for the LLN. We may think of the constant as a probability distribution
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that has collapsed down to a point: we say that a random variable X is degenerate,
meaning that it is identically equal to a constant ¢, when P(Y = ¢) = 1. In this
situation the cdf of X is F(x) =0 for x < cand F(z) =1 for z > c.

Definition Suppose X1, X, ..., is a sequence of random variables and F;, is the
cdf of X,,. We say that X,, converges in probability to c if X,, converges in distribution
to the degenerate random variable X for which P(X = ¢) = 1. We often write this
as

X, — c.

The notion of convergence in probability is more general than the defintion above
indicates, but we do not need the general definition. There are also two stronger
notions of convergence, convergence in quadratic mean and convergence with prob-
ability one—but again we do not need these here.

Details: In applying convergence in probability, the criterion that is used
is the following.

Theorem A sequence X1, X, ... converges in probability to c if and only
if for every € > 0, P(|X,, —¢| > ¢) — 0 as n — oo.

Proof: This involves straightforward manipulations using the definition.
The details are omitted. O

6.2 The Law of Large Numbers

6.2.1 As the sample size n increases, the sample mean con-
verges to the theoretical mean.

The LLN is an accessible result, in the sense that its statement may be understood
without advanced mathematics. The proof is not especially difficult, and we include
it here, but we will regard it as an inessential detail.
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Theorem: The Law of Large Numbers If X, X5, ... is a sequence
of ii.d. random variables having a distribution with mean px and
standard deviation oy, then X converges in probability to ux, i.e.,

Xn i,U/X

The form of the LLN given here is sometimes called the “weak” law of large
numbers. The strong law instead says that convergence occurs with probability
1. However, considerably more machinery is needed in order to say this in precise
mathematical terms. Intuitively, “with probability 17 means that the convergence is
certain to occur.

Details: The proof will require the following lemma.

Lemma (Markov’s Inequality) Let Y be a positive random variable
on (A, B) with py = E(z) < oo. Then for any positive «,

P(Y >a) < ’%.

Proof of Lemma: Let us assume that Y is continuous. We have

PY >a)= / fy (z)dy

and
B B
a / fr(@)dy < / y v ()dy.

Combining these, and continuing, we then have
B
aP(Y>a) < [ yhlaldy

«@ B
< /A yfy(z)dy + /a yfy(z)dy
B

~ [ @y = EG)

A
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The case in which Y is not continuous may be handled by an analogous
argument. d

Proof of Theorem: We need to show that for any positive ¢ we may find
n sufficiently large that P(|X — x| > €) becomes arbitrarily close to 0.
We have P(|X — ux| > €) = P((X — ux)* > €?). Let Y = (X — ux)?,
note that E(Y) = 0% /n, and apply the Lemma to get

2

= g
P X — >€) < ——.
(1% - x| > ) < 5

This shows that for sufficiently large n, P(|X — pux| > €) becomes arbi-
trarily close to 0. O

6.2.2 The empirical cdf converges to the theoretical cdf.

We introduced the empirical cdf F, () in Section 3.3 and noted there that, for large
n, it approximates the cdf Fx(z) and illustrated the phenomenon in Figure 3.8. We
now relate this behavior to the LLN.

In the proof we need the following definition: for a random variable X, we let

the indicator variable I;x<,y be 1if X < x and 0 otherwise.

Theorem If X, X5, ... is a sequence of i.i.d. random variables then, for every

z, F,,(x) converges in probability to F(z).

Proof: Another way to think about F),(z) is that it counts the number of
random variables X; in the random sample X1, ..., X,, for which X; <z,
and then divides by n. This is the same thing as adding 1/n for each
of the X, variables that are less than x. Mathematically, we express
this counting operation using indicator variables. Consider a sequence
X1, Xs, ... of i.i.d. random variables with cdf F(z). We may write the
empirical cdf in the form

. 1 <&
Fo(z) = n Z Iixi<ay-
i=1
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We now use

P(X; <z)=F(x)

and apply the LLN. O

In addition to supplying the theoretical foundation for P-P and Q-Q plots, as
discussed in Chapter 3, this result is also the starting point? for the bootstrap method
of statistical inference, which we cover in Chapter 9.

6.3 The Central Limit Theorem

6.3.1 For large n, the sample mean is approximately nor-
mally distributed.

The LLN concerns only the large-sample tendency of X to get arbitrarily close to
px. The CLT describes the large-sample probability distribution of X. Actually,
we are speaking a bit loosely here: the LLN says that the distribution of X be-
comes degenerate at px; to get fluctuations that are described, approximately, by a
normal distribution we have introduce rescaling. Instead of X, the CLT describes
the behavior of the random sequence of variables Z,, in which X is standardized
by subtracting its mean and standard deviation (the standard deviation of X being

ox/v/n).

2 Actually, a stronger result is needed: the convergence is uniform in the sense that

sup |[Fu(a) = F(z)] =0

where sup,, is the supremum (least upper bound) over z. This holds when F(z) is a continuous
cdf, and in many other cases.
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The Central Limit Theorem: Suppose Xi, Xs,... is an i.i.d. se-
quence of random variables having mean px and standard deviation
ox, and let Z,, = \/n(X — px)/ox. Then Z, converges in distribution
to a normal random variable having mean 0 and variance 1, i.e.,

Z, 2 N(0,1).

Proof Outline: The CLT may be proved using the Fourier transform.
The Fourier transform of a pdf is called the characteristic function of
the distribution. If Xy, Xo,..., X,,,... is a sequence of random variables
with characteristic functions ¢, (t), for n = 1,2,... and ¢,(t) — o¢(t)
with ¢(t) being a characteristic function of the distribution of a random
variable X, then X, converges in distribution to X this basic result is
a version of the continuity theorem. Let us take ¢,(t) to be sequence
of characteristic functions of the distributions of the normalized sample
means Z,. Calculations show that ¢, (t) converges to the characteristic
function of a N(0,1) distribution; therefore, by the continuity theorem,
Z, converges in distribution to a N(0,1) random variable. O

The effects of the LLN and CLT are illustrated in Figure 6.1. For n = 4 the

distribution of )g' does not look very close to normal. However, as n increases the
distribution of X gets more tightly concentrated near the mean puy = .4 (a conse-
quence of the LLN) and it looks more and more normal (the CLT).

What we’ve just done is looked at the distribution of X for Bernoulli trials for

several values of n with p = 4. The distribution of nX is binomial and the picture
of its distribution would look just like the pictures we had for the distribution of X
except that the z-axis would be multiplied by n. In particular, as n gets large we
see that the distribution looks normal. This effect of the CLT may be considered an
explanation for the normal approximation to the binomial.

In fact, there are much more general versions of the CLT. It is worth stating one

of these in a somewhat vague form.
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Roughly speaking, if X1, X,,..., X, are independent random variables,
possibly having different distributions but with no individual X; making
a dominant contribution to the mean X, then for n sufficiently large,
the distribution of X is approximately normal with mean E(X) and
standard deviation /V (X).

The “no dominant contribution” phrase may be made precise as the Lindeberg
condition, and the CLT then follows. (See Section 27 of Billingsley, 1995.) This
version of the CLT helps to explain why the normal distribution arises so often in
statistical theory, and also why it seems to fit, at least crudely, so many observed
phenomena. It says that whenever we average a large number of small independent
effects, the result will be approximately normally distributed.

A detail: Another way to interpret the CLT uses entropy, as defined in
Equation (4.29). Among all distributions having mean p and standard
deviation o, the N(u,c?) distribution is the most disorderly possible, in
the sense of having maximal entropy. The CLT says that as the sample
size gets very large the distribution of the sample mean becomes as dis-
orderly as possible. This characterization provides an alternative way to
understand and prove the CLT. See Madiman and Barron (2007). (Madi-
man, M. and Barron, A.R. (2007) Generalized entropy power inequalities
and monotonicity properties of information, IFEE Trans. Information
Theory 53: 2317-2329.)

There are also versions of the CLT for non-independent variables, though they
are considerably more complicated. Those results typically require the sequence to
be stationary, as defined on page 515 of Chapter 18, and further limit the dependence
among the random variables X; and X, within the sequence as j — 7 increases. See
Billingsley (1995, Theorem 27.4) and also Francq and Zakoidn (2005). (Billingsley,
P. (1995) Probability and Measure, Third Ed., Wiley. Francq, C. and Zakoién, J.-
M. (2005) A central limit theorem for mixing triangular arrays of variables whose
dependence is allowed to grow with the sample size. Econometric Theory, 21: 1165—
1171.)
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6.3.2 For large n, the multivariate sample mean is approxi-
mately multivariate normal.

The multivariate version of the CLT is analogous to the univariate CLT. We begin
with a set of multidimensional samples of size n: on the first variable we have a sample
X1, X12, ..., X1y, on the second, X1, Xog, ..., X9y, and so on. In this notation, X;;
is the jth observation on the ith variable. Suppose there are m variables in all, and
suppose further that F(X;;) = w;, V(X;;) = o7, and Cor(X,;, Xix) = pji. for all
1=1,....m,j=1,....,m,and k = 1,...,m. As before, let us collect the means
into a vector p and the variances and covariances into a matrix . We assume, as
usual, that the variables across different samples are independent. Here this means

X;; and X, are independent whenever ¢ # h. The sample means

_ 1 <&
Xi = =) Xy
1 nj_l 15

may be collected in a vector

Multivariate Central Limit Theorem: Suppose X;, Xo, ..., X,, are
means from a set of m random samples of size n, as defined above, with
the covariance matrix ¥ being positive definite. For any m-dimensional

vector w define L
Zn(w) = Vnw' S 2 (X — p). (6.3)

Then for every nonzero m-dimensional vector w, Z,(w) converges in
distribution to a normal random variable having mean 0 and variance
1.
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More loosely, the multivariate CLT says that X is approximately multivariate
normal with mean g and variance matrix %Z. As in the univariate case, there are
much more general versions of the multivariate CLT.
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Chapter 7

Estimation and Uncertainty

7.1 Fitting Statistical Models

The examples in previous chapters, involving experimental settings ranging from
human and animal behavior, to neuroimaging, EEG and EMG, neural spike trains,
and in vitro recording, have illustrated the way statistical models describe regularity
and variability of neural data. All of these models involve free parameters. In
Example 1.5, on page 13, we reviewed the use of least squares in demonstrating an
approximately linear relationship between conduction velocity and nerve diameter.
Least squares is easy to understand and often works well for models of the form

Yi= f(r) + €.

But what about other situations? In Figure 3.7 of Example 3.5, on page 73, we
displayed fits of Gamma(a, ) distributions to histograms of ion-channel opening
durations, but we did not say how the parameters o and ( were chosen. A néive
approach to the problem of using the data to determine suitable values of parameters
might propose a particular method and argue for it on intuitive grounds. Accord-
ing to the doctrine of statistics, however, principles may be introduced and used in

175
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analyzing the performance of alternative methods. By demonstrating the proper-
ties of solutions under general conditions, statistical theory brings coherence to an
otherwise bewildering array of disparate problems. In this chapter, together with
Chapters 8 and 9, we present the key ideas.

We start with a traditional, though somewhat artificial, separation of two as-
pects of the fitting problem that are intimately connected in practice: estimation of
parameters and assessment of uncertainty. In Section 7.2 we formalize the process
of estimation and then give two alternative methods, the method of moments and
mazximum likelihood (ML ). In the 1920s Ronald Fisher proposed maximum likelihood
and demonstrated that it is optimal quite generally for large sample sizes. Fisher
also showed how uncertainty about the answer can be assessed, and an alternative
perspective was provided at about the same time by Harold Jeffreys using Bayes’
Theorem. It took roughly 50 more years to refine the early concepts to its full-
fledged modern incarnation and, in fact, new variants of algorithms continue to be
developed so that it may be applied to ever more complicated situations. In con-
texts where finitely-many parameter values completely specify! the statistical model,
implementation of ML estimation is conceptually straightforward while, from a the-
oretical perspective, ML estimation is also provably unbeatable—mno other method
offers better performance, for large samples. ML estimation has, therefore, become
the dominant approach to parameter estimation. We will review basic properties
and uses of ML estimation in Chapter 8.

In Section 7.3 we discuss confidence intervals. In Chapter 1, on page 16, we
described the use of a confidence interval to assess the uncertainty associated with
responses of patient P.S. when forced repeatedly to choose between pictures of burn-
ing and non-burning houses; we noted that an approximate 95% confidence interval
for her propensity to choose the non-burning house was (.64,1.0) and we concluded
it was not very likely that she was choosing them with equal probabilities (a propen-
sity of .5); instead, she apparently saw the two complete pictures without conscious
awareness of processing their left ends, which is where the fire appeared. As a data-
analytic tool, confidence intervals have become straightfoward to use in many, varied
situations. We treat several simple yet important problems in Section 7.3 and sup-
plement with more general methods in Chapters 8 and 9. As one thinks harder
about interpretation, the subject gets somewhat more subtle. We review the issues
in Sections 7.3.8 and 7.3.9. On the other hand, confidence intervals are fundamental

'From the point of view of the mathematical theory, a nonparametric method does not eliminate
the parameters but rather makes them infinite dimensional.
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to statistical practice and, from a contemporary standpoint, they seem very natural.
Seen in historical context, the introduction of confidence intervals by Jerzy Neyman

in the 1930s was quite ingenious, and a giant leap forward.

One of the ways confidence intervals are found in conjunction with maximum
likelihood is to apply the bootstrap, which is discussed in Chapter 9. As additional
motivation for the discussion in this and subsequent chapters, here is a concrete
example where these methods have been used in fitting a statistical model of mental

processes.
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Figure 7.1: Data from three subjects, together with fits of a model for probability of
letter identification as a function of exposure duration. From Bundesen (1998).

Example 7.1 A Model of Visual Attention Visual attention model Experiments
on visual attention often study the ability of subjects to see and remember multiple
objects that are exposed to them for a very short time. Following Sperling (1967),
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Bundesen and colleagues developed a quantitative theory of visual attention (Bun-
desen, 1998) (Bundesen, C. (1998) A computational theory of visual attention, Phil.
Trans. Royal Soc. London, B, 353: 1271-1281.) according to which, objects in the
visual field are compared with representations in visual memory, and if the compari-
son is completed prior to the end of visual exposure, the object is recognized. In this
theory the time taken to process and store an object identity is a random variable.
For object ¢ call this random variable X;. The processing is considered to begin after
a latency of length ¢y, so that if ¢ is the total time an object is displayed then the ith
object is recognized if X; <t — t5. Bundesen assumed X; ~ Exp();). Letting f;(z)
and F;(x) be the Exp();) pdf and cdf, for exposure of length x =t — to, F;(t — to)
is the probability of object recognition success and 1 — F;(t — to) is the probability
of object recognition failure. Suppose S is the stimulus set and let R denote some
particular subset of objects that are recognized. If the subject’s memory capacity
is not exceeded, and if recognition of object ¢ is independent of recognition of all
other objects (and this is true for every ), then the probability that the subject
will recognize all objects in R, and fail to recognize all objects not in R (i.e., fail to
recognize those in the complement, which may be written S — R), is given by

Ps(R) =[] F(t—to) ] (1= Fi(t—t0)). (7.1)

i€R jeS—R

This model has several unknown parameters (the encoding rates J\;, the latency
to, and the memory capacity) which must be determined in order to compute the
probabilities and compare them to data. Figure 7.1 displays fits of the model to data
from three subjects. The model fitting was performed by the method of maximum
likelihood, and uncertainties associated with each of the parameters of interest may
be obtained by bootstrap methods. See Kullingsbaek (2006). (Kullingsbaek, S.
(2006) Modeling visual attention. Behavioral Research Methods, 38: 123-133.) O

7.2 The Problem of Estimation

In order to fit a model to data, a parameter or set of parameters needs to be de-
termined. Following a convention in the statistical literature, we use 6 to denote a
generic parameter. In much of our initial discussion we will focus on the case of a
single, scalar parameter, but in most real-world problems 6 becomes a vector. For ex-
ample, in fitting a Gamma(«, $) model we would be taking § = («, ) and we would
speak of “the parameter” 6 in place of “the parameters” « and . The problem of



7.2. THE PROBLEM OF ESTIMATION 179

estimation is to determine a method of estimating 6 from the data. To constitute a
well-defined method we must have an explicit procedure, that is, a formula or a rule
by which a set of data values x1, 2, ..., x, produces an estimate. We consider an
estimator to have the form T = T'(Xy, Xs,..., X,,), i.e., the estimator is a random
variable derived from the random sample. The properties of an estimator may be
described in terms of its probabilistic behavior.

Before presenting the method of moments and maximum likelihood, we need to
make two comments on notation. First, when we write 7" = T'(Xy,..., X,,) we are
using capital letters to indicate clearly that we are considering the estimator to be
a random variable, and the terminology distinguishes the random “estimator” from
an “estimate,” the latter being a value the estimator takes. Nonetheless, neither
we nor others in the literature are systematically careful in making this distinction;
it is important conceptually, but some sloppiness is tolerable. Second, we often
write 0* or 6 for the value of an estimator, so we would have, say, T = 6. The
latter notation, using 0 to denote an estimate, or an estimator, is very common in
the statistical literature. Sometimes, however, 0 refers specifically to the maximum
likelihood estimator (MLE). This is another potential source of confusion, which the
context should clarify.

7.2.1 The method of moments uses the sample mean and
variance to estimate the theoretical mean and vari-
ance.

We have already indicated that ML is the dominant approach to estimating a pa-
rameter vector #. For various reasons, however, other methods are sometimes used.
In this section we present one of these other methods, the method of moments, which
preceded the development of ML and is still used for some purposes. The idea is
simple: to fit a probability distribution to a set of data we equate the theoretical
mean and variance to the sample mean and variance and then solve for the unknown
parameters.
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Illustration: Fitting a gamma distribution On page 145 we noted that the

mean and variance of a Gamma(cq, ) random variable are

II"L:

o @le

ot =

@.
We may solve these for § and a: dividing the first equation by the second we get
_ .
ﬁ - 27

squaring the first and dividing by the second we get

go= 5
82
S

O

The method of moments is, in some cases, like the gamma, quite easy to apply.
In principle, higher-order moments could be used (e.g., E(>_(X; — u)?) could be

equated to the sample analogue), though this is rare in practice.

7.2.2 The method of maximum likelihood maximizes the
likelihood function, which is defined up to a multi-

plicative constant.

To introduce maximum likelihood estimation, let us begin by framing the estimation
problem concretely, using the binomial, and let us write the binomial pdf in the form

staloy = (Moo
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which was previously denoted by f(z) = P(X = z), with p replacing §. Here the
notation f(x|f) is used to imply that we are examining the pdf of X given the value
of 6. The binomial pdf describes the probabilities to be attached to varying possible
values X = x for a given fixed value of #. That is, once we plug in a value of 6 we
have completely determined the pdf for all values of x. The problem of estimation,
however, attempts to find a sensible guess at # given that X = x has been observed.
It thus reverses the situation: instead of assuming a value for § and finding values of
x, we must assume a value of X = x and come up with a value of 6. In this sense,
it is involves an inverse or inductive form of reasoning. The method of maximum
likelihood chooses the value 6 of 6 that assigns to the observed data x the highest
possible probability: X
f(x|0) = max f(x]6).

In the binomial problem we will, below, show that 6 = x/n. In other words, maxi-
mum likelihood estimates the theoretical proportion (or propensity) 6 by the observed
proportion x/n.

A detail: Why do we call 6 a theoretical proportion? We have that X/n
is the mean of n Bernoulli trials, each having probability 6 of being 1. By

the law of large numbers
X p

N
n

so that @ is, roughly speaking, the proportion of 1s observed in infinitely
many trials. In this sense we can say that 6 is a theoretical proportion.
O

To understand the maximum likelihood idea better we consider what the pdf
f(z]0) tells us about the various possible values of 6. To do this we invert its
functionality by thinking of f(z|f) as a function of # rather than of xz. That is,
having observed X = z, we fix x in the pdf f(z|f) and then consider how each
different choice of 6 produces a different probability f(x|¢). We do not regard this as
an intuitively obvious thing to do. It becomes much more intuitive from a Bayesian
point of view, as we mention in Section 7.3.8. For now we ask the reader to bear
with us and make sure to understand what we mean.

The distinction we are trying to draw here, between f(x|f) as a function of x and
f(x]0) as a function of 0 is illustrated in Figure 7.2, which displays the binomial pdf
viewed both ways when n = 4: first (on the left) as a function of x when 6 = .5 and
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Figure 7.2: Comparison of pdf f(x|0) when viewed as a function of x with 0 fixed at
0 = .5 (on left) or of @ with x fixed at x = 1 (on right). On the right-hand side, the
pdf is evaluated for 99 equally-spaced values of 6 from .01 to .99.

then (on the right) as a function of § when z = 1. First, when 6§ = .5, the pdf is
evaluated for 5 possible values of z: 0, 1, 2, 3, 4. These are all the possible values
of z. (When n = 4, these are all the possible values of = regardless of the value
of 0, as long as it is a permissible value, i.e., it is between 0 and 1, which is often
written 6 € (0,1).) When = = 1 and the pdf is regarded as a function of 6 there is a
whole continuum of possible values of 6 in (0,1). In the second part of the figure we
set x = 1 and the pdf is evaluated for 99 values of €, among all the possibilities for
0 € (0,1). There is nothing of interest about the contrast between the picture on the
left and the picture on the right except that the two representations are conceptually
different.

When the pdf is considered as a function of the parameter 6 rather than the values
x of the random variable, it is called the likelihood function. We will denote it by
L(#). (Other notations are variations on this; all authors use some form of the letter
“L.”) The mazimum likelihood estimator (MLE) is the value of # that maximizes
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L(0). We will denote it? by 6.

So far, we have discussed the pdf and likelihood based on a single (scalar) ran-
dom variable. The concept generalizes immediately to vectors. In fact, one would
typically have a vector of observed data x = (z1,...,x,) that has a joint pdf
f(z]0) = f(xq,...,2,]0). In the subsequent parts of this chapter we will take x
to be a vector, often corresponding to a sample of data, and regard as a special case
any application when it becomes a scalar.

Note that the value of # maximizing L(6) is the same as the value of § maximizing
¢ - L(0) for any positive constant c. We therefore always understand the likelihood
function to be defined only up to a positive constant. Thus, we may write L(f) in
proportionality form

L(0) o< f(x|0)

and choose the constant for arithmetic convenience.

Illustration: Binomial likelihood We may write the binomial likelihood
function as

L(6) = 6(1 — O)"=.

Here, in going from the pdf to the likelihood function we have omitted the factor (Z)
because it does not involve 6. O

From the second part of Figure 7.2 it is apparent that when x = 1 the MLE is
0 = .25, which is an instance of the formula § = x/n. To find the maximum, more
generally, some combination of analytic (calculus-based) and numerical methods may
be used. In the simplest problems, analytic methods suffice. In either case, however,
it is easiest to begin by taking logs, because the value maximizing log L(6) is the
same as the value maximizing L(f), and because the pdf typically has a product
form which is thereby converted to a sum. Suitably enough, the log of the likelihood
function is called the loglikelihood function. We denote it here by £(6):

0(0) = log L(6).

Note that in writing a formula for ¢(6) we may omit any additive terms that do not
involve 0, because these become multiplicative constants in L(f) and do not affect
the maximization.

2There is some potential for confusion because, as we said on page 179, in the literature the
“hat” sometimes denotes a generic estimator and sometimes specifies the MLE.
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Illustration: Binomial MLE. To derive the general form § = x/n for the
MLE we begin with the loglikelihood function

0(0) = xlogh+ (n —x)log(l — 0)

where we have omitted the term log (Z) because it does not involve #. To maximize
this function we set its derivative equal to zero and solve:

n—=x

z
0 1-46

0=10(0) =

so that
z(1—0)=(n—1x)0

which gives the solution

P
0=-.
n
It is also easy to check that ¢”(9) < 0, which verifies that 0 is a maximum. O
Illustration: Normal MLE. Suppose we have a sample zi,...,x, from a

N(6,0?%) distribution, where o is known and the problem is to estimate §. The ith
normal density has pdf

x;|0) = exp(———
1) = —— exp(~ )
and the random variables Xy, ..., X,, are independent, so the joint pdf is

flan,. . xal0) = J]filo)

From this, the loglikelihood function is

w = -y

1 <,
202 =1
= -2+ R

202
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where R is a term that does not involve 6. Because the loglikelihood function is
defined only up to an additive constant, we have

I LR T
0(0) = —ﬁ(e — 270). (7.2)
Setting its derivative equal to 0 we obtain
n _
so that 6 = 7. O

7.3 Confidence Intervals

7.3.1 For scientific inference, estimates are useless without
some notion of precision.

In Example 1.4 P.S. preferred the non-burning house about 80% of the time. How-
ever, this information by itself is not enough to say anything useful about her pref-
erences: 4 out of 5 trials would also provide a preference for the non-burning house
80% of the time, as would 80 out of 100 trials. But 4 out of 5 is far different than 80
out of 100. With 100 trials we could say pretty accurately what her preference rate
is, while with 4 out of 5 it would not be clear that this is different than guessing.
In scientific contexts, an estimate is useless unless we have some idea how accurate
it is. One need not always drag around a standard error or confidence interval, and
it is common to speak in terms of estimates without stating uncertainty; however,
this convention assumes the uncertainty to be small relative to the size of the effects
under discussion. It is important to include a statement of uncertainty whenever the
uncertainty is non-negligible. In our judgment, inclusion of uncertainty should be
considered the rule rather than the exception. We keep returning to Example 1.4
precisely because 14/17 is intermediate between the obvious situations where one
doesn’t need uncertainty (80/100) and where the estimate is hopelessly uncertain
(4/5). Even a trained statistician might have some trouble saying correctly where
14/17 falls in this continuum without doing some calculations. So let us look at
14/17 = .82 and ask, “How much error is there in this estimate?”

At first glance it appears impossible to answer this question: if we knew 6 then
the error in estimating it with 6 would be 6 — 0; but we don’t know 6, which is
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why we are trying to estimate it. Nonetheless, even though we can not say precisely
how big the error is, we can use probability and say something about the likely
magnitude of error. This is usually quantified with the standard error. The idea
begins with the recognition that every estimator 7' = T(X;, Xo, ..., X,,) exhibits
variation. That is, if we were to examine T across many different samples we would
get many different values. Because Xi,...,X,, are random variables having some
probability distribution, 7" is a random variable. A simple summary of the magnitude
of the variation of 7' is its standard deviation

or = \/W (7.3)

This is almost, but not quite, the standard error of 7'. The problem with formula
(7.3) is that V(T') is typically not known and so itself must be estimated from the
data. We illustrate in the context of Example 1.4.

Example 1.4 (Continued, see page 16) Let Y ~ B(n,p) and note that the
usual estimator of p is sample proportion 7= p = Y/n. Because V(Y) = np(1 — p)
we have V(T') = p(1 — p)/n. Thus, we have the formula

1—
op = PEZ2) (7.4)

n
The formula in Equation (7.4) quantifies the variation we can associate with the
observed proportion p = 14/17 = .824. However, we can not compute a numerical
value for o from Equation (7.4) because we do not know what value of p to use.
The obvious solution is to substitute p for p in Equation (7.4). When we do this we

obtain the standard error for the binomial proportion
A p(1 —p)

SE(p) = — (7.5)

Applying this to the data from P.S. we get

H(l _ E)

SE = 17 _

We then typically write the estimate in the form .824 4+ .092, with the + indicating
that the likely variability in the estimate is .092. When, instead, we write p + 2SF
we get the confidence interval (.64, 1.0), reported on page 16. O

The general procedure for computing the standard error is, in essence, the same
as in the binomial case. To emphasize the substitution of the estimated parameter



7.3. CONFIDENCE INTERVALS 187

for the unknown paramater we define the standard error of an estimator 7" to be of
the form

SE(T) = /V(T) (7.6)

with the hat on V indicating that we have estimated the variance. In fact, definition
(7.6) is very general in the sense that it does not specify how we estimate the variance.
As we will see in Chapters 8 and 9, several different methods are used to obtain
variance estimates. We have used T in (7.6) to emphasize that it is a random
variable, but in an alternative notation we use more often we may rewrite (7.6) as

One note on terminology: the term “standard error” is sometimes used to refer to
the standard error of the mean, as in Equation (7.17), which is a special case of (7.6).

It is very common practice to report an estimate together with its standard error
in the form

0+ SE(H).

This gives a simple, rough sense of how accurate the estimate is. A more refined
statement comes from the use of a confidence interval. In general terms, a 95%
confidence interval (CI) for a parameter 6 is an interval of the form (L,U) (L for
lower, U for upper), where L = L(X;,...,X,,) and U = U(X4,...,X,) are random
variables derived from the data and

P(L<6<U)=.95. (7.7)

This rather abstract definition becomes clear by examining particular problems, as
we do below. In words, Equation (7.7) says that if § were the value of the unknown
parameter, the probability that the interval would include this unknown value is 95%.
The probability .95 is the level of confidence associated with the interval (L, U).

In many applications an estimator 0 follows an approximately normal distribution
(because estimators may often, at least approximately, be written in the form of the
mean of some random variables). This is a tremendous simplification because it
gives a simple method for finding L and U in (7.7). According to the 2/3-95% rule
(page 138), from the approximate normality of 0 we may get an approzimate 95%
confidence interval (L,U) by taking L = 6 — 2SE(0) and U = 0 + 2SE(6), that is,

approx. 95% CI = (0 — 25E(0),6 + 2SE(A)). (7.8)
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The ingeniously simple construction that drives confidence intervals is most easily
understood in the case of estimating the mean of a normal distribution, which we
consider in Section 7.3.2. We then give some justification for the more general form
in (7.8) on page 195.

7.3.2 Estimation of a normal mean is a paradigm case.

Suppose X1, ..., X, is a random sample from a N(u, c?) distribution with the value
of o known. Here, for notational ease, we drop the subscript X from p and 0. Note
that ;2 may be estimated by the sample mean X and in this special case V(X) = 02 /n

so that the standard error is -

SB(X) = 7 (7.9)

Theorem If X1, ..., X, is a random sample from a N(u,o?) distribution, with
the value of ¢ known, then

X ~ N(u, (SE(X))?) (7.10)
where SE(X) is given by (7.9).

Proof: Let 1,.. be the n-dimensional vector with all components equal to 1. Ac-
cording to the definition of a random sample, the random variables in the sample are
independent. Because X1, ..., X, is a random sample from a N(u,o?) distribution,
the vector X = (X,...,X,,) is, therefore, multivariate normal with mean p1,.. and
variance matrix o1, where I, is the n x n identity matrix. Note that

-1
X=-1" X (7.11)

n
From the definition of multivariate normality on page 151 (which used Equations
(4.22) and (4.23)) we have that 17, X is normally distributed with mean 17, 11,.. =

np and variance 0217 I,1,.. = no?. Multiplying by 1/n and using (3.6) and (3.7),
with a = 1/n and b = 0, we have
2

1 o
17 X ~ N(u, —). 7.12
e (14, n) (7.12)

Combining (7.12) with (7.11) gives

X ~ N, D) (7.13)
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which is (7.9). O

Theorem If Xy,..., X,, is a random sample from a N(u, o?) distribution, with
the value of o known, then the interval (X —2-SE(X), X +2-SE(X)) is a 95% CI
for p, where SE(X) is given by (7.9).

Proof: We must show that
P(X-2-SEX)<u<X+2-SE(X))=.95. (7.14)

From (7.13) we have

o _
Plpu—-2—<X < 2 =.95. 7.15
(n-2-m <X <pt20) (7.15)
We observe
o - o X
po2 =S X Spt2 \UN%HQ
o - o

X—-2—=<pu<X+2—.

< N n< X+ n
Therefore, (7.15) gives (7.14). O

The beauty of confidence lies in the simple manipulations, given above, that allow
us to reason from (7.15) to (7.14). We take the description of variation given in (7.13)
and convert it to a quantitative inference about the value of the unknown parameter

I

7.3.3 For non-normal observations the Central Limit Theo-
rem may be invoked.

Now suppose X1, ..., X, form a sample from a distribution with mean p and standard
deviation o, with the distribution not necessarily normal. For simplicity, suppose
again that o is known.

By the CLT we have

VX —p) Z N0, 1).
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We now apply the same manipulations used in deriving (7.15). We have

X —p

P(Ia/\/ﬁ

| <2)~.95

and, in turn, this is equivalent to

= o

HX—2W5

o

vn

<pu<X+2——)~.95. (7.16)

Therefore, for n sufficiently large, Equation (7.16) provides an approximate 95% CI.
Written slightly differently, an approximate 95% CI is given by X £2-SE(X), where
SE(X) = ¢/y/n. The important point here is that we do not require the distribution
of the data to be normal, yet we still get a quantitative inference based on asymptotic
normality of the mean because of the CLT.

7.3.4 A large-sample confidence interval for i is obtained
using the standard error s/ /n.

In Sections 7.3.2 and 7.3.3 we assumed o was known. This was for purely pedagogical
purposes. In practice, o is almost always unknown and, as a consequence, we don’t
have a value to plug in when we want to calculate SE = o /4/n. The way to proceed,
however, is pretty clear. As in the binomial standard error formula (7.5), we simply
replace o with an estimate, the obvious estimate being the sample standard deviation
s. In the scenario envisioned in Section 7.3.3, with ¢ unknown we replace it with s
in o/y/n to get the standard error of the mean,

SE(7) = % (7.17)

and from this we obtain a more practical version of (7.16) for our approximate 95%
CI. Because we state the result in terms of probability, we replace the observed value
s with its random-variable counterpart S.
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Result If X;,..., X, is a random sample from a distribution
having mean p and standard deviation o, and n is sufficiently
large, then an approximate 95% CI for u is given by z+2-SE(Z),
where SE(Z) is given by (7.17), i.e., for n sufficiently large,

S _ s
P(X — 2= <n< X+ 2ﬁ) ~ .95. (7.18)

This result follows from manipulations similar to those used in deriving (7.14) and
(7.16). In establishing (7.16) we applied the CLT. The following theorem modifies
the CLT used in Section 7.3.3 by replacing o with S.

Theorem Suppose Xi,..., X, is a random sample from a distribution having
mean 4 and standard deviation o. Assume E ((X; — pu)*) < oo, let S,, be the sample
standard deviation calculated from X, ..., X,,, and let Y,, = \/n(X — u)/S,. Then,
as n — 00, we have

v, & N(0,1).

Details: In order to prove the theorem we first need two lemmas.

Lemma 1 Let X1,...,X,,...beiid. sequence for which £ ((X; — u)?) <
oo and let S, be the standard deviation calculated from X,..., X,,. Then

we have
Sp — 0. (7.19)

Proof: Let V; = (X; — p)?, so that Y = 23" | ¥;. Note that E(Y;) = 0%
and, from (3.8), V(Y;) = E ((X; — u)*) — 0% which shows that V(Y;) < oo
so that the law of large numbers may be applied. By the law of large
numbers we have that Y converges to 0%. Because n/(n — 1) — 1, we
also have that %Y converges to ¢ in probability. But S, = ﬁ?. O

Lemma 2 (Slutsky’s Theorem) If U, converges to ¢ in probability
and V,, converges to Y in distribution, then U,V,, converges to cY in
distribution.

Proof: The proof of this result, while straightforward, involves quite a bit
of detailed manipulation. We omit it. (See Bickel and Doksum (2001),
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Theorem A.14.9. Bickel, Peter J. and Doksum, Kjell A. (2001) Mathemat-
ical Statistics: Basic Ideas and Selected Topics, Vol. 1, Prentice-Hall.)
O

Proof of Theorem: By the CLT Z, = v/n(X — p)/o converges in distri-
bution to N(0,1). Applying Lemma 1 we have that S, converges to ¢ in
probability or, equivalently, o/S,, converges to 1 in probability. Writing
U, =0/S, and V,, = Z,, and noting that Y,, defined in the statement of
the theorem satisfies Y,, = U, V,,, we may apply Lemma 2 to obtain the
desired convergence in distribution. O

Example 3.4 (continued from page 160) Motor cortical neuron spike counts
On page 160 we considered spike counts from a motor cortical neuron across 60
trials, each spike count being recorded during a 600 millisecond interval. The mean
spike count across the 60 trials was 13.63 spikes. Converting the counts to firing
rates (by dividing by .6 seconds), we get a mean of 22.72 spikes per second and a
standard deviation of 7.17 spikes per second. This gives a standard error of

SE = 93.

3l

We might then report the firing rate of this neuron, under the particular experimental
condition, to be 22.72 (4.93) spikes per second. An approximate 95% confidence
interval for the firing rate is then (20.8,24.6) spikes per second. O

The result is tremendously important in practice. However, it leaves open the
question of how large the sample must be in order for the approximation to be good,
i.e., for the probability of coverage (the probability the interval will cover u) to be
nearly .95. There is no universal answer to this question. Because we have the exact
result in (7.14), this approximation tends to be good for moderate-size samples when
the data are nearly normal. It may not be very good in moderate-size samples with
strongly non-normal data. This is why it is important to check normality. The
small-sample case is more problematic. We mention it again in Section 7.3.10.
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7.3.5 Standard errors lead immediately to confidence inter-
vals.

We now return to the general form for an approximate 95% CI given by (7.8) and
derive it. First we consider the special case of the binomial probability p. Recall
that if Xy,..., X, are Bernoulli trials with probability p, and if Y = 3" | X;, then
Y ~ B(n,p). We have Y/n = X, E(X;) = p and V(X;) = p(1 — p) so the CLT gives

VX Z0) by 1), (7.20)

D)

and, multiplying through the inequalities by ;;(17—7 we have

P(X—Q- p(l—p)

<p< X+2-
n n

Here p is unknown. Using X as an estimator of p we replace p by X and get

n n

) &~ .95 (7.21)

which is (7.8) for the binomial case, where the standard error is given by (7.5). The
replacement of p with p in the standard error formula is analogous to the replacement
of o with s in Section 7.3.4. The binomial case is sufficiently important that we state
it formally, rewriting (7.21) in terms of p, where p = X so that the standard error is

SE(ﬁ) — /Pa=p)

n
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Result If Y ~ B(n,p) then p may be estimated by p = Y/n

with standard error SE(p) = \/@. For large n, an approxi-
mate 95% CI is given by

pE2-SE®p),
meaning that for n sufficiently large we have

P(p—2-SE(p) <p<p+2-SEp)) ~.95. (7.22)

Details: To justify the replacement of p with p we first note that the LLN
gives us

XLy
Then, by Slutsky’s Theorem (page 191), X(1 — X) converges to p(1 — p)
in probability and, from (7.20), we have

VX —p) p N(0,1)
X(1-X) ’

which gives (7.21).

To generalize this argument we consider the problem of estimating a parameter
vector € in some probability model using an estimator 7,, = T(Xy,...,X,). We
have written the subscript n on 7" to indicate that we are examining its behavior
as n — o0o. Two things drove the derivation of (7.22) above. First, the CLT was
invoked to produce the approximate normality of X according to (7.20) and, second,

in the standard deviation M, p was replaced by p (which was justified by the

convergence of X to p in probability). If we assume these two phenomena apply then
we obtain (7.8) according to the following theorem.

Theorem If 7}, is an asymptotically normal estimator of # satisfying

(Tn B 9)

D
N(0,1
L2 AN

and o7, satisfies

or, p
T, P

- T,
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then we have
(Tn _ 9)

D

N(0,1).
&Tn - ( Y )
Proof: This follows by Slutsky’s theorem (page 191), as in the binomial case. O

We now re-state the theorem as a “result,” by putting it in a form that is less
precise mathematically but more useful in practice.

Result If T, is an asymptotically normal estimator of # satis-

fying
(Tn - 9)

T,

n

Z N0, 1) (7.23)
and o7, provides the standard error of 7}, in the sense that

or, P
— 1
or,

n

then
approx. 95% CI = (T,, — 207, T, + 267,)

which may also be written, equivalently, in the form (7.8), i.e.,

approx. 95% CI = (0 — 2SE(A),0 + 2SE(H)).

The method given by (7.8) is widely applicable because (i) lots of estimators are
approximately normally distributed, as in the first assumption of the theorem, and
(ii) there are good ways to get standard errors, as in the second assumption of the
theorem. The useful “result” is imprecise because of the approximation. The precise
statement is in the theorem. This degree of imprecision, and the unclear relevance
of arguments that treat the sample size n as sufficiently large, or essentially infinite,
are core components of the bond between theory and practice in data analysis.

A Detail: An additional consequence of (7.23) returns us to the char-
acterization, on page 186 of the standard error. After saying that the
standard error represents the likely magnitude of error T'— 6 we then dis-
cussed standard error as estimating the standard deviation of 7', which
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is not the same thing. It is in principle possible for the estimator 7" to
be systematically wrong (being close to, say, 6 + 10 instead of #) and yet
have a small variance; in this case the standard error would not represent
the likely magnitude of error. When (7.23) holds all is well: it says that
T — 6 is approximately normally distributed with mean 0 and approxi-
mate standard deviation o7, , so that or, is indeed the likely magnitude
of error. This notion of standard error is justified because (7.23) holds in
a variety of commonly-found cases.

An important kind of application of (7.8) arises when we have two parameters
¢ and ¢9 and we are interested in the magnitude of their difference 6 = ¢; — ¢. If
we have two independent estimators 77 and T (we could write T}, and Ts,, but
are suppressing the dependence on the sample sizes ny and ns) with standard errors
SEl and SEQ then

V(T) = SE}

for j = 1,2 and, by independence (see Equation (4.4)),

V(T, —Ty) = SE? + SE2,

SE(Ty —Ty) = \/SE? + SE2. (7.24)

This expression provides the standard error needed to produce a confidence interval
for the difference 6 = ¢; — ¢o, according to (7.8).

and we get

Example 7.2 Test-enhanced learning Tests are used to assess whether students
have learned subject-matter material. A line of research has emphasized the addi-
tional value of testing as a way to enhance learning (Karpicke and Roediger, 2008).
(Karpicke, J.D., and Roediger, H.L. (2008) The critical importance of retrieval for
learning, Science, 319: 966-968.) The idea is that when students are tested, they
recall information and thereby reinforce memory of it. In one study, Roediger and
Karpicke (2006) (Roediger, H.L., and Karpicke, J.D. (2006) Test-enhanced learning,
Psychological Science, 17: 249-255.) had subjects read a short passage and then get
tested on it after a delay period during which they would forget some of the material.
Let us call this test the assessment test. After reading but before the assessment
test there was an experimental manipulation: some subjects were asked to restudy
the text, while other subjects were instead given a learning test, identical to the as-
sessment test. These tests simply asked the subjects to write down everything they



7.3. CONFIDENCE INTERVALS 197

o -—
<
N —
o T T 1 T 1
0 5 10 15 20 25 30
SSSS
o -—
<
N —
o T T T ‘ 1
0 5 10 15 20 25 30
SSST

Figure 7.3: Histograms of test-enhanced learning data. Data are assessment scores
(number of recalled idea units, out of a maximum of 30) for 30 subjects under the

SSSS condition (TOP) and the SSST condition (BOTTOM). Data courtesy of J.D.
Karpicke.

could remember about the passages. The tests were scored according to the number
of “idea units” correctly recalled. A key part of the study focused on retention of the
material following a delay period of 1 week, asking whether the learning-test group
retained the material better than in the restudying group.

After finding strong evidence of a benefit from testing, the authors did a second
experiment, using four study or testing sessions. In one condition, labelled SSSS,
there were 4 study sessions, and in another, labelled SSST, there were 3 study sessions
followed by a testing session. The assessment administered following a delay of 1 week
had a maximal score of 30 idea units. Data from 60 subjects, 30 in each of the SSSS
and SSST groups are displayed in Figure 7.3.
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For the data displayed in Figure 7.3 the means were 11.9 and 16.7 idea units,
with medians 12 and 16 idea units, and lower and upper quartiles (8.25, 15) and
(11.25, 21) idea units. It appears that the SSST scores tend to be higher than the
SSSS scores. To formalize the comparison, we consider the population mean scores
under these two conditions. If we let X;; be the score of the ith subject in the SSSS
condition and Xy; be the score of the ¢th subject in the SSST condition and if ;; and
1o are the mean scores within these two conditions, we may estimate the difference
0 = py = po. Applying (7.8) with (7.24) we first used (7.17) to obtain SE; and SEs,
and then (7.24) gave

idea units. We then found the approximate 95% confidence interval to be
11.9 - 16.7 £ 2(1.5) = —4.8 £ 3.0

which produced the interval (1.8,7.8) as the estimated mean number of additional
idea units recalled in the SSST condition, compared with the SSSS condition. O

7.3.6 Estimates and standard errors should be reported to
two digits in the standard error.

We recommend rounding standard errors to two leading (nonzero) digits, and then
rounding the estimate to match the standard error. For example, if we found an
estimate to be 5.582 and the standard error to be .207 we would report the result as
5.58 £.21. Our reasoning is as follows. On the one hand, it is generally good to avoid
too many digits both because numbers with many digits become hard to read, and
also because extra digits may imply more accuracy than is present in the results. In
this illustration, because the standard error is .21, the second digit in the estimate is
already very uncertain: the 95% CI is (5.1,6.0) so we really don’t know much about
that second digit. We could report only a single digit in the standard error, but
we prefer to report two because a standard error of .249 is quite a bit larger than
a standard error of .151, yet to single-digit accuracy both would be rounded to .2.
No rule is perfect, but it seems to us that reporting standard errors to two digits,
but not more, is a good idea. Thus, in Example 1.4 on page 186 we reported the
estimate p of the propensity p to be .824 +.092, and in Example 3.4 on page 192 we
reported the firing rate of the M1 neuron to be 22.72 £.93 spikes per second.
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7.3.7 Appropriate sample sizes may be determined from de-
sired size of standard error.

In Example 1.4, based on the confidence interval reported on page 16, the results
seemed conclusive but, in some situations, we would like even stronger evidence. A
natural question is then, How much data would we need to achieve a decisive result?
By assuming preliminary data give us a good idea of what to expect, we can answer
this question. In the case of Example 1.4, we found p = .824 with SE = .092. If
we assume p is, in fact, somewhere around p, the way we would obtain stronger
evidence is by decreasing the standard error. In general terms we proceed in two
steps. First, we determine how small we want the standard error to be. Writing our
current standard error as SE; and our desired standard error as SFE,, we then write
an expression that tells us how big a sample size we would need in order to reduce
SE1 to SE2

The key extra assumption is that the standard error tends to decrease as /n.
This holds for many estimators, including MLEs (which follows from the discussion
in Section 8.4.3). Let us suppose that SF; is based on a sample of size n; and we
wish to determine the sample size ny that would give us SFE5. Because we want the
standard error SE; to decrease by a factor SE1/SE, (e.g., if we want SE5 to be half
the size of SE; we want to decrease SE; by a factor of 2), we write

Sk _ [
SEQ— 1

2

and solve for ny, which gives

If, for instance, we wanted to decrease the standard error by a factor of 2 we would
have to multiply our current sample size by a factor of 4. This is just a restatement
of the y/n decrease in the standard error, with (7.25) providing the explicit formula
we would use to compute ny in practice.

Using confidence intervals, the simple rule® in Equation (7.25) is about as far as we
can go. An investigator may wonder about step one, the choice of the “desired” SFEj.

3More complicated formulas exist; however, the uncertainties involved in replicating results when
collecting more data are often much larger than any extra precision one might gain from a more
detailed calculation.
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The selection of SEy; must be determined by careful thinking about the scientific
issues involved in the particular case at hand. The desired size of the standard
error in Example 3.4, page 192, for instance, depends on the way the information
about spike counts will be used as part of the overall project. In Example 3.4 a
relatively large number of trials were collected because the experiment was part of
a comparative study in which relatively small differences across conditions appeared
possible—yet still would have been of interest. According to the standard error on
page 192, the firing rate was determined within about 41 spike per second. If 15
trials had been used instead of 60, according to the y/n law and (7.25) we would
expect an accuracy of only about +16 spikes per second, and for a mean rate of
around 20 spikes per second this seems to be a rather large uncertainty unless the
neural response was drastically changed under the alternative condition. On the other
hand, such statistical consideration always must be balanced against experimental
constraints.

7.3.8 Confidence assigns probability indirectly, making its
interpretation subtle.

Here are two interpretations of the confidence interval found for the propensity p of
P.S. to choose the non-burning house:

Interpretation A: If p were the true value, then the probability that the
interval given by (7.22) would contain p is approximately 95%. Based on
the data from P.S., the approximate 95% CI is (.64,1.0).

Interpretation B: Based on the data from P.S., the probability that (.64,1.0)
contains p is approximately 95%.

It may seem that interpretation B is an immediate consequence of interpretation
A. After all, once we apply interpretation A to all values of p, then, regardless
of the data we observe, the CI will cover p with approximately 95% probability;
we need only apply this to the data we actually did observe to get interpretation B.
Unfortunately, to the shock and dismay of many students of statistical inference, this
simple logic is fallacious. Interpretation B is a famously incorrect interpretation of a
confidence interval. The correct interpretation of confidence, in interpretation A, can
not be translated into interpretation B because interpretation A involves the random
variables L and U that specify the lower and upper endpoints of the CI; probability
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concerns random variables, not constants; and in interpretation B, .64 and 1.0 are
constants, they are not random variables. Once the data have been observed, the
probability formalism at the foundation of (7.22) no longer speaks. So it is incorrect
to think that the confidence interval (.64,1.0) tells us there is a very large probability
that p is in the range (.64,1.0). The math involved in deriving confidence intervals
is clear, neat and clean. If we want to provide a linguistic interpretation of the
confidence interval, however, we must revert to the somewhat clumsy and indirect
interpretation A. On page 205 we give a more careful re-statement of interpretations
A and B.

To highlight the meaning of CIs let us consider the blindsight example further.

Example 1.4 (continued, see page 16) The first three columns of the table
below gives possible Cls using (7.22) when X ~ B(17,p). For example, when X = 11
we find L = 415 and U = .879 so that the CI becomes (.42,.88).

X L U cover
7 173 .650 N
8 .228 713 N
9 287 772 N
10 .350 .827 Y
11 415 879 Y
12 .485 .927 Y
13 .559 .970 Y
14 .639 .008 Y
15 .726  .039 Y
16 .827 1.055 N
17 1 1 N

Now suppose the true value of p were .8. We would find that the CI would contain or
“cover” p for some of the values of x but not others, as indicated in the fourth column
of the table (“Y” for yes, the interval (L,U) covers .8, “N” for no it does not). The
table shows that (L, U) covers .8 when 10 < x < 15. To find the level of confidence
associated with (L, U) we would compute P(10 < X < 15) when X ~ B(17,.8). We
will return to this below. O

There is another way to look at confidence intervals. Suppose we draw N random
samples, independently, and compute Cls (L,U) for each. Let Y; = 1 if (L,U)
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contains p for the ith random sample and Y; = 0 if not, so that PL<p<U) =
P(Y; =1). Then Y is the fraction of random samples for which (L, U) contains p.
By the LLN,
v & Pyi=1)
that is,
vy S PL<p<U).

We may therefore consider the confidence level P(L < p < U) to be the long-run
limit of the fraction of confidence intervals that contain p.

Interpretation C: If we were to obtain Cls using (7.22) repeatedly, indefi-
nitely many times, then, in the long run, approximately 95% of those Cls
would contain p. Based on the data from P.S., the CI is (.64,1.0).

More generally, the level of confidence is usually considered to be the long-run
frequency with which the CI covers the true value.

The big achievement of confidence intervals is the conversion of probability as a
description of variation (the distribution X ~ B(n, p)) into a statement of knowledge.
But this achievement comes at a cost: the statement of knowledge is very weak. We
might prefer interpretation B, which is analogous to saying “I am 90% sure the
capital of Louisiana is Baton Rouge,” but confidence intervals do not have such
a direct meaning. An alternative approach, based on Bayes’ Theorem, does allow
interpretation B, but it has its own cost. See Section 7.3.9.

7.3.9 Bayes’ Theorem may be used to assess uncertainty.

Recall Bayes” Theorem for random variables and vectors: for continuous random
variables or vectors U and V' we have

o fV\U(U|u)fU(u)
fow(ulv) = T Foro(0]w) fo(w)du (7.26)

Let us apply this to the problem of estimating the binomial parameter p. In this
section we replace p by 6, so we suppose X ~ B(n,#). To apply (7.26) we take U = 6

and V = X to get
Fon(0)) = —3x10(219)Jo(6)
" [ Fxp(x]0) fo(0)d6
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(We use @ for both capital and lower case theta.) Ordinarily we would take 6 as a
known constant. Here, however, we take 6 to be a random variable. The interpreta-
tion is that we do not know the value of 6 so we assign it a probability distribution.
We take fy(0) to be the pdf representing our knowledge before seeing the data. It
is the pdf corresponding to the prior distribution. Ordinarily, because 6 is a known
constant it is implicitly part of the binomial pdf, so we would write the binomial pdf
as fx(x). Here, however, the binomial pdf must be determined conditionally on a
value of 0, so it is written fxjg(x|f). The pdf that summarizes our knowledge after
observing the data X = x is fpx(0|x). This is the pdf corresponding to the posterior
distribution. It is common to write the prior pdf as 7(6) = f5(#) (this special nota-
tion makes it clear where the prior appears in various equations) and, because the
likelihood function is L(f) o< fx¢(x|), the posterior pdf may be written

__ LO)n(0)
PO = Trome

In order to do computations we must assign a specific probability distribution as
the prior distribution. Assuming we know very little about the value of 6 a priori, a
natural choice is to use the uniform distribution, 6 ~ U(0,1), i.e., fy(0) = 1. With
this prior pdf we obtain

()6"(1 — 6y -1
S ()6=(1—6)»—= - 1d6

xT

fOlz) =

which reduces to 6 (1 — gy

0|x) = — : 7.27
This formula is a special case of a beta distribution introduced briefly in Chapter 5:
in general, the Beta(c, ) density is

C(a+ f)
I'(a)L(B)

Therefore, the posterior distribution of 6 is Beta(x + 1,n — x + 1) which has mean
and standard deviation

flw) = w1 —w)P L (7.28)

x+1
Holw = 2
(x+1)(n—xz+1)
70l (n+2)%(n+3)



204 CHAPTER 7. ESTIMATION AND UNCERTAINTY

Example 1.4 (continued see page 16) Let us apply this to the data from
patient P.S. We find the posterior distribution based on n = 17 and * = 14 is
Beta(15,4) and the posterior mean and standard deviation are pg, = .79 and oy, =
.091. Thus, roughly speaking, these data lead us to conclude that the frequency with
which P.S. will prefer the non-burning house is approximately .79 and our uncertainty
may be summarized by saying that the average amount by which this guess misses
the truth is approximately .091. These numbers are similar to those obtained earlier,
but here they have a different interpretation. Before giving this interpretation let
us press on. We may obtain an interval having 95% posterior probability from the
.025 and .975 percentiles of the Beta(15,4) distribution, which gives (.59,.94). That
is, P(0 < .59]y) = P(# > .94|y) = .025 so that P(.59 < 0 < .94|x) = .95. The
posterior interval (.59,.94), sometimes called a credible interval to distinguish it from
a confidence interval, is a succinct summary of what we know about ¢ based on the
data. O

It is now legitimate to say what the posterior interval means, using words that
are in essence just like interpretation B of Section 7.3.8.

Bayesian interpretation: Based on the data from P.S., together with the uniform
prior, the probability that (.59,.94) contains 6 is 95%.

The use of Bayes’ Theorem has thus bought us a highly intuitive interpretation of
the credible interval. Like confidence intervals, credible intervals convert probability
as a description of variation (the distribution X ~ B(n,p)) into a statement of
knowledge. In this case, unlike the indirect situation with confidence intervals, the
Bayesian statement is very much analogous to saying “I am 90% sure the capital of
Louisiana is Baton Rouge.”

The straightforward Bayesian interpretation is very appealing. We issue two notes
of caution. First, as we said at the end of Section 7.3.8, Bayes’ Theorem requires
the additional assumption of a particular form for the prior distribution. For this
problem it makes a good deal of sense to use the U(0, 1) distribution for 6 a priori.. In
many settings, however, it is not clear what prior distribution should be used. Many
proposals for rules to select prior distributions have been made over the years. The
review by Kass and Wasserman (1996), for example, lists over 200 references. (Kass,
R.E. and Wasserman, L. (1996) The selection of prior distributions by formal rules,
J. Amer. Statist. Assoc., 91: 1343-1370.) In practice, in a particular data analytical
context it may take considerable effort to determine how much the choice matters.
Secondly, while confidence is undeniably less direct than posterior probability, we
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must keep in mind the fundamental distinction between the theoretical world of
random variables and formal inferences, and the real world of data. There remains
a degree of indirectness in the Bayesian statements as well, because they always say
it is as if the data were to arise as random variables following the probability model
(e.g., the binomial distribution). There is an inescapable divide between theoretical
inferences and real-world conclusions; they are not quite the same thing, no matter
what approach we take. Thus, the following elaborations to interpretations A and
B on page 200 would be more complete:

Interpretation A: If we were to draw a random sample of n = 17 Bernoulli
trials with parameter p, then the probability that the interval given by
(7.22) would contain p is approximately 95%. This is a theoretical state-
ment. Assuming the theoretical and real worlds are aligned well, “the
approximate 95% CI is (.64,1.0)” is a useful statement of knowledge.

Interpretation B: If we were to draw a random sample of n = 17 Bernoulli
trials with parameter p, and if we were to obtain p = 14/17, then the
probability that (.64,1.0) contained p would be approximately 95%. This
is a theoretical statement. Assuming the theoretical and real worlds are
aligned well, “the probability that (.64,1.0) contains p is approximately
95%” is a useful statement of knowledge.

Both Bayesian and non-Bayesian methods have been applied in a wide range of
data analysis problems. The form of the problem and the predilections of the prac-
titioner dictate which approach is taken and, sometimes, both approaches appear
within a single scientific article. There are many important theoretical results con-
cerning posterior distributions. In particular, the approximate Cls given by (7.22)
have a Bayesian justification, making valid interpretation B of Section 7.3.8, which
is re-phrased above. We return to Bayesian methods in Chapter 16.

7.3.10 For small samples it is customary to use the t distri-
bution instead of the normal.

When the sample size is small, the approximation (7.16) may not be accurate. An
alternative is to derive an “exact” confidence interval analagous to (7.14) that cor-
rects for the substitution of s for o. This leads to an adjustment of the multiplier
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put in front of the standard error. Recall from Chapter 5 that if U ~ N(0,1) and
V' ~ x?2 independently then

has a t distribution on v degrees of freedom. The adjustment to the small-sample CI
uses the ¢ distribution: writing the .975 quantile as t g75,, i.e., P(W <t g75,) = .975,
the value ¢ 975, multiplies the standard error instead of 2 in the formula (7.16), with
t.o75,, being somewhat larger than 2 (or, strictly speaking, 975, is somewhat larger
than the more precise value 1.96 that most books use instead of 2). The letter
v denotes the degrees of freedom of the t distribution. Here, v = n — 1. The
distributional result that makes this work is the following.

Theorem If X, ..., X, is a sample from a N(u,0?) distribution, then X and S?
are independent random variables with

and

with v =n — 1.

Proof: We omit the proof of this theorem (which follows, with some effort, by
manipulation of the joint pdf). O

Theorem If X;,..., X, is a sample from a N(u,o?) distribu-
tion, then a 95% Cl is given by T+t 75, - SE(Z), where v = n—1
and SE(Z) is given by (7.17), meaning
. S
P(X —tomn1-—<u

Vn

IN

X 4 tommt - —) =.95. (7.29)

5
Jn

Proof: Let us write
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The previous theorem then gives the required ¢ distribution of M O

Formula (7.29) is the standard method used by most statistical software to provide
a confidence interval for an unknown mean p. When the sample size is large, say,
n > 12, then t 975, ~ 2 and (7.29) agrees with (7.16). Customary terminology refers
to the Cl in (7.29) as based on t (because the ¢ distribution is used) while the CI in
(7.16) is based on z (because the standard normal distribution is used). One would
not need to bother with the distinction between these two formulas unless n < 12,
except that as a matter of convention (found in many journals, for example), there
tends to be a preference for procedures based on a ¢, such as (7.29). In other words,
it is worth being aware that many people say they are reporting ¢-based intervals
as in (7.29) even when n is large and they might just as well say they are reporting
(7.16)—there is in that case no practical distinction between the two.

Example 3.4 (continued from page 192.) Let us now consider the first 12
trials of counts from the motor cortical neuron, examined on page 192. We get a
mean firing rate of 24.31 spikes per second, and a standard deviation of 5.20 spikes
per second, giving a standard error of

SE:@:L\BO

V12

spikes per second. The ?,-based CI uses v = 12 — 1 = 11 and we find  g75 11 = 2.20.
For the 95% CI we take L = 24.31 — 2.20(1.5) = 21.0 and U = 24.31 + 2.20(1.5) =
27.6, giving us the CI (21.0,27.6) spikes per second. O

It is also worth emphasizing a fundamental difficulty with this approach. The
cases in which (7.29) differs from (7.16) are those in which n is small. But in such
situations it is quite hard to tell whether the sample is really close to being normal.
Application of (7.29) based on small samples should be considered only rough guides
to evaluation of uncertainty.
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Chapter 8

Estimation in Theory and Practice

In Section 7.2.1 we showed how the method of moments may be used to estimate
the parameters of a Gamma(c, (3) distribution, and we immediately stated that the
method of maximum likelihood provides a better solution. How do we know this? In
general, how should alternative methods of estimation be compared? In this chapter
we lay out a series of principles that serve as guides to practice. The main ideas
came from Fisher (1922); they were modified and made more precise by J. Neyman
(1937), and have been refined and incorporated into textbooks on statistical theory
ever since, beginning notably with Cramér (1945).

Suppose we have a family of probability distributions that depends on a parame-
ter 6, which must be estimated, and we have an estimator 7. For now let us assume
that 6 is a scalar. If we were to say that 7" is a good estimator of €, what might
we mean? In particular, what might we mean when we say that maximum likeli-
hood produces a good estimator? Clearly, for T" to be a good estimator it must be
“close” to 6, but because T is a random variable the notion of closeness must be
stated probabilistically. For example, if we consider the mean X of a random sample
Xi,...,X, from a N(f,1) distribution, we might want to say that the mean X is
close to # when | X — 6| < .1. Because X ~ N(6,1/n), even if n is large it is possible
that | X — 6| > .1. We can not say that |X — 6| < .1. All we can say is the probabilty

209
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that |X — 60| < .1 is large, meaning close to 1 or, equivalently, the probability that
|X — 6] > .1 is small, meaning close to 0.

For a general estimator 7" we can use the same approach and say that T is a
good estimator of # when it is highly probable that T is close to 6. Specifically, we
introduce a tolerance ¢, understanding that ¢ will be some small positive number, and
then we require that P(|X — 6| < ¢€) is close to one or, equivalently, P(|X — 0| > ¢)
is close to zero. It is, in general, rather difficult to provide guarantees on the size
of P(]X — 0| > e) for fixed sample sizes. In most realistically complicated problems
computer simulation studies must be used (as in Section 8.1.2) and they are based on
specific cases so they do not provide general assurances. On the other hand, general
results may be obtained asymptotically, letting the sample size grow indefinitely
large. To take a concrete case, because the mean X of a random sample from a
N(6,1) distribution follows a N(#,1/n) distribution, if we take n = 10, 000, from the
normal cdf we find P(|X — 6] > .1) = 1.5- 10723, Indeed, no matter how small we
take € we have P(|X — 6| > ¢) — 0 as n — oo. This is simply a restatement of the
law of large numbers (page 167)

x Lo
We discuss asymptotic results in Sections 8.2.1-8.3.1.

When we examine what happens as n — oo it is helpful to write the generic
estimator in the form 7, = T'(Xy,..., X,) to emphasize its dependence on n as we
did in Section 7.3.5. One of the most important of the large-sample findings considers
estimators that are asymptotically normal, as in Equation (7.23),

n_egN@D. (8.1)

or,

n

For such estimators, in large samples, the probabilistic closeness of T}, to 6 depends
entirely on o7, and we seek estimators that make o7 as small as possible. In
Sections 8.2.2—8.3.1 we go over the remarkable discovery by Fisher that o7, can
be minimized, and the minimum is obtained by the MLE. There has been quite a
lot of theoretical work on the general subject of large-sample optimality, all of which
leads to the conclusion that in well-behaved parametric problems, the method of
maximum likelihood is essentially unbeatable. Fisher’s insight seems to have been
based on geometrical intuitions, which were elaborated in a mathematically rigorous
framework by Bradley Efron in the 1970s and early 1980s. For details and references
on the asymptotic arguments and their geometrical origins see Kass and Vos (1997).
For a rigorous treatment in a more general context see van der Vaart (1998). (Kass,
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R.E., and Vos, P.W. (1997) Geometrical Foundations of Asymptotic Inference, Wiley;
van der Vaart, A.W. (1997) Asymptotic Statistics, Cambridge.))

While asymptotic results are important, they have an inherent weakness: they
apply when the sample size is large, but they do not say what “large” means in
practice. In some cases n = 20 is more than adequate while in others n = 20,000 is
not large enough. One approach to coping with this problem is to evaluate a measure
of likely deviation for specific cases, with specified sample sizes. The most common
assessment of deviation of 7" from 6 is the mean squared error (MSE) defined by

MSE(T) = E(T — 0)?). (8.2)

In Chapter 4, pages 97 and 107, we considered the mean squared error in predicting
one random variable from another. We discuss mean squared error in estimation
in Section 8.1. In Section 8.4 we describe some of the practical considerations in
applying ML estimation.

The most important points about ML estimation are the following:

ML estimation is applicable when the statistical model depends on an unknown
parameter vector.! See Sections 7.2.2 and 8.4.1.

Together with ML estimates it is possible to get large-sample confidence inter-
vals (Sections 8.2.2, 8.3.2, and 8.4.3).

In large samples, ML estimation is optimal (Section 8.3.1).

In large samples ML estimation agrees with Bayesian estimation (Section 8.3.3).

8.1 Mean Squared Error

The mean squared error criterion defined in (8.2) uses the squared magnitude of the
deviation T'— 6@ rather than its absolute value |T'— 6| because it is easier to work with
mathematically, and because it has a very nice decomposition given in Section 8.1.1.

'The parameter must be finite-dimensional; in nonparametric inference the parameter is, instead,
infinite-dimensional. Also, there are regularity conditions that make ML estimation work properly.
See Bickel and Doksum (2001).
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Intuitively, because MSE(T) is an average of the values (7' — 6)?, when MSE(T) is
small, large values of (7' — #)? (and thus also large values of |T" — 6]) must be highly
improbable. In fact, even more is true: we have

E((T - 0)*)

P(|T -0 >¢) < =

: (8.3)
Thus, we can make sure it is highly probable for T" to be close to # by instead making
sure that MSE(T) is small.

Details: We can use Markov’s inequality, which appeared as a lemma in
Section 6.2.1, to guarantee that P(|T" — 6| > ¢) will be small if MSE(T)
is small. First, we have

P(IT — 0] > €) = P((T — 6)* > €).
Now, assuming E((T — 6)?) < oo, Markov’s inequality gives (8.3). O

In some cases M SE(T) may be evaluated by analytical calculation, but in most
practical situations computer simulation studies are used. We give two examples of
such studies in Section 8.1.2.

8.1.1 Mean squared error is bias squared plus variance.

Two ways an estimator can perform poorly need to be distinguished. The first
involves the systematic tendency for the estimator 7' to miss its target value 6. An
estimator’s bias is Bias(T) = E(T) — 6. When the bias is large, 7" will not be close
to 0 on average. The second is the variance V(7). If V(T) is large then T" will rarely
be close to #. Figure 8.1 illustrates, by analogy with shooting at a bullseye target,
the situations in which the bias is large, the variance is large, both are large (the
worst case) and, finally, both are small (the best case). Part of the appeal of mean
squared error is that it combines bias and variance in a beautifully simple way.

Theorem Suppose E((T — 6)?) < co. Then
E((T - 0)%) = (E(T — 0))* + V(T).

That is,
MSE(T) = Bias(T)? + Variance(T).
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high bias low bias
low variance high variance

high bias low bias

high variance low variance

Figure 8.1: Drawing of shots aimed at a target to illustrate the way estimates can miss
their “target.” They may be systematically biased, or they may have high variability,
or both. The best situation, of course, is when there is little systematic bias and little
variability.

Proof: Let us write ur = E(T) and T — 60 = (T — uz) + (ur — 6), and
then square both sides to get

(T = 0)* = (T — pr)* + 2(T — pr) (pr — 0) + (ur — 6)°.

Now consider taking the expectation of the cross-product term on the
right-hand side. The quantity pr — @ is a constant (it is not a random
variable), while because E(T") = pur, we have E(T — pr) = 0 and, there-
fore, E(2(T — pr)(pur — 0)) = 0. Thus, we have

E((T - 0)*) = E(T — pr)*) + (E(ur — 0))?
and, since V(T') = E((T — pr)?), we have proven the theorem. O

Before we present an illustration of a M SFE calculation, let us mention a property
of the sample mean and sample variance. Assuming they are computed from a

random sample X7, ..., X, we have E(X) = pux which may be written

E(X) —px =0.
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This says that, as an estimator of the theoretical mean, the sample mean has zero
bias. When an estimator has zero bias it is called unbiased. If an estimator 7' is
unbiased we have M SE(T) = V(T') so that consideration of its performance may be
based on a study of its variance.

In addition to the sample mean being unbiased as an esimator of the theoretical
mean, it also happens that the sample variance is unbiased as an estimator of the
theoretical variance:

E(S%) = o%. (8.4)

Details: We wish to evaluate

B(s*) = E (nLZ(Xi—X)?) - (DXZ- —X>2) .

1=1

We write X; — X = (X; — px) + (ux — X) and expand the square

n n

Do(Xi= X)P = 3 (X ) + (px = X))

- Z(Xz — ux)? + Z2(Xi —px)(ux — X) + Z(NX ~ X

i=1 i=1

We now rewrite the three terms in the last expression above. Because
E(X; — pux) = 0%, and the expectation of a sum is the sum of the expec-
tations, the first term has expectation

E (Z(Xi — uxf) = no%. (8.5)

i=1
Next, the second term may be rewritten

n n

ZQ(XZ'_,UX)(,UX_X) = Q(MX—X)Z(Xz’—,UX)

= —2(X — pix) : (Xi — px)
= —271(X _:uX)2>
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where the last equality uses ) i (X; — px) = n(X — ux), and then,
because E((X — px)?) = V(X) = 0% /n, the expectation of the second
term becomes

E <Z 2(X; — ) (px — X)) — —20%. (8.6)

i=1

Finally, because again, E((X — ux)?) = 0% /n, the expectation of the

third term is .
E <Z(MX - X)?)) s (8.7)

i=1
and, combining (8.5), (8.6), and (8.7) we get

E (Z(X,- — X)2> =(n—1)0%
which gives (8.4). O

We use the unbaisedness of the sample mean and sample variance in the following
illustration of the way two estimators may be compared theoretically.

Illustration: Poisson Spike Counts We previously considered 60 spike counts
from a motor cortical neuron, and found an approximate 95% CI for the resulting
firing rate using the sample mean. The justification for that approximate CI involved
the CLT, and the practical implication was that as long as the sample size is fairly
large, and the distribution not too far from normal, the CI would have approximately
.95 probability of covering the theoretical mean. In this case, the spike counts do,
indeed, appear not too far from normal. Sometimes they are assumed to be Poisson
distributed. This is questionable because careful examination of spike trains almost
always indicates some deparature from the Poisson. On the other hand, the departure
is sometimes not large enough to make a practical difference to results. In any case,
for the sake of illustrating the M SE calculation, let us now assume the counts follow
a Poisson distribution with mean A. The sample mean X is a reasonable estimator
of A, but one might dream up alternatives. For example, a property of the Poisson
distribution is that its variance is also equal to A; therefore, the sample variance S?
could also be used to estimate the theoretical variance A\. This may seem odd, and
potentially inferior, on intuitive grounds because the whole point is to estimate the
mean firing rate, not the variance of the firing rate. On the other hand, once we
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take the Poisson model seriously the theoretical mean and variance become equal
and, from a statistical point of view, it is reasonable to ask whether it is better to
estimate one rather than the other from their sample analogues. Our purpose here is
to present a simple analysis that demonstrates the inferiority of the sample variance
compared with the sample mean as an estimator of the Poisson mean A\. We are
going through this exercise so that we can draw an analogy to it later on.

i

T T T 1 T 1
4 6 8 10 12 14 16 4 6 8 10 12 14 16

X s?

Figure 8.2: Histograms displaying distributions of X and S? based on 1000 randomly-
generated samples of size n = 100 from a Poisson distribution with mean parameter
i = 10. In these repeated samples both X and S? have distributions that are
approximately normal (represented by the overlaid curves). Both distributions are
centered at 10 (both estimators are unbiased) but the values of S* fluctuate much
more than do the values of X.

Now, because, as we mentioned immediately before beginning this illustration, X
and S? are unbiased for the theoretical mean and variance they are, in this case, both
unbiased as estimators of A\. As a consquence, MSE(T) = V(T) for both T = X
and T = S?. Analytical calculation of the variance of these estimators (which we
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omit here) gives

where n is the number of counts (the number of trials). Therefore, the M SE of S?
is always larger than that of X so that S? tends to be further from the correct value
of A than X. For example, if we take n = 100 trials and A\ = 10, we find V(X) = .10
while V(5%) = 2.12. The estimator S? has about 21 times the variability as X, so
that estimating \ using S? would require about 2100 trials of data to gain the same
accuracy as using X with 100 trials. Figure 8.2 shows a pair of histograms of X and
S? values calculated from 1000 randomly-generated samples of size n = 100 when
the true Poisson mean was A = 10. The distribution represented by the histogram
on the right is much wider. O

This illustration nicely shows how one method of estimation can be very much
better than another, but it is admittedly somewhat artificial; because the distribution
of real spike counts may well depart from Poisson, a careful comparison of X versus
S? should consider their behavior also under alternative assumptions. In this regard,
the sample mean remains a reasonably good estimator of the theoretical mean in
large samples regardless of the probability distribution of the spike counts. The
sample variance, on the other hand, does so only if the theoretical variance is truly
equal to the theoretical mean; otherwise, as the sample size increases it will converge
to the wrong value. This is likely to be an important consideration. However, even
if one were convinced that counts truly followed a Poisson distribution, the analysis

above would be compelling. It would be crazy to use S? instead of X in estimating
A

Another thing to notice in Figure 8.2 is the approximately normal shape of the
two histograms. Asymptotic normality of estimators is very common, and we have
already relied on it in Section 7.3.5.
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8.1.2 Mean squared error may be evaluated by computer
simulation of pseudo-data.

In the Poisson spike count illustration on page 215 we were able to compute the
MSE exactly. In more complicated situations this is often impossible. Instead we
rely on either large-sample arguments, such as those in Section 8.2.2, or numerical
simulations. The numerical method uses computer-generated pseudo-data, by which
we mean numbers or vectors that are generated from known probability distributions
in order to mimic the behavior of data. Because the distribution is known, there is
a known correct value of § to which 7" may be compared.

Suppose we wish to compute M SE(T) in estimating # under the assumption that
a random sample comes from a particular probability distribution having cdf F(x).
Assuming we know how to generate random samples from F'(z) on the computer, we
may use this algorithm:

1. Take G to be a large integer (such as 1,000) and for ¢ = 1,...,G do the

following;:
(i) Generate a random sample X\? .., X\ from F(z).
(ii) Compute T9) = T(Xl(l), e ,X}Lg)), which is the value of the estimator T

based on the gth random sample.
(iil) Let Y, = (T — 6)2.

2. Compute

G
_ 1
Y:ag;Yg. (8.8)

By the LLN, we have that Y converges to the desired MSE = E((T — 0)?) in
probability. Thus, we take Y as our MSE.

This kind of computation is used in the following illustration. It involves the
statistical efficiency of smoothing, a topic we take up in Chapter 15. In presenting
this now we omit details about the method.

Example 1.1 (continued, see page 3) In Chapter 1 we discussed a study by
Olson et al. (2000), in which neuronal spike trains were recorded from the supple-
mentary eye field (SEF) under two different experimental conditions. As is usually
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Figure 8.3: Time of maximal firing rate. Part (A) displays a raster plot and Peri-
Stimulus Time Histogram (PSTH). As explained in Chapter 1, the PSTH represents
the firing rate as a function of time. Part (B) displays the time at which the maximal
firing rate occurs, estimated (i) using the PSTH and (ii) using instead a smooth curve.
From Kass, Ventura, and Cai (2003). (Kass, R.E., Ventura, V., and Cai, C. (2003)
Statistical smoothing of neural data, Network: Computat. Neural Sys., 14: 5-15.)
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the case in stimulus-response studies, the neuronal response—in this case, the firing
rate—varied as a function time. For a particular neuron in one of the conditions,
the PSTH in Figure 8.3 displays the way the firing rate changes across time. The
data analytic challenge in the Olson et al. study was to characterize the distinctions
between the firing rate functions under the two experimental conditions. One of the
distinctions, evident in some of the plots, was that the maximal firing rate occurred
somewhat later in one condition than in the other. How should this time of maximal
firing rate be computed? One possibility is to use the PSTH, by finding the time
bin for which the PSTH is maximized. Panel B of Figure 8.3 displays the resulting
solution: according to the PSTH shown there, the maximal firing rate of about 133
spikes per second occurs at a time marked by the arrow on the left along the time
axis. However, this is clearly a noisy estimate. Slight variations in location of time
bin, or width, would change this, as would consideration of new data from the same
neuron. On the other hand, a second method based on first fitting a smooth curve
to the PSTH and then finding its maximum, yields a different answer: the maximum
firing rate of about 75 spikes per second occurs at a time indicated by the arrow on
the right along the time axis. This value is less subject to fluctuations in the data.
If we assume that the theoretical firing rate is, in fact, slowly varying in time, then
the smooth curve should provide a better estimate. Kass, Ventura, and Cai (2003)
used MSE to evaluate the extent to which smoothing improves estimation.

Kass, Ventura, and Cai evaluated MSE for the true firing rate function shown in
part A of Figure 8.4. To do so, they simulated, repeatedly, 16 trials of pseudo-data
and then constructed histograms and also fit smooth curves (there are 16 trials in the
SEF data shown in Figure 8.3). The PSTH and smooth curve from one sample of 16
trials of pseudo-data are shown in part B of Figure 8.4. The smoothing method Kass,
Ventura, and Cai involves regression splines, which are discussed in Chapter 14. Note
that the smooth curve (“estimated rate”) is close to the true rate from the simulation,
but it misses by a small amount due to the small number of trials we used in the
simulation.

To quantify the deviation of both the PSTH and the smooth curve at any one
point in time ¢t the M SE could be used. That is, we would regard the true firing rate
at time t as the value § = 6, to be estimated, and we would compute MSE(T) =
MSE(T) when T is based on the PSTH and when 7" is based on the smooth curve.
Here subscript ¢ is a reminder that we have chosen a particular time point. If
MSE,(T) is evaluated for every time value ¢ the total of all the mean squared errors
may be found by integrating across time. This defines what is integrated mean
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Figure 8.4: (A) True rate from which 16 trials are simulated; their PSTH is shown in (B),
with true and estimated firing rates overlaid. (C) shows the true rate and 95% simulation
bands obtained from smoothed and unsmoothed PSTHs. (D) shows the same curves as
(C), as well as 95% simulation bands obtained from unsmoothed PSTHs with 16x 14 trials
instead of 16.

squared error or mean integrated squared error (MISE),

MISE(T) = /MSEt(T)dt
where the integration is performed over the time interval of interest. The integral
may be evaluated easily simply by calculating the M SE along a grid of time values

separated by some increment At

/ MSE,(T)dt ~ At Y MSE,(T).

In order to compute the MSFE at each time value t Kass, Ventura, and Cai used
computer simulation: They generated data repeatedly, each time finding both the
PSTH and the smooth curve. They simulated 1000 data sets, each involving 16
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randomly-generated spike trains based on the true firing rate curve shown in Part
A of Figure 8.4, and from these 1000 data sets we computed the MISE. They also
computed 95% bands, within which fall 95% of the estimated curves. Part C of
Figure 8.4 shows the two pairs of bands, now labeled with the two values of MISE:
the spline-based estimate has a MISE of .34 (in spikes per second squared) while
the PSTH has a MISE of 4.68, which is 14 times larger. This means that when the
PSTH is used to estimate firing rate, 14 times as much data are needed to achieve
the same level of accuracy. Similarly, the 95% bands for the PSTH are much further
from the true firing-rate curve than the bands for the spline-based estimate. Part D
of Figure 8.4 includes a pair of 95% bands obtained from the PSTH when 224 trials
are used rather than 16 (because 224 = 14 x 16). This is another way of showing
that the accuracy in estimating the firing rate using spline smoothing based on 16
trials is the same as the accuracy using the PSTH based on 224 trials. Clearly it is
very much better to use smoothing when estimating the instantaneous firing rate. O

A Detail: One issue that arises in numerical simulation is the accuracy
of the computational results, because the value Y in (8.8) is itself an
estimate of the MSE. However, if G is large, the standard error of Y
will be small. Furthermore, because Y is a sample mean, we can apply
the method of Section 7.3.4 and use s/v/G as its standard error, where
s? = % ZgG:l(Yg —Y)2. The standard error lets us determine whether
G is adequately large. For instance, if we wish the MSE to be computed
with accuracy d, we can take G big enough to satisfy

3l
TS

By the result in Section 7.3.4, an approximate 95% confidence interval
for MSE would be (0 — 6,0 + 6). Thus, we would have 95% confidence
that the desired accuracy was obtained.
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8.1.3 In estimating a theoretical mean from observations
having differing variances a weighted mean should be
used, with weights inversely proportional to the vari-
ances.

In the illustration on Poisson spike counts, page 215, we used the MSFE criterion
to evaluate alternative estimators, based on an analytical expression. In that case
both estimators were unbiased and the comparison was based on variance. Another
illustration of this type arises when data are considered collectively across many sim-
ilarly measured objects, such as neurons or subjects, with the observations from the
different individuals contributing varying amounts of information; specifically, with
the individual observations having different variances. In combining such discrepant
observations, it is preferable not to use the sample mean, but instead to weight each
observation according to the amount of information it contributes. Here we provide
a theoretical analysis of this problem, and give the basic result.

Suppose we have two independent random variables X; for i = 1,2, with F(X;) =
E(X3) = pbut V(X;) = 0f and V(X,) = o3, with the two variances possibly being
different. After analyzing the two-observation case, we will present analogous results
for n observations. Let us assume that o7 and oy are known and ask how best to
combine X; and X linearly in order to estimate pu. We write a general weighted
combination as

Yw = W1 'X1—|—1U2 'X2 (89)
where w; + wy = 1. It turns out that the optimal special case is
Xw :wl-X1+w2-X2 (810)
where
&
w; = 3 8.11
L+5 (8.11)
1 2
fori=1,2.

Theorem Suppose X; and X, are independent random variables with E(X;) =
E(X5) = p and V(X,) = o} and V(X,) = 03, and let Y, be defined as in (8.9).
Then Y, is unbiased, so that MSE(Y,) = V(Y,), and this quantity is minimized

among possible weighting pairs by taking Y,, = X, i.e.,
V(X,) < V(Y)
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or, equivalently,

MSE(X,) < MSE(Y,)
with equality holding in both cases only if V,, = X,, defined by (8.10) and (8.11).

Proof of Theorem: First, we have

E(Y,) = wi-p+ws-p
= (w1 +w2)p
_—
Thus, Y,, is unbiased and MSE(Y,) = V(Y,). To derive the variance

result we start with

V(wy - X; +wy - Xo) = w? -0} +ws - 03

Now we use w; + wo = 1 and replace woe with 1 — w; to get

2 2 2. 2
V(w - X1+ wy- Xo) = wi o7+ (1—w)" 05
_ 2.2, 2 2 2 9
= ojwy + o5 — 205w, + ojw;
2 2y 2 2 2
(07 + 03)wy — 205w + 03.

We now minimize this quantity by differentiating with respect to w;, and
setting the derivative equal to zero. We get

0 =2(0} + 03)w, — 203

and therefore

2
g3

w1 = .
o+ o2

Dividing the numerator and denominator of this fraction by o703 gives

2

95 1
_ ogio3 of
wy = cr2—i-cr2 1 1
1793 =+ =
o%o‘% a1 93
which is the desired result. d

As an example, suppose we had 100 independent observations U; ~ N(u,0?),
1 = 1,...,100, and grouped them unequally defining, say, X; = % Zjﬂl U; and
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Xy = 5 23221 U;. It would seem strange to use 5(X; 4+ X») in this situation and
the intuitive thing to do would be to use the weighted mean: here the weights are
w; = 10/100 and wy = 90/100 (because o7 = 0?/10 and 05 = 0?/90) so we get

Xy =U.

One way to interpret this is to say that using X instead of X, is like throwing
away a fraction of the data. For example, suppose X; and X5 both represent means
of counts from n trials. If oy is half the size of oy then, from the formula above,
the ratio of variances is 1.56. This means that to achieve the same accuracy in the
estimator, n would have to be 56% larger if we used the sample mean instead of the
weighted mean. When ¢, is one-third the size of g, we would have to increase n by a
factor of 2.78 (instead of 50 trials, say, we would need 139). In these cases we might
say that the weighted mean is, respectively, 1.56 and 2.78 times more efficient than
the ordinary sample mean.

Example 8.1 Optimal integration of sensory information Frnst and Banks
(2002) considered whether humans might combine two kinds of sensory input opti-
mally, according to (8.10) and (8.11). (Ernst, M.O. and Banks, M.S. (2002) Humans
integrate visual and haptic information in a statistically optimal fashion. Nature,
415: 429-433.) Subjects were presented with raised bars either visually or by touch
(known as haptic input) and had to judge the height of each bars in comparison
with a “standard” bar. The experimental apparatus was set up to allow visual or
haptic noise to be added to the height of each bar. Subjects were also presented
with both visual and haptic input simultaneously. The authors reported evidence
that when presented with the simultaneous visual and haptic input, subjects judged
heights by combining the two sensory modalities consistently with (8.10) and (8.11).
In other words, this was evidence that humans can integrate distinct sensory inputs
optimally. O

Here is the result for combining n observations. We have also included here the
formula for the standard error of the weighted mean.

Theorem Suppose Xj, ..., X, are independent random variables with F(X;) =
E(Xy)=---=FE(X,)=pand V(X;) =c? fori=1,...,n, and define

i=1
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with ", w; = 1 and

Xo=> w X, (8.12)

where, in (8.12),

Then

SE(X,) =1/V(Xy,) (8.13)
where
n 1 -1
V(Xw) = ( ;) .
i=1
Proof: The proof is analogous to that for the case n = 2. O

Example 8.2 Action potential width and the preceding inter-spike inter-
val As part of a study on the effects of seizure-induced neural activity (Shruti et
al., 2008), (Shruti, S., Clem, R.L., and Barth, A.L. (2008) A seizure-induced gain-
of-function in BK channel is associated with elevated firing activity in neocortical
pyramidal neurons. Neurobiol. Disease, 30: 323-30.) spike trains were recorded from
barrel cortex neurons in slice preparation. One of the interesting findings? involved
the relationship between the width of each action potential (spike) and its preceding
ISI. As is well known, when a spike follows closely on a preceding spike, so that the
ISI is relatively short, then the second spike will tend to be wider than the first. If,
however, the ISI is sufficiently long, there will not be any effect of the first spike on
the second, and the spike widths should be roughly equal. See Figure 8.6. How long
is “sufficiently long?” This turns out to be dependent on previous neuronal activity.

Let Y be the spike width and x the preceding ISI length, and let us assume there
is an ISI length 7 such that, on average, Y is constant for all x > 7. Among neurons

2The results here were obtained by Judy Xi.
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Figure 8.5: When an action potential follows closely a previous action potential (with
small ISI), the second action potential is broader than the first. When a long ISI
intervenes, however, the second action potential is very similar to the first.

taken from animals that had seizures, 7 tended to be smaller than its value among
control animals. Figure 8.6 displays some of the data, together with a fitted curve.
The statistical model used for this curve assumes that, on average, Y decreases with
x for x < 7 but remains constant for x > 7. In statistical jargon, 7 is called a change
point, because the relationship between Y and z changes at x = 7. The relationship
between y and = was assumed to be quadratic for z < 7 (see Section 12.5.4) and con-
stant for x > 7. The model was fit using nonlinear least squares. Additional details
are given on page 461 in Section 14.2.1. The parametric bootstrap (Section 9.2.2)
was then applied to obtain the SFE(7). The method was repeated for neurons from
seizure and control animals to see whether there were systematic differences across
the two treatment conditions. Figure 8.7 shows results for both groups. Note the
very different standard errors across neurons. This suggests that in comparing the
two groups it is advisable to use weighted means, as in Equation (8.12), together
with standard errors given by Equation (8.13). The results were that the control
group had weighted mean change point of 190(432) milliseconds and the seizure
group reset earlier, with weighted mean change point 108(+.012) milliseconds. O

Example 8.3 Neural response to selective perturbation of a brain-machine
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Figure 8.6: Action potential width varies as function of previous ISI. The data are
from many action potentials recorded for a single neuron. A fitted curve with a
change point is also shown, the change point being indicated as a large dot.

interface n order to study learning-related changes in a network of neurons, Jarosiewicz
et al. (2008) (PNAS, 105: 19486-19491) introduced a paradigm in which the output
of a cortical network can be perturbed directly and the neural basis of the compen-
satory changes studied in detail. Using a brain-computer interface (BCI), dozens of
simultaneously recorded neurons in the motor cortex of awake, behaving monkeys
were used to control the movement of a cursor in a three-dimensional virtual-reality
environment. This device creates a precise, well-defined mapping between the firing
of the recorded neurons and an expressed behavior (cursor movement). In a series of
experiments, they forced the animal to relearn the association between neural firing
and cursor movement in a subset of neurons and assess how the network changes to
compensate. Their main finding was that changes in neural activity reflect not only
an alteration of behavioral strategy but also the relative contributions of individual
neurons to the population error signal. As part of their study the authors compared
firing rate modulation among neurons whose BCI signals had been artificially per-
turbed with that among neurons whose BCI signals remained as determined from
their control responses. Because the uncertainties varied substantially across neu-
rons, these comparisons among groups of neurons were carried out using weighted
means. O
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Figure 8.7: Change points and SEs for neurons of both seizure and control groups.
The results for the seizure group appear above those for the control group. The
seizure group have change points that occur earlier and they tend to be less variable.

8.1.4 Decision theory uses mean squared error to represent
risk.

At the end of Section 4.3.4, on page 121, we mentioned that optimal classification
may be considered a problem in decision theory where, in general, the expected loss
or risk is minimized. In the context of estimation we may consider a decision rule d
to be a mapping from each possible vector of observations to a parameter value: we
may write d(X1,...,X,) =T. If we use squared-error loss defined by

L(d(xy, ... 20),0) = (d(zq,...,x,) —0)*,
then MSE is the risk function
MSE(T)=E(L(d(Xy,...,X,),0)).

Y

This terminology, viewing MSE as “risk under squared-error loss,” is quite common.
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8.2 Estimation in Large Samples

8.2.1 In large samples, an estimator should be very likely to
be close to its estimand.

In the introduction to this chapter we offered the reminder that the sample mean
satisfies P(|X — 0| > €) — 0, which is the law of large numbers. Suppose T}, is an
estimator of 6. If for every positive €, as n — oo we have

P(|T,—0]>¢ —0 (8.14)
then T, is said to be a consistent estimator of . This may also be written

T, 5 0.

Note that, by (8.3), ift MSE(T,,) — 0 then T, is consistent. Also, if T;, satisfies
(8.1) and o7, — 0 then T,, is consistent.

Details: Multiplying the left-hand side of (8.1) by o7, and applying

Slutzky’s theorem we have T,, — 6 EiR 0, which is equivalent to T, L9 o

In words, to say that an estimator is consistent is to say that, for sufficiently
large samples, it will be very likely to be close to the quantity it is estimating. This
is clearly a desirable property. When T, satisfies (8.1) and o7, — 0 we will call T},
consistent and asymptotically normal.

8.2.2 In large samples, the precision with which a parameter
may be estimated is bounded by Fisher information.

Let us consider all estimators of § that are consistent and asymptotically normal
in the sense of Section 8.2.1. For such an estimator 7" = T,, we may say that its
distribution is approximately normal, and we write

T ~ N(§,0%), (8.15)
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where the symbol ~ means “is approximately distributed as.” The expression (8.15)
is a convenient way to think of the more explicit Equation (8.1). From (8.15), or
may be considered?® the standard error of 7', and an approximate 95% CI for 6 based
on T would be (T — 207, T + 207).

Now, suppose we had two such estimators 74 and TP that both satisfy (8.15).
We would say that T4 is asymptotically more accurate than TP if opa < ops. An
extreme case of this was displayed in Figure 8.2, where T4 = X and 7% = §?, with
both histograms being approximately normal in shape and o7z being more than 4
times larger than opa. In general, we would prefer to use an estimator with a small
or because it would tend to be closer to # than an estimator with a larger value
of op. In addition, a small o7 would produce comparatively narrow Cls, indicating
improved knowledge about . Ideally, we would like to find an estimator T for which
or would be as small as possible. Fisher (1922) discovered that this is a soluble
problem: there is a minimum value of o and, furthermore, this minimum value is
achieved by the method of maximum likelihood.

To understand how this works, we may use some rough heuristics* based on the
normality in (8.15) to get an expression for or. Let us first note an important fact
about normal distributions. Suppose X ~ N(u,c?) with o known, and consider the
loglikelihood function

U(p) = log fx(|p).

We have ) )
Feleli) = e (-2
so that ,
Up) = —%, (8.16)

T —p
() = -
and
/! 1
(p) = ——=
o

3In practice, o may depend on the value of 8, which is unknown, so that a data-based version
o1 would have to be substituted in forming a confidence interval.

4For a rigorous treatment along the lines of the argument here see Kass and Vos (1997), Chapter
2. See also Bickel and Doksum (2001), Chapter 5.
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which gives
9 1

T
That is, the standard deviation of a normal pdf is determined by the second derivative
of the loglikelihood function £(1).

(8.17)

The result (8.17) suggests that when a pdf of an estimator is approximately
normal, its standard error may be found in terms of the second derivative of the
corresponding loglikelihood function. We now apply this idea to the approximate
normal pdf based on (8.15). We write the pdf of the estimator 17" as fr(t|0) and
define its loglikelihood function to be

(r(0) = log fr(t|0). (8.18)
Using the approximate normality in (8.15) and applying (8.17) we get
1
2 = ) 8.19
) =1

Equation (8.19) implies that minimizing o7 is the same as maximizing —¢/.(6). How-
ever, there is an important distinction between (8.19) and (8.17). In (8.17), £"(u) is
a constant whereas, because T' is a random variable, —¢7.(0) is also random (it does
not reduce to a constant except when 7' is exactly normally distributed, so that its
loglikelihood becomes exactly quadratic). Thus, regardless of how we were to choose
the estimator 7', we could not guarantee that —¢7.(6) would be large because there
would be some probability that it might be small. We therefore work with its average
value, i.e., its expectation, for which we use the following notation:

2

") =FE <—ﬁ

log fT(t|9)) . (8.20)

If we replace —¢7.(6) in (8.19) by its expectation, using (8.20), we get

0’2_ L
Ty

(8.21)

The quantity I7(0) is called the information about @ contained in the estimator 7.
Thus, an optimal estimator would be one that makes the information as large as
possible.

How large can the information I7(#) be? Fisher’s insight was that the informa-
tion in the estimator can not exceed the analogous quantity derived from the whole
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sample, which is now known as the Fisher information. For a parametric family of
distributions having pdf f(z|f) the Fisher information is given by

2

16(6) = B (3o £X1)).

To be clear, for a continuous random variable on (A, B) this expectation is

1e0) = [ (108 010)) o101

For a random sample drawn from this distribution the Fisher information is given
by?®

1) = E(—j—;logﬂf<xi|e>>

and, because the sample involves identically distributed random variables, all of the
expected values in this final expression are the same, and equal to Ir(). Therefore,
we have

Result Under certain general conditions, the information in an esti-

mator T satisfies
17(9) < 1(0). (8.22)

Therefore, the large-sample variance o2 of a consistent and asymptot-
ically normal estimator satisfies

1

TGk (8.23)

2
op >

®Because the expectation is used in defining I(6), it is often called the expected information to
distinguish it from the observed information which we discuss in Section 8.3.2.
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In words, (8.22) says that the information in an estimator can not exceed the in-
formation in the whole sample. In Section 8.3.1 we add that the MLE attains this
upper bound asymptotically, as n — oo and, therefore, has the smallest possible
asymptotic variance.

A detail: It is possible for an estimator 7" to achieve the information
bound exactly, in finite samples, i.e.,

() = 1(0)

for all n. When this happens the estimator contains all of the information
about # that is available in the data, and it is called a sufficient statistic.
For instance, if we have a sample from a N(u,o?) distribution with o
known, then the sample mean 7 is sufficient for estimating p. Sufficiency
may be characterized in many ways. If T is a sufficient statistic, then the
likelihood function based on T is the same as the likelihood function based
on the entire sample. This property is sometimes known as Bayesian
sufficiency (see Bickel and Doksum, 2001). In addition, if # is given a
prior distribution as in Section 7.3.9, then T is sufficient when the mutual
information between 6 and 7T is equal to the mutual information between
¢ and the whole sample (see Cover and Thomas, 1991). Parametrized
families of distributions for which it is possible to find a sufficient statistic
with the same dimension as the parameter vector are called exponential
families. See Section 14.1.6. O

A related result is the following. If we let (0) = E(T'), where the expectation is
based on a random sample from the distribution with pdf f(x|@), it may be shown®
that

V(T) =

Therefore, if T" is an unbiased estimator of # based on a random sample from the
distribution with pdf f(z]0) we have ¢/(0) = 1 and

1
V(T) > —. (8.24)
(6)
This is usually called the Cramér-Rao lower bound. Although Equation (8.24) is
of much less practical importance than the asymptotic result (8.23), authors often

speak of the bound in (8.23) as a Cramér-Rao lower bound.

6See Bickel and Doksum (2001), Chapter 3.
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Fisher information also arises in theoretical neuroscience, particularly in discus-
sion of neural decoding and optimal properties of tuning curves (see Dayan and
Abbott, 2001). (Dayan, P. and Abbott, L.F. (2001) Theoretical Neuroscience, MIT

Press.)

8.2.3 Estimators that minimize large-sample variance are
called efficient.

A consistent and asymptotically normal estimator 7" satisfies (8.1) and it also satisfies
(8.22). In (8.1) we suppressed the dependence of 7" and o7 on n. The information
I"(0) also depends on n, as does I(#). We now consider what happens as n — oco.

Suppose we have a consistent and asymptotically normal estimator 7" which, by

definition, satisfies (8.1). If we find a sequence of numbers ¢, ¢, ..., ¢,, ... such that
“CT" 1 (8.25)

then we have

2 N(0,1). (8.26)

Details: We write
Tn —0 Tn —0 ar,

Cn or,

n

Cn

and apply Slutsky’s Theorem (page 191) using (8.25). O

Equation (8.26) says that ¢, can also serve as the large-sample standard error of
T. If we have two consistent and asymptotically normal estimators 74 and 7% what
matters is the limiting ratio n defined by

OTA

-
orB

as n — o0o. If n < 1 then, in large samples, T4 is more accurate than 72, while if
n = 1 the two estimators are equally accurate. This, together with (8.22), leads us
to conclude that the large-sample value of o7 is minimized if

I"(9)
1(9)

— 1 (8.27)
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n — 00. In this case we also have
1(0)(T —6) 2 N(0,1). (8.28)
When an estimator attains (8.27), and therefore (8.28), it is said to be efficient.

Details: In general, if ay,...,a,,... and by,...,b,,... are positive se-
quences that satisfy
then
Applying this to (8.27) we get
17(0)
1. 8.29
O (8.29)

as n — 00. Let us rewrite 1/op as

LT = /[;(9? V(). (8.30)

or

Putting (8.30) in (8.1) we get

I7(6) D

~ N JTO)(T, — 6) 2 N0, 1). 8.31

VT, -0 £ N (8.31)
Therefore, by Slutsky’s Theorem (page 191), if (8.27) holds for some
estimator 7" then (8.28) also holds. O

Fisher (1922) described efficient estimators by saying they contain the maximal
amount of information supplied by the data about the value of a parameter, and there
are rigorous mathematical results that justify Fisher’s use of these words. Roughly
speaking, the information in the data pertaining to the parameter value may be
used well (or poorly) to make an estimator more (or less) accurate; in using as
much information about the parameter as is possible, an efficient estimator uses the
data most efficiently and reduces to a minimum the uncertainty attached to it. Other
definitions of efficiency are sometimes used in statistical theory, but the one based on
Fisher information remains most immediately relevant to data analysis, and supports
Fisher’s observations about maximum likelihood.
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8.3 Properties of ML Estimators

8.3.1 In large samples, ML estimation is optimal.

We now state Fisher’s main discovery about ML estimation.

Result Under certain general conditions, if 7" is the MLE then (8.27)
and (8.28) hold. That is, ML estimators are consistent, asymptotically
normal, and efficient:

A~

1(0)(0 —0) 2 N(0,1). (8.32)

In other words, when we consider what happens as n — oo, among all those
“nice” estimators that are consistent and asymptotically normal, ML estimators are
the best in the sense of having the smallest possible limiting standard deviation.

Results may also be derived” in terms of MSE. Under certain conditions, an
estimator 7, must satisfy
I(0)- MSE(T,) — ¢

where ¢ > 1 and for the MLE, where T = é, we have

A~

1(0) - MSE(6) — 1.

This is a different way of saying that, for large samples, ML estimation is as accurate
as possible.

8.3.2 The standard error of the MLE is obtained from the
second derivative of the loglikelihood function.

Although we have emphasized the theoretical importance of Equation (8.28), to
be useful for data analysis it must be modified: the quantity I(#) depends on the
unknown parameter ¢, so we must replace I(f) with an estimate of it. In other

"See the discussion and references in Kass and Vos (1997).
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words, when we apply maximum likelihood and want to use (8.32) we must modify
it to obtain a confidence interval. One possible such modification is fairly obvious,
based on the way we modified initial asymptotic normality results in our discussion
of confidence intervals in Section 7.3: we replace 6 with the MLE 6. Under certain
conditions we have

A~

1(6)( —0) 2 N(0,1). (8.33)

Details: Because § — 6 in probability (i.e., the MLE is consistent), it

may be shown that we also have y/1(6)/I(f) — 1 in probability, so we
can again apply Slutsky’s Theorem together with (8.28) to get (8.33).

It turns out that there is a more convenient version of the result. The difficulty
with (8.33) is that in some problems it is hard to compute /() analytically because
of the required expectation. Instead, as a general rule, we replace I(6) with the
observed information given by

Iops(0) = —"(0). (8.34)
In other words, instead of the expected information evaluated at éA in (8.33), we
use the negative second derivative of the loglikelihood, evaluated at 6, without any
expectation. (For the special class of models known as exponential families, which

A~

are used with the generalized linear models discussed in Chapter 14, we have 1(f) =

~

Iops(0) (see, e.g., Kass and Vos, 1997) but this is not true in general.) Again, under
certain conditions, we have

Iops(0)(6—0) 2 N(0,1). (8.35)

Details: Note that
1 I e~ &
——0"0) = —= — 1 10
2£10) = =23 g low )

and that the expectation of the right-hand side is Ip(#). From the LLN
we therefore have

1 1/
——"(6) = Ir(6),

and it may also be shown that

Iops(9) Py

1(9)
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which, again by Slutzky’s Theorem, gives (8.35). a.

Equation (8.35) provides large-sample standard errors and confidence intervals
based on ML estimation, given in the following result.

Result For large samples, under certain general conditions, the MLE
0 satisfies (8.35), so that its standard error is given by

SE—_ 1 (8.36)

A~

—07(6)

and an approximate 95% CI for # is given by (é —25E,0 + 25E).

Additional insight about the observed information can be gained by returning to
the derivation of (8.17) and applying it, instead, to the likelihood function based on
a sample x1, ..., x, from a N(u,o?) distribution with o known, as in Section 7.3.2.
There, we found the loglikelihood function to be

so that
o

1
Vi VT

In other words, 1/4/—¢"(0) gives the standard error of the mean in that case.

(8.37)

Quite generally, for large samples, the likelihood function has an approximately
normal form and there is a strong analogy with this paradagm case. Specifically,
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a quadratic approximation to the loglikelihood function (using a second-order Tay-

lor expansion) produces a normal likelihood having 1/4/—¢"(0)~! as its standard
deviation. This heuristic helps explain (8.36).

We now consider two simple examples.

IMlustration: Exponential distribution Suppose X; ~ Exp(A) fori =1,...,n,
independently. The likelihood function is

L(\) = ﬁ)\e_mi
=1

. )\ne—)\Zmi

= A\t
and the loglikelihood function is
(X)) = nlog A — nAZ.
Differentiating this and setting equal to zero gives
0=n(=-—2)
and solving this for \ yields the MLE

X:

SR

Continuing, we compute the observed information:

1" _
—0"(\) = =
= ni?

which gives us the large-sample standard error

§
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IMustration: Binomial For a B(n,p) random variable it is straightfoward to
obtain the observed information

—0(p) = ——.
(®) p(1 —p)
This gives
. p(l—p
SE(p) =/ ( - ),
which is the same as the SFE found in Section 7.3.5. d

8.3.3 In large samples, ML estimation is approximately Bayesian.

In Section 7.3.9 we said that Bayes’ theorem may be used to provide a form of
estimation based on the posterior distribution

 fWlone)
TOW) = T 58y (6)a0

One of the most important results in theoretical statistics is the approximate large-
sample equivalence of inference based on ML and inference using Bayes’ theorem.

Result For large samples, under certain general conditions, the poste-
rior distribution of 6 is approximately normal with mean 6 and standard
deviation given by the standard error formula (8.36).

Ilustration: Binomial distribution Suppose Y ~ B(n,#) with n = 100 and
we observe y = 60. As we said in Section 7.3.9, if take the prior distribution on
0 to be U(0,1), which is also the Beta(1,1) distribution, we obtain a Beta(61,41)
posterior. The observed proportion is the MLE 6 =ux /n = .6. The usual standard

error then becomes SE = 1/0(1 — ) /n = .049. As shown in Figure 8.8 the normal

distribution with mean 6 and standard deviation 1/0(1 — ) /n is a remarkably good
approximation to the posterior. O

For the data from subject P.S. in Example 1.4, which involves a small sample,
we already noted that the usual approximate 95% confidence interval (.64, 1.0) dif-
fered by only a modest amount from the exact 95% posterior probability interval we
obtained earlier, which was (.59,.94).
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—— Beta
--- Normal

0.0 0.2 0.4 0.6 0.8 1.0

0

Figure 8.8: Normal approximation N(.6, (.049)?) to beta posterior Beta(61,41).

8.3.4 MLEs transform along with parameters.

It sometimes happens that we wish to consider an alternative parameterization of a
pdf, say v rather than 6, and then want find the MLE of ~. If v = ¢(0) for a trans-
formation function g having nonzero derivative, then the MLE of the transformation
equals the transformation of the MLE:

¥ =g(0).

This is often called invariance or equivariance. The derivation of invariance of ML
is perhaps most easily followed in a concrete example. The argument given next for
the exponential distribution could be applied to any parametric family.

IMustration: Exponential distribution (continued from page 240) Sup-
pose we parameterize the Fxp(\) distribution in terms of the mean p = 1/ so that
its pdf becomes

flz) = %e‘x/”.

Previously (see page 240) we found that the MLE of A based on a sample from
Exp()\) is A = 1/z. The invariance property of ML says that

fi=1/\=1Z.
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To see why this works for the exponential distribution, let us use a subscript on
the likelihood function to indicate its argument, Ly(A) vs. L, (x). We find L, (i) by
starting with

L)\()\) — )\ne—)\ni

and writing

1 ]‘ —nT
L(p) = LA(;) = ﬁe /k,

Thus, when we maximize L,(u) over p, we are maximizing Ly(1/p) over p which is
the same thing as maximizing Lyx(\) over A. We therefore must have fi = 1/A. More
generally, the same argument shows that when v = ¢(f) we must have 4 = ¢g(¢). O

Invariance is by no means a trivial property: some methods of estimation are not
invariant to transformations of the parameter.

8.3.5 Under normality, ML produces the weighted mean.

We now return to choosing the weights for a weighted mean, discussed in Sec-
tion 8.1.3. Previously (page 223) we found the weights that minimized MSE. A
different way to solve the problem is to introduce a statistical model, and then apply
the method of maximum likelihood. Let us do this.

To apply ML, we assume that X; and X, are both normally distributed. The
loglikelihood is

_ (21 — M)2 (29 — M)2
fn) = 202 202

and setting its derivative equal to zero gives

I S L o

Therefore, multiplying through by 0—12 + 01—2, the MLE is
1 2

= wy - X1+ ws - Xo,
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where

for i = 1,2. This is Equation (8.10).

8.4 Multiparameter Maximum Likelihood

The method of ML estimation was defined for the case of a scalar parameter # in
Section 7.2.2, together with Equations (8.35) and (8.36). More generally, when 6
is a vector, the definitions of the likelihood function, loglikelihood function, and
MLE remain unchanged. The observed information instead becomes a matrix, and
the approximate normal distribution mentioned in conjunction with Equation (8.36)
instead becomes an approximate multivariate normal distribution.

8.4.1 The MLE solves a set of partial differential equations.

In Section 7.2.2 we computed the MLE by solving the differential equation
0=17(0) (8.38)

when 6 was a scalar. To obtain the MLE of an m-dimensional vector parameter, we
must solve precisely the same equation, except that now the derivative in Equation

(8.38) is the vector
ot

yila
rey =\
o
00m

This means that Equation (8.38) is really a set of m equations, often called the
likelihood equations, which need to be solved simultaneously.

Illustration: Normal MLE Let us return to finding the MLE for a sample
T1,..., 2, from a N(u,o?) distribution. Previously we assumed o was known, but
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now we consider the joint estimation of p and o. The loglikelihood function now
must include a term previously omitted that involves o. The joint pdf is

2

f(xl,...,xnm, H\/ﬁa exp %)

and the loglikelihood function is

l(p,0) =—nlogo — Z M

2
— 20
The partial derivatives are
ol 1 <
e D
2
O AT
ol n o
o = —;+0 32(:):,-—#)2

Setting the second equation equal to 0 and substituting i = T gives

i=1

The MLE is thus slightly different than the usual sample standard deviation s, which
is defined with the denominator n — 1 so that the sample variance becomes unbiased
as an estimator of 02, as in (8.4). We have

n

Clearly the distinction is unimportant for substantial sample sizes.® O

8We may obtain ¢ = s if we instead integrate out u from the likelihood and then maximize the
resulting function; this function is sometimes called an integrated or marginal likelihood, and in
some situations maximizing the integrated likelihood yields a preferable estimator.
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Illustration: Gamma MLE Let us rewrite the gamma loglikelihood function:
U, B) =nalogf+ (a—1) Zlogx,- — ﬁin —nlog'(a).
i=1 i=1

The partial derivatives are

%
Jda

ol nao -
T D O

where ["(u) is the derivative of the function I'(u) (sometimes called the “digamma
function”). Setting the second partial derivative equal to zero we obtain

- [(c)
= nlogf+ log z; — n———=
; I(c)

na
Z?:l i

When we set the first equation equal to zero and substitute this expression for ﬁ , We
get the nonlinear equation

B =

"(a)

ra)

nlogd—nlog:f+21ogx,- —-n
i=1

To obtain the MLE (&, ﬁ) we may proceed iteratively: given a value ﬁ(j) we can
solve the first equation for &Y+ and solve the second equation to obtain ﬁ(jﬂ); we
continue until the results converge. The second equation must be solved numerically,
but it is not very difficult to use available software to do so. O

8.4.2 Least squares may be viewed as a special case of ML
estimation.

In Example 1.5 we discussed data collected by Hursh (1939), indicating the linear
relationship between a neuron’s conduction velocity and its axonal diameter. We
also briefly described the method of least-squares regression, based on the linear
regression model (1.3), which is

Y= 060+ bz + € (8.39)
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where ¢; ~ N(0,0?), independently. Least-squares regression is discussed at length
in Chapter 12. Here we show that the method of least squares may be considered a
special case of ML estimation.

Least squares may be derived by assuming that the € error variables in (8.39) are
normally distributed, and that the problem is to estimate the parameter vector 6 =
(Bo, B31). Specifically, we assume ¢; ~ N(0,0?), independently for all i. Calculation
then shows that the ML estimate of 0 is the least squares estimate. In other words, in
the simple linear regression problem, ML based on the assumption of normal errors
reproduces the least-squares solution.

Details: In the illustration on page 244 we wrote down the loglikelihood
function for a sample from a N(u, 0?) distribution,

n

l(p,0) = —nlogo — ZM

202
i=1

and obtained the MLE i = z. Notice that, as a function of u, the log-
likelihood is maximized by minimizing the sum of squares » . (x; — u)?.
Thus, the MLE i = Z is also a least-squares estimator in the one-sample
problem. For the simple linear regression model (8.39) the loglikelihood
function becomes

n B — 2
(B0, B 0) = —nlogo — (i 6;02 Brai)*

i=1

We can maximize (8o, 01,0) by first defining (3(0), 31(0)) to be the
maximum of ¢(fy, 81, 0) over (fy, 51) for fixed o, and then maximizing
U(Bo(0), B1(0), o) over o. However, from inspection of the formula above,
for every o the solution (3(c), f1(0)) (the maximum of ¢(Gy, 31, 0)) is
found by minimizing the sum of squares > »  (y; — By — f12;)?. There-
fore, the MLE (Bo, /@1,&) has the least-squares estimate as its first two
components. |
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8.4.3 The observed information is the negative of the ma-
trix of second partial derivatives of the loglikelihood
function, evaluated at 6.

In the multiparameter case the second derivative ¢”(f) becomes a matrix,

P 0 o
60% 00102 0616m
R S '
0" (9) — 0010 002 9020,
020 o2 . 9%
0010m  0020m 002,

This second-derivative matrix is often called the Hessian of £(f). The observed in-

A~

formation matriz is —¢"(0), which generalizes (8.34).

Result For large samples, under certain general conditions, the MLE
0 of the m-dimensional parameter 6 is distributed approximately as an
m-~dimensional multivariate normal random vector with variance matrix

S = —0"(0)7, (8.40)
ie.,
5120 — 0) B N, (0, 1) (8.41)
as n — OQ.

Example 5.5 (continued from page 132) In the Hecht et al experiments
on threshold for visual perception of light, the response variable was an indication
of whether or not light was observed by a particular subject (“yes” or “no”), and
the explanatory variable was the intensity of the light (in units of average number
of light quanta per flash). Several different intensities were used, and for each the
experiment was repeated many times. The results for one series of trials in one
subject are plotted in Figure 8.9.

As illustrated in Figure 8.9, the linear regression model (8.39) does not work
very well in this example. The proportions vary between 0 and 1 but a line y =
a + bz is unrestricted and can not represent the variation accurately, at least not for
proportions that get close to 0 or 1. A solution is to replace the line y = a + bx by
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Figure 8.9: Proportion of trials, out of 50, on which light flashes were perceived by
subject S.S. as a function of log,, intensity, together with fits. Data from Hecht et
al. (first series of trials) are shown as circles. Dashed line is the fit obtained by linear
regression. Solid curve is the fit obtained by logistic regression.



250 CHAPTER 8. ESTIMATION IN THEORY AND PRACTICE

a sigmoidal curve, which goes to zero as the explanatory variable x goes to —oo and
increases to one as x — oo. The fitted curve in Figure 8.9 is based on the following
statistical model: for the i-th value of light intensity we let Y; be the number of light
flashes on which the subject perceives light and then take

Y, ~ B(nz‘,pz‘) (8-42>
exp(fy + Bi1;)
1+ exp(fo + frzi)

; (8.43)
This is known as the logistic regression model. There are many possible approaches
to estimating the parameter vector 8 = (fy, 31) but the usual solution is to apply
maximum likelihood. The observed information matrix is then used to get stan-
dard errors of the coefficients. These calculations are performed by most statistical
software packages. For the data in Figure 8.9 we obtained Bo = —20.5+24 and
B = 10.7 £ 1.2. Further discussion of logistic regression, and interpretation of this
result, are given in Section 14.1. O

8.4.4 When using numerical methods to implement ML es-
timation, some care is needed.

There are three issues surrounding the application of numerical maximization to ML
estimation. The first is that, while loglikelihood functions are usually well behaved
near their maxima, they may be poorly behaved away from the maxima. In partic-
ular, a loglikelihood may have multiple smaller peaks, and numerical methods may
get stuck in a region away from the actual maximum. Except in cases where the
loglikelihood is known to be concave (see Section 14.1.6), it is essential to begin
an iterative algorithm with a good preliminary estimate. Sometimes models may
be altered and simplified in some way to get guesses at the parameter values. In
some cases the method of moments may be used to get initial values for an iterative
maximization algorithm.

Illustration: Gamma distribution On page 180 we found the method of
moments estimator for the Gamma distribution,

g =

ot =

| 8, % &

52’
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In order to obtain the MLE of («, ) we may use an iterative maximization algorithm
beginning with (&M, 3) = (a*, 5*). O

With good initial values, iterative maximization software usually only needs to
run for a few iterations, after which the estimates don’t change by more than a small
fraction of the statistical uncertainty (represented by standard errors). In fact, it
may be shown, theoretically, that from any consistent estimator for which the M SFE
vanishes at the rate 1/n, a single iteration of Newton’s method for maximizing the
loglikelihood function will produce an efficient estimator (see Lehmann, 1983).

A second important implementation issue is that the second derivatives used in
numerical maximization software are often themselves estimated numerically, and
they may be estimated rather poorly (because they do not need to be estimated ac-
curately to obtain the maximum). Thus, for the purpose of finding a variance matrix,
one should either evaluate second derivatives separately (from an analytical formula,
or from special-purpose software), or one should apply the parametric bootstrap (see
Section 9.2).

The third issue is that parameterization can be important. Numerical max-
imization procedures tend to work well when the loglikelihood function is roughly
quadratic, which means that the likelihood function is approximately normal. Trans-
formations of parameters can improve this approximation. For example, before run-
ning maximization software it is often helpful to transform variance parameters by
taking logs.

8.4.5 Maximum likelihood may produce bad estimates.

The method of ML is not universally applicable, nor does it guarantee good statistical
results. The most serious concern with ML is that it is predicated on the description
of the data according to a particular statistical model. If that model is seriously
deficient, the MLE will be misleading. This underscores the essential role of model
assessment, and the iterative nature of model building, emphasized in Chapter 1.

The provably good performance of ML estimation also applies only for large sam-
ples. What constitutes “large” is difficult to specify precisely, though attempts have
been made occasionally. A key observation is that sample size must be judged rela-
tive to the number of parameters being estimated. In problems having large numbers
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of parameters and only modest sample sizes, we should expect neither ML estimates,
nor their associated SEs, to be accurate. One standard approach to making progress
in such situations is to build models that effectively reduce the number of param-
eters by restricting them in some way (often by introducing additional probability
distributions). In some cases, however, ML must be abandoned. There is a large
body of methods that are nonparametric, in the sense that they do not posit a sta-
tistical model with a finite number of parameters. There are many situations where
nonparametric methods perform well, and save the difficulty and worry associated
with careful model building.
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Chapter 9

Propagation of Uncertainty and
the Bootstrap

At the beginning of this book we said that we wanted to lay out the key features
of what we called, “the statistical paradigm,” which consists of broadly applicable
concepts that guide reasoning from data in diverse contexts. One of its foundations
is the idea that data may be used to express knowledge about unknown values of
parameters, especially through confidence intervals. This was the focus of Chapter 7.
Another is the notion that alternative estimators may be evaluated and compared,
which was the main subject of Chapter 8, together with the large-sample optimality
and utility of ML estimation. We now turn to the third building block of statistical
reasoning, which is a major source of the remarkable reach and flexibility of modern
data analysis, especially in complicated settings. This concerns situations in which
we already have evaluated the uncertainty in a vector x, but we are interested in
some other variable y = f(z) and we wish to quantify the transfer of uncertainty
from x to y. This is the problem of propagation of uncertainty.

Let us be more concrete by assuming we have a variance matrix (or estimated
variance matrix) for a random vector X, furnished perhaps by some statistical soft-
ware, but what we really want is the variance of a function of that vector, i.e., we
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want V(Y'), where Y = f(X). For example, if Y were an estimator of some un-
known quantity we might be seaking its standard error SE = /V (Y'). Here are two
examples.

Example 5.5 (continued from page 132) We previously displayed data from
Hecht et al (1942), who investigated the threshold for visual perception by exposing
human observers to very weak flashes of light in a darkened room. In the bottom
part of Figure 8.9 we overlaid on the data a sigmoidal curve found from applying
maximum likelihood to the logistic regression model given by the pair of equations
(8.42) and (8.43). We reported the values of the fitted coefficients and their standard
erTors.

Those data were from a single subject. What if we wanted to compare results
across subjects? We would get a set of sigmoidal curves with somewhat different
slopes, shifted to some extent to the left or right. One simple way to characterize the
ability of a subject to perceive the dim light is the intensity at which he or she will
perceive it 50% of the time. This number is easy to understand and it corresponds
to the middle of the curve, thus being a nice single-number representation of the
data. Let us label this value of the intensity x5y. To find x5 we begin with Equation
(8.43), which without subscripts on x; and p; becomes

__ep(fo+ fua)
P T exp(Gy + Br)

(9.1)

In (9.1) we replace By and f; by their fitted values By and 3 then set p = .5 and
solve for x59. That is, we solve the equation

_ eXp(ﬂAo + Bﬂso)
1 + exp(ﬂo + 615(750)

for x5y to get Ixo as a function of (ﬁo,ﬁl). We give details in Section 9.1.2. The
observed information matrix forA(ﬁAq, ﬁl), discussed in Section 8.4.3, provides the
approximate variance matrix of ([, 41). It is available from the fitting software. We
want to use that variance matrix to express knowledge about s, in the form of a
standard error SFE/(Z5). This is a problem in propagation of uncertainty.

In schematic form we symbolize the propagation of uncertainty process as

propagate
—

variation in (y1,vs, .., Ys) uncertainty about Zq,
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meaning that we propagate the uncertainty that represents the variation in the data
(y1,Y2, - -, Ys) to uncertainty about Zso. It would be more complete to depict this
with an intermediate step involving the uncertainty in the fitted coefficients (Bo, /@1),
as follows:

variation in (y1,vs, ..., Ys) propagate uncertainty about (Bo, /@1) propagate uncertainty about Zx.
(9.2)
O

The two steps in Equation (9.2) are typical of most applications. The first step,
from data to fitted coefficients, is accomplished during the fitting process and results
in the large-sample normal distribution of the ML estimators with the inverse of the
observed information matrix as variance matrix. This is accomplished by statistical
software. The second step, however, represented by the second arrow above, is
problem-specific: it depends on the quantity an investigator is interested in, which
in Equation (9.2) is z59. We are concerned with cases in which this quantity of interest
is not something the software handles. The second step thus requires some additional
effort, typically in the form of coding a computer implementation. However, as we
will indicate, the algorithms are extremely simple so that the implementation will
involve only a few lines of code. Here is another illustration.

Illustration: Difference index for firing rates In single-unit electrophysio-
logical studies, neural firing rates are often estimated under two experimental con-
ditions. Let us label the conditions A and B, and suppose that for each neuron we
have many trials of recordings under each of the conditions. Averaging across the
trials gives sample mean firing rates, X, and Xp, which may be compared. How-
ever, comparisons are made across many neurons having quite different firing rates.
For this reason, some sort of normalization is usually invoked. One commonly-used
comparative measure is the index

Xa—Xp
y=2A""8 9.3
X %, (9:3)

We provide a specific example from the literature and then continue our discussion
of the index in (9.3). O

Example 9.1 Example: Neural activity related to reward and motivation
rm Roesch and Olson (2005) compared activity of neurons in the orbitofrontal (OF)
cortex under conditions involving large reward for success in an eye movement task, a
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large penalty for failure (a time out for the monkey), or neither (i.e., a small reward
and a small penalty). The authors compared the large reward to the neutral condition
using a measure of the form (9.3), with condition A being large reward and B being
neutral. This would identify neurons that tended to respond to expected reward.

It would be possible for a neuron to respond not specifically to reward but to the
importance of success, which the authors termed “motivation.” Both large reward
and large penalty should increase the subject’s motivation to perform the task. The
authors also compared the large penalty to the neutral condition using a measure of
the form (9.3), with A representing the large penalty condition and B being neutral.
By examining many neurons they concluded that neurons OF cortex tend to fire more
with large expected reward, and tend to fire less with large expected penalty. They
went on to contrast this with premotor cortex where neurons tended to fire more with
both large expected reward and large expected penalty. They characterized the results
as suggesting that OF cortex was involved in reward processing while PM activity
reflected motivation. O

Illustration: Difference index for firing rates (continued) One of the issues
that arises in using the difference index (9.3) is that different neurons may provide
different amounts of information, partly because they could be based on different
numbers of trials. It would be desirable to have a standard error to go along with
each normalized difference Y in (9.3). It is easy to get standard errors SE(X,) and
SE(Xp) using (7.17). If s4 and nu are the sample standard deviation and sample
size under condition A, then we may take SE(X4) = sa/\/na, and similarly for
condition B. We need a way of using the uncertainties SE(X4) and SE(Xp) to get
SE(Y).

To put this in the general framework we write X; = X4, Xo = X5, X = (X1, X»),
and then
L )
n T+ 1’2.

()

The problem of finding the standard error of Y defined by (9.3) then becomes a
special case of the general problem of finding the standard error of Y = f(X) when
the uncertainty in X is known. In Example 12.3 we will discuss an application of the
difference index for firing rates where propagation of uncertainty was used to obtain
interesting results. u
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Propagation of uncertainty is an old concept! (Schultz, H. (1929) Applications of
the theory of error to the interpretation of trends: Discussion, J. Amer. Statist.
Assoc., Supp: Proc. Amer. Statist. Assoc., 24: 86-89. Brunt, D. (1917) The Com-
bination of Observations, Cambridge.) but it was given a new, and profoundly im-
portant twist with the development of bootstrap methods by Bradley Efron (Efron,
1979a). Bootstrap methods for confidence intervals rest on two ideas. First, that
the variability in the data, based on the statistical model, may be estimated rea-
sonably accurately and, second, that this variability may be propagated to express
uncertainty about any quantities computed from the data, such as the unknown pa-
rameters in the model. Efron’s insight was that propagation of uncertainty, from
variability in the data to uncertainty in estimates, could be carried out easily on
the computer, and he followed up with convincing theoretical analysis of the method
using some of the principles articulated in Chapter 8. In the 1980s, when desktop
computers became available, the use of computers to propagate uncertainty took
off (see Efron, 1979b). (Efron, B. (1979a) Bootstrap methods: Another look at the
jackknife, Annals Statist., 7: 1-26. Efron, B. (1979b) Computers and the Theory of
Statistics: Thinking the Unthinkable. STAM Rewv., 21: 460-480.)

We discuss propagation of uncertainty in Section 9.1 and then move on to boot-
strap methods in Section 9.2. In Section 9.3 we specify the circumstances under
which each of the several methods described here might be preferred to the others.

9.1 Propagation of Uncertainty

The problem of transferring uncertainty about a random vector X to a random vari-
able Y = f(X) is the problem of propagation of uncertainty, or what was historically
called “propagation of error” and, sometimes, “the delta method.” There are sev-
eral varieties of propagation of uncertainty. The original method, historically, used
mathematical analysis with n — oo to derive an approximate SE(Y) based on an
approximate variance matrix for X. In some cases this is easy. We discuss it in
Section 9.1.1. It is often even easier to use a brute force computer simulation: if we
can generate observations (on the computer) from the approximate distribution of
X, we can also immediately obtain the approximate distribution of Y. We explain
this method, enumerating the steps, in Section 9.1.2. Propagation of uncertainty is

!The “law of propagation of error,” as it was called, is mentioned as a standard technique by
Schultz (1929). The method is described in Brunt (1917).
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also an essential part of modern Bayesian methods, which appear in Chapter 16.

9.1.1 Functions of approximately normal random vectors are
approximately normal.

We begin with the analytical approach to propagating uncertainty. Let us suppose
we have a random variable or vector X, and a function y = f(z), which we wish to
apply to X. This will produce a random variable Y = f(X). A handful of special
cases have been analyzed in the literature (mostly many years ago), which leads to
some standard distributions such as the chi-squared distribution, the t-distribution,
and the F-distribution. In practice, however, one often comes across cases that do
not fit any specialized framework. Fortunately, there is a simple and powerful method
that may be applied in conjunction with a general theoretical result in order to get
the approximate distribution of Y.

Suppose, first, that X is a random variable having mean pux and standard devi-
ation ox. The classical idea behind what is often called the delta method assumes,
first, that the distribution of X is concentrated around px (so that oy is small),
and, second, that the function y = f(x) is approximately linear near puy. In ad-
dition, X is often assumed to be approximately normally distributed. Under these
assumptions the linear transformation that approximates f(z) is applied to X to
get the approximate distribution of ¥ = f(X). In particular, if X were normal
then the theorem concerning linear transformation of a normal random variable on
page 77 would show that this linear transformation of X would be normally dis-
tributed. As a consequence (it may be shown) if X is approximately normal, then Y
is approximately normal and the approximate mean and variance of Y is given from
the approximating linear transformation, as in the theorem on page 77.

Theorem Suppose that a sequence of random variables Xy, X5, ..., X,,, ... sat-
isfies v
n 1D N(0,1)
UXn
as n — 00, and that the function f(z) is continuously differentiable with f’(u) # 0.
Then %
O'yn
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Y-, =b(x—pu,)

—

Figure 9.1: The effect of the transformation y = a + bx operating on a normally
distributed random variable X having mean px and standard deviation ox. The
random variable Y = a+ bX is again normally distributed, with mean py = a+bux
and standard deviation oy = |blox. The normal distributions are displayed on the
x and y axes; the linear transformation is displayed as a line, which passes through
the point (px, py) so that it may be written, equivalently, as y — py = b(z — px).

Proof: We omit the proof, which is a consequence of Slutzky’s theorem
(page 191), but give the essential idea.

First, from the theorem on transformation of a normal random variable
(page 77), if Y = a +bX and X ~ N(ux,0%) then Y ~ N(uy,o?)
with gy = a + bux and oy = |blox. A pictorial display of this situation
is given in Figure 9.1. Now, suppose that f(x) is not linear, but let us
assume that it is only mildly nonlinear within the “most probable” range
of X. That is, f(x) is mildly nonlinear within, say, pux £ 2.50x, which is
the range over which we are assuming X to be approximately normally
distributed. Then we may approximate f(z) with the best-fitting linear
approximation at x = px:

f(@) = flux) + f/(px)(@ — px)

which is usually called a first-order Taylor series at x = px. (See the
Appendix.) That is, we have

flz) =~ a-+bx
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y =log(x)

#, \
K

Figure 9.2: The transformation y = log(x) operating on a normally distributed
(or approximately normally distributed) random variable X having mean py and
standard deviation ox produces an approximately normally distributed random vari-
able Y with mean and standard deviation approximately given by uy = log(px)
and oy = ox/|ux|. The approzimating line could also be written in the form
y—py = (z— px)/|px].
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with @ = f(ux) — f'(ux)px and b = f'(ux). Note that a + bux =
f(px). As a result, we have that Y = f(X) is approximately normally
distributed, with puy ~ f(ux) and oy ~ |f'(ux)|ox. O

We now re-state this theorem in a less mathematically precise but more practical
form.

Result: Propagation of Uncertainty in the Scalar Case

If X is approximately N(ux,0%) and the function f(z) is approxi-
mately linear with f’(x) # 0 near px (“near” being defined probabilis-
tically, in terms of oy), then

(1) Y = f(X) is approximately normal, and

(2) the approximate normal mean and standard deviation are given by
py = f(px) and oy ~ [ f'(px)|ox.

Note that both conclusions in this result are important: subsequently we will
rely on the approximate normality in (1) using computer simulation in place of the
analytical formula for the standard deviation appearing in (2). On the other hand,
the formulas are sometimes valuable.

A detail: Here is a technical point. In the statement of the theorem the
numbers oy, do not have to be the standard deviations of X,,. They can,
instead, be some numbers that will serve as the approximate standard
deviations. In practice, we often do not have the exact standard deviation
but we do have a useful approximate value based on large-sample theory,
as in Chapter 8.

Illustration: Log transformation Suppose g(z) = log(z). Then f'(z) = 1/x,
so that if X is approximately normal, with small oy, then Y is approximately normal
with py ~ log(pux) and oy ~ ox/|ux|. The picture is given in Figure 9.2. Careful
examination of Figure 9.2 reveals that the distribution of Y is not exactly normal (it
is mildly skewed toward low values), but it is close. a

The illustration above, using the log transformation, serves to show how the ana-
lytical calculation works in propagation of uncertainty. As we stressed in Chapter 2,
the log transformation is frequently used in practice to make data distributions more
symmetrical. An additional benefit of log transformations comes from its applica-
tion in statistical procedures such as analysis of variance (Chapter 13) that compare
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observations across groups or experimental conditions, where it is typically assumed
that all the observations have the same variance. Similarly, one of the standard as-
sumptions in linear regression (Chapter 12) is that the noise or error has the same
variance for all observations. Sometimes, however, this is clearly violated. Suppose
it is found, empirically, that the standard deviation is proportional to the mean.
The illustration above may be used to show that the log transformation removes this
effect, making the variances approximately homogeneous across observations.

Specifically, suppose we have random variables X1, ..., X,, for which oy, is pro-
portional to pyx,, with all pux, > 0. We may write this using the proportionality
symbol as

ox, X Ux,;- (94)

For definiteness, let us assume the proportionality constant is ¢, so we have
ox; = Clx,- (9.5)

Now let Y; = log(X;). Then, by the analysis in the previous illustration, using
lx,| = px, because px, > 0, we obtain

Oy, =~ C.

K3

In this context the log transformation is called variance stabilizing. Improving ho-
mogeneity of variances, making them more nearly equal, is an additional motivation
for the log transformation in data analysis. Here is an example.

Example 2.3 (continued from page 38) As part of their argument that it
may be advantageous to transform high-field BOLD signal in fMRI data by taking
logarithms, Lewis et al. (2005) provided plots of the standard deviation versus the
mean for the BOLD signal and for the log-transformed BOLD signal. These plots
are shown in Figures 9.3 and 9.4. The standard deviation is nearly proportional
to the mean for the BOLD signal, but shows no relationship to the mean of the
log-transformed BOLD signal. Because standard statistical procedures assume the
standard deviation is more or less constant regardless of the mean, the authors
suggested that taking logs might be a good idea. O

Example 9.2 Square-root transformation of spike counts in motor cortex
rm When the variance of spike counts is plotted against the mean it often happens
that they are roughly proportional. That is, the spike counts Xy, ..., X,, satisfy

2
O-Xi X /”LXi’
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Figure 9.3: Plot of standard deviation versus mean in BOLD signal across 15 sub-
jects, from Lewis et al. (2005). The plot is nearly linear, so the standard deviation
is very nearly proportional to the mean.
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Figure 9.4: Plot of standard deviation versus mean of log-transformed BOLD signal
across 15 subjects, from Lewis et al. (2005). Here, in contrast to Figure 9.3, the
standard deviation is approximately constant and shows no fixed relationship with
mearn.

at least approximately. (There are many references to this phenomenon; see Shadlen
and Newsome, 1998, for some of them.) Let us rewrite this analogously with Equation
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(9.5), putting it in the form

ag(z_ = clix, (9.6)
for some proportionality constant c. By examining the analysis in the forgoing il-
lustrations of the log transformation it becomes apparent that a similar trick may be

used here. From the propagation of uncertainty result oy =~ | f'(ux)|ox, together with
(9.6) we have

oy & | f'(ux)|ev/x. (9.7)
In order to remove the effects in (9.6) we therefore should find f(x) such that

fi(x) < 1/Vx (9-8)

because that will force the factors |f'(ux)| and \/ux to cancel. The square-root
function does the job: if f(x) = \/x then (9.8) is satisfied. For this reason, many
authors have chosen to use square-root transformations of spike counts in their sta-
tistical analyses. In particular, Georgopoulos and Ashe (2000) (Georgopoulos, A.P.
and Ashe, J. (2000) One motor cortex, two different views, Nature Neuroscience, 3:
963.) reported improvements when fitting spike counts to direction of movement by
linear regression. For a similar reason, Yu et al. (2009) (Yu, B.M., Cunningham,
J.P., Santhanam, G., Ryu, S.L., Shenoy, K.V., and Sahani, M. (2009) Gaussian-
process factor analysis for low-dimensional single-trial analysis of neural population
activity, J. Neurophysiology, 102: 614-635.) wused square-root transformations of
spike counts in studying “neural trajectories” that summarize population activity in
motor cortex during movement planning. O

We now extend the propagation of uncertainty argument to the vector case, which
involves a multivariate linear approximation (a first-order Taylor series expansion).
The idea is to take a sequence of random vectors X7, X, ... that are approximately
multivariate normal and apply the function f(z) to each of them and, as in the scalar
case above, approximate f(x) using a first-order Taylor series based on the derivative
of f(x). In this multidimensional case the derivative becomes the vector of partial
derivatives. Specifically, for a vector = we let f’(u) be the vector of partial derivatives
(with respect to all components) of the real-valued function f(x), evaluated at x = p.
That is, the ith component of this derivative is

f,(lu)i = of

825‘2' =

Theorem Let p be an m-dimensional vector, and let f(x) be a differentiable
function for which f’(u) # 0. If Xy, Xo,..., X,,... is a sequence of m-dimensional
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random vectors and X, is a sequence of positive definite symmetric matrices such
that for every nonzero m-dimensional vector w,

WIS V2 (X, — p) & N0, 1),
then, writing Y,, = f(X,), we have

(Yo —f(u) o

Oy

2 N(0,1) (9.9)

where

oy =/ ') Snf (1)

Proof: Omitted. O

Here is the practical form of the method.

Result: Multivariate Propagation of Uncertainty If X is approx-
imately multivariate normal, given by N,,(ux,>x), and the function
f(x) is approximately linear with f’(z) # 0 near uy (“near” again
being defined probabilistically), then

(1) Y = f(X) is approximately normal, and

(2) the approximate normal mean and standard deviation are given by
py ~ f(px) and

oy =V [ (x)TEx f'(px). (9.10)

Details: To see how we get this, consider the bivariate case. If we have
z = f(z,y) and we apply a first-order Taylor series expansion (a linear
approximation) near a point (zg, o), we get

z & f(xo,v0) + (:L" — (Y — vo)-

or ‘ (z0,y0) a_y ‘(xovyo)

Analogously to what was done in the scalar case, we insert random vari-
ables X and Y and replace (2o, o) with (ux, pty). With Z = f(X,Y) we
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note that the first term in the variance 0% = V(Z) is V(f(xo,50)) = 0
(because the variance of a constant is 0), and we then get

of 2 of 2
2 (9] 2 gj o2
%z = <8&7 ‘(%y):(ux,w)) ox * <8y }(I,y)=(ux7uy) Ty

af af

2 Gl ar=ux ) Gy | ar=tux v

yPOXTY -

The general multidimensional case is analogous.

9.1.2 Simulated observations from the distribution of the
random variable X produce simulated observations from
the distribution of the random variable Y = f(X).

The derivative calculations in (9.10) can be complicated, which not only may make
them tedious but also raises the worrisome possibility of math mistakes. A remark-
ably effective way to propagate uncertainty, which may also reduce the chance of over-
looking a math error, is to use numerical simulation. To understand the method, one
must first be sure to understand how to work with a probability distribution based
on a transformation y = f(x). Let us consider a simple example.

Illustration: Three possible values Suppose X can take the values 2,4, or 8
with probabilities .2,.5,.3, respectively, and we are interested in the transformation
y = log,(z). Then Y can take the values 1,2, or 3. To find the probability distribution
of Y we simply note that

1) = P(logy(X)=1 2
P(Y =2) = P(logy(X)=2)=P(X =4)=
3) = Plogy(X)=3 8

Thus, for example, if we wanted to find the mean of Y we would obtain

py = 1-PY=1)+2-P(Y =2)+3-P(Y =3)
= 1-(2)+2-(.5)+3-(.3).
= 2.1.
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O

The calculation in the discrete case (as above) is very simple. In the continuous
case, to get the pdf we would have to introduce a derivative factor |%|’ as ordinary
calculus requires when a variable is transformed (see page 76). We will not pursue
such calculations here. The point is that once we know the probabilities for X, we
can obtain them easily for Y using computer simulations. Suppose we can, on the
computer, generate observations (“draws”) from the distribution of X, and let us
denote a set of G such simulated observations by UM U@ .. U@ If we define
W = fFUM),W® = f(U?),... W& = f(UD), we obtain a set of G draws
from the distribution of Y.

IMlustration: Three possible values (continued) In the discrete example
above, suppose we wanted to find P(Y = 1) without using the formula P(Y = 1) =
P(X =2)=.2. We could get an approximate answer by the following procedure:

1. For j =1 to 10,000:
Generate U9 from the distribution of X.
Compute W) = log,(U9).

2. Let N be the number of W such that W@ = 1 and compute

N

P =1~ 155550°

To compute the mean of Y we could follow the same step 1, and then replace step 2

with
1 G
~ W@
My = I E 7.
J=1
O

This computer-simulation procedure works for discrete and continuous random
variables and random vectors.

Algorithm: Simulation-Based Propagation of Uncertainty Suppose the
random variable or random vector X has a probability distribution from which we
are able to simulate observations, and we wish to find the distribution of a random
variable Y = f(X) defined by a real-valued function f(x). Proceed as follows:
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1. For j =1 to G:
Generate U from the distribution of X.
Compute W@ = f(UW).

2. Step 1 gives us a sample W W@ W) from the distribution of Y. We
can obtain whatever information we wish about the distribution of Y by taking

G to be sufficiently large. In particular,

(i) to get P(a <Y < b) let N be the number of W such that a < W@ < b
and compute

Pla<Y <b) =~

Q=

.. — Ie.
(ii) To get oy, compute the sample mean W = £ >° o=1 W) and use the sample
. Ie. —
variance g Yo L (W9 —W)? to get

G
1 -

g=1

(iii) To get the gth quantile of the distribution of ¥ use the gth sample quantile
w, (defined on page 81) among the pseudo-data values W W& W), O

The procedure is very general: it is applicable as long as it is possible to gen-
erate observations from the distribution of X. (The problem of creating algorithms
that generate observations from a given distribution is itself a sub-specialty field of
research; some additional comments about this may be found in Chapter 16.) When
we use simulation-based propagation of uncertainty together with the approximate
normality of Y, due to the results in Section 9.1.1, we have a very powerful infer-
ence engine: we can apply them, together, to obtain approximate 95% Cls in a wide
variety of settings.
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Result: Simulation-Based Propagation of Uncertainty in Es-
timation Suppose the random vector X is a consistent estimator of a
parameter vector f having an approximate distribution (such as a mul-
tivariate normal distribution) from which we are able to simulate obser-
vations and we wish to estimate ¢ = f(6) for some real-valued function
f(z). If we apply simulation-based propagation of uncertainty, with G
large, then an approximate 95% CI for ¢ is given by (w go5, w.g75) Where
w25 and w g75 are the .025 and .975 quantiles among the pseudo-data
wOwe W,

The beauty of this simulation-based method of getting approximate confidence
intervals is its simplicity and practicality, as long as it is easy to generate observations
from the distribution of the esimator X. If, in addition, the estimator ¢ = f (é) is
approximately normal, then we have a slightly different option, which will produce
essentially the same answers.

Result: Simulation-Based Propagation of Uncertainty in Estimation When
the Estimator is Approximately Normal Suppose X is an approximately mul-
tivariate normal estimator of # having estimated covariance matrix 3, and we want
to estimate ¢ = f(0) for some real-valued function f(x). Let us take Y = f(X) to
be the estimator of ¢. We will write the observed estimate of 6 as X = 0 and the
observed estimate of ¢ as Y = ¢ = f(6). If the function f(z) is approximately linear
near 2 = 0 and f’(0) is not the zero vector (i.e., not all of its partial derivatives are
zero) then

(1) Y is approximately normally distributed, and

(2) the standard error obtained from (9.11) by simulation-based propagation of
uncertainty

G
SE(3) = ﬁ S (W — 1) (9.12)

9=1

furnishes approximate inferences. In particular, an approximate 95% CI is
given by (Y —2SE(Y),Y +2SE(Y)).
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The point of this second approach is that it involves the standard error, and the
95% rule for approximate normality, which is especially simple and familiar. When
the two methods differ, it is an indication that the distribution of ¢ is noticeably
non-normal and it is better to use the quantiles as they are likely to be more accurate.

We illustrate by returning to the example involving perception of dim light.

Example 5.5 (continued from page 254) At the beginning of the chapter we
motivated propagation of uncertainty using the problem of calculating x5, defined
on page 254, and finding its standard error. If we drop the subscript ¢ in Equation
(8.43), the logistic function used in the logistic regression model may be written in
the form

__exp(u)
1+ exp(u)

where u = By + f1x. We can solve for u as follows:

=1
u = log — 5
This may be checked by plugging the latter formula for u into the one above it to
get p=p. If we set p=.5 we get u = 0. In other words, x5y must be the value of x
for which

Bo + Bix = 0.

Solving for  we get

—bo

T50 = —51
and when we plug in (/@0, /@1) we obtain

50 = —ho, (9.13)

1
To get a standard error for Z5y we propagate the uncertainty from the approximate
variance matrix 3 for (BO, ﬁl) That is, we assume that statistical software (for
logistic regression, which we discuss in Section 14.1.1) has provided the MLE (ﬁo, ﬁl)
and the variance matrix V based on the observed information matrix as in (8.40),
e,V = IOBS(ﬁO,ﬁl)_l . We can then set ¥ = V and apply either the analytical
method or the computer-simulation method.

Let us use the simulation method. To obtain the standard error of x5y, or a
95% confidence interval based on percentiles, we generate many two-dimensional
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vectors that represent plausible values of (fy, 4;) according to the uncertainty in
(Bo, Bl) and, for each such vector, find z59. That is, we simulate two-dimensional
vectors U9) = (Ul(g), Uég)) whose first component corresponds to 3 and whose second
component corresponds to ;; we then apply (9.13) to these components to get a
simulated value

_ Ul(g)

U2(g)

W = (9.14)

The distribution of W values represents the uncertainty in s, propagated from
the uncertainty in (/80, ﬁl)

We now spell this out in steps. We again assume we have (from software) the
MLE (60, 51) and the variance matrix V. The algorithm is as follows:

1. Initialize by setting
B - (B(b él)

A

N=V
G=1000 (or some other suitable value)

2. Forg=1,....G

- simulate U®) ~ N(3,%)
- compute W) using (9.14).

3. Set OW, 0@ . 0@ equal to the ordered values of W W@ . W& go
that O is the smallest W9 O®) is the second smallest, etc., with O being
the largest.

If .025G is an integer, set 795 = .025G and if .025G is not an integer set r o5
equal to the smallest integer larger than .025G. (If G = 1000 then 7 o5 = 25.)

If 975G is an integer, set rgr;5 = 975G + 1 and if .975G is not an integer
set 7975 equal to the smallest integer larger than .975G. (If G = 1000 then
T975 — 976)

Define

W 025 O(ro2s)

Wors — O(T‘gm). (915)



272CHAPTER 9. PROPAGATION OF UNCERTAINTY AND THE BOOTSTRAP

(If G = 1000 then w go5 is the 25th ordered value of W and w g75 is the 976th
ordered value of W9).)

The approximate 95% CI for x5 is (w.g25, W.g75)-

4. Compute

1 779
=4/ =— E W) — W72
Here is a Matlab implementation of the algorithm above (using G = 10000):

response = [0 2 9 27 47 50]7;

total = [50 50 50 50 50 50]’ ;

[glmb glmdev glmstats] = glmfit(intensity, [response total],’binomial’);
b0 = glmb(1);

bl = glmb(2);

vmatr = glmstats.covb;

x50 = -b0/bl ;

beta = mvnrnd([b0 b1l] ,vmatr,10000);
xb50vec = -beta(:,1)./beta(:,2);
quantile(xb50vec, [.025 .975])

sqrt (var (x50vec) )

Using this simulation algorithm we obtained
approx. 95% CI for x50 = (1.88,1.96).

We found the standard error of 59 to be SE = .019. The usual standard-error based
approximate 95% CI is then

(1.92 — 2(.019), 1.92 + 2(.019)) = (1.88,1.96)

in agreement with the percentile-based method. This agreement is an indication that
the MLE in (9.13) is approximately normally distributed, to a close approximation,
for the sample sizes in this data set. The log,, intensity at which subject S.S. (whose
data were shown in Figure 8.9, the scale on the z-axis having been log,(intensity))
would have perceived half the flashes is estimated to have been Z59 = 1.921 + .019
with approximate 95% CI (1.88,1.96). Note that the logistic regression model (Equa-
tions (8.42) and (8.43)) could be viewed here as a method of interpolating between
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the experimental values, while also providing a standard error of the interpolated
quantity. O

In the simulation procedure above, a detail left unspecfied is the value of G to
be used, i.e., the number of random variables or vectors U to be generated on
the computer. Typically we would expect G = 1000 to be sufficient, and when the
computation is fast we might use G = 10,000 to be safe. In general the size of G
to be used is an empirical matter; if in doubt, one easy way to proceed is to pick a
convenient value of GG, such as G = 1000, and then run the entire procedure several
times. Because new random variables will be generated each time the procedure is
run, the several values of the outputs (w go5, w75, and SE) will be different. If the
output values on different runs are all close to each other then it may be concluded
that these quantities of interest are sufficiently accurate. If not, the size of G may
be increased.

Additional details: We may also propagate uncertainy analytically to
x50 = g(Po, /1) using Equation (9.13), which gives the standard error

SE = \/g/(é(]u B1)TEg (Bo, Br)

where the partial derivates are

o, 1
860 (Bo,P1) Bl
dg @

oy = 7
op, Pl /612

Plugging into the formulas above the values of By, 1 and B, the log,q
intensity at which subject S.S. would have perceived half the flashes is
estimated to have been 59 = 1.921 4+ .019. This agrees with the approx-
imate 95% CI obtained by the simulation method. O

9.2 The Bootstrap

The bootstrap is a very simple way to obtain standard errors and confidence inter-
vals. It has turned out to be one of the great inventions in the field of statistics.
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In Section 9.2.1 we explain the essential idea, and we contrast the parametric boot-
strap with the nonparametric bootstrap, elaborating on these two distinct methods
in Sections 9.2.2 and 9.2.3.

9.2.1 The bootstrap is a general method of assessing uncer-
tainty.

The algorithm for simulation-based propagation of uncertainty (page 267) began with
a random vector X having a known distribution (from which observations could be
generated on the computer). In practice, applying the result on page 269, X becomes
an estimator of a parameter vector  and its distribution is known approximately;
typically it is a normal distribution. From this, uncertainty can be propagated from
X to an estimator ¢ of ¢ = f(0). As illustrated in Example 5.5 on page 270, an
essential input to the algorithm is the variance matrix of X (in Example 5.5 we had
X = (ﬁo, ﬁl) and used 3 = IOBS(ﬂAO, @1)_1). But what if it is difficult to compute the
variance matrix of X7 The bootstrap instead backs up a step, using the variation in
the data themselves so that an explicit form for the variance matrix of X becomes
unnecessary (and the variance matrix of X can, in fact, also be obtained from the

bootstrap).

Here is the idea. Let us suppose Xi,..., X, is a random sample from a distri-
bution having distribution function Fx(x). We write this as X; ~ Fl, indepen-
dently, for ¢ = 1,...,n. We wish to find the standard error of a scalar statistic

T =T(Xy,...,X,). Notice, as we have said before, that T is obtained by applying
some mapping to the random variables. Let us emphasize this still further by using
the function h(zy,xs,...,x,) to denote that mapping so that T'(X;, Xo,..., X,) =
h(X1, Xs,...,X,). In the case of ML estimation, for instance, h(xy, za, ..., x,) would
be the function that gives the value of the MLE for a particular set of data x4, ..., z,.
In some cases the function h(zq,xs,...,2,) is explicit, as in ML estimation of the
binomial propensity p, while in other cases it is implicit—the result of solving a
differential equation, as in ML estimation of 3; in the logistic regression model of
Example 5.5 (page 250). In either situation, however, SE(T) is defined as the stan-
dard deviation of T' = h(Xy, Xy, ..., X,) when the X; random variables follow the
distribution with cdf Fy. Now, if we were able to simulate observations from Fx on
the computer, we could simulate G samples where G is a large number, proceeding
as follows:
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1. Forg=1to G
Generate a sample Ul(g), U2(g), L UY from Fy
Compute W@ = p(U U, ... U?)

2. Compute W = £ S W and then

G
1 —

9=1

Step 1 of this scheme would evaluate the estimator 7" on all the sets of pseuda data
U(g ) UY for g =1,...,G. Each set of simulated values U1 U U9
may also be called a sample of pseudo-data. The squared value SESZm(T)2 is sunply
the sample variance of the W@ random variables, and for large G' it would become
close to the variance V(T') (because, in general, the sample variance converges to the
theoretical variance, in probability, as in Section 7.3.4). Thus, for large G we would
get SEgn(T) = SE(T).

The only problem with the scheme as we have described it so far is that, in
practice, we don’t know the distribution F'x, so we don’t know how to generate the
pseudo-data. This situation is similar to the one we found in Section 7.3.4 where we
could not compute SE(X) = ox/v/n because we did not know ox. There, we solved
the problem by substituting s for oy, which is often called a plug-in estimate, and
this worked because the plug-in estimate is consistent, i.e.,

S = ox (916)

which is the same as (7.19). The idea of the bootstrap is analogous: we replace Fx
by an estimate of it and then apply the algorithm above. If we have a parametric
model and we use ML estimation to estimate the parameters, we can use the model
with the fitted parameters to generate the pseudo-data Ul(g), oo Un @ This scheme
is called the parametric bootstmp Otherw1se we replace Fx by the empirical cdf
F, and draw the pseudo-data U1 oo, Un @ from F,. This is the nonparametric
bootstrap. Both methods extend to cases in which we replace scalar estimates (e.g.,
(1) by vectors of estimated quantities (e.g., (5o, £1))-

The parametric bootstrap and nonparametric bootstrap both begin, conceptually,
by estimating the data distribution F'x. The parametric bootstrap uses a specific
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assumption, such as normality of the data. The nonparametric bootstrap does not
require any specific data distributional assumption, and this is the sense in which it is
“nonparametric.” The nonparametric bootstrap is also usually easier to implement.
Its disadvantage is that it requires i.i.d. random variables to represent the variation
in the data. There are many cases where the data are not modeled as i.i.d., such as
in regression, time series, and point processes. Sometimes a clever transformation
makes the nonparametric bootstrap applicable (see Davison and Hinkely, 1997, for
examples), but in other cases the parametric bootstrap is either the only available
approach or at least a more straightforward methodology to apply. Both forms of
bootstrap use propagation of uncertainty.

9.2.2 The parametric bootstrap draws pseudo-data from an
estimated parametric distribution.

Suppose we assume that a set of data x1,xs, ..., x, is a random sample from a dis-
tribution with pdf f(2;]), and we estimate 6 with the MLE 6. If assume for the mo-
ment that the parameter 6 is a scalar then, according to the scheme in Section 9.2.1,
we may obtain the standard error of 6 as SEsim(é) by generating pseudo-samples
U9 U@ U from the distribution with pdf f(z;]0). Because we do not know
the value of 6 we plug in the MLE 6 and instead generate pseudo-samples from the
distribution with pdf f (:L’Z\é) This is a parametric bootstrap, and the resulting value
of S Eszm(é) is a parametric bootstrap standard error.

Algorithm: Parametric bootstrap estimate of standard error To obtain

A~

the standard error SE(#) we proceed as follows:

1. Forg=1to G

Generate a random sample U9 U U from the distribution having pdf
Find the MLE 6 based on Ul(g), UQ(Q), L UY and set WO = 49),

2. Compute W = £ Zlel W) and then
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O

Why does the parametric bootstrap work? As in (9.16), the plug-in estimator 0
satisfies K
0L (9.17)

which is part of the statement in (8.32). Let us write the cdf corresponding to f(x;|0)
in the form Fy(x|f). From (9.17) it follows that

Fy(z|0) & Fy(z|0) (9.18)

for all z (we omit details), which is a formal way of saying that the distribution
of pseudo-data based on the distribution having pdf f(z;]0) will be close to the
distribution of the data (which has pdf f(z;]0)). Thus, simulating pseudo-data is
very much like simulating new data from the same distribution as the original data.

When 6 is a vector, the same method may be used to estimate the value f(6) of
any real-valued function f(z). We modify the procedure as follows.

Algorithm: Parametric bootstrap when estimating f(6) Suppose we want
to find the standard error of f(f) and get an approximate 95% CI for f(0). We
proceed as follows:

1. Forg=1to G

Generate a random sample Ul(g ), U2(g), ..., U from the distribution having pdf
f(@il0).
Find the MLE 09 based on Ul(g), UQ(Q), U9 and set WO = F(OW).

2. Compute W = £ S ¢ W and then

SE(f(0)) = % S (W — Tz (9.19)

g=1

In addition, an approximate 95% CI for f(#) is given by
approx. 95% CI = (w,025, w.975) (920)

where w o5 and w g7 are the sample quantiles defined from the ordered W@ values
as in (9.15).
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If we have several functions f1(0), f2(0),..., fr(#) we may obtain approximate
95% Cls for each using (9.20) and we can get an approximate variance matrix

V = V(fl(é)7 f2(é)7 R fk(é)>7
by following step 1, above, for each of f1(0), f2(0), ..., fr(0) to get

W@ = £;(09)
for j = 1,...,k, and then setting 1% equal to the sample variance matrix (see
page 108) of the k-dimensional vectors W@ = (W . w9, O

Example 8.2 (continued from page 226) In discussing the way previous
seizures affect the relationship between spike width and preceding inter-spike interval
length we displayed results based on change-point models. The statistical model
assumed that, on average, Y decreases quadratically with z for x < 7 but remains
constant for x > 7, with 7 being the change point. In Figure 8.7 we displayed fitted
change-points together with standard errors, which led to the conclusion that the
seizure group reset to baseline average spike widths earlier than the control group.
We said that the standard errors shown in Figure 8.7 were based on a parametric
bootstrap. The specifics of computing the bootstrap standard errors followed the
steps given above: based on the fitted 7, together with the fitted parameters for the
quadratic relationship when = < 7 and the constant relationship when = > 7 (see
page 461), pseudo-data samples were generated and for the gth such sample a value
79) was calculated following the same procedure that had been used with the real
data; then formula (9.19) was applied. O

9.2.3 The nonparametric bootstrap draws pseudo-data from
the empirical cdf.

In Section 9.2.2 we showed how the parametric bootstrap is used to get standard
errors and confidence intervals. The key theoretical point was captured by Equation
(9.18), which says that, for large samples, the distribution of the pseudo-data based
on the MLE plug-in estimate will be close to the distribution of the data. The idea of
the nonparametric bootstrap is to generate pseudo-data, instead, from the empirical
cdf Fn(x), defined on page 79. The theoretical justification for this is given by the
theorem on page 168, which says that for i.i.d. random variables

Ey(z) 5 Fy(x). (9.21)
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This has a form very similar to (9.18). (See also footnote 2 on page 169.) In words,
for large samples, the distribution of pseudo-data generated from the empirical cdf
will be close to the distribution of the data. The advantage of this nonparametric
formulation is the reduction of assumptions: we do not have to rely on a specific
parametric model, but rather can assume only that we are dealing with an i.i.d.
sample.

How do we generate observations from the empirical cdf F,? This turns out to
be very easy. According to its definition (on page 79), the empirical cdf assigns
probability % to each observation in the sample z1, x5, ...,z,. This means that in

order to draw a single observation from the distribution E,, we randomly select one
of the values x1, xo, ..., x,, with each value having probability % In order to draw
a set of pseudo-data, we simply repeat this process n times. In doing so it is very
likely to get repeats: we are sampling the values x1,29,...,x, each time; this is
called sampling with replacement; we “replace” each value after sampling it, before
drawing again from all the values z, s, ..., z,. Using standard statistical software
it is easy to draw samples with replacement from a set of data.

Because we are sampling the sample of data, the process is often called resampling.
Bootstrap resampling is beautifully simple. We define the algorithm in terms of any
consistent estimator 7" of an unknown quantity ¢. Here, ¢ could be defined in terms
of a parameter vector ¢ = f(6) or it could be defined from the data distribution
Fyx without reference to any parameter vector (e.g., ¢ could be the median of the
distribution Fy). The algorithm is as follows:

Algorithm: Nonparametric bootstrap for an estimator 7" of ¢ To get a
nonparametric bootstrap approximate 95% CI for ¢ from a sample x4, ..., x, based
on T = h(Xy,...,X,), and to get the nonparametric bootstrap SE(T'), we proceed
as follows:

1. Forg=1to G

Generate a sample Ul(g), UQ(g), ., U by resampling, with replacement, the
observations x1, ..., T,

Compute T = h(Ul(g), U2(g), o U,Sg))

2. Set OW 0@ . 0 equal to the ordered values of TW TR . T g0
that OW is the smallest 79, O® is the second smallest, etc., with O being
the largest.
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If .025G is an integer, set r g5 = .025G and if .025G is not an integer set 7995
equal to the smallest integer larger than .025G.

If 975G is an integer, set rg75 = 975G + 1 and if .975G is not an integer set
7975 equal to the smallest integer larger than .025G.

Define

tos = O

tors = O, (9.22)

The approximate 95% CI for ¢ is (.25, t.975)-

3. Compute T = éZZG:1 T and then

O

This extends immediately to the case in which each X;, and thus each Ui(g), is a
random vector; the algorithm above is unchanged.

In practice, the parametric and nonparametric bootstraps often produce very
similar confidence intervals and standard error assessments, so that the choice be-
tween them may depend on convenience. There are important examples (e.g., in
time series) where the data do not form an i.i.d. sample and it can be difficult or
impossible to use the nonparametric bootstrap, but in many situations it is easy to
take advantage of theoretically identical replications, and resample the data.

Illustration: Difference index for firing rates (continued) In the SEF
example introduced in Chapter 1 there were two experimental conditions, and the
problem was to compare the firing rates of a neuron under each of these conditions
based on a limited number of trials. In a particular time interval we found mean firing
rates of 48 spikes per second for the spatial condition versus 70 spikes per second for
the pattern condition. As we have noted previously, because studies involve many
neurons with varying firing rates, it is common to examine the difference index

X%
_XA—FXB.
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In Section 9.1.2 we discussed generation of a standard error for 1" using propagation
of uncertainty based on the asymptotic normality of X4 and Xp. An alternative
would be to apply the nonparametric bootstrap procedure given above. These would
give very similar results, but let us make sure it is clear how the bootstrap would
be applied. For each ¢ in step 1 we would first draw a random samples of size 15
from the 15 firing rates under the spatial condition and another random sample of
size 15 from the 15 firing rates under the pattern condition; we would compute the
two sample means to get )_(1(49) and Xf;); then we would apply the difference index
formula to get

o XO X
X9+ xy

Having obtained Y™, Y@ Y& (where we would take something like G = 1000),
we would go to step 2 and, to find an approximate 95% CI, we would order the values
YW y® V(& and compute the resulting 2.5 and 97.5 percentiles. In Step 3 we
would compute the mean and apply the formula for the standard error. O

Example 1.1 (continued from page 218) As we said in Section 8.1, one of
the questions asked by Olson et al. was whether SEF neurons tend to reach their
maximal firing rate later under one of the experimental conditions (the “pattern”
condition) than under the other (the “spatial” condition). To answer this, each
neuron’s PSTH, under each condition, was smoothed as in Figure 8.3 (with methods
described in Chapter 15), and then the time ¢,,,x at which the maximum occurred
was computed. This was regarded as an estimator of the time 7 of maximal firing
rate. Olson et al. applied bootstrap methods. To get a bootstrap confidence interval
for 7 the nonparametric bootstrap algorithm above can be applied: we set ¢ = 7
and in step 1, for each g, the individual trials (each of which provides a spike train,
as in Figure 8.3) would be resampled, then the resulting pseudo-data would be used
to get a PSTH, this PSTH would be smoothed, and a value T = 49 would be
computed; then step 2 would be carried out. O

The point to be taken from these examples is that the nonparametric bootstrap,
like the parametric bootstrap, can produce confidence intervals relatively easily, even
for complicated estimation procedures: in step 1 of the algorithm we simply re-run
the estimation procedure from start to finish using each set of pseudo-data rather
than the original data. Step 2 is then accomplished with just a few software com-
mands. When the data may be considered i.i.d. samples the nonparametric bootstrap
is typically even easier than the parametric bootstrap because resampling the data
may be accomplished with a single software command.
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The nonparametric bootstrap has been studied extensively, and has been shown to
work well in a variety of theoretical and empirical senses. For more information about
the bootstrap, see Efron and Tibshirani (1993) and Davison and Hinkley (1997).
(Efron, B. and Tibshirani, R. (1993) An Introduction to the Bootstrap, Chapman
and Hall. Davison, A.C. and Hinkley, D.V. (1997) Bootstrap Methods and Their
Applications, Cambridge.)

An important caveat is that arbitrary shuffles of the data do not necessarily
produce bootstrap samples. The key assumption is independent and identically dis-
tributed sampling of X7, ..., X,,, so that the key result (9.21) applies. Many problems
may be put in this form, but the nonparametric bootstrap only applies once they
are.

9.3 Discussion of Alternative Methods

At the beginning of this chapter we considered the data on perception of dim light
to illustrate propagation of uncertainty according to the diagram in (9.2). We went
to discuss analytical propagation of uncertainty, simulation-based propagation of
uncertainty, and then both the parametric and non-parametric bootstrap methods
of obtaining uncertainty about the target estimand, in this case x5y, the intensity at
which a flash of light is perceived 50% of the time.

The choice among these methods is largely a matter of convenience. It is often
easy to obtain the variance matrix of the parameter MLEs and then simulation-based
propagation of uncertainty is easy to implement (as in the code on page 272). Some-
times it is also easy to get the derivatives analytically, and the analytical approach
becomes an option. The percentile method of getting confidence intervals from sim-
ulation becomes more accurate than that based on £25F when the nonlinearity in
the target estimand as a function of the parameters is pronounced (relative to the
uncertainty in the parameters, as explained in Section 9.1.1). With i.i.d. data the
nonparametric bootstrap is very easy to apply, and is often the preferred method.
But many examples involve non-i.i.d. data. In regression or time series contexts, for
instance, nonparametric bootstrap methods require modification and may be diffi-
cult or impossible to apply (this is the case for some point process models of neural
spike train data). In such settings the parametric bootstrap is often used.
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These methods can produce valid 95% confidence intervals, which cover the esti-
mand 95% of the time, when the statistical model is correct and the sample size is
sufficiently large. The statistical model used with the nonparametric bootstrap, in
the form we have presented, assumes i.i.d. sampling but is otherwise very general.
All of the methods aim to provide an appropriate spread of the confidence interval
about the estimate, which is what leads to the correct coverage probability. The bias
in the estimator is ignored because, for sufficiently large samples, it becomes vanish-
ingly small. Furthermore, as we noted in Chapter 8, the bias squared often becomes
vanishingly small faster than the variance becomes vanishingly small, so that the
MSE is dominated by the variance. In practice, however, it is worth remembering
that nontrivial bias in the estimator can greatly diminish the coverage probability
of a putatively 95% confidence interval. If a statistical model is grossly incorrect
because, for example, some important expanatory factor has not been considered,
then these procedures will not perform well.
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Chapter 10

Models, Hypotheses, and
Statistical Significance

The notion of hypothesis is fundamental to science. Typically it refers to an
idea that might plausibly be true, and that is to be examined or “tested” with
some experimental data. Sometimes, the expectation is that the data will conform
to the hypothesis. In other situations, the hypothesis is introduced with the goal
of refuting it. In either case, however, variation and experimental noise prevent a
perfect determination of the veracity of the hypothesis. In reality, the hypothesis
will at best predict only approximately the results of an experiment. But then, one
might ask, in order to be judged favorably, how close to the data should a theoretical
prediction be? Development of a systematic method of answering this question, the
chi-squared goodness-of-fit test, was one of the great advances in the early part of
the 20th century.

We describe chi-squared tests in Section 10.1. The idea is to use a statistical
model to represent the theoretical predictions of the hypothesis. In this setting the
model embodies the hypothesis, and we usually speak of assessing the fit of the
model, as opposed to the accuracy of the hypothesis. The statistical model assigns
probabilities to possible data outcomes, and if the experimental data turn out to be
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very rare—according to the model-—then the model is deemed a poor fit. Because
the chi-squared procedure analyzes the discrepancy between model prediction and
data outcome, it might better be called, as John Tukey suggested, a “badness-of-fit”
test. On the other hand, it is often applied as a way of checking that a model fits
reasonably well—the expectation, or hope, being that it does.

When, instead, there is great interest in the possibility that the hypothesis may
be wrong, we usually label it a null hypothesis, and if the data provide sufficient
evidence against the null hypotheses we speak of rejecting it. Ronald Fisher intro-
duced the general concept of p-value, with p standing for probability, to quantify the
rarity of the data outcome under a null hypothesis. The notion is that when p is
small, the data outcome is rare under the hypothesis, and thus casts doubt on the
hypothesis. Fisher worked out specific procedures for obtaining p-values in many
important problems, and his methodology became standard practice. We introduce
p-values in the context of chi-squared tests, in Section 10.1.3, and we discuss the
general framework and methodology in Section 10.3.

The null hypothesis and p-value are only part of the standard approach to testing
hypotheses. An additional idea is to introduce a specific alternative hypothesis, which
has the potential to replace the null. In the 1930s Jerzy Neyman and Egon Pearson
provided a theoretical framework that explicitly included an alternative hypothesis.
Specifically, Neyman and Pearson defined type one error (usually written Type I) as
the probability of incorrectly rejecting the null hypothesis and type two error ( Type
II) as the probability of incorrectly rejecting the alternative hypothesis. The theory
considers both kinds of errors, and analyzes statistical hypothesis tests according to
the probabilities of making these errors. We go over the fundamental elements of
the Neyman-Pearson framework in Section 10.4, and we also discuss several different
points of view about the statistical assessment of hypotheses.

It is somewhat unconventional to present goodness-of-fit tests before other hy-
pothesis tests. Our preference for this ordering® is due to the smaller number of
concepts and issues that arise in goodness-of-fit testing: from a pedagogical point of
view, in this context it is easier to concentrate on the logic of p-values. We discuss
other kinds of null hypotheses in Section 10.2.

IThis order of presentation is the one followed by Fisher in his immensely influential Statistical
Methods for Research Workers, but it seems to have been abandoned later in the 20th century as
the Neyman-Pearson approach became dominant.
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10.1 Chi-Squared Statistics

We have described several studies where a theoretical model seemed to fit the data
well and was then used for scientific inference. For instance, the Hardy-Weinberg bi-
nomial model fit the nicotinic acetycholine receptor and ADHD data in Example 5.1,
the Poisson distribution was used to fit quantal response in synaptic transmission
data in Example 5.6, the normal distribution fit the background noise in MEG in Ex-
ample 1.2, and the exponential and gamma distributions were used to fit ion channel
opening duration data in Example 3.5. Previously we judged fit simply by looking
at tables and graphs, informally. The chi-squared procedure provides a probabilistic
quantification of the observed discrepancy between theoretical prediction and data.

The essence of goodness-of-fit assessement is as follows:

(i) We define a statistical model that assigns probabilities to potentially-observed
outcomes;

(ii) we compute the discrepancy between the data values and the values obtained
from the fitted model; and

(iii) assuming the data were generated by the hypothetical model, we determine
whether the observed discrepancy would be considered rare; if observing such
a large discrepancy constitutes a sufficiently rare event, then we consider this
to be evidence that the model does not hold.

The discrepancy between observed data and fit is evaluated using a statistic, here
a chi-squared statistic, and its rarity is judged by comparing the observed value to
a suitable probability distribution, here a chi-squared distribution, according to the
p-value. The chi-squared statistic is used when each observation may be considered
to arise as one of several possible categories.

10.1.1 The chi-squared statistic compares model-fitted val-
ues to observed values.

To assess the fit of a theoretical model to a set of data we begin with the obvious idea
of examining the discrepancy between the model predictions and the data values.
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Example 5.1 (continued, see page 126) In Chapter 5, on page 126, we
displayed data from a study of genotype frequencies for the nicotinic acetylcholine
receptor subunit a4 gene among children with ADHD and their parents. The table
of frequencies (for a T'— C' exchange in one base in the gene sequence) among the
136 parents in the Kent et al. study is given again below:

T CT CC
Number 48 71 17
Frequency 35 .52 .13
Hardy-Weinberg Probability 38 47 15

Hardy-Weinberg Expected Number 51.7 63.9 20.4

We noted previously that the frequencies and Hardy-Weinberg probabilites are quite
close. We have now added a fourth line in the table to indicate the predicted or
“expected” number of each genotype. To judge the fit of the model we evaluate the
discrepancy between the values in the first and last lines of this table. O

In Example 5.1 there are many possible ways to measure the discrepancy between
the vector of observed values (48,71,17) and the vector of theoretically-expected
values (51.7,63.9,20.4). The most common assessment is based on the chi-squared
statistic. Let us denote observed values by O and theoretically-expected values by
E, so that the first pair of O and F values are 48 and 51.7, the second pair are 71
and 63.9, and the third pair are 17 and 20.4. The chi-squared statistic is

2
= 0 ED (10.1)
where the sum is over all pairs of values, in this case the three pairs, and we have
used the subscript on y?2, to indicate that it is calculated from the observed data. A
large x2,, indicates a failure of the model to fit the data. But how do we know when
X% should be considered large? The O values surely will, by chance fluctuation,
deviate from the theoretical E values. The key is that when the theoretical model is
valid the magnitude of this chance fluctuation becomes predictable.

To motivate x2, let us note that each O value is a count, counts are usually
modeled as Poisson random variables, and for a Poisson random variable Y we have
V(Y) = E(Y). A reasonable way to combine the counts is to standardize each O
value by subtracting the corresponding expected value, which we here take to be
E and dividing by the standard deviation which, if the observed value were Poisson
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would be the square root of the expectation, here v/E. Each contribution (O—E)?/E
may thus be considered the square of a standardized variable. It turns out that, for
large samples, these standardized variables approximately follow a standard normal
distribution. Recalling that the chi-squared distribution arises as a sum of squares
of standard normal variables it then becomes at least plausible that a chi-squared
distribution might be used to judge the magnitude of the chi-squared statistic. This
argument may be made rigorous. We comment further on theoretical aspects of the
method in Section 11.1.4.

To obtain the p-value for the chi-squared procedure we consider a random vari-
able X having a x2 distribution and evaluate p = P(X > x2,.). This provides an
approximate p-value (approximate because the chi-squared statistic approximately
follows a chi-squared distribution, for large samples). We discuss the selection of
v in Section 10.1.2. If p is sufficiently small we consider the observed value to be
rare. Typically, p < .05 is taken as modest evidence and p < .01 is taken as strong
evidence that the model doesn’t fit.

Example 5.1 (continued from page 288) For the ADHD data we get

, _ (18-517)°  (71-639) (17— 204)°

Xobs 517 639 20.4 6

We compare this to a x? distribution by taking X to be a random variable having a x?
distribution and then computing P(X > 1.62). We find P(X > 1.62) = .20, so that
an approximate p-value is p = .20. This indicates a good fit of the Hardy-Weinberg
model to these data. O

10.1.2 For multinomial data, the chi-squared statistic fol-
lows, approximately, a y? distribution.

In Example 1.4 we introduced a binary random variable to analyze the variation
across outcomes where each outcome was one of two possibilities, “burning house”
or “non-burning house.” In Example 5.1, we have a similar situation, except instead
of two possible outcomes we have three: each of the 136 subjects contributed a
genotype that was classified as TT, TC, or CC. As discussed on page 141, this
leads to the assumption of a multinomial distribution across the 3 categories of
data, which is the fundamental assumption for the application of the chi-squared
test on page 289. More generally, the theoretical starting point of every chi-squared
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test is the idea that the given set of counts may be considered an observation of a
multinomial random vector. Here is a particularly straightforward example where
the genetic model completely specifies the set of multinomial probabilities, leaving
no free parameters.

Example 10.1 Allele frequencies in fruit flies Some basic genetic investiga-
tions have involved the “vestigial” (vg) and “ebony” (e) strains of fruit flies. The
vestigial flies have small wings so that the animal can not fly, while the ebony flies
are very dark in color. Kempthorne (1957, p. 155) cites an investigation involving
cross breeding of vg with e flies (Kempthorne, O. (1957) An Introduction to Genetic
Statistics, Wiley.) According to Mendelian equilibrium theory, the four possible
results (denoted +,vg,e,vge) should be in the proportions 9:3:3:1. The four respec-
tive frequencies among 465 flies were 268, 94, 79, 24. The theoretical proportions
are (.563,.188,.188,.0625) while the observed proportions were (.576,.202,.170,.0516).
For instance, .576=268/465. In this case, we model the vector of numbers of pheno-
types among 465 flies as a M (n, p1, p2, p3, p4) distribution, where n = 465 and p; is
the probability that a given fly would be of type +, ps the probability the fly would
be of type vg, etc. We would assume that the phenotypes are independent of each
other across flies (so that knowing one fly’s phenotype does not change another fly’s
phenotype probability distribution), and each has the same set of four probabilities.
Thus, under the model, the vector (268,94, 79, 24) is treated as if it were an observed
value of the multinomial random vector. O

In applications of chi-squared methodology each O is a count associated with a
particular data category. In Example 5.1, for instance, the categories were T'T, C'T, C'C'.
The number of categories is important in determining the degrees of freedom v. The
value to use for v depends on the problem. If we take the number of categories to be
k and the number of estimated parameters to be m then v is found from the formula

v=k—1-m (10.2)

The degrees of freedom, often abbreviated d.f., may be considered the number of free
parameters. The idea and terminology of degrees of freedom come from mechanics:
we count the number of dimensions in which the random variable is “free to move,”
often beginning with some apparent maximal number of dimensions and subtracting
off constraints. The examples below should help clear this up, and there are general
formulas for each type of problem. In Equation (10.2) we begin with a multinomial
distribution that has k categories with probabilities py,...,pr. Because these sum
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to 1, there are only k — 1 free parameters. Then, after estimating m parameters for
the null hypothetical model we are left with v = k — 1 — m free parameters.

Example 10.1 (continued from page 290) eturning to the allele frequencies
example, the “observed values” O are 268, 94, 79, 24. The “expected values” F
values must be calculated. If the ratios were 9:3:3:1, the corresponding proportions
Would be 9/16, 3/16, 3/16, 1/16 With 465 ﬂies we would therefore expect to see

-465 = 261.6, 136 - 465 = 87.2, 3 15 - 465 = 87. 2, 4 176 - 465 = 29.1. The O and E values
are compared and summarized by the chi-squared statistic using (1):

, (268 —261.6)> (24 — 29.1)?
= e =234
Novs 2616 T 291 ’
Here there are 4 categories, so 3 degrees of freedom. O

Just as the binomial may be approximated by a normal distribution for large n,
so too may the multinomial be approximated by a multivariate normal for large n.
This leads to the general result that the chi-squared statistic follows, approximately,
a chi-squared distribution.

Result Suppose X ~ M(n,p1,ps,...,pr) and we have a sta-
tistical model p; = p1(0), pa = p2(0), ... pr = pr(0) based on an
m-~dimensionl parameter vector 6. Let 0 be the MLE and let Y,,
be a random variable representing x2,. according to (10.1), i.e

y, — i < - npz(é)>2.

i=1 npl )

(10.3)

Then, assuming suitable regularity conditions on the statistical
model, as n — oo we have

Y, B2 (10.4)

where v =%k—1—m

A detail: The “suitable regularity conditions” on the model are that the
mapping 0 — (p1(0),p2(0),...,px(f)) must be one-to-one and differen-
tiable with the derivative matrix having rank m. O
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In practice, the most important input to this theoretical result, which leads to
the calculation of the p-value, is the assumption that the data may be represented
by a multinomial random vector. As in the binomial case, the multinomial assump-
tion will make sense when it is reasonable to assume the classification variables are
independent across observations (across subjects in Example 5.1). Thus, as before,
it is the judgment of independence that must be considered most carefully.

10.1.3 The rarity of a large chi-squared is judged by its p-
value.

The conventional cut-offs for the p-value are .05 and .01, with p < .05 and p < .01
reflecting modest and strong evidence. These two particular numbers were handed
down from Fisher and are now imbedded in standard practice, but they are somewhat
arbitrary and should be considered rough guides rather than finely tuned criteria.?
Articles in the literature often include statements in the form p < .05, with the result
typically being called statistically significant, or p < .01, which may be labeled highly
significant. However, it is not unusual to obtain a very small p-value (e.g., 107%),
which is quite different than .01. Rather than saying p < .01, it is preferable to
report the p-value, and it is also good practice to say what statistic was computed,
e.g., in Example 5.1 on page 289, one would report p = .20 for chi-squared on 1
degree of freedom.

Example 10.1 (continued from page 291) e use the computer to find p =
P(X > 234) = 1 — P(X < 2.43) where X has a x3 distribution. We obtain
P(X <2.43) = 0.4951 and therefore p = .50. This p-value is large, much larger than
the conventional values .05 and .01. Thus, data that deviate from expected values as
much as these would not be rare and we conclude there is a good fit of the theoretical
model to these data. O

Example 5.4 (continued from page 131) n the radioactive disintegration
example, the statistical model is that the data are a sample from a P(\) distribution.
Here, we have # = X so that p;(#) = p;(A\). The O and E values are given in
Table 10.1. The E values are obtained as E; = np;(\) where p;(\) = P(X = i) =
e\ /i! and we then substitute \ = A =1Z. Thus, after computing A\ =7 = 3.87 we

2Qur characterization of p < .05 as “modest evidence” is consistent with Fisher’s view. In
particular, he felt p = .05 was inconclusive. See the footnote on page 340.
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Table 1
k  Observed Counts Poisson Fitted Counts
0 57 54.399
1 203 210.523
2 383 407.361
3 525 525.496
4 532 508.418
5 408 393.515
6 273 253.817
7 139 140.325
8 45 67.882
9 27 29.189
> 10 16 17.075

Table 10.1: Fit of Poisson distribution to the counts of a-particle emissions from a
specimen during 2608 intervals. The frequency of counts 0,1,2,...,9,> 10 appear
beside those were based on the Poisson distribution.

obtain the values ﬁl(é) = eA_’A\S\i /!, which appear in the theoretical statement (10.3)
and the values E; = np;(\), which appear without the subscript ¢ in (10.1). For
example, the expected number of times we would observe one particle emitted is 2608

times the probability of getting one particle emitted, i.e., 2608-e7387(3.87) = 210.523.

Calculation of (10.1) gives x%,, = 12.9 and here there are v = 11 =1 —1 =9
degrees of freedom: we start with 11 — 1 = 10 degrees of freedom, because there
are 11 categories, but we lose one degree of freedom from estimating A. From the
chi-squared cdf we find that when X ~ x%,, P(X > 12.9) = .17. Thus, p = .17
and there is no evidence of departure from the Poisson distribution despite the large
sample size, which would have given an opportunity to detect even a small departure.
O

A detail: A technical point arises in the Example 5.4, above, from the
observation that the number of categories here is actually somewhat ar-
bitrary: we chose to use 11 categories, but could have chosen a different
number. As a result, the large-sample distribution is not the claimed chi-
squared, but a slightly different approximation (a pair of bounds) may
be used for the p-value. In this case, the p-value would be somewhere be-
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tween those obtained for 9 and 10 degrees of freedom. This would make
the p-value a bit bigger than our reported p = .17. Many texts emphasize
this technicality but, for models such as these, with a single parameter,
it has little effect on the conclusions. O

10.1.4 Chi-squared may be used to test independence of two
traits

Many studies seek to evaluate the association of two traits. In genetic epidemiology,
for instance, it is useful to know whether a particular genotype may be associated
with a disease. When the occurrence of each trait is considered a random variable,
the traits will fail to be associated if the two random variables are independent.
Thus, the issue becomes one of evaluating the fit of a statistical model based on
independence.

Example 10.2 Alzheimer’s and APOE As part of a study of markers for late-
onset Alzheimer’s disease, Yu et al. (2007) (Yu, C.E., Seltman, H., Peskind, E.R.,
Galloway, N., Zhou, P.X., Rosenthal, E., Wijsman, E.M., Tsuang, D.W., Devlin, B.,
and Schellenberg, G.D. (2007) Comprehensive analysis of APOFE and selected prox-
imate markers for late-onset Alzheimer’s disease: Pattern of linkage disequilibrium
and disease/marker assocation, Genomics, 89: 655-665.) looked for the presence
of the ¢4 allele of the apolipoprotein E gene (APOE), which had previously been
associated with increased risk of Alzheimer’s, among both Alzheimer’s patients and
controls. The following table summarizes some of the data they presented from 193
Alzheimer’s patients (AD) and 232 controls:

g4 absent &4 present
AD 58 135
controls 162 70

At first glance it appears that the 4 allele is far more prevalent among the Alzheimer’s
patients than among the controls—and that this is probably not due to chance. This
may be verified using a y? test. O

Example 10.2 involves what is called a two-by-two table (written 2x2). In general,
the probabilities for a 2 x 2 table may be represented as follows:
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1 absent 1 present

2 absent | piy D12 D1+
2 present | poy D22 Do+
P+ P42

Here the subscript ij corresponds to the (i,7) element in the table, meaning that
pi; is the probability in row ¢ and column j. For example, pss is the probability
that a random individual has both trait 1 and trait 2 (e.g., in Example 10.2 both ¢4
and AD). The probabilities along the margins of the table come from summing the
probabilities along rows or columns. For example, pio = p1o + pao is the probability
that the individual has trait 1 (e.g., €4) and pa = pa1 +Ppao is the probability that the
individual has trait 2 (e.g., AD). Now, if independence holds, then the probability
of having both trait 1 and trait 2 must equal the probability of having trait 1 times
the probability of having trait 2, i.e., pos = paypye. Filling out the rest of the table
of probabilities the same way gives the independence model

Dij = Di+P+j
for all 7, j.

In order to apply x2, we need to compute the expected values, each of which
is the number of individuals we would expect in a particular entry of the table. In
principle, the expected value for (7, ) entry in the table is E = n - p;; = n - piypy;
for each of the four p;;’s, but we don’t know the values of p;; and p,;. Here we
resort to the standard “plug-in” method: we estimate these marginal probabilities
from the data. For instance, in the Alzheimer’s example there are a total of 425
individuals so we use p;, = (58 + 135)/425, for the probability of having AD, etc.
(Poy = (162 + 70)/425, py1 = (58 4+ 162) /425, pyo = (135 + 70)/425).

This estimation process causes the chi-squared distribution to lose degrees of
freedom, as in Example 5.4. In general, if there are r rows and ¢ columns we begin
with rc — 1 degrees of freedom: there are rc probabilities in the table but they must
sum to 1, which means we lose 1 degree of freedom. We then lose another r—1 degrees
of freedom for estimating row marginal probabilities and ¢ — 1 for estimating column
marginal probabilities. This leaves re—1—(r—1)—(c¢—1) = re—r—c+1 = (r—1)(c—1)
degrees of freedom.

Example: 10.2 (continued from page 294) In this example r = 2 and ¢ = 2
so there is 1 degree of freedom. Entering the data into an appropriate statistical
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software package produces Y%, = 65 on 1 degree of freedom, and p = 7 x 10716,
which is truly tiny. Clearly there is an association here. O

Software used to get chi-squared results, as in Example 10.2 above, typically
applies a variation of the chi-squared statistic that includes a “continuity correction.”
This adjusts the statistic slightly to make the continuous chi-squared distribution
match more closely the distribution of the discrete chi-squared statistic in small
samples. It is also possible to use so-called “exact” methods, which avoid the y?
distribution altogether. While such methods are commonly applied, it is important
to keep in mind that we are usually looking for clear and compelling results, either
not significant or strongly significant, and borderline cases should be interpreted as
such. That is, when the continuity correction—or the distinction between exact and
approximate methods—is important to conclusions, this may signal a case in which
a careful investigator will recognize the ambiguity of the data.

Example 10.2 (continued, introduced on page 294) he Alzheimer’s and
APOF data may be examined further to see if there is a difference between men and
women. Here is the table for the AD patients:

g4 absent &4 present
women AD 32 70
men AD 26 65

The proportions appear to be about the same, and this time we get 2 = .071 again
on 1 degree of freedom, and p = .79, so there is no evidence of any discrepancy in g4
prevalence among the male and female AD patients. O

One final subtlety should be noted. The logic we have described here assumes
that each subject in the study is drawn randomly from a population of potential sub-
jects. That could be a good rough description of what happened in the Alzheimer’s
study: the incidence of Alzheimer’s among relatively old subjects can be quite high.
However, often a set of diseased patients is selected and then a set of controls is
chosen separately. In epidemiology this is called a case-control study. It generates
a different statistical model, but it turns out to give the same y? test. (The cited
study did not say which way the subjects were collected.) We return to the issue of
data collection strategies and their effects on scientific inference in Section 13.4.



10.2. NULL HYPOTHESES 297

10.2 Null Hypotheses

10.2.1 Statistical models are often considered null hypothe-
ses.

In talking about assessing fit we have used a “hypothesized model,” i.e., the model
being fit to the data. The standard terminology is to take such a model to be
the “null” model, or the null hypothesis, often written as Hy. Sometimes the null
hypothesis completely specifies the probability distribution, as in Example 10.1. In
other cases it merely identifies a family of distributions, as in the a-particle emissions
example (where there is still a free parameter A), and in the Alzheimer’s and APOFE
example (where there remain two free parameters p;. and p,;). The “null” here
indicates that such a hypothesis is often used with an eye toward collecting evidence
against the hypothesis, the implicit understanding being that H, would eventually
be replaced with something that could describe such data better.

10.2.2 Null hypotheses sometimes specify a particular value
of a parameter within a statistical model.

Another possibility is that the null hypothesis specifies a particular value of a pa-
rameter within a family of distributions.

Example 1.4 (continued, see page 16) In the investigation of blindsight in
patient P.S., the possibility that P.S. was guessing corresponds to taking p = .5 in
the binomial model. We write this as X ~ B(17,p) with Hy: p = .5. One way
to test this is with y?. We take the observed values to be 14 and 3 (for the two
categories “non-burning preferred” and “burning preferred”) and take the expected
values to be npy and n(1 — py), with n = 17 and py = .5, which gives npy = 8.5 and
n(1 — pg) = 8.5. The chi-squared statistic is then

9 (14 —8.5) (3 —8.5)2
Xobs = 35 + S5 =7.12.
Here we have 2 categories and 0 estimated parameters, so v = 1. Comparing 7.12 to
a x7 distribution gives a p-value of p = .0076, which? is strong evidence against H,.

3In this example we use the notation p in two different ways: at first p stands for the probability
that P.S. would choose the non-burning house, and then later it stands for the p-value. These are
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0.

In Example 1.4 there is a simple null hypothesis and a chi-squared procedure to
test it. Because the sample size there is small, however, the continuity correction
mentioned on page 296 would change the p-value somewhat. We will obtain a more
accurate p-value for Example 1.4 on page 309.

10.2.3 Null hypotheses may also specify a constraint on two
or more parameters.

In the blindsight example we had a single binomial and tested Hy : p = .5. Now
suppose we have two binomials, X; ~ B(ny,p;) and Xy ~ B(ng, p2) and we wish to
test Hy : p1 = po. This is a special case of a widely-applied type of null hypothesis,
namely one that corresponds to a constraint on some parameters in a statistical
model. In the case of two binomials, Hy : p; = p, may be assessed by comparing x2,.
to a x? distribution: we begin with two free parameters p; and py and lose a degree
of freedom due to the constraint. In fact, this special case of x?%, turns out to be
mathematically equivalent to the test of independence examined above.

Example 10.2 (continued, see page 294) n page 296 we noted that the way
the Alzheimer’s data were collected would affect the way the statistical problem
would be posed. If AD patients and controls were collected separately, then we
would examine whether the probability of having the €4 genotype was the same in
each population, i.e, we would have two binomials and would test Hy : p1 = ps. To
repeat, this test may be carried out using 2, exactly as done previously, on page
295. O

In a similar way, data from two independent samples Xi;, Xi2,..., X5,, and
Xo1, Xog, ..., Xoy, may be used to test the hypothesis that the corresponding means
w1 and po are equal, Hy : puy = po. For example, in the case of the SEF neuronal
activity under two conditions discussed in Example 1.1 (page 3) there were 15 trials
in both experimental conditions, generating mean firing rates of 48 spikes per second
for the spatial condition and 70 spikes per second for the pattern condition across
the time interval from 200 to 600 milliseconds after the onset of the cue. The null
hypothesis Hy : ;3 = po would say that the two mean firing rates are equal. The

both such common notations that we felt we couldn’t change either of them. We hope our double
use of p is not confusing.
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standard statistical procedure for testing this hypothesis is called a t test, because
it relies on the t distribution. We discuss this below. Example 7.2 provides another
example.

Example 7.2 (continued from page 196) For the test-enhanced learning study
we previously showed how to get a confidence interval for p, — ps, where p; and puo
were the mean scores within the SSSS and SSST conditions. As an alternative we
may test the null hypothesis Hy : puy = po, which says that the population mean
scores in the SSSS and SSST conditions are identical. O

10.3 Testing Null Hypotheses

10.3.1 The hypothesis H : i = iy for a normal random vari-
able is a paradigm case.

We have aleady noted that a null hypotheses may specify a particular value of a
parameter. To establish intuition based on a widely-used form of test statistic, let us
return to the prototypical situation we considered in Section 7.3.2, where we have a
sample X1,..., X, from a N(u,0o?) distribution with ¢ known. To test Hy : pu = po
we may form the ratio

7 = s (10.5)

where
SE(X)=0a/vn

is the standard error of the mean, as in Equation (7.9). The data-based analogue,
computed from a sample x1,...,xz,, is

L — Ho
Zobs = SE(i‘) (106)
where Z is the sample mean computed from the data and SE(z) = 0/y/n. (The SE
value is the same for the data-based mean and its theoretical counterpart because
the formula in this simple case does not depend on the actual values of the data.) If
the magnitude |zy| is sufficiently large we would say there is evidence against Hy.
To analyze this procedure we return to the theoretical statement (10.5). Because
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X ~ N(u,0?/n), under Hy : ju = o we also have
Z ~ N(0,1). (10.7)
We therefore obtain a p-value from
p=P(Z] > |zops])- (10.8)
Together, (10.6) and (10.8) define a z-test for normal data with o known.

As in Section 7.3.2 we have presented the z-test first in this special case for
conceptual simplicity. In practice, the data are typically not normally distributed
and o is not known. We may treat the more general setting by approximation,
analogously to what was done in Section 7.3.4. The procedure is to replace o with
the sample standard deviation s in SE(Z), as in Equation (7.17) and, having done
so, invoke (10.6) as above. For the purpose of formalizing the argument in theoretical
terms let us replace Z, in (10.5) with Y,

X — 1o
Y = —
SE(X)

. (10.9)

We do this because when the observations are non-normal Y will also typically be
non-normal and we want to reserve the notation Z for the case Z ~ N(0, 1).

Result If X;,..., X, is a random sample from a distribution
having mean p and standard deviation o, and n is sufficiently
large, then a test of the null hypothesis Hy : 1 = pp may be
carried out by applying (10.6) with SE(Z) defined by (7.17)
and computing an approximate p-value using (10.8). That is,
under Hy : 1t = po, for sufficiently large n we have

P(Y] = |zobs|) = P(1Z] = [2o0s]) (10.10)

where Y is defined by (10.9) and Z ~ N(0, 1), so that the p-value
based on (10.6), where SE(Z) is defined by (7.17), together with
(10.8) is approximately correct.

This result is an immediate consequence of the theorem following (7.18).
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10.3.2 For large samples the hypothe51s Hy: 0 = 6y may be
tested using the ratio (/ — 6,)/SE(0).

The uncertainty associated with an estimate is quantified by the estimate’s standard
error, as defined in Equation (7.6) on page 187. In Example 1.4, concerning blindsight
in patient P.S., we reported on page 16 an approximate 95% confidence interval
(.64,1.0) (based on calculations given on page 186) and we noted that this was
inconsistent with the probability of .5, which would correspond to guessing. But
if we are mainly interested in whether the data are consistent with guessing, we
could rephrase the problem using the observed discrepancy between % and .5. The

proportion 0 = 1—7 seems much too big to be consistent with guessing. So we may

ask this question: If P.S. were guessing, how unlikely would it be that § would be as
14?

far from .5 as was 1=

We will present several different procedures that provide slightly different numer-
ical answers to this question, all of which lead to the same conclusion. The one most
closely related to the approximate confidence interval in (7.8) assesses the discrep-
ancy between 0 and .5 in units of SE(f). This relies on the approximate normality
of the MLE 4.

Result: Suppose Xi,..., X, has joint pdf f(z1,...,2,]0), with 0 a
scalar, and suppose further that 7, is an asymptotically normal estima-
tor of 6 with standard error SE(T,,) = ¢7,. Then the null hypothesis
Hy: 6 = 0y may be tested by using the statistic

T, — 0

Zobs = SE(Tn)’ (1011)

with large values of |z,s| indicating evidence against Hy. If the sample
size is large, an approximate p-value may be obtained from

p=P(Z| = |zobs]) (10.12)

where Z ~ N(0,1).

This result follows from the theorem in Section 7.3.5, which said that if o, is
the standard error of 7,, in the sense that

or, p
T, P

- T,
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then
(Tn - 9)

or,
If # = 0y then the random variable

Z N0, 1).

o Tn - 90
- SE(T,)

follows, approximately, for large n, a N(0,1) distribution and the p value based on
Z ~ N(0,1) will be approximately correct. Because Z is a common notation for a
N(0,1) random variable, the value z,s in (10.11) is often called a z-score and the
procedure in (10.11) and (10.12) is a z-test.

Example 1.4 (continued from page 297) Suppose X ~ B(n,f) and we wish

to test Hy : 6 = 6y. The usual formula for SE is SE(0) = 1/ Q(IT_(;). It is customary

to find SE under the null hypothesis, 6, = .5, i.e., we replace? 6 with 6, = .5 in
the calculation of SE. In the case of the data from P.S., we had n = 17 so we
get SE = /(.5)(.5)/17 = 121, and zps = (.824 — .5)/.121 = 2.68. This gives us
a p-value of .0074, which is nearly the same as the value .0076 obtained from the
chi-squared analysis (see page 297). In fact, in this case, a little bit of manipulation
shows that we have the arithmetic identity 22, = x2,., where 2, is defined in (10.11)

obs

and y?2,, is defined by (10.1) with (10.2). O

The identity above provides a way of understanding the chi-squared procedure.
The definition of a x? distribution is that it results from squaring a N(0, 1) random
variable. When we replace the data with random variables we get the theoretical
counterpart of the observed value z,s,

06
Z=—2,
SE(0)
which has an approximate N(0, 1) distribution. Therefore, its square has an approx-
imate x7 distribution, but its square is the theoretical counterpart of the observed

value 22 = x%.. In other words, the theoretical chi-squared statistic follows, ap-
proximately, a chi-squared distribution.

4The logic of the procedure does not demand that we use 6y in place of §. The justification of the
large-sample significance test, the Theorem in Section 7.3.5 that says Z is approximately N(0,1),
and is not refined enough to distinguish between the two alternative choices for SE(T},) (both would
satisfy the theorem). However, because we are doing the calculation under the assumption that
0 = 0y, it makes some sense to use the value § = 6y in computing the standard error.
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When 6 is a vector essentially the same result as in (10.11) and (10.12) holds
again for each component. That is, if 6; is one component of ¢ and 7, ; is the corre-
sponding component of an asymptotically normal vector estimator 7,, (which would
be asymptotically multivariate normal as in (8.41)), then we can test Hy : 6; = 6,
by replacing T;, by T,; and 6; by 6; o in (10.11) and again using (10.12). For example,
in simple linear regression we may have both an intercept and a slope, but we may
wish to test the null hypothesis that the slope is zero—which would correspond to
there being no linear relationship between the response and explanatory variables.
We return to this case in Chapter 12.

10.3.3 For small samples it is customary to test Hy : u = pyg
using a t statistic.

In Section 7.3.10 we presented the usual t-based confidence interval for a mean pu of
a normal distribution. The point was that, for small samples of observations that
are truly normal, the normal distribution of the standardized sample mean should be
replaced by a t distribution (with degrees of freedom given by the degrees of freedom
used in the estimation of o by s). In the case of testing Hy : 1 = 1o with truly normal
observations the normal distribution in (10.8) is replaced by a t-based counterpart:

P = P(‘T| > |tobs‘) (1013)

where tops = zZops in (10.6) and T follows a t distribution, 7' ~ ¢, where v = n — 1.
This is called a t-test. We replace z.ps by tops (even though they denote the same
quantity) to match the random variable 7" in (10.13). As in Section 7.3.10, using the
t distribution instead of the standard normal distribution has the effect of making
extreme values more probable; therefore, the p-value using (10.13) will be larger than
that found using (10.8).

The t-test defined in Equation (10.13) is often used when paired data of the
form u; and w; are observed and their differences x; = u; — w; are analyzed. The
conception is that Uy, ..., U, is a random sample from a N(uq,0}) distribution and
Wi, ..., W, is a random sample from a N(u;,0?) distribution and the problem is to
test Hy : pi1 = po. The differences X; = U; —W,, for i = 1, ..., n then form a random
sample from a N(u,o?) distribution with g = g3 — po. The null hypothesis then
may be rewritten Hy : 1 = 0, so that we obtain a normal random sample with null
hypothesis of the form Hy : u = po (where po = 0), which is the problem solved by
the t-test in Equation (10.13). In this setting the procedure is called a paired t-test.
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Example 10.3 Glutamate increase in response to pain Mullins et al. (2005)
(Mullins, P.G., Rowland, .M., Jung, R.E., and Sibbitt, W.L. (2005) A novel tech-
nique to study the brain’s response to pain: Proton magnetic resonance spectroscopy,
Neurolmage, 26: 642-646.) used proton magnetic resonance spectroscopy to study
brain response to pain in humans. The authors obtained spectra from the anterior
cingulate cortex during application of painfully cold compress to the subject’s foot
and during several rest periods. One analysis used the magnitude of the response
associated with glutamate. This involved a pair of measurements of the form u; and
wy, for subject ¢, with u; being the glutamate concentration during pain and w; being
the glutamate concentration during rest. The differences x; = u;—w;, fori =1,...,n
were then analyzed with a paired ¢-test. In this study, which the authors called “pre-
liminary,” results from only 7 subjects were reported. The authors reported a 9.3%
increase in glutamate concentation during pain, with ., = 3.85, yielding p = .006,
which is highly significant. In other words, even with only 7 subjects, these data
appear to provide strong evidence of an increase in glutamate in anterior cingulate
cortex during administration of a painful stimulus. O

The t-test is justified by the following theorem.

Theorem If X, ..., X, is a sample from a N(u, 0?) distribution and Hy : 1 = g
holds, then
P(IY| > [tons]) = P(IT| > [tons]) (10.14)

where Y is defined by (10.9), with SE(X) = S/\/n, toys = Zops is given by (10.6)
with SE(Z) defined by (7.17), and T follows a ¢, distribution with v =n — 1.

Proof: The proof is the same as that of the theorem containing Equation (7.29).
O

In practice, as we said in Section 7.3.10, calculations based on ¢ distributions
often agree pretty well with those based on normal distributions. However, for large
values of |t.s| the tails of the distribution come into play, and the p-values computed
with the t distribution may be quite a bit different than those based on the normal
distribution. In any case, throughout the scientific literature the ¢-test is considered
a standard approach, as long as the data do not deviate too far from normality. The
small sample size in Example 10.3 is worrisome because departures from normality
could affect the results. The p-value of .006, however, is sufficiently small to be
reassuring: substantial departures from normality would be required to change the
conclusion we would draw from the data. In Section 13.3 we discuss methods that
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depend on neither the normality of the data, as in (10.14), nor normality of the
sample mean, as in (10.10).

10.3.4 For two independent samples, the hypothesis Hy: 11 =
1o may be tested using the t{-ratio.

Let us next apply the idea in Section 10.3.2 to the problem of testing Hy : p1 = po
based on two independent samples Xi1, X1a, ..., X1, and Xop, Xoo, ..., Xo,,. The
obvious starting point is the difference between the sample means X; — X5, which
should then be divided by its standard error.

Now, what is the standard error of X; — X,? Because the two samples are
independent we have

2 2
V(X - X)) = % + % (10.15)
1 2

where o7 and o3 are the respective variances of each X;; and Xy;, within each of the
two samples. The standard error will be the square-root of the variance in (10.15)
after we plug in suitable estimates of o7 and o,. The most common procedure,
the ordinary t-test, makes the assumption that o; = o5, which greatly simplifies
the theoretical results. We now label these standard deviations by o (so that o =
01 = 03). With this assumption, the two sample standard deviations s; and s, both
estimate 0. We then pool the data together by calculating

1 ni B no B
2 _ E 2 E 2
Spooled - ny + Ny — 2 ( (Xlz - Xl) + <X22 - Xg) )

i=1 i=1

which is taken as an estimator of 02 and gets plugged into (10.15) for oy and oy. The
test statistic becomes
X - X
T = L2 (10.16)

/1 1
Spooled n1 + no

and, assuming p; = g, as ny; and ny become infinite 1" converges in distribution to
N(0,1). This gives the following method (where the notation converts the capital 7T,
X and S to lower case once T is applied to observed data).
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Result: Suppose Xi1, X192, ..., X1, and Xop, Xo, ..., Xop, are inde-
pendent random samples from distributions having means gy and o
and standard deviations o7 = 05. The null hypothesis Hy : 1 = o
may be tested using

T1 — X2

fops = = (10.17)
Spooled\/ n1 + no

with large values of |t,| indicating evidence against Hy. If the sample
sizes are large, an approximate p-value may be obtained from

p=P(Z] > [tos]) (10.18)

where Z ~ N(0,1).

The result above, using (10.18), is justified by the Central Limit Theorem. If, in
addition, we are willing to assume normality of the distributions then we have an
“exact” result, which applies in small samples.

Result: Suppose Xi1, Xio,..., X1, and Xop, Xoo, ..., Xy, are in-
dependent random samples from normal distributions having means
1 and ps and standard deviations o; = o3. The null hypothesis
Hy @ 1 = po may be tested using (10.17) with large values of |tps]
indicating evidence against Hy. A p-value may be obtained from

p=P(T] > [tops]) (10.19)

where T' ~ t,,, with v = ny + ny — 2.

The method above, using (10.19) with (10.17), is called the two-sample t-test.
Sometimes the two samples are called “independent” to emphasize the distinction
between this setting and that of the paired ¢-test in Section 10.3.3. To be concrete,
suppose that the data come from human subjects. Typically, the data in the paired
case are paired because two observations come from the same subject, as in Exam-
ple 10.3. It is then natural to take advantage of the pairing by analyzing differences.
In contrast, the two samples in (10.17) come from separate subjects® and there is no
natural way to identify a particular z; observation with an x, observation. Here is
an example.

SWe discuss this distinction again in Section 13.1.
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Example 7.2 (continued from page 299) In the test-enhanced learning study
Roediger and Karpicke (2006) found strong evidence against Hy, the hypothesis
the population mean scores in the learning-test group and the restudy groups were
identical. Applying the two-sample t-test to the data displayed in Figure 7.3 we
obtained t,,, = —3.19 on 58 degrees of freedom. Using the normal approximation
this gives p = .0014 while using the ¢ distribution we get p = .0023. Either way there
is strong evidence against Hy, indicating strong evidence that the mean assessment
score under the SSST condition is greater than the mean assessment score under the
SSSS condition. O

In Example 7.2 the p-value is larger when the t distribution is used than when
the normal distribution is used. This is generally the case, as the ¢ distribution
has thicker tails, so that it gives higher probability to values with large magnitudes.
Standard practice is to report the t-based p-value.

Deviations from the assumption that o1 = o9, which motivates the use of (10.16),
typically must be quite large in order to have a strong effect on the p-value in (10.18)
or (10.19). (A rough rule of thumb would be that, for substantial sample sizes, the
conclusions are likely to be valid when the standard deviations are within a factor of
3 of each other.) However, a simple alternative is to define S; = s; and Sy = s5 to
be the sample standard deviations of the two respective samples and then define

bops = —A. (10.20)
g
Replacing 7" in (10.16) with
X —X
=L 22 (10.21)

)
2 | 53
Vot

the large-sample result based on the central limit theorem again holds, with p-value
given by (10.18). This version of the two-sample ¢-test is often called® Welch’s t-test,
or the unequal variance t-test. We provide simulation-based methods of computing
the p-value for this test in Sections 11.2.1 and 11.2.2.

SWelch provided an approximate distribution from which p-values could be computed, which is
more accurate than the normal.
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10.3.5 Computer simulation may be used to find p-values.

We have gone over several examples of p-values but we have not actually spelled out
what a p-value is supposed be. Let us now summarize the essential logic of p-values.

In each case we have an observed value of some test statistic, which we now write
in generic form as qus. The examples so far have involved various formulas for x?2,,
Zobs and tops, with context determining the formula. We then introduce a theoretical
statistic ), and use its distribution under the null hypotheis (chi-squared, normal,
t,) in a relevant statistical model to compute the p-value

p = P(Q > qobs| Ho) (10.22)

where we have used the conditioning notation to emphasize that” the probability is
computed under the assumption that Hy holds.

In many situations it is possible to use the computer to generate artificial data
under the null hypothesis. That is, the statistical model specified by the null hy-
pothesis contains certain probability distributions, and it is often relatively easy to
generate observations from these probability distributions. When this is done, one
says that the data are simulated. We will call such artificial, computer-generated
data pseudo-data. Each set of pseudo-data should resemble the real data in many
respects that are crucial to analysis, such as having the same number of observations
as the real data. On the other hand, the pseudo-data will have known variation with
all the characteristics we assume in our theoretical world of statistical modeling. If
we can create sets of pseudo-data repeatedly, a large number of times (each set of
pseudo-data being different due to the randomness specified by the statistical model)
then we can also compute the p value numerically.

The idea is to generate a large number G of pseudo-data sets (e.g., G = 10,000)
and apply the statistic ) to each set of pseudo-data. This produces G computer-
generated observations from the probability distribution of ) (under Hy). To find
p = P(Q > qws) we then simply have to get the proportion of such generated
observations (out of G = 10,000) for which Q is as large as qus. Let us use Q9 to

"This may be considered an abuse of the notation because we usually consider Hy to be a
fixed, non-random entity, so we are not really “conditioning” on it in the usual sense developed in
Chapter 3. The exception occurs under the Bayesian interpretation given in Section 10.4.5, where
Hy is formally considered to be an event. In that scenario the probability in (10.22) does become
a conditional probability.
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denote a value of () computed from a set of pseudo-data, where g = 1,2,...,G. Here
is the algorithm.

Finding the p-value by simulation

1. Generate G sets of pseudo-data labelled ¢ = 1,...,G and for the
gth set of pseudo-data compute Q).

2. Let N be the number of sets of pseudo-data for which Q@ > gps.

3. The p-value is given by p = %

Example 1.4 (continued from page 302) Let us take X to be a random
variable representing the number of non-burning house preferences. Under the null
hypothesis we have X ~ B(17,.5). As our test statistic we may use @ = |X —
8.5, where 8.5 is the expected value of X and we are here judging small and large
deviations from 8.5 to be equally important. We have ¢us = 14 — 8.5 = 5.5. We
may then simulate 10,000 observations from a B(17,.5) distribution and count the
number N for which @ > g,. Doing this, we obtained N = 126 and p ~ .013. O

One issue is that the accuracy of such computer-generated p-values depends on
the number of data sets generated. If we take G to be extremely large we can get a
very accurate p-value, but in complicated problems the computing time may get too
long. In most problems G' = 10,000 is large enough to obtain reasonable accuracy.

Details: In fact, we may compute the accuracy of such computer-generated
p-values quite generally from the binomial standard error. If we generate
G data sets, we have N ~ B(G, p) where p is the desired p-value, which
is estimated by p = N/G. The standard error for this binomial propor-
tion is SE(p) = \/p(1 — p)/G. Thus, in the example above, the accuracy
would be SE = /(.0126)(.9874)/10,000 = .0011. Doubling this we get
a 95% CI for p of .013 £ .002. O

We used Example 1.4 to demonstrate the idea of simulation-based computation
of p-values. The great virtue of p-values based on pseudo-data is that they can
be easy to compute even in very complicated situations where direct calculation is
impossible. However, the binomial setting shares with some other common problems
sufficient simplicity that the exact p-value may be computed more directly.
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Example 1.4 (continued) We have that () > q.s precisely when = > 14 or
r < 3. Thus, we have

p=PX <3)+ P(X = 14)

where X ~ B(17,.5), which may be computed by evaluating the binomial cdf from
statistical software. Specifically, if F'(x) is the B(17,.5) cdf, then

p=F(3)+1—F(13).

In this special case the B(17,.5) distribution is symmetrical so that P(X > 14) =
P(X < 3) and we also have

p=2F(3) =.013

which agrees with the value obtained above, by simulation. O

10.4 Interpretation and Properties of Tests

We now turn to some theoretical aspects of significance tests. In practice, new situ-
ations arise where no standard test is available. Researchers then invent significance
tests, and sometimes they are not valid. What do we mean by this? The key prop-
erty is Equation (10.22). For an evaluation of statistical significance to be correct,
theoretically, (10.22) must be satisfied.

Let Fy(z) be the cdf of @ under the statistical model specified by Hy and let
us assume that ) follows a continuous distribution. We then have P(Q < q) =
1 — P(Q > ¢) and we obtain from (10.22) the equivalent form

b= 1- FQ(Qobs)- (1023)

This will help below. Sometimes (10.22) does not hold exactly, but it does hold
approximately, as in the case of chi-squared tests. In Section 10.4.1 we derive two
consequences that allows us to check whether (10.22) is approximately true. That
section describes the behavior of a valid significance test when Hj is true. In Sec-
tion 10.4.3 we consider what happens when Hj is false.
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10.4.1 Statistical tests should have the correct probability
of falsely rejecting H,, at least approximately.

The criteria for deterimining statistical significance, usually taken to be .05 or .01, are
called significance levels. Fisher suggested® that research workers might routinely use
p < .05 as a “convenient convention” to summarise the evidence against Hy. Indeed,
this became standard practice. Neyman and Pearson then considered, formally,
the behavior of such a procedure. They began by saying one might reject Hy for
sufficiently large values of the test statistic (). If we let ¢ be the cut-off value for
which Hj is rejected whenever () > ¢, then c is called the critical value and

a=PQ=c)

is called the level of the test for the critical value c¢. Now, for the t-test on page 306
based on @ = |T| and gups = tops defined in (10.17), at a particular level, such as
a = .05, we may reverse the process and, for any «, we can find a critical value ¢,
such that

a=P(Q >c,). (10.24)

For example, the probability of falsely rejecting Hy based on the criterion p < .05
is @« = .05. Equation (10.24) should hold for any valid test, at least if () has a
continuous distribution (and it should hold approximately for the discrete case).

A detail: For continuous statistics like that in the t-test we can find c g5
for which P(Q > cg5) = .05 and P(Q > ¢) < .05 whenever ¢ > cg5. In
the discrete case, however, only particular values of probabilities actually

occur, so there may not exist cgs for which P(Q > co5) = .05 and,
furthermore, there will be values a > b such that P(Q > a) = P(Q > b).
We ignore this technical point here. O

Equation (10.24) gives us a way of checking any test to see whether the fundamen-
tal property (10.22) holds: we pick values of ¢, compute the probability P(Q > ¢,),
and see whether the answer is a. For instance, when Hj holds, we should find p < .05
(i.e., @ > co5) 5% of the time and we should find p < .01 (i.e., @ > c1) 1% of the
time. Another way to say this” would be, “if we use p < .05 we will be making an

8See pages 114 and 128 of the 14th (1970) edition of Fisher (1925). (Fisher, R.A. (1925) Statistical
Methods for Research Workers, Hafner Press.)

9Fisher objected to the idea that statistical significance should be equated with decision making
about hypotheses. From our modern perspective this is an objection about the words used to
describe (10.24) but the formula itself is crucial. We say more about this in Section 10.4.6.
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incorrect decision 5% of the time and if we use p < .01 we will be making an incorrect
decision 1% of the time.”

This calibration of p-values in terms of significance levels is satisfied when (10.22)
holds. That is, for any a between 0 and 1, a test that rejects Hy whenever p < «
will have « as its significance level. Formula (10.22) holds for the ¢-test under the
assumption of normality, but without the assumption of normality (10.22) is only
approximately correct, as in the first version in Section 10.3.4. Similarly, (10.22)
holds only approximately for the p-values computed from the chi-squared distribution
based on the chi-squared statistics in Section 10.1. For approximate tests it is good to
know how close the p-value is to being correct. Sometimes p-values may be obtained
by computer simulation, as in Section 10.3.5, but this is not always possible. When
a new statistical test is proposed to deal with a complicated or unusual situation, it
may provide approximate p-values. In this case it is valuable to verify, by computer
simulation, that the test has approximately the level a = .05 when p < .05, and
similarly for other levels such as a = .01. For illustrative purposes we carried out
the calculation in the case of the example on blindsight of patient P.S.

Example: Blindsight of P.S. Let us consider the use of x%, as we did on page
297. For a x7 distribution we have c 5 = 3.84, i.e., if X ~ x? then P(X > 3.84) = .05.
For the case n = 17 and py = .5 we may compute the value of @ = P(Q > 3.84)
where () is the chi-squared statistic. This is easily done by computer simulation.
We obtained @ = .049. Repeating this for ¢y = 6.63 we obtained a = .013. For
these standard cut-off values for p, and for this sample size, we conclude that the x?
distribution furnishes an accurate approximation.!° O

Equations (10.22) and (10.24) provide explicit statements of the behavior of a
significance test under the assumption that Hj is true. Let us continue to assume
that Hy is true and go a step further by observing that the p-value is, itself, a
random variable and inquiring about its distribution. If we ask, “How often do we
get p < .057” the answer, for any valid test, according to (10.24), is 5% of the time; if
we ask “How often do we get p < .017” the answer is 1% of the time; if we ask “How
often do we get p < .257” the answer is 25% of the time. In general, we must get
p < a with probability a.. But if a random variable X satisfies P(X < «) = « then
X ~U(0,1). (Assuming X is continuous then P(X < x) = P(X < x) = Fx(z) =,

1°0n the other hand, we should recall that the p-value we obtained for the data x = 14 was
p = .0076 based on Y2, and the chi-squared distribution while the exact p-value was p = .0127.
The discrepancy between approximate and exact values is a bit larger; the approximation apparently
gets worse as we move further out into the tails.
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which is the cdf of the U(0, 1) distribution.) Therefore, when Hy holds, the p-values
from a valid significance test will be uniformly distributed between 0 and 1.

Details: 1f we were to repeatedly sample data according to the statistical
model specified by Hy, then we would get random values of q.s. Let us
denote such random values by the random variable Y. By the way we
are constructing Y it has the same distribution as ). To be even more
specific, let us denote the mapping from data values 1, ..., z, to y values
by y =T (x1,...,x,) so that Y = T(Xy,...,X,). The definition (10.22)
could be rewritten in terms of y as

p=P(Q >vy|Hy) = P(Q >T(x1,...,2,)|Ho). (10.25)

Now, just as repeated samples would give random values of y so, too,
would repeated samples give random values of p. Let us denote such
random values by the random variable P. The random variable P satisfies

P=PQ>Y|H) =PQ>T(X,...,X,)|H). (10.26)

With this notation in hand, we show that the theoretical distribution of
p-values under H is uniform.

Theorem Let X,..., X, be a random sample from which P is defined
from (10.26), and assume @ follows a continuous distribution. If Hy holds
then P ~ U(0,1).

Proof: From the first equality in (10.26) we have
P=1-Fo(v),

which is the random variable version of (10.23). Because Y follows the
same distribution as @, Fip(y) = Fy(y), so that

P=1-F(Y)

and
1—P=Fy(Y).

From the probability integral transform given in Section 3.2.5 it follows
that 1 — P has a U(0, 1) distribution. It is an easy exercise to show that
X ~U(0,1) if and only if 1 — X is U(0, 1). Therefore, P ~ U(0, 1).
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We also have the following.

Theorem Let X1,..., X, be a random sample from which P is defined
from (10.26), and assume @ follows a continuous distribution. Then,
under Hj, the probability that P < ¢, is equal to «, i.e.,

P(P < c,|Hy) = a. (10.27)

Proof: This is a corollary to the previous theorem: because P ~ U(0,1)
we have Fp(x) = x which, because @) is continuous, is the same as (10.27).
O
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Figure 10.1: Histogram of test-enhanced learning p-values under Hy. The p-values
were computed by sampling at random the 60 data values under the SSSS and SSST
conditions and arbitrarily putting them into two groups of 30 each, then running a
t-test, as in the t-test on page 307.

Example 7.2 (continued from page 307) To illustrate the uniformity of p-
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values guaranteed by the theorem, we generated samples of pseudo-data based on
the real data used in the t-test on page 307. The idea was to begin with the 60 data
values under the SSSS and SSST conditions and create 10,000 sets of pseudo-data
like the real data except that for each set of pseudo-data Hy was true. To force Hy to
hold we sampled the 60 data values and then arbitrarily put them into two groups of
30 values each, so that each of the two groups of pseudo-data would follow the same
distribution.'! We repeated this to get the 10,000 sets of pseudo-data, and then ran
the t-test and computed the p-value for each set of pseudo-data. Figure 10.1 is a
histogram of the resulting 10,000 p-values. The distribution is uniform. O

10.4.2 A confidence interval for § may be used to test Hy: 0 =
o

Let us return to the “paradigm case” of Section 7.3.2 in which X3, ..., X,, is arandom
sample from a N(u,0?) distribution with the value of o known. In Section 7.3.2 we
found a confidence interval for p. Now let us consider, instead, the null hypthesis
Hy: pp = 0. This hypothesis comes up frequently because many experiments generate,
for each subject, one observation under each of two conditions, and the data may be
reduced by taking the difference of the two observations. Thus, instead of n pairs
of observations we analyze n single-number differences X; and the null hypothetical
question becomes whether the mean of these differences is zero. In practice, the
value of ¢ is unknown but here, as in Section 7.3.2, we assume it is known in order
to simplify the derivation below.

As in Section 7.3.2 we have standard error SE(X) = o/y/n. In Section 7.3.2 we
showed that the interval (X —2-SE(X), X +2-SE(X)) is a 95% CI for p, which
means

P(X-2-SE(X)<pu<X+2-SE(X))=.95.

To test Hy: = 0 we can check whether our 95% CI contains 0. If it does not, we
have evidence against Hy.

Theorem Suppose X, ..., X, is a random sample from a N(u, 0?) distribution,

1 8pecifically, both groups followed the distribution specified by the empirical cdf based on the
60 data values. This is an example of bootstrap sampling and will lead to a bootstrap test discussed
in Chapter 11.
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with the value of o known. If Hy : u = 0 holds, then we have

PO ¢ (X —2-SE(X),X +2-SE(X))) = .05.

Proof: For every p we have

Pu¢ (X —2-SE(X), X +2-SE(X)))
= 1-Ppe(X—-2-SE(X),X +2-SE(X)))
= 1-.95= .05

The result follows by taking pu = 0. O

This theorem says that the confidence interval for p may be inverted to produce
a test of Hyp: p = 0. We use the term “inverted” because instead of looking within
the interval, as we do in the usual application of a confidence interval, in testing Hy
we are seeing whether it lies outside the confidence interval. When g = 0 lies outside
the confidence interval we reject Hy with significance level a = .05, and can report
p < .05.

The same logic may be used to state a version of the theorem in more general
form.

Theorem Suppose Xi,..., X, is a random sample ermAa distribution that de-
pends on a single parameter ¢, and suppose (§ —2- SE(0),0 +2-SE(0)) is a 95%
Cl, i.e.,

A~

PO —2-SE@B) <6 <0+2-SE0)) = .95.
If Hy: 0 = 6, holds, then we have

P(0y ¢ (0—2-SE0),0+2-SE(0))) = .05.

Proof: The argument is the same here as for the previous theorem. O

This theorem says that whenever we have a 95% confidence interval for a pa-
rameter, we may invert it to get a test of a null hypothesis that takes the form
Hy : 0 =0,. We stated the theorem to indicate generality, but actually the paradigm
case of the normal sample with o known furnishes one of the rare situations in which
a standard confidence interval has exactly the correct coverage probability of .95.
More commonly we rely on intervals that have approximate coverage probability .95.
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The method of using an approximate 95% confidence interval to test a hypothesis
produces a signficance level of approximately p = .05 (we might write p ~ .05). In
practice, one makes sure that the null-hypothetical value is far outside the confidence
interval, as in Example 1.4 in Chapter 1.

10.4.3 Statistical tests are evaluated in terms of their prob-
ability of correctly rejecting H,.

In Section 10.4.1 we pointed out that a statistical test should have its signicance
levels match reasonably well its reported p-values, at least in the case of .05 and
.01, and that this results in incorrect rejection of Hy with the putative frequency
(e.g., 5% or 1% of the time). But suppose we have two different ways of testing a
hypothesis. How should we judge which way is better?

To answer this question, we may consider not only incorrect rejection of Hy but
also an incorrect decision not to reject. The two possible decisions may be identified
as “reject Hy” and “accept Hy.” There are then two types of errors: incorrectly
rejecting Hy when it is in fact true, and incorrectly accepting Hy when it is in fact
false. These are called type I and type II errors. A good test would be one with
small type I and type II errors. In order to evaluate the type II error we must
introduce a particular non-null hypothesis. This is called the alternative hypothesis
and is usually denoted H,4 (or Hy). The power of the test is then the probability of
correctly rejecting Hy when H, is true, i.e., it is one minus the type II error. The
power is usually denoted by 3. Thus, for a test based on large values of a statistic

Q) we have
a = P(Q > c|Hy) (10.28)

and
B =P(Q > c|Hy). (10.29)

If we have two different tests that we want to compare, we may pick for each
their respective critical values c g5, and then ask, for a particular H4, which test is
more powerful. This is the general program laid out by Neyman and Pearson, and
it is the standard way to evaluate competing statistical tests of hypotheses.

Example 10.4 Time-varying dependence between spike trains Ventura, Cai,
and Kass (2005) (Ventura, V., Cai, C., and Kass, R.E. (2005) Statistical assessment
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Figure 10.2: Power of the method proposed by Ventura, Cai, and Kass (2005), shown
in the thick black line, compared with an alternative method, shown in the thin line.
Power is plotted against the maximum percentage excess firing above that predicted
by independence. Both tests have the same probability of rejecting Hy when Hy holds
(type I error) o = .05, indicated by the coincidence of the two power graphs when the
percentage excess firing is zero. The power of the new method is much greater than
the power of the alternative method.

of time-varying dependence between two neurons, J. Neurophys., 94: 2940-2947)
proposed a bootstrap method of testing the null hypothesis of independence between
two spike trains. Their method not only tested independence but also found a window
of time over which the two spike trains had increased joint activity. To compare the
new method to an existing procedure (which instead used contiguous time bins in the
joint peri-stimulus time histogram), Ventura et al. computed power for a particular
series of scenarios as the excess joint firing, above that predicted by independence,
was increased. Figure 10.2 is a plot of power as a function of excess firing rate for
the two methods. The purpose of such a plot is to demonstrate the superiority of
a proposed method to an existing alternative. The plot in Figure 10.2 indicates
especially large gains in power for 15-20% excess joint activity. O
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Another use of power is to determine sample size. The idea is to choose an
alternative H 4, considered to be plausible, and ask how big a sample size would be
needed to achieve both a particular level o and a particular power (3. The values
a = .05 and § = .8 are often used in medical applications, and planners of clinical
trials typically must show to reviewers their calculation that the proposed sample
size meets such specifications under reasonable assumptions.

10.4.4 The performance of a statistical test may be displayed
by the ROC curve.

power

00 01 02 03 04

power

0.0 01 02 03 04

level

Figure 10.3: Two pairs of normal distributions and the resulting ROC curves. The
left-hand side shows the pair of pdfs for N(0,1) (solid) and N(d,1) (dashed) and to
the right are the corresponding ROC curves. Top: 6 = 2. Bottom: 6 = 1.

According to (10.28) and (10.29), the level and power of a test based on large
values of a statistic () depend on the critical value ¢. Let us make this dependence
explicit by writing

a(c) = P(Q = c[H) (10.30)
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and
B(c) = P(Q = c[Ha). (10.31)

The choice of ¢ is based on a trade-off of type I and type II errors: when c is
increased, a(c) gets smaller so type I error decreases but (3(c) also gets smaller so
type II error increases. The performance of a test may be examined by plotting 3(c)
versus «(c) for a range of values of ¢. The function y = f(x) that traces values
(z,y) = (a(c), B(c)) is called the receiver-operating characteristic (ROC) curve.

The simplest setting is the paradigm case of Section 10.3.1, where X ~ N(u, o?/n)
and we wish to test Hy : u = po. If Hy holds, then the ratio Z defined in (10.5)
satisifies Z ~ N(0,1) but if Ha : pq holds with py # pg, then Z ~ N(6,1) where
§ = (p1—po)/SE(X). The ROC curves for 6 = 2 and § = 1 are shown in Figure 10.3.
When 6 = 1 it is more difficult to discriminate between the two alternatives, so the
power () is lower for a given value of the level () and the ROC curve is closer to
the line y = x (which is the ROC curve when 6 = 0). If we were instead to pick a
very small value of 9 the ROC curve would essentially fall on the line y = x, while if
we picked a very large value of § the ROC curve would hug the y-axis near x = 0 and
hug the asymptote y = 1 for increasing values of x. Thus, the higher the curve, the
better its overall performance. Sometimes tests are compared by plotting their ROC
curves. In addition, the area under the curve is often evaluated: it is 1 (the area of
the 0-1 square) for a perfect test and .5 (the area within the square under the line
y = x) for tests with no predictive ability at all (in the normal case corresponding
to 0 = 0).

The ROC curve is also used in psychophysical analysis of perceptual detection of
stimuli, called signal detection theory.

10.4.5 The p-value is not the probability that H, is true.

The p-value is commonly misinterpreted as the probability that the null hypothesis is
true. This is quite wrong. A correct statement is necessarily rather cumbersome. Let
us continue to write a generic test statistic as ) and the value it takes when calculated
from data as q.s. In the case of the chi-squared tests we used Q@ = X ~ x? with
Tops = X%, and for the two-sided ¢ test (10.17) we used Q = |T'| with qops = |tops|-
We chose the notation .5 so that we can clearly distinguish the observed value from
the theoretical random variable (). The p-value is then given by Equation (10.22).
In words, p is the probability that one would observe a value of the test statistic as
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discrepant from the null hypothesis as the one observed from the data, if the null
hypothesis were true. Or, again, in slightly different words: if the null hypothesis
were true, the test statistic () would have a probability distribution; the p-value is
the resulting probability that ) would be as discrepant from the null hypothesis as
the value g, actually observed. There is no substantially simpler way to say this.
The important point about the correct interpretation is its subjunctive nature: the
p-value is a probability based on what might have happened if a random sample had
been drawn under H,.

Because the logic behind p-values is somewhat convoluted, they are very often
misinterpreted to mean something much simpler and more direct, namely the proba-
bility that Hy is true. There is no denying how nice it would be to have the probability
that Hj is true, based on the data. That probability may be obtained, instead, from
Bayes’ Theorem:

P(data|H0)P(H0)
(data|Ho)P(Hy) + P(data|H4)P(HA)

P(Hyl|data) = 2

From a practical point of view, however, the simplicity of this “Bayesian” result is
deceptive. In data-analytic problems its application requires considerable care. For
a detailed discussion see Kass and Raftery (1995) (Kass, R.E. and Raftery, A. (1995)
Bayes factors, J. American Statistical Association, 90: 773-795.). Nonetheless, with
reasonable assumptions one may use Bayes’ Theorem to get guidance on the interpre-
tation of p-values. In many common situations with small or moderate sample sizes
it turns out that p = .05 corresponds to values of P(Hy|data) somewhere between
roughly .5 and .7. In other words, a p-value of .05 is really only marginal evidence
against Hy. Most importantly, p = .05 does not correspond to P(Hy|data) = .05.
Additional discussion of these issues may be found in Edwards, Lindeman, Savage
(1963), Kass and Raftery (1995), and Sellke, Bayarri, and Berger (2001). (Edwards,
W., Lindman, H., and Savage, L.J. (1963) Bayesian statistical inference for psycho-
logical research, Psych. Rev., 70: 193-242.)(Kass, R.E. and Raftery, A.E. (1995)
Bayes factors, J. Amer. Statist. Assoc., 90: 773-795. (Sellke, T., Bayarri, M.J., and
Berger, J.O. (2001) Calibration of p-values for testing precise hypotheses. Amer.
Statist., 55: 62-71.)
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10.4.6 The p-value is conceptually distinct from type one
error.

We began by presenting p-values as a way of assessing evidence against a null hy-
pothesis, and then reviewed the basic elements of the additional hypothesis testing
framework based on evaluation of the performance of a test under both null and
alternative hypotheses. The latter was introduced originally by Neyman and Pear-
son. Fisher disliked the Neyman-Pearson conception because he thought the alter-
native hypothesis was artificial and unnecessary—more than that, he thought it was
counter-productive. In the Neyman-Pearson scheme there was no apparent role for
p-values: in principle, one would pick a level a (such as a = .05) a priori and then
determine whether p < a rather than reporting the p-value itself. Furthermore, the
implication was that, in practice, the null hypothesis might routinely be accepted
rather than rejected. This was the point that Fisher found most troubling. He
said, “It is certain that the interest of statistical tests for scientific workers depends
entirely [on] their use in rejecting hypotheses which are thereby judged to be incom-
patible with the observations.” (R.A. Fisher (1935) Statistical tests, Nature, 136:
474.) From our current vantage point it is easy enough to step back from that early
controversy. On the one hand, Fisher was correct that p-values and the rejection
of statistical hypotheses would become a major activity of everyday science. On
the other hand, the Neyman-Pearson conceptions have proven their worth in the-
oretical work, where evaluation of type I and type II errors have been important
in understanding alternative testing procedures. The modern point of view is thus
a synthesis of Fisher’s “significance testing” and the Neyman-Pearson “hypothesis
testing.” There is no longer a compelling need to distinguish between these separate
notions, which were once considered incompatible. We use the terms “significance
testing” and “hypothesis testing” interchangeably.

10.4.7 A non-significant test does not, by itself, indicate ev-
idence in support of H,.

In previous subsections we have laid out the logic of significance testing using p-
values. As we noted at the beginning of Section 10.4.1, Fisher’s original conception
was that small p-values could provide evidence against Hy, and in Section 10.4.6 we
cited his concern that they not be used for “accepting” a null hypothesis. In this
regard, the modern view is consistent with Fisher’s interpretation of p-values: they
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can only be used to show how the data appear to be inconsistent with Hy; they do
not supply support for Hy. A non-significant test of Hy : 6§ = 6y could occur either
because Hj holds or because the variability is so large that it is difficult to determine
the value of the unknown parameter. The latter possibility must be considered.

As an illustration, let us return to the blindsight example, Example 1.4, once
again and imagine a different outcome. Suppose that, instead of 14/17 “non-burning”
house selections, patient P.S. had chosen the non-burning house 12 out of 17 times.
If X ~ B(17,.5), an exact calculation like that on page 310 gives

p=2F(5) = .14.

In this circumstance it would be incorrect to say that there is evidence in favor
of Hy. In fact, for 12 out of 17, the estimate of the propensity of P.S. to choose
the non-burning house would be p = 12/17 = .71 with standard error SE(p) =
Vp(1 —p)/n = .22. While it is true that the value Hy: p = .5 is clearly consistent
with the data, the standard error is so large that a wide range of non-null values are
also consistent with the data.

It is very common for investigators to interpret failure of a test to reach signifi-
cance as an indication that Hy : @ = 0y holds. This is reasonable only if, in addition,
the standard error of the estimate SE(f) is small: a confidence interval would have
to include only those values of # that are, for practical purposes, essentially the same

as 0.

It is especially tempting to mis-interpret a non-significant test when results from
two situations are being compared, and significance is obtained in one situation but
not the other. We return to this point in Section 13.2.2 when we discuss interaction
effects in ANOVA.

Example 10.5 Synchronous firing of V1 neurons Synchronous neural activity
is widely believed to play an important role in neural computation (e.g., Uhlhaas et
al., 2009) but its statistical assessment is subtle (see Harrison, Amarasingham, and
Kass, 2012). (Harrison, M.T., Amarasingham, A., and Kass, R.E. (2012) Statistical
identification of synchronous spiking. In Spike Timing: Mechanisms and Function,
Eds: P. Di Lorenzo and J. Victor, Taylor and Francis.)(Uhlhaas, P.J., Pipa, G.,
Lima, B., Melloni, L., Neuenschwander, S., Nikoli¢, D., and Singer, W. (2009) Neu-
ral synchrony in cortical networks: history, concept, and current status. Frontiers in
Integrative Neuroscience, 3.) Suppose we have two spike trains that are each repre-
sented as binary time series using some small windows of time, as in Figure 5.2, where
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a 1 signifies that a spike has occurred and a 0 that no spike has occurred. When
both time series have a 1 in the same time bin we say that the two neurons have
fired synchronously. Under reasonable statistical models, some synchronous spikes
will occur by chance even if the two neurons are firing independently. The statistical
problem is to identify synchronous firing that occurs more frequently than predicted
by chance alone. Kass, Kelly, and Loh (2011) provided a statistical framework for
evaluating synchronous spikes (see also Kelly and Kass, 2012). To illustrate their ap-
proach they analyzed two pairs of neurons recorded from primary visual cortex (V1)
in an anesthesized monkey during visual exposure to moving grating stimuli. They
defined a quantity £y that represented the proportional gain in synchronous firing
rate above that expected under independence (actually, conditional independence
given measured network activity). The null hypothetical value under independence
was Hy : &g = 1, which they restated as Hy : logéy = 0. For one pair of neurons
they reported log éH = .06 with SE = .15 giving a t-ratio of .39. Their conclusion
was that these data were consistent with Hy. Here, they were not relying on the
significance test alone: a confidence interval would exclude substantial values log &g .
Specifically, an approximate 95% confidence interval for log &y based on (7.8) is (-
.24,.36) and when transformed to the g scale it becomes (.79,1.4), which eliminates
as highly unlikely excess synchronous firing rates of 40% above independence. (Here
exp(—.24) = .79, exp(.36) = 1.4, and the 40% figure comes from the right-hand CI
limit of 1.4.) The authors contrasted this pair of neurons with a different pair, for
which they obtained log £y = .82 with SE = .23 giving a t-ratio of 3.57, which leads
to an approximate 95% confidence interval for £y of (1.4,3.6).

The physiological point was that distinct pairs of neurons in V1 may respond
quite differently with regard to synchronous spiking in excess of that produced by
network activity: the first pair produced synchronous spikes at roughly the rate they
would be produced under independence, while the second pair produced synchronous
spike at roughly double the rate expected under independence (exp(.82) = 2.3, with
confidence interval (1.4,3.6)). The statistical point is that the results of the signifi-
cance tests, alone, did not adequately convey what the data were able to show about
the excess synchronous firing rates in these neurons. Standard errors or confidence
intervals are also necessary. O



10.4. INTERPRETATION AND PROPERTIES OF TESTS 325

10.4.8 One-tailed tests are sometimes used.

We summarized the logic of p-values in Equation (10.22), and the surrounding dis-
cussion, taking g.,s to represent the value of a generic statistic used to test a null
hypothesis. In nearly all of the special cases we have examined we have chosen s
to be the absolute value of some statistic, and then () was the absolute value of
the corresponding random variable. For example, in testing Hy : pu = pg we used
either qops = |Zobs| OF Gobs = |tops|- A different choice is to remove the absolute value.
This version of significance testing sometimes appears in the literature. It is called a
one-sided test and it corresponds to a one-sided null hypothesis, such as Hy : p < ug.
Let us discuss this by way of our most heavily-used example.

Example 1.4 (continued from page 310) We previously posed the statistical
problem of testing Hy: p = .5, which corresponds to saying that P.S. was guessing,
and on page 310 we obtained the exact p-value p = .013. We might, instead, say that
we are interested only in the case in which P.S. might have chosen the non-burning
house more often than half the time. In other words, we might say that we care about
the possibility that her propensity to choose the non-burning house was p > .5 and,
therefore, the appropriate null situation would be Hy: p < .5. To test this, different
null hypothesis we would replace (10.12) with

p:P(Z 2 Zobs)

which we compute (modifying the calculation on page 310) as P(X > 14) = P(X <
3) = .0064, where X ~ B(17,.5). This new p-value is half the size of the previous
value, and thus would indicate stronger evidence against this null hypothesis than
against the original null hypothesis Hy : p = .5. O

This example introduces the standard dilemma of one-sided versus two-sided
testing. If one-sided testing is used, the p-value is cut in half and the evidence
appears stronger. On the other hand, the null hypothesis has been changed. Which
null hypothesis is more appropriate?

In order to use the one-sided hypothesis one must argue that a reverse result
would not have been evidence of an interesting phenomenon. In Example 1.4, such
a claim would mean that if patient P.S. had consistently chosen the burning house,
we would have ignored the data as no more interesting that guessing. This seems
implausible to us. In the extreme case, if P.S. always chose the burning house it
surely would have provided evidence that her brain perceived the flames on the left
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side of the visual field. Therefore, we prefer the two-sided version for this example.
Our feeling is that the vast majority of cases are analogous to this example: the
reverse result would almost always be interesting, and it is therefore almost always
preferable to use the two-sided test. Furthermore, the two-sided test is conservative
in the sense of providing double the p-value (it is less likely to lead, by chance alone,
to the conclusion that there is evidence against Hy) and we regard this feature as
an advantage as well.!? If a one-sided test must be used in order to claim statistical
significance, the data are not conclusive and provide only weak evidence against the
null hypothesis.

12Part of our reasoning comes from Bayesian calibration of significance tests, which is discussed
briefly in Section 10.4.5.
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Chapter 11

General Methods for Testing
Hypotheses

In Chapter 10 we laid out the main ideas in assessing statistical significance. First,
there is a null hypothesis; second, there is a statistic that defines some deviation
away from a null model; third there is a p-value to judge the rarity of the observed
deviation under the null hypothesis. These are the three essential ingredients of a
statistical hypothesis test. We also discussed several aspects of the interpretation
and evaluation of statistical tests. While Chapter 10 provided the basic notions of
testing, it did so within a few simple settings. After presenting goodness-of-fit for
data in categories, we considered hypotheses involving restriction of a parameter
to a single value, equality of two proportions, and equality of two means. These
hypotheses were chosen partly because they occur very frequently, but also because
the test statistic in each case is highly intuitive. What happens when one is faced
with a new problem that does not fit one of these molds? How should the statistical
test be defined?

In estimation, maximum likelihood plays a unifying role and helps solve new
problems: many familiar and intuitive estimators are actually maximum likelihood
estimators, ML estimation may be applied in many novel situations and, it turned

327
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out, ML estimation was optimal for large samples. For testing problems there is
an analogous method: the likelihood ratio test. This test is also quite general; it
has large-sample optimality properties; and it produces as special cases familiar
procedures such as the ¢-test. Likelihood ratio tests are the subject of Section 11.1.

ML estimation is applicable to problems involving parametric specification of
statistical models. In Section 9.2.2 we discussed the parametric bootstrap, which may
be applied in conjunction with ML estimation and in Section 9.2.3 we showed how
the nonparametric bootstrap could be applied without the parametric specification in
the statistical model—thus, its name. Similarly, there is a nonparametric bootstrap
method of testing hypotheses. We discuss this, and the closely related permutation
tests, in Section 11.2.

The procedures in Chapter 10 and in Sections 11.1-11.2 treat single, isolated
hypotheses. In practice one often faces many hypotheses, all of which need to be
tested. This creates what is known as the multiple testing problem, which we treat
in Section 11.4.

11.1 Likelihood Ratio Tests

Where do statistical tests come from? Sometimes they are based on intuition. A
particular discrepancy measure may seem sensible as a way to capture the relevant
departure from Hy. For instance, in the case of patient P.S. in Example 1.4 it would
seem reasonable to use a test based somehow on |[p — pg|, and in Section 10.3.2 we
suggested the ratio (§ — 6,)/SE(#) could be used when Hy involves only a single,
scalar parameter, or a single component of a parameter vector, or a scalar function
of a parameter vector. What about hypotheses that involve multiple parameters?
Just as ML estimation is widely applicable to parametric estimation problems, the
likelihood ratio test may be used in parametric testing problems. In this section
we review the essential methods and results on the likelihood ratio test, but do
not provide many examples. A major source of applications is the body of methods
associated with generalized linear models, which provide important generalizations of
linear regression including the logistic regression model we presented in Example 5.5.
We discuss the way the likelihood ratio test is used with generalized linear models
in Chapter 14.



11.1. LIKELIHOOD RATIO TESTS 329

11.1.1 The likelihood ratio may be used to test H,: 60 = 6,.

The likelihood function assigns to alternative values of 6 their plausibility in light of
the data L(6). It can be used, analogously, when a particular value of # is singled
out in the form of a null hypothesis Hy : 8 = 6. That is, we consider the value L(6))
and assess whether it is nearly the same as the maximal value L(é) Here, 6 could
be either a scalar or a vector. Suppose we have data xq,...,x, that are assumed to

have a joint pdf f(zy,...,2,|0). We define the likelihood ratio test statistic to be

LRObs: f(x17"‘7xn‘00) (111)

flan, . 2,0)
Because the MLE maximizes the likelihood function, we have LR, < 1. If we apply
the same formula to a random sample Xy, ..., X,,, we get the theoretical version of
the likelihood ratio as the random variable

F(X1,..., Xa0)

We now define the test procedure.

Likelihood ratio test of H, : 6 = 6,. For a random sample
Xy, ..., X, with joint pdf f(xq,...,2,|0), the likelihood ratio test eval-
uates LRy defined in (11.1) and assigns the p-value

p = P(LR < LR,|Hy) (11.3)

where LR is defined in (11.2).

Note that it is equivalent to examine the log of the likelihood ratio: in (11.3) we
may take logs to get

f(Xq,. .., X0|00)

— < log LRobs)-
f(Xy, ..., X,]0)

p = P(log

As when maximizing a likelihood function, taking logs generally simplifies the ex-
pression. In addition, the log likelihood ratio is often multiplied by -1 so that larger
values produce greater evidence against Hy, i.e., we compute

f(Xq, ..., X,|60)

9 > log LRys). (11.4)
F(X1,. .., X,|0)

p=P(-
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Example 1.4 (continued from page 310) Suppose X ~ B(n,p) and we wish
to test Hy : p = po. In the case of the data from P.S., we would have py = .5 and
p=x/n, with n = 17 and = = 14. The pdf is

f(z|p) = (Z)p“’(l —p)""

and the observed likelihood ratio statistic is

pg(1—po)" "

LRO s ~ ~
b px(l _p)n—x
B 1
Py - 2y
1

2 (-1

The negative log likelihood ratio becomes

—log LRys = nlog2+xlog£+(n—x)log(1—E)
n n

14 14
= 17log2 + 1410gﬁ + 3log(1 — 1—7)

O

In Chapter 10 we described several methods of testing Hj in Example 1.4. The
statistic —log LR,s provides yet another approach. The conclusions reached are
consistent with each other and, for sufficiently large samples, the various methods
of testing Hy : p = .5 for the binomial parameter will give equivalent results. The
advantage of the likelihood ratio test is that it can be generalized and applied in
diverse problems. Furthermore, like ML estimation, it turns out to have an important
optimality property in large samples.

11.1.2 P-values for the likelihood ratio test of H : § = ) may
be obtained from the y? distribution or by simulation.

How do we find p-values for the likelihood ratio test? One way is to use the following
convenient result.
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Result Under certain conditions, for large samples, if 6 is m-
dimensional then —2log LR, defined in (11.2), is approximately dis-
tributed as x?,, so that an approximation to the p-value in (11.3) may
be obtained from the chi-squared distribution with m degrees of free-
dom.

Example 1.4 (continued) Continuing from the calculation above, we obtain

14 14
—2log LRyys = 2(171og 2 + 14logﬁ + 3log(1 — ﬁ)) =T7.72.
Here we have m = 1 degree of freedom for the chi-squared distribution. Writing
Y ~ x% we find P(Y > 7.72) = .0055, i.e., we get p = .0055. This is only slightly
different than the value p = .0076 obtained on page 297 from the y? statistic. O

We have now used several alternative methods to test Hy in Example 1.4. The
chi-squared statistic and x? distribution gave p = .0076. The likelihood ratio test
and x? distribution gave p = .0055. The exact calculation on page 309 gave p = .013.
The discrepancies among these p-values are not very consequential for conclusions in
this case. On the other hand, the numbers are different. This is due to the relatively
small sample size. When conclusions depend on which test is used or the method of
computing the p-value, the main message should be that the data are not decisive.
When one must make a choice as to which p-value to report (in a publication), it
is generally preferable to use an exact calculation of the p-value. The computation
may be done by simulation. Specifically, under the assumption that H, holds, we
generate a large number G of data sets and for each compute the test statistic—here,
the likelihood ratio statistic—then find the proportion of such simulated test statistic
that exceeds to observed value. We illustrate by returning again to the blindsight
example.

Example 1.4 (continued) For the responses of patient P.S. it is actually very
easy to compute the exact p-value for the likelihood ratio. By symmetry about
p = .5, it is apparent that —2log LR > —2log LR, when X < 3 or X > 14. Thus,
we would simply find P(X < 3 or X > 14) under the null-hypothetical assumption
X ~ B(17,.5). We computed this previously by simulation on page 309, and we also
noted on page 310 that simulation is unnecessary in this simple example. We found
p = .013. Let us now write out the steps in the simulation based on the likelihood
ratio statistic, because these would be followed in more general contexts.

We use z[g] to denote element g of the vector x and we write the sum of the
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elements as sum(x), i.e.,

sum(x) = Z x[g].

g=1

1. Define a function LLR(x) that evaluates the loglikelihood ratio statistic. Here

T 17—z

LLR(x) = 17log(2) + wlog(3=) + (17 — 2) log(—=

).

2. Evaluate 2LL R, using LLR,,s = LLR(14). Here 2LLR,,s = 7.72.

3. Make x a vector of G observations from the null distribution. Here we use
G = 100,000 observations from B(17,.5).

4. If there are possible values of the data that make the loglikelihood ratio become
undefined (because the argument of a log would become zero), fix this. Here
the log likelihood ratio is not defined when x = 0 or x = 17 so: if z[g] = 0 set
xlg] = 1; if z[g] = 17 set x[g] = 16.

5. Set N equal to the number of values g for which 2LLR(x[g]) > 2LLRys. This
may be accomplished by creating a vector y of length G; if 2LLR(x[g]) >
2LLRs set ylg] = 1; otherwise set y[g] = 0; then N = sum(y).

Here 2LLR s = 7.72.

A detail: The value 7.72 was actually rounded down slightly, so
that we are computing P(X < 3 or X > 14) (rather than P(X <
3 or X > 14)). We would rather compute p = P(X <3 or X > 14)
because it finds the probability of observing a value at least as large
as LLR,, instead of larger than LLR.s, and is therefore more
conservative in the sense of producing a larger p-value.

N

6. Compute p = 5.
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11.1.3 The likelihood ratio test of Hy: (w,0) = (w, 6y) plugs in
the MLE of w, obtained under H,.

We now consider the case in which the parameter vector may be decomposed into
two sub-vectors w and #, having respective dimensions m; and msy. For example, in
linear regression we would have a parameter vector (g, 51) and we might decompose
it as w = By and 6 = (5. We consider null hypotheses of the form Hy : 6 = 6y which
now becomes a short-hand for Hy : (w,0) = (w, ). In linear regression, for example,
we might consider whether there is a non-zero slope by introducing Hy : 3, = 0. This
is short for Hy : (6o, /1) = (B0, 0), which means that Hy does not put any restriction
on w = fy. A wide variety of statistical models that are submodels of larger models
may be written in this form. (See for example, Kass and Vos (1997, Theorem 2.3.2).)
When we focus on a sub-vector # of a larger vector (w, ) the parameter vector w is
called a nuisance paramter.

To apply the likelihood ratio test, we must recognize that w remains a free pa-
rameter under H,. To evaluate the likelihood ratio we must pick a particular value
of w. We do so by maximizing the likelihood under the null-hypothetical restriction
0 = 0y. That is, we maximize L(w,0y) over w. Let us denote the solution by @y. In
general Wy may not equal the global MLE @ (though in some particular cases they
will be equal). We thus define the likelihood ratio test statistic as

f(xlv s 7xn‘d)07‘90)

LRobs: N
flze, ... x,|w, 0)

(11.5)

For a sample X7, ..., X, with joint pdf f(xy,...,x,|w,#), the theoretical likelihood

ratio becomes
Xq, .00, X, |wo, 0
[y A ’|@A@ (11.6)
f(Xla"'aXn|w>9)

and from this we can define the testing procedure.

Likelihood ratio test of H; : (w,f) = (w,0)). For a sample
X1,..., X, with joint pdf f(zy,...,z,|w, @), the likelihood ratio test
evaluates LRy, in (11.5) and assigns the p-value

p= P(LR < LRs|Hy) (11.7)

where LR is defined in (11.6).
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The nuisance parameter w presents a substantial complication for calculation of
an exact p-value by computer simulation. In principle, to compute an explicit p-
value, we would not only have to assume 6 = 6, (which we do to satisfy Hy) but we
would also have to assume some value for w: to obtain

f(Xq, ..., Xu|@o, 0o)

- A > LRobs)
f(Xl, c. ,Xn|w, 9)

p=P(

we must have an explicit probability distribution. Put differently, if we were to use
computer simulation to find the exact p-value, we would have to know both the
parameters w, § in order to do the simulation.

This problem is insoluble without introducing some further restriction or princi-
ple.! Luckily, there are two good approximate solutions. Here is the first.

Result Under certain conditions, for large samples, if 6 is a vector of
length m then —2log LR, defined in (11.6), has an approximate x?,
distribution, so that an approximation to the p-value in (11.7) may be
obtained from the chi-squared distribution with m degrees of freedom.

The second method is to use w = Wy as a “plug-in” value, under which to compute
the p-value by simulation. The procedure is to set (w, ) = (@, 0y), generate many
sets of pseudo-data (X7, ..., X)), and then find the proportion of them for which
LRY < LR,,s. This constitutes a parametric bootstrap likelihood ratio test.

11.1.4 The likelihood ratio test reproduces, exactly or ap-
proximately, many commonly-used significance tests.

The likelihood ratio test may be used to derive the ¢ test and other standard tests used
in common situations, including the F' test in regression (Chapter 12) and analysis of
variance (Chapter 13). For testing independence of two traits (as in Section 10.1.4),
in large samples the likelihood ratio test is approximately equivalent to the y? test
of independence, meaning that in large samples the likelihood ratio test gives very
nearly the same p-value as the x? test of independence.

LOne idea is to find the “worst case” p-value (the largest) among all possible values of w. However,
this often remains intractable, except in large samples.
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11.1.5 The likelihood ratio test is optimal for simple hy-
potheses.

Let us consider the simplest form of statistical hypothesis testing where, under both
Hy and H 4 there is a distribution that is completely determined, with no free pa-
rameters. Specifically, we take Hy: X ~ f(x) and Hy : X ~ g(z) and consider the
problem of testing Hy versus the alternative H,. This is often called the case of
“simple versus simple” hypotheses, because a simple hypothesis is one with no free
parameters. If 7" is a test statistic let us write its level and power (defined in Sections
10.4.1 and 10.4.3) as o and Or.

The likelihood ratio may be written

f(x)
LRys(r) = —=
7) g(x)
and its theoretical counterpart becomes
f(X)
LR(X —.
(%) 9(X)

Note that the likelihood ratio test will reject Hy when LR,s(x) is sufficiently small
(which is equivalent to —log LR(x) being sufficiently large). In other words, the
likelihood ratio test will reject Hy when LR(x) < ¢ for some suitable number ¢. The

level is then
QLR = P(LR(X) < C|H0)
and the power is

Brr = P(LR(X) < ¢|Hjy).

The Neyman-Pearson Lemma Let o be a positive number less than 1 and let
¢ = ¢, be chosen so that
A r — Q.

Let T'(X) be another test statistic having level ar such that
ar < .
Then the power of these two tests satisfies

Brr = Br.



336 CHAPTER 11. GENERAL METHODS FOR TESTING HYPOTHESES

Proof: The argument is very similar to that used in proving the theorem on optimality
of Bayes classifiers in Section 4.3.4. O

In words, the Neyman-Pearson lemma says that the likelihood ratio test is the
optimal test, in the sense of power, for testing Hy versus H,. More generally, likeli-
hood ratio tests may be shown to be optimal for large samples (see Section 5.4.4 of
Bickel and Doksum, 2001, and Section 16.6 of van der Vaart, 1998).

11.1.6 To evaluate alternative non-nested models the like-
lihood ratio statistic may be adjusted for parameter
dimensionality.

The likelihood ratio LR, in (11.5) compared a statistical model having parameter
vector (w, ) with a reduced form of the model in which the parameter was (w, 6y).
In this case, the statistical model based on (w,f) is said to be nested within the
larger model based on (w, ). For instance, the model

Y; ~ N (B, 0%),
independently, for ¢ = 1,...,n is nested within the simple linear regression model
Y ~ N(Bo + frai, 0°),
independently, for ¢ = 1,...,n. Note that LR, satisfies LR, < 1: if

L(&,0) = max L(w, 0)

(w,0)

and
L(wo, 0p) = max L(w, 6p),

as in (11.5), then, by definition of the maximum, L(&,0) > L(w,#) for any other
value of (w, 0), including (wg, p). Therefore, we have

L(&,0) > L(&, 6). (11.8)

The likelihood ratio test accounts for this necessity, and judges the degree to which
L(w,0) exceeds L(wy, by) according to (11.7).
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When two models are to be compared and neither is a reduced special case of
the other the models are called non-nested. For non-nested models the likelihood
ratio test no longer applies. How should non-nested models be compared? If the two
models have the same parameter dimensionality it is possible to compare their max-
imized loglikelihood functions. However, because of (11.8), when non-nested models
of different dimensionality are to be compared, some adjustment for dimensionality
of the parameter vectors must be made. The most common methods introduce a
criterion that starts with the maximized loglikelihood and then subtracts a penality
for dimensionality. By convention, to match the usual form of the loglikelihood ratio
statistic, these criteria include a multiplier of -2 so that they may be written as

criterion = —2 - max loglikelihood + penalty.

The most widely used criteria are the Akaike information criterion, or AIC (Akaike,
1974), and the Bayesian information criterion, or BIC (Schwarz, 1978), for which
the penalties are

AIC penalty = 2p

where p is the number of parameters in the model, and
BIC penalty = plogn,

where n is the sample size. Many variants on these two model selection criteria
have also been proposed; they begin with the same idea, and have more or less the
same general form. Note that in this form smaller values of the criterion indicate
better models. (Akaike, H. (1974) A new look at the statistical model identification,
IEEE Trans. Automatic Control, 19: 716-723. Schwarz, G. (1978) Estimating the
dimension of a model, Ann. Statist., 6: 461-464. Konishi, S., and Kitagawa, G.
(2008) Information Critera and Statistical Modeling, Springer. Brown, E.N., Barbi-
eri, R., Eden, U.T., Frank, L..M. (2003) Likelihood methods for neural data analysis.
In: Feng J, ed. Computational Neuroscience: A Comprehensive Approach. London:
CRC, Chapter 9, pp 253-286. Iyengar, S., and Liao, Q. (1997) Modeling neural
activity using the generalized inverse Gaussian distribution, Biol. Cybernetics, T7:
289-295.)

Example 11.1 Interspike interval distribution in resting retinal ganglion
cells rm In Section 5.4.6 we introduced the inverse Gaussian distribution as the
distribution of interspike intervals for a theoretical integrate-and-fire neuron. Brown
et al. (2003), following Iyengar and Liao (1997), analyzed interspike intervals from a
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resting retinal ganglion neuron recorded in vitro, and compared the fits of exponential,
gamma, and inverse Gaussian distributions. The obtained AIC = 8598, 8567, 8174
for these three models, respectively, indicating a much better fit for the inverse Gaus-
sian distribution than for either of the other distributions. Plots of fitted pdfs overlaid
on the interspike interval histogram were consistent with this evaluation. O

The motivation for AIC begins with the Kullback-Liebler discrepancy defined
on page 110. Suppose we let f(z) be the true pdf and we wish to obtain a model
with pdf g(z) that is a close as possible to f(z) in the sense of minimzing Dx . (f, g).
When we minimize over g(z) we are maximizing E(log(g(X))). Consider the special
case of trying to determine the value of a single scalar parameter 6, where the true
value is 0y, based on data x. Then we are trying to find the closest pdf g(x|0) to
f(x) = g(x]hy). It is not too hard to show that the expectation E((logg(X|0))
is maximized by # = 6,. Because 6, is unknown we might use the loglikelihood
log g(x|¢) as an estimate of E;(logg(X|#), and thus might maximize to get the
maximized loglikelihood log g(x|d). But this is, in general, a biased estimate of
E¢(logg(X|#). Akaike proposed to subtract off an estimate of the bias, and then
showed that the bias is, in general, approximately equal to the dimensionality of
0. (See Konishi and Kitagawa (2008) for full details.) Multiplying the maximized
loglikelihood by -2 gives the form of AIC above.

BIC begins, instead, with the Bayesian formulation of choosing between models
M, and M, based on posterior probability:

Si(@|My)p(M,)
Mi|z) = 11.9
PORED) = S GIpL) + Fala M)pOE) )
where f;(x|M;) is the pdf under model M; and p(M;) is its prior probabilityies, for
i = 1,2. Equation (11.9) follows from an application of Bayes’ Theorem, as in (4.32).
To eliminate the prior probabilities one may use the Bayes factor, which is the ratio

of posterior odds to prior odds:

and, because

we have
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It may be shown that asymptotic approximation of log BF', as n — o0, leads to the
form for BIC given above. See Kass and Raftery (1995). (Kass, R.E. and Raftery,
A. (1995) Bayes factors, J. Amer. Statist. Assoc., 90: 773-795.) More accurate
approximations provide additional intuition, as reviewed by Kass and Raftery. From
a more general perspective, BIC is consistent in the sense that, for sufficiently large
samples, the probability of BIC choosing the correct model will get arbitrarily close
to 1. In practice, the most important fact is that BIC is conservative compared to
AIC in the sense of imposing a larger penalty for dimensionality. Thus, BIC is used,
rather than AIC, when there is a strong preference for models of lower dimensionality.

11.2 Permutation and Bootstrap Tests

11.2.1 Permutation tests consider all possible permutations
of the data that would be consistent with the null
hypothesis.

The idea behind permutation tests is illustrated by a famous example introduced
by Fisher in his book Design of Experiments. There was, apparently, a lady who
claimed to be able to tell the difference between tea with milk added after the tea
was poured, and tea with milk added before the tea was poured. Fisher asked how
one might test this claim experimentally. His discussion emphasized the importance
of randomly allocating the two treatments (milk second versus milk first) to many
cups, without the subject’s knowledge, and then asking for a judgment on each. (See
Section 13.4 for discussion of randomization.) He also considered the question of
sample size, and the computation of a p-value. Fisher suggested using 8 cups of tea,
4 of which would have the tea put in first and 4 of which would have the milk put in
first. The lady had to identify tea first or milk first for each of the 8 cups. The null
hypothesis was that every possible combination of responses would be equally likely,
which corresponds to having no ability to tell the difference. There are (Z) = 4%! =170
ways to select 4 tea-first cups among from the 8. Therefore, considering all these
possible permutations, if the lady were randomly guessing, there would be a 1/70
chance she would correctly identify all cups of tea as either tea first or milk first.
Thus, Fisher pointed out, in the event that she correctly identified milk fist or tea
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first for all 8 cups? there would be evidence against Hy with p = 7—10 = .014.

Example 7.2 (continued, see page 307) We previously applied the two-
sample t-test to the data displayed in Figure 7.3 obtained t,,, = —3.19 on 58 degrees
of freedom, giving p = .0023. We now apply a permutation test analogous to that
for the lady tasting tea.

In this data set there are two groups of 30 subjects. The permutation test consid-
ers all of the many ways that 60 subjects, with their learning results, could have been
split into two groups of 30 and then asks, out of all those many ways of permuting
the subjects, how many of them would have led to results as striking as the one
actually observed? The number of ways of splitting 60 individuals into two groups
of 30 is

60!
——  ~1.18 x 10'7.
301301 x

In other words, there are 10'7 different samples of pseudo-data that would be obtained
by permuting the group membership among the 60 subject values. The exact two-
sample permutation test would, in principle, examine all of these 10'7 samples and
ask how many of them would produce a t-statistic at least as large in magnitude as
tops = —3.19. This computation is possible, but it is a bit complicated and we will
skip it here. However, a variant on the idea is easy and will lead us naturally to
the bootstrap procedure. Instead of examining all 10'7 permutations, we can sample
from this distribution. In statistical software there is typically a function that does
this sampling by providing random permutations. For example, a sample from the
values 1,2,3,4,5 might be 1,5,3,2,4, which is a permutation of the original values.
To get a relevant random permutation of the data we therefore sample the 60 data
values and assign the first 30 values to the first group (SSSS) and the last 30 values
to the second group (SSST). We then compute the ¢-statistic for this permuted data
set. If we repeat the procedure a large number of times (say, 10,000 times) we can
thereby generate the distribution of the ¢-statistic under the permutations. O

Illustration: Permutation test based on two-sample ¢ statistic To be
clear about the procedure in Example 7.2, above, let us define the t-statistic as a
function of data vectors x and y in several steps. We write the length of a vector
x as length(z), the mean of its components as mean(x), the sample variance of its

2Fisher also pointed out that with 6 cups there would be only 20 permutations and thus one
would at best obtain p = .05; he considered this p-value too large to be useful.
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components as var(z), and we make the following definitions:

df = length(z) + length(y) — 2
Vpooled (T, Y) = % ((length(z) — 1)var(x) + (length(y) — 1)var(y)),

Spooled(xa y) = Upooled($a y)

and

Hay) = mean(z) — mean(y)

1 (11.10)

- .
Spooled(xa y) \/length(z) + length(y)
We then use the following algorithm.

1. Fori=1 to G:

Generate Ul(g), ce U,(g)ﬂz by permuting the components of the data vector

(@[], 2], y[1], - .. y[na)).
Set 2@ = (UY ..., UY) and y©@ = (UY,,,... .U, .
Compute t9) = t(z(9), y9)),

2. Set N equal to the number of values g for which [t@)| > [t,s].

3. Compute p = %

The result is a permutation-based p-value for the t-statistic defined in (10.17). The
t-test defined in (10.17) is formulated as a test of Hy : j11 = pio under normality using
(10.19), or via large-sample approximation using (10.18). The permutation test is
more general in the sense that the p-value is valid even if the data are not normally
distributed, and even if the CLT fails to produce approximately-normal means for
the two samples. Furthermore, we may replace the t-statistic based on (10.17), which
uses the pooled estimate of variance under the assumption oy = o9, with (10.20). In
the algorithm above we simply re-define ¢(z,y) as

mean(z) — mean(y)
var(x) var(y) ‘
\/length(:c) + length(y)
In either case, for large samples there is generally very little difference between the
p-values based on permutations and those based on the ¢ or normal distributions.

t(z,y) =

(11.11)
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The permutation test creates pseudo-data for which the distributions of the two
samples are the same; in this sense we may write the null hypothesis as Hy : Fx = Fy,
which is much more restrictive than Hy : p; = po and, therefore, in principle much
easier to reject. However, the t-statistic itself will be strongly sensitive to differences
between means, and will tend to be only weakly sensitive to other distinctions be-
tween F'x and Fy, such as differences in the variances. The permutation test based
on the t-statistic is therefore generally considered to be a reliable two-sample testing
procedure when the main interest is Hy : pq = po. O

Example 7.2 (continued) Applying the algorithm above with G' = 10,000
using (11.10) we obtained p = .0019. Note that here the simulation standard error
is SE = 4/(.0019)(.9981)/10, 000 = .00044. Applying the version of the algorithm
based on (11.11) we found p = .0026. Clearly the conclusions are the same, and they
are the same as those based on the ordinary ¢-test. O

Permutation tests can involve very complicated test procedures. We give an
example in Section 11.4.2 on page 350.

11.2.2 The Bootstrap samples with replacement.

Suppose we have a vector x whose components are data values. A permutation of the
components of z is a special case of sampling from that data set where (i) the sample
size is equal to the length of x and (ii) the sampling is done without replacement,
meaning that once a data value is selected it can not be selected again. An alternative
type of sampling is with replacement. In this form, if n is the length of x, then one
component of x is drawn at random repeatedly, with all components having equal
probabilities of being drawn on all occasions, until a total n numbers are drawn. In
this case, there may be repetitions of values. For example, when = = (1,2,3,4,5) is
sampled with replacement we might obtain 3,4,1,4,2. Bootstrap tests are essentially
the same as permutation tests, except that the sampling is done with replacement.

Illustration: Bootstrap test based on two-sample ¢ statistic Using the
same notation as in the illustration of the permutation test on page 340, the bootstrap
test is as follows:

1. Fori =1 to G:
Generate U, ..., UY

1 4n, Dy sampling the components of the data vector
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(x[1],...,z[n],y[1],...,y[ne]) with replacement.
Set z(9) = (Ul(g), o Uy(fi)) and y¥) = (U,(g)Jrl, o Uffﬁm) .
Compute t(g) = t(x(g)’ y(g))

2. Set N equal to the number of values g for which [t9)] > t.,.

3. Compute p = %

The only distinction in software implementation (e.g., in Matlab) between the boot-
strap and permutation tests would be that the line involving sampling without re-
placement is changed to sampling with replacement. O

Example 7.2 (continued from page 342) Applying the bootstrap procedure
based on the statistic (11.11) we obtained p = .0022. O

11.3 Kolmogorov-Smirnov Tests

11.3.1 A Kolmogorov-Smirnov test may be used to test Hy: F(x) =
Fo(z)

Suppose we have a sample of i.i.d. random variables X1, ..., X,, each having distribu-
tion function F(x), and suppose we wish to examine whether F'(x) takes a specified
form, such as N(0,1) or Exzp(1). The latter case is important in the analysis of spike
train data because the exponential distribution plays a special role in the theory of
point processes (see Section 19.3.5). We write the specified distribution function as
Fy(z) and consider the null hypothesis Hy: F(x) = Fy(z), and we assume F'(z) and
Fy(z) are continuous.

To test Hy the discrepancy between empirical cdf F), (), which satisfies F,(z) —
F(z) for all x as n — oo (see Section 6.2.2), and Fy(x) may be examined. A standard
procedure is to consider the largest possible value of the magnitude |F),(z) — Fy(z)],
over all z. This is called the Kolmogorov-Smirnov (KS) statistic.

A detail: Strictly speaking, because x ranges from —oo to oo there may
not be a value of x at which the magnitude |F},(x)—Fy(z)| achieves a maxi-
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mal value. Instead, the least upper bound or supremum is used. This is the
smallest value of all possible values that are larger than |F),(z) — Fy(x)|.
The supremum of a set of numbers S(z) written sup, S(z). Therefore,
the KS statistic is

KS =sup |F,(z) — Fy(z)).

O

The distribution of the KS statistic under Hj has been studied and, it turns
out, does not depend on the choice of null cdf Fy(z) (see Bickel and Doksum, 2001,
Section 4.1). Many statistical software packages provide p-values for the KS test.

11.4 Multiple Tests

11.4.1 When multiple independent data sets are used to
test the same hypothesis, the p-values are easily com-
bined.

Sometimes results for each of several subjects, or several experimental units (such as
neurons), are equivocal yet all lean in the same direction. Intuitively, such consistency
seems to provide additional evidence of a possible effect. Fisher (1925) suggested a
simple method of combining multiple independent p-values.

Example 11.2 Precisely repeated intracellular synaptic patterns It has
been suggested that precisely timed patterns of synchronous neural activity may
propagate across a cortical circuit and, indeed, that such propagation is a crucial
mode of information transmission in the brain (see Abeles, 2009). Experimental evi-
dence aimed at supporting this idea, which is controversial, was provided by Ikegaya
et al. (2004), who recorded spontaneous intracellular activity in vitro from slices of
mouse primary visual cortex and in vivo from cat primary visual cortex. Ikegaya et
al. (2008) conducted additional experiments and reanalyzed the original data. The
in vitro recordings produced relatively long traces of post-synaptic currents which
the authors examined for repeated precise patterns. To judge whether observed pat-
terns might be explained by chance, in one of their analyses they performed a kind
of permutation test. Because the computations were very time consuming they used
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only 50 permutations and, when they found their observed test statistic to exceed
the values obtained from all 50 sets of pseudo-data they thus achived statistical sig-
nificance p < .02. This was repeated across 5 neurons. In other words, for each of
5 neurons they achieved p < .02, which would seem to be strong statistical evidence
that their null hypothesis should be rejected.?

(Abeles, M. (2009) Synfire chains. Scholarpedia, 4: 1441. Ikegaya, Y., Aaron, G.,
Cossart, R., Aronov, D., Lampl, 1., Ferster, D., and Yuste, R. (2004) Synfire chains
and cortical songs: Temporal modules of cortical activity, Science, 304: 559-564.
Ikegaya, Y., Matsumoto, W., Chiou, H.-Y., Yuste, R., and Aaron, G. (2008) Statis-
tical signficance of precisely repeated intracellular synaptic patterns, PLoS ONE, 3:
e3983.) O

Suppose we have p-values from n independent tests. Fisher observed that under
Hy the p-value for test ¢ would be a uniformly distributed random variable P;, with

i=1,...,n (see page 313) and, therefore, the random variable
X=-2) logP (11.12)
i=1

would follow the distribution
X ~ 2 (11.13)

v

where v = 2n.

Details: From the change of variables formula (the theorem on page 76),
if W ~ U(0,1) then —logW ~ Exp(1). This is not hard to show. It
follows that

1
—2log W ~ Exp(=)

2
and the sum of n such independent random variables is distributed as
Gamma(n, 3), which is the same as x2 with v = 2n. O
Thus, we may combine the observed p-values py, ..., p, by writing
Tops = =2 ) _logp; (11.14)
i=1

3Some care is required to state correctly the null hypothesis, but roughly speaking it corresponds
to time intervals between post-synaptic currents being i.i.d., which they would not be if there were
repeated patterns.
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and then, based on (11.12) and (11.13) we obtain

Peombined = P(Y > Zobs) (11.15)

where Y ~ 2 with v = 2n.

Example 11.2 (continued) To combine the 5 p-values of .02 we put p; = .02
fori=1,2,3,4,5,in (11.14) to get

Tops = (—2)(5) log(.02) = 39.
From (11.15) we use the x3, distribution to obtain

Peombined = 29 X 107°.

Because the authors reported p < .02 for all five neurons, the combined result is
p < 2.5 x 1075, which is very strong evidence against the null hypothesis. O

11.4.2 When multiple hypotheses are considered, statistical
significance should be adjusted.

In Section 10.4 we tried to clarify the interpretation of significance tests. The whole
discussion concerned the interpretation of a test of a single hypothesis. In many
situations, however, multiple hypotheses must be considered within a single analysis.

Example 11.3 Adaptation in fMRI activity among autistic and control
subjects Autism is characterized by difficulty in social interaction and commu-
nication. One proposal is that autism may involve a defect in the mirror neuron
system, which is active in response to observation of activity by other subjects (thus
the idea that an individual subject’s brain may “mirror” the activity of the other
subject). Several studies found the human mirror system to contain subpopulations
of neurons that adapt when hand movements are observed or executed repeatedly.*
Specifically, fMRI responses to observed or executed movements decreased when the
movement occurred for a second time. Dinstein et al. (2010) studied brain response
adaptation using fMRI, and found that adaptation occurred among autistic subjects
as well as controls across multiple regions of interest. The authors considered this

4This is important to the logic of the mirror neuron argument. See Dinstein (2008).
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to be evidence against mirror system dysfunction in autism. (Dinstein, I. (2008)
Human cortex: Reflections of mirror neurons, Curr. Opin. Biol., 18: R956-969.)
(Dinstein, 1., Thomas, C., Humphreys, K., Minshew, N., Behrmann, M. and Heeger,
D. (2010). Normal movement selectivity in autism, Neuron, 13: 461-9.)

A crucial step in their argument involved the definition of each region of inter-
est (ROI). For this they combined anatomical and functional characterizations: for
each ROI they included every voxel that was both (i) located within 15 mm of an
anatomically-defined region and (ii) significantly active based on a t-test of experi-
mental condition versus baseline. Across their ROIs, however, there were thousands
of voxels to be examined. In other words, the authors had to perform thousands of
tests, of thousands of null hypotheses. This is very common in fMRI studies. O

To see that multiple tests require an additional calculation consider what happens
when 100 tests are made. It might be tempting to declare any of the tests signficant
when p < .05. However, if each of the 100 null hypotheses were true, then we would
expect about (.05)(100) = 5 of the p-values to satisfy p < .05, indicating statistical
significance. Thus, we would expect several such tests (about 5) to yield spurious
(false) results of evidence against the null. An additional calculation makes the
situation even more worrisome. Let us suppose that we have 100 random variables
T; representing test statistics for null hypotheses Hp; with?

P(|T}| > ca|Ho,) = a. (11.16)

This implies
P(T| < calHp) =1 —a

fori=1,2,...,100. If all the tests are independent then we have
P(|T;] < ¢, for all i|Hy, for all i) = (1 — a)'
and, therefore,

P(|T;| > ¢, for at least one i|Hy; for all i) = 1— P(|T;| < ¢, for all i|H,; for all 7)
= 1—(1—a)'% (11.17)

If we set o = .05 we have

P(|T;| > ¢, for at least one i|Hy; for all i) = 1 — 95" = .994.

®We use the absolute value form |T}| > ¢, for consistency with the two-sided tests emphasized
in Chapter 10 but the logic is the same for all significance tests.
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In other words, there is more than a 99% chance obtaining at least one spurious
result out of 100. Clearly there must be some re-calibration of significance in order
to guard against misleading findings.

One way to re-calibrate is to consider the version of (11.17) that applies to n
tests,

P(|T;| > ¢, for at least one i|Hy, for all i) =1 — (1 — a)" (11.18)
and change the criterion ¢, to some value ¢ such that
P(|T;] > c for at least one i|Hy; for all 7) < a. (11.19)

In this case we say that the family-wise error rate for the collection (family) of n
tests is at most a. Let us refer to ¢, in (11.16) and (11.18) as the nominal criterion
for each test. The nominal criterion is the cutoff value we would use for any one test
in isolation. We call the criterion ¢ in (11.19) the family-wise criterion. There is a
very simple way of choosing the family-wise criterion in order to satisfy (11.19).

Bonferroni Correction To test n hypotheses Hy;, ¢ = 1,2,...,n with
familywise error rate at most «, as in (11.19), we may set

C = Cq/n

where ¢, , is the nominal criterion for each test.

For example, if we wish to test 5 hypotheses with family-wise error rate a = .05
we calculate .05/5 = .01 and use the criterion that each of the 5 tests must be
significant with p < .01. This ensures that we would find at least one spuriously
significant test no more than 5% of the time. In the case of n two-sided t-tests, the
Bonferroni correction is to use the criterion ¢,(1 — .025/n) and declare a particular
test significant if |T,ps| > £, (1 —.025/n).

The Bonferroni correction is justified by the following inequality. Let A; represent
the event that the ith test is declared significant, where i = 1,2, ..., n. If we examine
3 tests, then n = 3 and P(A; U Ay U A3) is the probability that at least one of the
tests is significant. For n tests P(A; U As U---U A,) is the probability that at least
one test is significant.

Theorem: Bonferroni inequality For events A;, As, ..., A, we have that

P(AiUAU---UA,) < P(A;)+ P(A3) +---+ P(A,). (11.20)
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Proof: Recall that for two events A and B we have
P(AUB)=P(A)+ P(B)— P(AN B). (11.21)
This implies
P(AUB) < P(A)+ P(B). (11.22)

Now consider three events C, D, E. Applying the formula (11.21) with
A=CUD and B = E we get

P(CUDUE)=P(CUD)+ P(E)—P(CUD)NE)

and applying (11.21) to the right-hand side with A = C' and B = D we
obtain

P(CUDUE)=P(C)+P(D)—P(CND)+P(E)—P(CUD)NE)

which gives
P(CUDUE) < P(C)+ P(D)+ P(E). (11.23)

The inequalities (11.22) and (11.23) are examples of the Bonferroni in-
equality. We can continue the same argument to obtain (11.20). O

The Bonferroni correction is easy to apply, but it is usually quite conservative
in the sense that it tends to produce relatively few statistically significant tests.
This has led to development of many other ways to control the family-wise error
rate, especially in the context of analysis of variance, which we comment on in
Section 13.1.7. A different idea is to try to control the proportion of spuriously
significant results, which is known as the False Discovery Rate (FDR),

FDR — number of spuriously significant tests

11.24
total number of significant tests ( )

Here, the spuriously significant tests represent “false discoveries.” In practice one
does not know whether a particular Hy is true or false, so one also does not know
whether a particular statistically significant test is a false discovery (because its Hy
is true) or a true discovery (because its Hy is false). Therefore, the numerator and
denominator in (11.24) are not known. However, under certain general conditions it
turns out to be possible to control the expected false discovery rate. We will use the
letter ¢ to represent the desired false discovery rate, such as ¢ = .05.

FDR algorithm
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1. Perform n tests using statistics T;, for i = 1,...,n, and obtain n p-values.

2. Put the p-values in ascending order py,p2),--.,Pm) (50 pay is the smallest
p-value) and let T{;) be the test having p-value p(;).

3. Let r be the largest value of j such that

Jq

PG <

4. Consider the tests T(y), T(2),...,T(;) to be significant with expected false dis-
covery rate less than q.

O

The FDR procedure is justified by the following inequality (see Benjamini and
Yekutieli, 2001; Genovese, Lazar, and Nichols, 2002). (Genovese, C.R., Lazar, N.A.,
and Nichols, T.E. (2002). Thresholding of statistical maps in functional neuroimag-
ing using the false discovery rate, Neurolmage, 15: 870-878. Benjamini, Y. and
Yekutieli, D. (2001) The control of false discovery rate in multiple testing under
dependency, Ann. Statist., 29: 1165-1188.)

FDR inequality Under certain conditions, when tests are declared signficant
using the FDR algorithm we have

E(FDR) < q.

Example 11.3 (continued) To define their regions of interest, Dinstein et al.
had to select functionally active voxels based on thousands of ¢ tests. For this purpose
they used FDR, setting the rate at ¢ = .05. O

Yet another strategy for grappling with multiple hypotheses is available in some
repeated-trial contexts. It is illustrated in Example 5.7

Example 5.7 (continued from page 154) Figure 5.7 displayed decoding
accuracy based on MEG sensor recordings in an experiment on overt and imagined
wrist movement. In that work, and in MEG studies generally, it is also of interest
to find the brain source locations of such sensor observations. This is called the
source localization problem (see Example 12.9). One issue is that large numbers of
possible sources, typically thousands, are examined and there is the potential for
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false discoveries. Xu et al. (2011) described a method of finding regions of brain
activity following the application of a standard source localization algorithm, and
they applied a permutation test to guard against spurious results. (Xu, Y., Sudre,
G.P., Wang, W., Weber, D.J., and Kass, R.E. (2011) Characterizing global statistical
significance of spatio-temporal hot spots in MEG/EEG source space via excursion
algorithms, Statist. Medicine, 30: 2854-2866.) In their scheme the sensor data from
a single subject formed a 3-dimensional array with dimensions R x M x T, where
R was the number of repeated trials, M was the number of sensor signals, and T
was the number of time points. A source localization algorithm produced an N x T
array of source signals, where N was the number of sources. They then defined
a collection of N x T likelihood ratio statistics aimed at identifying sources that
contained directional hand movement information; these likelihood ratio statistics
were thresholded and clustered into spatio-temporal regions that could represent
important sources of activity. The finished product was 9 spatial-temporal regions
having directional hand movement information from a single subject. This was a
complicated procedure involving several distinct algorithms. To determine a p-value
for the set of regions Xu et al. performed 100,000 permutations of the trials® and for
each resulting set of pseudo-data they ran the the entire procedure. They then asked
how many results based on pseudo-data were as extreme as those obtained from the
data. This allowed them to report p < 107° for the set of activity regions obtained
from the data, which is very strong evidence that the activity regions were real as
opposed to representing statistically spurious results. The key idea here is that a
p-value may be obtained for a procedure that searches across many spatial-temporal
locations, corresponding to many null hypotheses of no directionally-related activity,
by evaluating the procedure on each set of pseudo-data generated by a permutation
test. d

6The permutations were done in source space; see Xu et al. (2011).
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Chapter 12

Linear Regression

We introduced linear regression in Section 1.2.1 (on page 13) by placing it in the
context of curve-fitting, reviewing the method of least squares, and providing an ex-
plicit statement of the linear regression model. Our purpose there was to use linear
regression as a concrete example of a statistical model, so that we could empha-
size a few general points, including the role of models in expressing knowledge and
uncertainty via inductive reasoning. In Chapters 7-11 we presented the main ideas
behind two key inductive reasoning techniques: confidence intervals and significance
tests. In this chapter we step through the application of these techniques to linear
regression. In Sections 12.1-12.4 we treat the simple linear regression model given by

Y; - 60 + 612152' -+ €; (121)

for i = 1,...,n, where ¢; is a random variable. The adjective “simple” refers to the
single x variable on the right-hand side of (12.1). When there are two or more x vari-
ables on the right-hand side the terminology multiple regression is used instead. We
go over some of the most fundamental aspects of multiple regression in Section 12.5.

To help fix ideas, as we proceed we will refer to several examples.

Example 12.1 Neural correlates of reward in parietal cortex Platt and

353
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Figure 12.1: Plots of firing rate (in spikes per second) versus reward volume (as
fraction of the maximal possible reward volume). The plot represents firing rates
during 200 milliseconds following onset of a visual cue across 329 trials recorded from
an LIP neuron. The 329 pairs of values have been reduced to 7 pairs, corresponding
to 7 distinct levels of the reward volume. FEach of the 7 y; values in the figure is a
mean (among the trials with x; as the reward volume), and error bars representing
standard errors of each mean are also visible. A least-squares regression line is
overlaid on the plot.

Glimcher (1999) suggested that cortical areas involved in sensory-motor processing
may encode not only features of sensation and action but also key inputs to deci-
sion making. (Platt, M.L. and Glimcher, P.W. (1999) Neural correlates of decision
variables in parietal cortex, Nature, 400: 233-238.) To support their claim they
recorded neurons from the lateral intraparietal (LIP) region of monkeys during an
eye movement task, and used linear regression to summarize the increasing trend in
firing rate of intraparietal neurons with increasing expected gain in reward (volume
of juice received) for successful completion of a task. Figure 12.1 shows plots of firing
rate versus reward volume for a particular LIP neuron following onset of a visual cue.
O

Example 2.1 (continued from page 32) n their analysis of saccadic reaction
time in hemispatial neglect, Behrmann et al. used linear regression in examining the
modulation of saccadic reaction time as a function of angle to target by eye, head,
or trunk orientation. We refer to this study in Section 12.5. O

In Chapter 1 we used Example 1.5 on neural conduction velocity to illustrate
linear regression. Another plot of the neural conduction velocity data is provided
again in Figure 12.2.



355

Yi < fffffffffffffffffffffffffffffffffffff .
Qi < ”””””””””””””””””””” z
> -
E Y K z
(]
>
T T
X Xi
Diameter

Figure 12.2: Plot of the Hursh conduction velocity data set, with data points in
gray except for a particular point (x;,v;) which is shown in black to identify the
corresponding fitted value 1;. 'The regression line also passes through the point
(Z,9), as indicated on the plot.

Before we begin our discussion of statistical inference in linear regression, let us
recall some of the things we said in Chapter 1 and provide a few basic formulas.

Given data n data pairs (z;,y;), least squares finds Bo and Bl that satisfy
n . . 2 n
Z (yi — (Bo + /51%')) = II}il} (yi — (By + ﬁikifi))z (12.2)
i=1 Bo-P1 5

where we use 3; and (] as generic possible estimates of 3y and ;. The formulas
(obtained by calculus) are

» iy —g) (i — T)
B = ACE (12.3)

and

~

) =7 — (17 (12.4)
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The resulting fitted line X R
y= 0o+ bz (12.5)

is the linear regression line (and often “linear” is dropped).

Details: To be clear what we mean when we say that the least-squares
estimates may be found by calculus, let us write

n

9(Bo, B1) = Z (g — (Bo + Przi))* .

i=1

The formulas (12.4) and (12.3) may be obtained by computing the partial
derivatives of g(fp, 1) and then solving the equations

N
9o
0
0= 2
OB
O
The least-squares fitted values at each z; are
i = Bo + b (12.6)
and the least-squares residuals are
See Figure 12.2. If we plug (12.4) into (12.5) we get
y—7=7Fi(r—x) (12.8)

which shows that the regression line passes through the point (z, ), as may be seen
in Figure 12.2. It also implies that

jéq:o, (12.9)
=1

which is useful as a math fact, and also can be important to keep in mind in data
analysis: least squares residuals fail to satisfy (12.9) only when a numerical error has
occurred.
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Details: We have

de=> (wi—y+y—i). (12.10)
i=1 i=1
Because ) y; = ny we have
> wi-9)=0 (12.11)
i=1
and, similarly,
D (zi—1)=0. (12.12)
i=1

Applying (12.8) when x = x; gives

and combining (12.12) with (12.13) gives

n

> (@i —5) =0. (12.14)
i=1
Finally, using (12.11) with (12.14) in (12.10) gives (12.9). O

x107°

0 5 10 15 20 25 30 35
time (seconds)

Figure 12.3: The hemodynamic response function defined by Equation (12.19).
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The linear regression model is important in the analysis of neural data not only
because many noisy relationships are adequately described as linear, but also—as we
tried to explain in Section 1.2.1—because the framework gives us a way of thinking
about relationships between measured variables. For this reason, we began with the
more general model in Equation (1.2), i.e.,

Y, = f(z:) + e, (12.15)
and only later, in Equation (1.3), specified that f(x) is taken to be linear, i.e.,

f(z) = Bo + iz (12.16)

Equation (1.2), repeated here as (12.15), gave substance to the diagram in Equation
(1.1), ie.,
Y — X. (12.17)

To incorporate multiple explanatory variables we replace f(z) in (12.15) with f (1, . ..
and to extend beyond the additive form of noise in (12.15) we replace the diagram
in (12.17) with
noise
Y 12.18

{ flxy, ... zp). ( )
This diagram is supposed to indicate a variety of generalizations of linear regression
which, together, form the class of methods known as modern regression. In this
chapter we lay the groundwork for modern regression by discussing many aspects of
linear regression. Generalizations are described in Chapters 14 and 15.

While (12.15) and (12.18) emphasize potential nonlinearity in the way a variable
x, or multiple variables z1, ..., x, may influence y, it turns out that linear regression
may be used to fit some nonlinear relationships. This is discussed in Section 12.5.4.
Here is a particularly simple, yet important additional example.

Example 12.2 BOLD hemodynamic response in fMRI In Figure 1.3 of Exam-
ple 1.3 we displayed fMRI images from a single subject during a simple finger-tapping
task in response to a visual stimulus. As we said there, fMRI detects changes in blood
oxygenation and the measurement is known as the BOLD signal, for Blood Oxygen-
Level Dependent signal. The typical hemodynamic response that produces the signal
is relatively slow, lasting roughly 20 seconds. Many experiments have shown, how-
ever, that it has a reasonably stable form (see Glover, 1999). (Glover, G.H. (1999)
Deconvolution of Impulse Response in Event-Related BOLD fMRI, Neurolmage, 9:
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416-429.) Software for analyzing fMRI data, such as BrainVoyager (see Goebel et
al., 2006; Formisan et al., 2006), often uses a particular hemodynamic function.
(Goebel, R. Esposito, F., and Formisano, E. (2006). Analysis of FIAC data with
BrainVoyager QX: From single-subject to cortically aligned group GLM analysis and
self-organizing group ICA. Human Brain Mapping, 27: 392-401. Formisano, E., Di
Salle, F., and Goebel R. (2006) Fundamentals of data analysis methods in fMRI. In
Advanced Image processing in magnetic resonance imaging. Landini L, Positano V,
Santarelli M.F.,. (Eds).) Figure 12.3 displays a plot of such a theoretical hemody-
namic response function h(t) defined by

h(t) = (dil) exp(—" ;dl) iy (d%) exp(—" ;de) (12.19)

where aq, by, dy, as, by, dy and ¢ are parameters that have default values in the soft-
ware. Using this function the fMRI data at a particular voxel (a particular small
rectangular box in the brain) may be analyzed using linear regression. Let us suppose
we have an on/off stimulus, as is often the case, and let u; = 1 when the stimulus
is on and 0 otherwise, j = 1,...,T. The effect at time ¢ of the stimulus being on
at time 7 is assumed to follow the hemodynamic response function, i.e., the effect is
determined by h(t) where t = i—j is the delay between the stimulus and the response
time 7. It is also assumed that the effects of multiple “on” stimuli at different times
j produce additive effects at different time lags ¢ — j. Therefore, the total stimulus
effect at time 7 is'

T = Zh(i — j)u;. (12.20)

The linear regression model (12.1) may then be fitted, and the coefficient 3; rep-
resents the overall magnitude of the increased BOLD response due to the activity
associated with the stimulus. O

IThis expression is known as the convolution of the hemodynamic response function h(t) with
the stimulus function u;.
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12.1 The Linear Regression Model

12.1.1 Linear regression assumes linearity of f(z) and inde-
pendence of the noise contributions at the various
observed x values.

The model (12.15) is additive in the sense that it assumes the noise, represented by ¢;
is added to the function value f(x;) to get Y;. This entails a theoretical relationship
between z and y that holds except for the “errors” ¢;. Linear regression further
specializes by taking f(x) to be linear as in (12.16) so that we get the model (12.1).
The ¢;’s are assumed to satisfy

E(e)=0

for all i, so that E(Y;) = By + fix;. In words, the linear relationship y = Gy + f1x
is assumed to hold “on average,” that is, apart from errors that are on average zero.
Additivity of the errors and linearity of E(Y;) are the most fundamental assumptions
of linear regression. In addition, the errors ¢; are assumed to be independent of
each other. The independence assumption may be violated when observations are
recorded sequentially across time, in which case more elaborate time series methods
are needed. These are discussued in Chapter 18.

Important, though less potentially problematic, additional assumptions are that
the variances of the ¢;’s are all equal, so that the variability of the errors does not
change with the value of x, and that the errors are normally distributed. These
latter two assumptions guarantee that the 95% confidence intervals discussed in
Section 12.3.1 have the correct probability .95 of covering the coefficients and the
significance tests in Section 12.3.2 have the correct p-values. In sufficiently large
samples these two assumptions become unnecessary, as the confidence intervals and
significance tests will be valid, approximately.

To summarize, the assumptions of linear regression may be enumerated, in order
of importance, as follows:
(i) the linear regression model (12.1) holds;
(ii) the errors satisfy E(e;) = 0 for all i;

(iii) the errors ¢; are independent of each other;
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(iv) V(e;) = o? for all i (homogeneity of error variances), and

(v) € ~ N(0,0?) (normality of the errors).

12.1.2 The relative contribution of the linear signal to the
total response variation is summarized by R?.

As shown in Figure 12.2, in Example 1.5 linear regression provides a very good
representation of the relationship between x and y, with the points clustering tightly
around the line. In other cases there is much more “noise” relative to “signal,”
meaning that the (x;,y;) values scatter more widely, so that the residuals tend to be
much larger. In this section we describe two measures of residual deviation.

The error standard deviation o (see item (iv) in the assumptions in Section 12.1.1)
represents the average size of the error, in the sense that it is an average amount of
deviation of each ¢; from zero. Thus, o tells us how far off, on average, we would

expect the line to be in predicting a value of y at any given x;. It is estimated by
s = v/s2 where
s = !

——SSE (12.21)

and .
SSE = (y;i — ;) (12.22)
i=1

is the sum of squares for error or the residual sum of squares. (Here y; is defined by
(12.6).) The variance estimate s* is then also called the residual mean squared error
and we often write

MSE = s*. (12.23)
This definition of s makes it essentially the standard deviation of the residuals, except
that n — 2 is used in the denominator instead of n — 1; here there are two parameters
Bp and (31 being estimated so that two degrees of freedom are lost from n, rather
than only one.

The other quantity, R?, is interpreted as the fraction of the variability in Y that
is attributable to the regression, as opposed to error. We begin by defining the total
sum of squares

SST = i(y — 7). (12.24)



362 CHAPTER 12. LINEAR REGRESSION

This represents the overall variability among the y; values. We then define

 SSE
SST

The fraction SSE/SST is the proportion of the variability in Y that is attributable
to error, and R? is what’s left over, which is attributable to the regression line. The
value of R? is between 0 and 1. It is 0 when there is no linear relationship and 1
when there is a perfect linear relationship. If we define the sum of squares due to
regression as the difference

R*=1 (12.25)

nSSR = SST — SSE (12.26)
then we can re-write R? in the form
SSR
o 12.2
i SST ( 7)

From this version we get the interpretation of R? as “the proportion of variability of
Y that is explained by X.” In different terminology, we may think of SSR as the
signal variability (often called “the variability due to regression”) and SSFE as the
noise variability. Then R? = SSR/(SSR + SSFE) becomes the relative proportion
of signal-to-noise variability. (The ratio of signal-to-noise variabilities? would be

SSR/SSE.)

In (12.26) we defined the sum of squares due to regression by subtraction. There
is a different way to define it, so that we may see how total variability (SST) is
decomposed into regression (SSR) and error components (SSE). The derivation
begins with the values v;, §;, and ¢, as shown in Figure 12.2, where §; = fy + (1.
Writing y; — ¥ = v — Ui + ¥; — §, we have

D=9’ =D (wi—9)+ Z 2(yi — 9:) (9 — y) + Z(@i - 9)?

i=1 i=1
but after plugging in the definition of g; from (12.6) some algebra shows that the
cross-product term vanishes and, defining

n

SSR=> (5 — )%, (12.28)

i=1

°The signal-to-noise ratio is a term borrowed from engineering, where it refers to a ratio of
the power for signal to the power for noise, and is usually reported in the log scale; under certain
stochastic models it translates into a ratio of signal variance to noise variance.



12.1. THE LINEAR REGRESSION MODEL 363

we have
SST =SSR+ SSE. (12.29)

As we mention again in Section 12.5.3, the vanishing of the cross-product may be
considered, geometrically, to be a consequence of the Pythagorean theorem. Equation
(12.29) is important in understanding linear regression and analysis of variance: we
think of the total variation as coming from different additive components, whose
magnitudes we compare.

The estimated standard deviation s has the units of Y and is therefore interpretable—
at least to the extent that the Y measurements themselves are interpretable. But
R? is dimensionless. Unfortunately, there are no universal rules of thumb as to what
constitutes a large value: in some applications one expects an R? of at least .99 while
in other applications an R? of .40 would be considered substantial. One gets a feeling
for the size of R? mainly by examining, and thinking about, many specific examples.

12.1.3 For large samples, if the model is correct, the least-
squares estimate is likely to be accurate.

In presenting the assumptions on page 360 we noted that they were listed in order of
importance and, in particular, normality of the errors is not essential. The following
theoretical result substantiates the validity of least-squares for non-normal errors in
large samples.

Theorem: Consistency of least squares estimators For the linear regression
model (12.1) suppose conditions (i)-(iv) hold and let z1, x9, ..., x,, ... be a sequence

of x values such that

> (2 - 1) = o0 (12.30)

1=1

as n — 00. Then the least-squares estimator defined by (12.3) satisfies

e
Fo

b
Bo. (12.31)

1w |~

In other words, under these conditions Bl and Bo are consistent estimators of 3; and

Do-
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Proof: This is essentially a consequence of the law of large numbers in a non-i.i.d.
setting, where linear combinations of the Y; values are being used according to (12.3)
and (12.4). We omit the proof and refer the interested reader to Wu (1981), which
examines a more general problem but provides extensive references and discussion.
(Wu, C.-F. (1981) Asymptotic theory of nonlinear least squares estimation, Ann.
Statist., 9: 501-503.) a.

Note that to fit a line we must have at least 2 distinct values, so that not every
observation can be made at the same x value. The condition (12.30) fails when, for
all sufficiently large ¢ and j, x; = z;. In other words, it rules out degenerate cases
where essentially all the observations (i.e., all but finitely many of them) are made
at a single x value.®> We may interpret this asymptotic statement as saying that for
all situations in which there is any hope of fitting a line to the data, as the sample
size increases the least-squares estimator of the slope will converge to the true value.

12.2 Checking Assumptions

12.2.1 Residual analysis is helpful because residuals should
represent unstructured noise.

In examining single batches of data, in Chapter 2, we have seen how the data may
be used not only to estimate unknown quantities (there, an unknown mean p) but
also to check assumptions (in particular, the assumption of normality). This is
even more important in regression analysis and is accomplished by analyzing the
residuals defined in (12.7). Sometimes the residuals are replaced by standardized
residuals. The ith standardized residual is e;/SD(e;), where SD(e;) is the standard
deviation of e; (as estimated from the data). Dividing by the standard deviation
puts the residuals on a familiar scale: since they are supposed to be normal, about
5% of the standardized residuals should be either larger than 2 or smaller than —2.
Standardized residuals that are a lot larger than 2 in magnitude might be considered
outliers.

A detail: There are two different ways to standardize the residuals. We
have here taken SD(e;) to be the estimated standard deviation of e;.

3In fact, the results cited in Wu (1981) show that (12.30) is necessary and sufficient for (12.31).
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The formula for SD(e;) involves the z; values. An alternative would be
to compute the sample variance of the residuals

1
2 _ 2: 2
I (e —¢)

and take its square root. The standardization using SD(e;), which allows
the n residual standard deviations to be different, is often called studenti-
zation (by analogy with the ratio that defines Student’s ¢ distribution, see
page 150). The statistical software packages we are most familiar with

use SD(e;) to standardize the residuals. O
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Figure 12.4: Residual plots: the top left plot depicts unstructured noise while the
latter three reveal structure, and thus deviations from the assumptions.

Two kinds of plots are used. Residual versus fit plots are supposed to reveal (i)
nonlinearity, (ii) inhomogeneity variances, or (iii) outliers. Plots having structure of
the kind that would indicate these problems are shown in the Figure 12.4. The first
plot is typical of data with no systematic variation remaining after linear regression:
the pattern is “random,” specifically, it is consistent with errors that are independent
and normally distributed, all having the same distribution. The second plot shows



366 CHAPTER 12. LINEAR REGRESSION

departure from linearity; the third indicates more variability for large fitted values
than for smaller ones. The last plot has an outlier, indicating a point that is way off
the fitted line.

Histograms and Q-Q plots of the residuals are also used to assess assumptions.
These are supposed to (i) reveal outliers and (ii) check whether the errors may be
described, at least approximately, by normal distribution.

12.2.2 Graphical examination of (z,y) data can yield crucial
information.

15
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o o
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Data Set 1 Data Set 2
wn 2]
- —

10
10

0 5 10 15 20 0 5 10 15 20

Data Set 3 Data Set 4

Figure 12.5: Plots of four very different data sets all having the same fitted regression
equation Y = 3 + .5x and R? = .667. These were discussed in Anscombe (1973).
(Anscombe, F.J. (1973), Graphs in statistical analysis, American Statistician, 27:
17-21.)

As we tried to emphasize in Chapters 1 and 2, it is important to examine data
with exploratory methods, using visual summaries where possible. The following



12.3. EVIDENCE OF A LINEAR TREND 367

illustration gives a nice demonstration of how things can go wrong if one relies solely
on the simplest numerical summaries of least-squares regression.

Illustration Figure 12.5 shows a striking example in which four sets of data
all have the same regression equation and R?, but only in the first case (data set 1)
would the regression line appropriately summarize the relationship. In the second
case (data set 2) the relationship is clearly nonlinear, in the third case there is a big
outlier and removing it dramatically changes the regression. In the fourth case the
slope of the line is determined entirely by the height of the point to the right of the
graph; therefore, since each point is subject to some random fluctuation, one would
have to be very cautious in drawing conclusions. O

This illustration underscores the value of plotting the data when examining linear
or curvilinear relationships.

12.3 Evidence of a Linear Trend

12.3.1 Confidence intervals for slopes are based on SE, ac-
cording to the general formula.

When reporting least-squares estimates, standard errors should also be supplied.
That is, one reports either ﬁl +SFE (ﬁl) or a confidence interval. Standard errors are
given as standard output from regression software. The general formula for standard
errors in linear regression appears in Equation (12.59). To get an approximate 95%
confidence interval for 3; based on Bl and SE(ﬁl), we again use the general form
given by (7.8), i.e.,

approx. 95% CI = (6, —2- SE(3.), 5 + 2- SE(6)). (12.32)

An alternative, in small samples, is analogous to the small sample procedure in (7.29)
used to estimate a population mean: we substitute for 2 the value ¢ 975 ,,, where now
v = n — 2 because we have estimated two parameters (intercept and slope) and thus
have lost two degrees of freedom. Thus, we would use the formula

95% CI = (B — t.ossn-z - SE(B1), B + t.ossm—s - SE(B1)). (12.33)
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Example 1.5 (continued, see page 355) Using least squares regression we
found 3, = 6.07 and SE(Bl) = .14. We would report this by saying that, on average,
action potential velocity increases by 6.07 £ .14 meters per second for every micron
increase in diameter of a neuron. Applying (12.32), an approximate 95% CI for the
slope of the regression line is 6.07 4+ 2(.14) or (5.79,6.35). For these data there were
n = 67 observations, so we have v = 65 and ? g75,-1 = 2.0. Thus, the CI based on
(12.33) is the same as that based on (12.32). O

Formula (12.32) may be justified by an extension of the theorem on the consis-
tency of ) in (12.31).

Theorem: Asymptotic normality of least squares estimators For the lin-
ear regression model (12.1) suppose conditions (i)-(iv) hold and let z1, xs, ..., Zy, . ..
be a sequence of x values such that

1 n
- Y (@i—1)?—c (12.34)
i=1

for some positive constant ¢, as n — oo. Then the least-squares estimator defined
by (12.3) satisfies

B -3 2N (0,1)
SE(5) ’
/30 - ﬁo D
= — N(0,1 12.35
SE() (0,1) ( )

where SE((3;) and SE(3,) are the standard errors given by (12.59).

Proof: This is a consequence of the CLT, but requires some algebraic manipu-
lation. We omit the proof and again refer the interested reader to Wu (1981) for
references. O

The condition (12.34) implies (12.30). It would be satisfied if we were drawing z;
values from a fixed probability distribution.* In practice, it is essentially always true
that the x; values in the data could be conceived as coming from some probability
distribution (one that is not concentrated on a single value), so this is an innocuous

4Beyond (12.30), condition (12.34) says that the z; values do not diverge extremely quickly,

which would make 3; converge faster than 1//n.
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condition. On the other hand, the Anscombe example in Section 12.2.2 is a reminder
that sensible interpretations require the fitted line to represent well the relationship
between the x; and y; values. In the theoretical world this is expressed by saying
that the model assumptions (i)-(iv) are satisfied. In practice we would interpret
the theorems guaranteeing consistency and asymptotic normality of least-squares
estimators, according to (12.31) and (12.35), as saying that if the regression model
does a good job in describing the variation in the data, and the sample size is not too
small, then the approximate confidence interval in (12.32) will produce appropriate
inferences.

12.3.2 Evidence in favor of a linear trend can be obtained
from a t-test concerning the slope.

In Examples 1.5 and 12.1 it is obvious that there are linear trends in the data.
This kind of increasing or decreasing tendency is sometimes a central issue in an
analysis. Indeed, in Example 12.1 the quantitative relationship, meaning the number
of additional spikes per second per additional drop of juice, is not essential. Rather,
the main conclusion involved the qualitative finding of increasing firing rate with
increasing reward. In problems such as this, it makes sense to assume that y is
roughly linear in z but to consider the possibility that in fact the slope of the line is
zero—meaning that y is actually constant, on average, as x changes, that is, that y
is really not related to = at all. We formalize this possibility as the null hypothesis
Hy: 31 = 0 and we test it by applying the z-test discussed in Section 10.3.2. In the
one-sample problem of testing Hy: p = pg, considered in Section 10.3.3, the z-test
is customarily replaced by a t-test, which inflates the p-value somewhat for small
samples and is justified under the assumption of normality of the data. Similarly,
in linear regression, the z-test may be replaced by a t-test under the assumption of
normality of errors (assumption (v) on page 360). The test statistic becomes the
t-ratio,

~

t-ratio = L (12.36)

SE(B)
For large samples, under Hy, this statistic has a N (0, 1) distribution, but for small
samples, if assumption (v) is satisfied, under Hy the t-ratio has a t distribution on
v = n — 2 degrees of freedom. This is the basis for the p-value reported by most
statistical software. Here, the degrees of freedom are n—2 because two parameters (3;
and (3 from n freely ranging data values y;. Generally speaking, when the magnitude
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of the t-ratio is much larger than 2 the p-value will be small (much less than .05,
perhaps less than .01) and there will be clear evidence against Hy: 1 = 0 and in
favor of the existence of a linear trend.

Example 1.5 (continued, see page 13) For the conduction velocity data,
testing Hy: 81 = 0 with (12.36) we obtained p < 107'°. Keeping in mind that
very extreme tail probabilities are not very meaningful (they are sensitive to small
departures from normality of the estimator) we would report this result as very highly
statistically significant with p << .0001, where the notation << is used to signify
“much less than.” O

Example 12.1 (continued from page 353) For the data shown in Figure 12.1
the authors reported p < .0001. O

In the data reported in Figure 12.1 there are only 7 distinct values of x;, with
many firing rates (across many trials) corresponding to each reward level. Thus, the
329 data pairs have been aggregated to 7 pairs with the mean value of y; reported for
each z;. It turns out that the fitted line based on means is the same as the fitted line
based on all 329 values considered separately. However, depending on the details of
the way the computation based on the means is carried out, the standard error may
or may not agree with the standard error obtained by analyzing all 329 values. The
correct hypothesis test would be based on all 329 values.

12.3.3 The fitted relationship may not be accurate outside
the range of the observed data.

An interesting related issue arises in Example 1.5. There, the fitted line does not go
through the origin (0,0). In fact, according to the fitted line, when the diameter of
the nerve is 0, the conduction velocity becomes negative! Should we try to fix this?

It is possible to force the line through (0,0) by omitting the intercept in the
fitting process. Regression software typically provides an option for leaving out the
intercept. However, for this data set, and for many others, omission of the intercept
may be unwise. The reason is that the relationship may well be nonlinear near the
origin, and there are no data to determine the fitted relationship in that region.
Instead, we would view the fitted relationship as accurate only for diameters that
are within the range of values examined in the data. Put differently, when the linear
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regression model does a good job of representing the regularity and variability in the
data it allows us to interpolate (predict values within the range of the data) but may
not be trustworthy if we try to extrapolate (predict values outside the range of the
data).

12.4 Correlation and Regression

Sometimes the “explanatory variable” x is observed, rather than fixed by the experi-
menter. In this case the pair (z,y) is observed and we may model this by considering
a pair of random variables X and Y and their joint distribution. Recall that the cor-
relation coefficient p is a measure of linear association between X and Y. As we
discussed in Section 4.2.1, the best linear predictor Gy + 51X of Y satisfies

g
B ==L (12.37)
Ox

as in Equation (4.9). Also, the theoretical regression of Y on X is defined to be
E(Y|X = z), which is a function of z, and it may happen that this function is
linear:

EY|X =z) = [y + fix.

In Chapter 4 we noted that the regression is, in fact, linear when (X, Y") has a bivari-
ate normal distribution and then (12.37) holds. This linearity, and its interpretation,
was illustrated in Figure 4.3. However, the right-hand plot in Figure 4.3 concerns
data, rather than a theoretical distribution, and there is an analogous formula and
interpretation using the sample correlation 7, which was defined in (4.7). Under the
assumption of bivariate normality, it may be shown that the sample correlation r is
the MLE of p.

The sample correlation is related to the relative proportion of signal-to-noise
variability R? by R? = r%. Important properties are the following:
e —1 <r <1 with » = 1 when the points fall exactly on a line with positive

slope and r = —1 when the points fall exactly on a line with negative slope;

e the value of r does not depend on the units in which the two variables are
measured;
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e just as p measures linear association between random variables X and Y, so
too may r be considered a measure of linear association.

As we said in discussing R?, there are no general guidelines as to what consti-
tutes a “large” value of the correlation coefficient. Interpretation depends on the
application.

12.4.1 The correlation coefficient is determined by the re-
gression coefficient and the standard devitations of x
and y.

Equation (12.37) gives the relationship of the theoretical slope [3; to the theoretical
correlation coefficient p. For data pairs (z;,y;) we have the analogous formula

/@1 - T
Sx
As a consequence, if x and y have about the same variability, the fitted regression
slope becomes approximately equal to the sample correlation. In some contexts it
is useful to standardize x and y by dividing each variable by its standard deviation.
When that is done, the regression slope will equal the sample correlation.

12.4.2 Association is not causation.

There are numerous examples of two variables having a high correlation while no one
would seriously suggest that high values of one causes high values of the other. For
example, one author (Brownlee, 1965) looked at data from many different countries
and pointed out that the number of telephones per capita had a strong correlation
with the death rate due to heart disease. (Brownlee, KA (1965) Statistical Theory
and Methodology in Science and Engineering, Wiley.) In such situations there are
confounding factors that, presumably, have an effect on both variables and thus create
a “spurious” correlation. Only in well-performed experiments, often using random-
ization®, can one be confident there are no confounding factors. Indeed, discussion

®Randomization refers to the random assignment of treatments to subjects, and to the process
of randomly ordering treatment conditions; we discuss this further in Section 13.4.
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sections of articles typically include arguments as to why possible confounding factors
are unlikely to explain reported results.

12.4.3 Confidence intervals for p may be based on a trans-
formation of r.

The sample correlation coefficient r may be considered an estimate of the theo-
retical correlation p and, as we mentioned on page 371, under the assumption of
bivariate normality r is the MLE of p. To get approximate confidence intervals the
large-sample theory of Section 8.4.3 may be applied.® If we have a random sample

(X1,Y7),...,(X,,Y,) we may compute its sample correlation R,,, which is itself a
random variable (so that when X; = x1, Y1 = vy, ..., X,, = z,,, Y, = y,, we compute
the sample correlation R,, = r based on (x1,41), ..., (Zn,ys)). Now, if we consider a

sequence of such samples from a bivariate normal distribution with correlation p it
may be shown that
vl —p) p N(0,1)
(1—=p?)

as n — o0o. This limiting normal distribution could be used to find confidence
intervals. However, Fisher (1924) showed that a transformation of the correlation
R, = r improves the limiting normal approximation. This is known as Fisher’s z
transformation (z because it creates a nearly N(0,1) distribution) defined by

1. /(1
2 = log ( i T) . (12.38)

1—r

For the theoretical statement we again consider a sequence of bivariate normal ran-
dom samples with sample correlations R,, and define

1+ R,
1-R,

1 1+p
— Zlog [ —F
“73 Og(l—p)

6The usual derivation of the limiting normal distribution of r begins with an analytic calculation
of the covariance matrix of (V,, V;,, C') where V,, = V(X), V, = V(Y), and C' = Cov(X,Y), in which
(X,Y) is bivariate normal. That calculation provides an explicit formula for the covariance matrix
in the limiting joint normal distribution of (V;,V,,C), and then propogation of uncertainty is
applied as in Section 9.1.1.

1
ZR:§log<

and
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to get
Vn—=3(Zr—¢) 2 N(0,1) (12.39)

as n — oo (see’” page 52 in DasGupta, 2008). Consequently, we can define the lower
and the upper bounds of an approximate 95% confidence interval for the theoretical
quantity ¢ by

L, = 2z -2

U, = 2z +2 (12.40)

n—3
To get an approximate 95% confidence interval for p we apply the inverse transfor-
mation
exp(20) — 1
P exp(20) + 1
to L and U in (12.40) to get

(12.41)

Confidence interval for p

Suppose we have a random sample from a bivariate normal distribution
with correlation p and R, = 7 is the sample correlation. Then an
approximate 95% confidence interval for p is given by (L, U) where L
and U are defined by (12.41), (12.40), and (12.38).

The result (12.39) may also be used to test Hy: p = 0, which holds if and only if
Hy: 1 = 0. The procedure is to apply the z-test in Section 10.3.2 using

Zobs = V1L — 32},

which is z, divided by its large-sample standard deviation 1/4/n — 3, and is thus a
z-ratio.

"The z-transformation may be derived as a variance-stabilizing transformation, as on page 262,
beginning with the limiting result mentioned in footnote 6. More general results are given by
Hawkins (1989).
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(Fisher, R.A. (1924) On a distribution yielding the error functions of several well-
known statistics. Proceedings of the International Congress of Mathematics, Toronto
2: 805-813.) (Hawkins, D.W. (1989) Using U statistics to derive the asymptotic
distribution of Fisher’s Z statistic, Amer. Statist., 43: 235-237.) (DasGupta, A.
(2008) Asymptotic theory of statistics and probability. Springer.)

12.4.4 When noise is added to two variables, their correla-
tion diminishes.

When measurements are corrupted by noise, the magnitude of their correlation de-
screases. The precise statement is given in the theorem below, where we begin with
two random variables U and W and then add noise to each, in the form of variables
€ and 9. The noise-corrupted variables are then X =U 4+ e and Y = W + 0.

Theorem Suppose U and W are random variables having correlation pyy and
e and 0 are independent random variables that are also independent of U and V.
Define X = U +eand Y = W + 6, and let pxy be the correlation between X and
Y. If puw > 0 then

0 < pxy < pow-

If pow < 0 then

puw < pxy < 0.
Proof details: We assume that V(¢) > 0 and V(0) > 0 and we begin by
writing

Cov(X,Y) = Cov(U+ e, W +9)
= Cov(U,W)+ Cov(U,6) 4+ Cov(W,e€) + Cou(e, d).

Because of independence the last 3 terms above are 0. Therefore, Cov(X,Y) =
Cov(U, W), which shows that pxy and pyy have the same sign. Suppose
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puw > 0, so that Cov(U, W) > 0. Then we have

pxy = Cor(U+¢e, W +90)
Cov(U, W)
VV(U +e)V(W +9)
Cov(U, W)
VIVO) + V() (VW) +V(9))
Cov(U, W)

VVar(U)Var(W)
= Puw-

If pyw < 0 then Cov(U, W) < 0 and the inequality above is reversed. O

The theorem above indicates that when measurements are subject to substantial
noise a measured correlation will underestimate the strength of the actual correlation
between two variables. In the notation above, we wish to find pyy but the corrupted
measurements we observe would be (X1,Y7),...,(X,,Y,), and if we compute the
sample correlation r based on these observations it will tend to be smaller than pgy
even for large samples. However, if the likely magnitude of the noise is known it
becomes possible to correct the estimate. Such corrections for attenuation of the
correlation can be consequential.

Example 12.3 Correction for attenuation of the correlation in SEF selec-
tivity indices Behseta, Berdyyeva, Olson, and Kass (2009) (Behseta, S., Berdyyeva,
T., Olson, C.R., and Kass, R.E. (2009), Bayesian correction of attenuation of corre-
lation in multi-trial spike count data, J. Neurophysiol., 101: 2186-2193.) reported
analysis of data from an experiment on neural mechanisms of serial order perfor-
mance. Monkeys were trained to perform eye movements in a given order signaled
by a cue. For example, one cue carried the instruction: look up, then right, then
left. Based on recordings of neural activity in frontal cortex (the supplementary eye
field, SEF) during task performance, Behseta et al. reported that many neurons fire
at different rates during different stages of the task, with some firing at the highest
rate during the first, some during the second and some during the third stage. These
rank-selective neurons might genuinely be sensitive to the monkey’s stage in the se-
quence. Alternatively, they might be sensitive to some correlated factor. One such
factor is expectation of reward. Reward (a drop of juice) was delivered only after
all three movements had been completed. Thus as the stage of the trial progressed
from one to three, the expectation of reward might have increased.
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To see whether rank-selective neurons were sensitive to the size of the anticipated
reward, the same monkeys were trained to perform a task in which a visual cue
presented at the beginning of the trial signaled to the monkey whether he would
receive one drop or three drops of juice after a fixed interval. The idea was that
neuronal activity related to expectation of reward would be greater after the promise
of three drops than after the promise of one. Spike counts from 54 neurons were
collected during the performance of both the serial order task and the variable reward
task, and indices rank selectivity in the serial order task and of selectivity for the
size of the anticipated reward in the variable reward task were computed. The rank
index was I, ) = E;ﬁ;ﬁ;, where fi and f3 were the mean firing rates measured at the
times of the first and third saccades respectively, the mean being taken across trials.
Similarly, the reward index was [ .oward = E;Z;;; where f, and f, were the mean
firing rates during the post-cue delay period on big-reward and small-reward trials
respectively. The indices [, and I}.qyarq turned out to be positively correlated,
but that the effect was smaller than expected, with r = 0.49. The correlation
between the rank and reward indices was expected to be larger because, from previous
research, it was known that (a) the expectation of reward increases over the course of
a serial order trial and (b) neuronal activity in the SEF is affected by the expectation
of reward. Behseta et al. speculated that the correlation between the two indices

had been attenuated by noise arising from trial-to-trial variations in neural activity.

Correction for attenuation gave a dramatically increased correlation, with the new
estimate of correlation becoming .83. Results given by Behseta et al. showed that
the new estimate may be considered much more reliable than the original r = .49.
We discuss this further in Chapter 16. O

12.5 Multiple Linear Regression

The simple linear regression model (12.1) states that the response variable Y arises
when a linear function of a single predictive variable x is subjected to additive noise
€. The idea is easily extended to two or more predictive variables. Let us write the
ith observation of the jth predictive variable as x;;. Then, for p predictive variables
the linear regression model becomes

Yi = Bo + Bizyi + Bowai + -+ By + 6 (12.42)

where the ¢;’s have the same assumptions as in (12.1).
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Just as y = By + B2 describes a line, the equation y = By + (121 + P25 describes
a plane. When only a single variable x; is involved, the coefficient [3; is the slope:
01 = Ay/Ax. For example, if we increase x by Az = 2 then we increase y by
Ay = 20;. In the case of the equation y = [y + [fi1x1 + (axe, if we increase x; by
Ax; = 2 and ask what happens to y, the answer will depend on how we change xs.
However, if we hold x5 fixed while we increase x; by Az; = 2 then we will increase
y by Ay = 20;. In general, when there are two variables, (; is interpreted as the
change in y for a one-unit change in xy when x5 s held fized. Thus, linear regression
is often used as a way of assesssing what might happen if we were to hold one variable
fixed while allowing a different variable to fluctuate.

Example 12.4 Neural correlates of developmental change in working mem-
ory from fMRI Many studies have documented the way visuo-spatial working
memory (VSWM) changes during development. Kwon, Reiss, and Menon (2002;
Kwon, H., Reiss, A.L., and Menon, V. (2002) Neural basis of protracted develop-
mental changes in visuo-spatial working memory, Proc. Nat. Acad. Science, 99:
13336-13341.) used fMRI to examine neural correlates of these changes. These au-
thors studied 34 children and young adults, ranging in age from 7 to 22. Each subject
was given a VSWM task while being imaged. The task consisted of 12 alternating
36-second working memory (WM) and control epochs during which subjects viewed
items on a screen. During both the WM and control versions of the task the sub-
jects viewed the letter “O” once every 2 seconds at one of nine distinct locations on
the screen. In the WM task the subjects responded when the current location was
the same as it was when the symbol was presented two stimuli back. This required
the subjects to engage their working memory. In the control condition the subjects
responded when the “O” was in the center of the screen.

One of the y variables used in this study was the maximal BOLD activation (as a
difference between WM and control) among voxels within the right prefrontal cortex.
They were interested in the relationship of this variable with age (z1). However, it
is possible that Y would increase due to better performance of the task, and that
this would increase with age. Therefore, in principle, the authors wanted to “hold
fixed” the performance of task while age varied. This is, of course, impossible. What
they did instead was to introduce two measures of task performance: the subjects’
accuracy in performing the task (z3) and their mean reaction time (z3). O

Example 12.1 (continued, see page 353) The firing rates in Figure 12.1
appear clearly to increase with size of reward, and the analysis the authors reported
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(see page 370) substantiated this impression. Platt and Glimcher also considered
whether other variables might be contributing to firing rate by fitting a multiple
regression model using, in addition to the normalized reward size, amplitude of each
eye saccade, average velocity of saccade, and latency of saccade. This allowed them
to check whether firing rate tended to increase with normalized reward size after
accounting for these eye saccade variables. O

Equation (12.2) defined the least squares fit of a line. Let us rewrite it in the

form
n

D (= §)* =min (s —v})’ (12.43)
i=1

i=1
where 7; = ﬁo + ﬁlxi, yr = B + Bix; and B = (55, 7). If we now re-define y; as
yi = Bo + Bizi+ -+ By

with 3* = (85,81, ...,0;), Equation (12.43) defines the least-squares multiple re-
gression problem. We write the solution in vector form as

B=(BosBrs- - By), (12.44)
where the components satisfy (12.43) with the fitted values being
Ui = Bo+ B+ + ﬁpxpi- (12.45)

We interpret the multiple regression equation in Section 12.5.1 and discuss the de-
composition of sums of squares in Section 12.5.2. In Section 12.5.3 we show how
the multiple regression model may be written in matrix form, which helps in demon-
strating how it includes ANOVA models as special cases, and in Section 12.5.4 we
show that multiple regression also may be used to analyze certain nonlinear re-
lationships. In Section 12.5.5 we issue an important caveat concerning correlated
explanatory variables; in Section 12.5.6 we describe the way interaction effects are
fitted by multiple regression; and in Section 12.5.7 we provide a brief overview of the
way multiple regression is used when there are substantial numbers of alternative
explanatory variables.

12.5.1 Multiple regression estimates the linear relationship
of the response with each explanatory variable, while
adjusting for the other explanatory variables.

To demonstrate multiple regression in action we consider a simple example.
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Figure 12.6: Plot of log survival time (log(w/1000) where w was minutes survived)
versus log dose (1.5 plus log milligrams) of sodium asenate in silkwork larvae; data
from Bliss (1936). Lines are fits based on linear regression: solid line used the original
data shown in plot; dashed line after removing the two high values of survival at low
dose.

Example 12.5 Toxicity as a function of dose and weight rm In many stud-
ies of toxicity, including neurotozicity (Makris et al., 2009), (Makris SL, Raffaele
K, Allen S, Bowers W.J, Hass U, Alleva E, et al. (2009) A Retrospective Perfor-
mance Assessment of the Developmental Neurotozicity Study in Support of OECD
Test Guideline 426. Environ. Health Perspect. 117:17-25.) a drug or other agent is
gien to an animal and tozicity is examined as a function of dose and animal weight.
A relatively early example was the study of sodium arsenate (arsenic) in silkworm
larvae (Bliss, 1956) (Bliss, C.I. (1936) The size factor in the action of arsenic upon
silkworm larvae, J. Exp. Biol. 13: 95-110.). We reanalyzed data reported there. The
response variable (y) was log(w/1000) where w was minutes survived, and the two
predictive variables were log weight, in log grams, and log dose, given in 1.5 plus log
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milligrams. A plot of log survival versus log dose is given in Figure 12.6. Because
there were two potential outliers that might affect the slope of the line fitted to the
plotted data we have provided in the plot the fitted regression lines with and without
those two data pairs. The results we discuss were based on the complete set of data.

The linear regression of log survival on log dose gave the fitted line
log survival = .120(£.056) — .704(£.078)log dose

which says that survival decreased roughly .704(£.078) log 1000 minutes for every log
milligram increase in dose. The regression was very highly significant (p = 107'2),
consistently with the obvious downward trend.

The linear regression of log survival on both log dose and log weight gave the fitted
line

log survival = .120(%£.056) — .704(£.078)log dose + 1.07(+.16)log weight.

In this case, including weight in the regression does not change very much the rela-
tionship between dose and survival: the slope is nearly the same in both cases. O

12.5.2 Response variation may be decomposed into signal
and noise sums of squares.

As in simple linear regression we define the sums of squares SSE and SSR, again
using (12.22) and (12.28) except that now g; is defined by (12.45). If we continue to
define the total sum of squares as in (12.24) we may again decompose it as

SST =SSR+ SSE

and we may again define R? as in (12.25) or, equivalently, (12.27). In the multi-
ple regression context R? is interpreted as a measure of the strength of the linear
relationship between y and the multiple explanatory variables.

With p variables we may again use the sum of squares of the residuals to estimate
the noise variation o? but we must change the degrees of freedom appearing in
(12.21). Because we again start with n — 1 degrees of freedom in total, we subtract
p to get n — 1 — p degrees of freedom for error, and we have

1
2
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where SSFE is defined by (12.22). In multiple regression the hypothesis of no linear
relationship between y and the x variables is Hy: 6y = B2 = --- = 3, = 0. To
test this hypothesis we define and compare suitable versions of MSR and MSFE,
the idea being that under H,, with no linear relationship at all, M SR and MSE
should be about the same size because both represent fluctuation due to noise. With
p explanatory variables there are p degrees of freedom for regression. We therefore
define the mean squared error for regression

M=

We use (12.46) in (12.23) for the mean squared error. We then form® the F-ratio

MSR

F=3IsE

(12.47)

In words, F'is the ratio of the mean squared errors for regression and error, which
are obtained by dividing the respective sums of squares by the appropriate degrees
of freedom. Under the standard assumptions, if Hy holds this F-ratio follows an F
distribution.

To state the result formally we must define a theoretical counterpart to (12.47).
Let Y; be the random variable representing the least-squares fit under the linear
regression assumptions on page 360, i.e., it is the theoretical counterpart of (12.45).
We define

1 .
Unise = - > (Y=Y (12.48)
=1
and
1 "
S Y: — Y:)2 12.4
Unmsr n—l—p;( ) (12.49)

8The letter F was chosen (by George Snedecor in 1934) to honor Fisher, who had first suggested
a log-transformed normalized ratio of sums of squares, and derived its distribution, in the context
of ANOVA, which we discuss in Chapter 13.
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Result: F-Test for Regression
Under the linear regression assumptions on page 360, with (12.42) re-

placing (12.1), if Hy: y = o = --- = 3, = 0 holds then the F-statistic
U
F= Mo (12.50)
Umse

follows an F), ,, distribution, where vy = p and v, =n —1 — p.

Proof outline: If Hy is true, it may be shown that
Y V-V

and R

Y (Y=Y~
where v = n — 1 — p is the degrees of freedom for error, and it may be shown
that these are independent. Therefore, the random variable F' defined by (12.50)

is a ratio of independent chi-squared random variables divided by their degrees of
freedom, which, by the definition on page 150 has an F), ,, distribution. O

We provide a geometrical interpretation of the sum of squares decomposition
below, in Figure 12.7 and Equation (12.55).

In simple linear regression, where there is only one explanatory variable, v; = 1
and F'is equal to the square of the t-ratio. Because the square of a ¢, distributed
random variable has an Fj, distribution, it follows that the ¢-test and the F-test
of Hy: 7 = 0 are identical. In multiple regression, hypotheses may also be tested
about the individual coefficients, e.g., Hy : 55 = 0, using t-tests.

Variable Coefficient SE  t,, p-value
(Intercept) 120 057 21 .038
log dose -.704 078 -9.1 10°*2

Table 12.1: Simple linear regression results for Example 12.5.

Example 12.5 (continued) Returning to the toxicity data, the results for the
regression of log survival on log dose are given in Table 12.1. We also obtained
s = .17 and R? = .59. The F-statistic was F' = 82 on 1 and 58 degrees of freedom,
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Variable Coefficient SE ¢, p-value

(Intercept) -.140 057 -2.49 017
log dose =734 058 -12.6 2 x 10716
log weight 1..07 16 68 6x107°

Table 12.2: Multiple regression results for Fxample 12.5.

with p = 107'2 in agreement with the p-value for the ¢-test in Table 12.1. The results
for the regression of log survival on both log dose and log weight are in Table 12.2
and here s = .13 and R? = .77, which is a much better fit. The F-statistic was
F =97 on 2 and 57 degrees of freedom, with p = 2 x 10716,

We would interpret the t ratios and F-statistics as follows: there is very strong
evidence of a linear relationship between log survival and a linear combination of
log dose and log weight (F = 97, p << 1075); given that log weight is included in
the regression model, there is very strong evidence (t = —12.6, p << 107°) that log
survival has a decreasing linear trend with log dose; similarly, given that log dose is
in the model, there is very strong evidence (t = 6.8, p << 107°) that survival has an
increasing linear trend with log weight. O

Example: Neural correlates of developmental change in working mem-
ory from fMRI (continued from page 378) Recall that in one of their analyses
Kwon et al. defined Y to be the maximal BOLD activation (as a difference be-
tween WM and control) among voxels within the right prefrontal cortex, and they
considered its linear relationship with age (X;), accuracy (X,) and reaction time
(X3). They then performed multiple linear regression and found R? = .53 with
B = .75(£.20), p < .001, By = —.21(£.19), p = .28, and (B3 = —.15(%.17), p = .37.
They interpreted the results as showing that the right PFC tends to become much
more strongly activated in the VSWM task as the subjects’ age increases, and that
this is not due solely to improvement in performance of the task. O

Example 12.1 (continued from 378) Platt and Glimcher fit a multiple regres-
sion model to the firing rate data using as explanatory variables normalized reward
size, amplitude of each eye saccade, average velocity of saccade, and latency of sac-
cade. They reported the results of the ¢t-test for the normalized reward size coefficient
as p < .05, which indicates that firing rate tended to increase with normalized re-
ward size even after accounting for these eye saccade variables. A plot showing the
coefficient with SE makes it appear that actually p << .05, which is much more



12.5. MULTIPLE LINEAR REGRESSION 385

convineing. O

The distributional results for the statistic F' in (12.50) are based on the assump-
tion of normality of the errors. For sufficiently large samples the p-values for the
F-statistic, and the t-based p-values and confidence intervals, will be approximately
correct even if the errors are non-normal. This is due to the theorems on consistency
(page 363) and approximate normality (368), which extend to multiple regression
(page 390). However, the independence assumption is crucial. The standard errors
and other distributional results generally may be trusted for reasonably large sam-
ples when the errors are independent, but they require correction otherwise. The
assumptions should be examined using residual plots, as in simple linear regression.

12.5.3 Multiple regression may be formulated concisely us-
ing matrices.

Mathematical manipulations in multiple regression could get very complicated. A
great simplification is to collect multiple equations together and write them as single
equations in matrix form. We start by writing the n random variables Y; as an n x 1
random vector

and then similarly write

o
B

€1
€2
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and
1 T11 L1z ... Tip
I x91 To
. »
X = . .
1 @y w0 @y

The linear regression model may then be written in the form
Y=X3+e¢ (12.51)

where it is quickly checked that both left-hand side and right-hand side are n x 1
vectors. The usual assumptions may also be stated in matrix form. For example, we

have
€~ N, (0,0% - 1,) (12.52)

which says that € has a multivariate normal distribution of dimension n, with mean
equal to the zero vector and variance matrix equal to o2 times the n-dimensional
identity matrix, i.e.,

10 0 - 0

01 0
V(e) =o*-

0 0

0 - 0 1

Equation (12.51), together with the assumptions, is often called the general linear
model. It accommodates not only multiple regression but also a large variety of
models? that compare experimental conditions, which arise in analysis of variance
(Chapter 13). For example, a standard approach to the analysis of fMRI data is
based on a suitable linear model.

Example 12.2 (continued from page 358) In Equation (12.20) we defined
a variable x; that could be used with simple linear regression to analyze the BOLD
response due to activity associated with a particular stimulus, according to an as-
sumed form for the hemodynamic response function.'® Suppose there are two stimuli
with u; = 1 corresponding to the first stimulus being on, with u; = 0 otherwise, and

9Sometimes when someone refers to the general linear model they may also allow the variance
matrix to be different, or they may allow for non-normal errors.

10Before regression is applied various pre-processing steps are usually followed to make the as-
sumptions of linear regression a reasonable representation of the variation in the fMRI data.
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v; = 1 corresponding to the second stimulus being on, with v; = 0 otherwise. We
then define

T2 — Zh(l—j)’(]]

j<i
and set the X matrix equal to

1 211 212
1 @o1 w2

X =
1 Tn1  Tp2

If we apply (12.51) with 8 = (B, 81, 32)T the coefficient 3; will represent the magni-
tude of the effect of the first stimulus on the BOLD response, the coefficient 35 will
represent the magnitude of the effect of the second stimulus on the BOLD response,
and the coefficient (3, will represent the baseline BOLD response. O

Because X often reflects the design of an experiment, as in Example 12.2 above,
it is called the design matriz. The assumptions associated with (12.51) are essentially
the same as those enumerated (i)-(iv) for simple linear regression, where (i) becomes
the validity of Equation (12.51) and (ii)-(iv) refer to the components of e.

In matrix form we may write the least-squares fit as ¢ according to
ly — 9l = min ||y - Y|

where ||w]|| is used to indicate the length of the vector w. We assume here that X7 X
is nonsingular (see the Appendix for a definition). The solution is found by solving
the equations

XTXp=X"y (12.53)

numerically (by numerically stable methods) and the solution may be written in the
form!!

B=(XTX)"'XxTy. (12.54)

"The equations are not solved merely by inverting the matrix X7 X; this can lead to grossly
incorrect answers due to seemingly innocuous round-off error. See Section 12.5.5.
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Figure 12.7: Orthogonal projection of the vector y onto the vector subspace V result-
ing in the vector y in V. The residual vector y — 1 is orthogonal to 1j, which gives the
pythagorean relationship (12.55). This corresponds to the total sum of squares (the
squared length of y) equaling the sum of the regression sum of squares (the squared
length of §) and the error sum of squares (the squared length of y — 7).

Formula (12.54) may be obtained by a simple geometrical argument. We begin by
thinking of y as a vector in n-dimensional space and we consider the subspace V
consisting of all linear combinations of the columns of X. We say that V is the
linear subspace spanned by the columns of X, which is the set of all vectors that
may be written in the form X 3* for some (%, i.e.,

vV ={Xp", g€ R}

(see the Appendix). The subspace V is the space of all possible fitted vectors. The
problem of least squares, then, is to find the closest vector in V' to the data vector
Yy, i.e., the problem is to minimize the Euclidean distance between y and V. The
solution to this minimization problem is the fitted vector § = X ﬁ See Figure 12.7.
This geometry also gives us the Pythagorean relationship

yll? = [191* + [ly — 91” (12.55)
which is the basis for the ANOVA decomposition SST = SSR+ SSE.
Details: Fuclidean geometry says that ¢ must be obtained by orthogonal

projection of y onto the subspace spanned by the columns of X and, as a
result, the residual y — ¢ must be orthogonal to the subspace spanned by
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the columns of X, which means that y — y must be orthogonal to X /3 for
every 3. This, in turn, may be written in the following form: for all 53,

(XB,y—9)=0 (12.56)

T

where (u,v) = u' v is the inner product of u and v. Substituting y = XB

we have )
for all 3, and rewriting this we find that
BTXTy =pTXTX[

for all 3, which gives us Equation (12.53). Equation (12.53) is sometimes
called the set of normal equations (presumably using “normal” in the
sense of “orthogonal”; and plural because (12.53) is a vector equation
and therefore a set of scalar equations). Because (12.56) holds for all 3,
it holds in particular for 3 = 3, i.e.,

which, as illustrated in Figure 12.7, gives (12.55).

For the ANOVA decomposition we introduce the n x 1 vector having all

of its elements equal to 1, which we write 1, = (1,1,...,1)T. In the
argument above we replace y by the residual following projection of y
onto 1yee,
~ < y7 1U€C >
y - 1 _ twec
< 1’0607 1U6€ >
= Y- glvec

(which is the vector of residuals found by regressing y on 1,..) and sim-
ilarly for all 7 = 2,...,p + 1 replace the 5 column of X by its residual
following projection onto 1,.. (which produces the vectors of residuals
found by regressing each x variable on 1,..). When we repeat the argu-
ment with these new variables we get a new fitted vector § and everything
goes through as before. We then obtain the version of (12.55) needed for
the ANOVA decomposition:

111 = 11911 + ly — 911"
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It may be verified that this is the same as SST = SSR + SSE. For

example, |[g|[* = > (y; — 9)* O

The variance matrix of the least-squares estimator is easy to calculate using a
generalization of Equation (4.23): with a little algebra it may be shown that if W

is a p x 1 random vector with variance matrix V(W) = ¥ and A is a k x p matrix,
then the variance matrix of AW is

V(AW) = AXAT. (12.57)
Using (12.57) we obtain
V() = (X"X)"' X" L((X"X) ' xT)"
= o2 (XTX)'XTX(XTX)™
= o2 (XTX)™L
This variance matrix summarizes the variability of /@ . For instance, we have
V(B) =0 (XTX),

which is the kth diagonal element of the variance matrix. To use such formulas with
data, however, we must substitute s for ¢. We then have the estimated variance
matrix

V(@) = (XTX)! (12.58)

and the standard errors are given by
SE(B) =1/s2 - (XTX) L (12.59)

For example, (12.59) is the formula that was used to produce the standard errors in
Table 12.2; and to get the standard errors and t-ratios, and thus the p-values, in Ex-
ample 12.4 reported on page 384. For problems involving propagation of uncertainty
(Section 9.1) to function of 3, the variance matrix in (12.58) would be used.

The estimator (12.58), and resulting inferences, may be justified by the analogue
to (12.35).

Theorem: Asymptotic normality of least squares estimators For the lin-
ear regression model (12.51) suppose conditions (i)-(iv) hold and let X3, Xo, ..., X, ...
be a sequence of design matrices such that

1
XX - C (12.60)
n
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for some positive definite matrix C', as n — o0o. Then the least-squares estimator
defined by (12.54) satisfies

1 .
SOGX) (B = 8) 5 Nyt (0, L), (12.61)
Proof: See Wu (1981) for references. O

A Detail: Tt is also possible to use the bootstrap in regression, but this
requires some care because under the assumptions (i)-(iv) the random
variables Y; have distinct expected values,

E(Y) = (Lz,...,xp)" 0

and so are not i.i.d. The usual approach is to resample the studentized
residuals (see page 365), which are approximately ii.d. See Davison
and Hinkley (1997, page 275). Alternatively, when each vector z; =
(i1, ..., 2;p) is observed, rather than chosen by the experimenter, it is
possible to treat x; as an observation from an unknown multivariate prob-
ability distribution, and thus (z;,y;) becomes an observation from un-
known distribution, and the data vectors ((x1,41),- .., (s, y,)) may be
resampled.'? This was the boostrap procedure mentioned in Example 8.2
on page 278. For additional discussion see Davison and Hinkley (1997).
O

There are many conveniences of the matrix formulation of multiple regression
in (12.51) together with (12.52). One is that the independence and homogeneity
assumptions in (12.52) may be replaced. Those assumptions imply

V(e) = 0’1,
as in (12.52). The analysis remains straightforward if we instead assume

V(e =R (12.62)

12Here, Equation (9.21) becomes

Fn(xvy) i F(X,Y)(xvy)

where F), is the empirical cdf computed from the random vectors ((X1,Y1), ..., (Xn,Yy)).
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Figure 12.8: MEG gradiometer background noise covariance matrix. The light gray
corresponds to zero elements and darker images indicate non-zero elements.

where R can be any n X n variance matrix (i.e., a positive definite symmetric matrix).

Example 1.2 (continued from page 7) We previously noted that MEG imag-
ing requires sensor data to be obtained firt from background scanner noise, meaning
the sensor data must be obtained with nothing in the scanner. We displayed on
page 67 a histogram of such data, from a single sensor, as an example of a normal
distribution. The separate sensor readings are not independent but are, instead,
correlated. Figure 12.8 displays a representation of the background noise variance
matrix from 204 gradiometer sensors in a MEG scanner. MEG analysis is based on
(12.51) together with (12.62), with R being based on the background noise variance
matrix. O

Given a matrix R in (12.62), and assuming it is positive definite, the least-squares
problem may be reformulated. Letting U = R~Y2Y and W = R~Y2X we have

R—1/2(Y _ Xﬂ) = R_1/2€ ~ Nn(07 In)?

so that the new model
U=Wp+5,
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where § = R™'/?¢, satisfies the usual assumptions in (12.51) together with (12.52).
Therefore, to fit the model (12.51) with (12.62) we may first transform Y and X
by pre-multiplying with R~/? and then can apply ordinary least squares to the
transformed variables. This is called weighted least squares and it arises in various
extensions of multiple regression. On page 247 we showed that the least-squares
estimator was also the MLE under the standard assumptions of regression, including

normality of the errors. More generally, the weighted least squares estimator of (3 is
the MLE under (12.51) with (12.62).

Example 1.2, above, provides a case in which the non-independence of the com-
ponents of € is due to the spatial layout of the sensors, and the resulting dependence
among the magnetic field readings at different sensors. Neuroimaging also typically
generates temporal correlation in the measurements, i.e., the measurements are time
series with some dependence across time. Using auto-regressive time series models
described in Section 18.2.3 the variance matrix may be determined from the data
and this furnishes an R matrix in (12.62). The model (12.51) with (12.62) then leads
to regression with time series errors.

12.5.4 The linear regression model applies to polynomial re-
gression and cosine regression.

In many data sets the relationship of y and z is mildly nonlinear, and a quadratic in
x may offer better results than a line. Even though a quadratic is nonlinear, a neat
trick allows us to fit quadratic regression via multiple linear regression. The trick is
to set x; = x and to define a new variable x5 = 22. Then, when y is regressed on both
x, and x5 this amounts to fitting a general quadratic of the form y = a + bx + ca?,
where now a = 3y, b = 31 and ¢ = (3.

In quadratic regression there are several possibilities. First, there may be evidence
of a linear association between y and z (from the simple linear regression), but
the relationship appears nonlinear and there is also evidence of a linear association
between y and both z and 2? combined. This latter evidence would come from
the combined regression output of (i) a statistically significant F-ratio and (ii) a
significant t-ratio for the coefficient of x2. This case is illustrated below. Note that
it is possible for the coefficient of x in the combined regression to be non-significant.
This should not necessarily be taken to mean that there is no linear component to
the relationship: it is generally preferable to use the general form y = a + bz + ca?,
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which requires the br term and thus the x variable. Actually, it is possible for the
coefficients of both x and x? to be non-significant while the F-ratio is significant; this
occurs when the two variables are themselves so highly correlated that neither adds
anything to the regression when the other is already used.

As a second possibility, there may be evidence of a linear association between y
and z (from the simple linear regression), but there is no evidence of a quadratic
relationship. The latter would be apparent from (i) an OK (not curved) residual plot
in the simple linear regression and (ii) a non-significant ¢-ratio for the coefficient of
x2. The third possibility is that there may be no evidence of a relationship between
y and either x by itself or X combined with 2. This would be evident from an
insignificant ¢-ratio in the simple linear regression and an insignificant F-ratio in the
combined regression.

Let us now turn to an example.

Example 8.2 (continued from page 226) On page 226 we examined spike
train data recorded from a barrel cortex neuron in slice preparation, which was part
of a study on the effects of seizure-induced neural activity. Figure 8.5 displayed
the decreasing width of action potentials with increasing length of the interspike
interval. Figure 12.9 shows a plot of many action potential widths against preceding
interspike interval (ISI), where the data have been selected to include only ISIs of
length less than 120 milliseconds. In the plot, the downward trend begins to level
off near 100 milliseconds, and a quadratic curve fitted by linear regression is able to
capture the leveling off reasonably well within this range of ISI values. In this case the
linear and quadratic regression coefficients were both highly significant (p = 6 x 1076
and p = .0017, respectively, with the overall F-statistic giving p = 8 x 107!*) and
R* = 61. O

In quadratic regression, illustrated in Example 8.2 above, we defined z; = = and
29 = 2. To fit cubic and higher-order polynomials we may continue the process
with 23 = 23, etc. An important caveat, however, is that the variables x;, x5, and
x3 defined in this way are likely to be highly correlated, which may cause difficulties
in interpretation and, in extreme cases, may cause the matrix X7 X to be singular
(non-invertible), in which case least-squares software will fail to return a useful result.
We discuss this issue further in Section 12.5.5.

A second nonlinear function that may be fitted with linear regression is the cosine.
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Figure 12.9: Plot of action potential width against length of previous ISI, together
with quadratic fitted by linear regression.

Example 12.6 Directional Tuning in Motor Cortex In a well-known set of
experiments, Georgopolous, Schwartz and colleagues showed that motor cortex neu-
rons are directionally “tuned.” Figure 12.10 shows a set of PSTHs for a “center-out”
reaching task: the monkey reached to one of eight points on a circular image, and
this neuron was much more active for reaches in some directions than for others. The
bottom part of Figure 12.10 shows a cosine function that has been fitted to the mean
firing rate as a function of the angle around the circle, which indicates the direction
of reach. For example (and as is also shown in the PSTH diagrams), reaches at angles
near 180 degrees from the z-axis produced high firing rates, while those at angles
close to 0 degrees (movement to the right) produced much lower firing rates. The
angle at which the maximum firing rate occurs is called the “preferred direction” of
the cell. Tt is obtained from the cosine function.

To fit a cosine to a set of spike counts, multiple linear regression is used. Let
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Figure 12.10: Directional tuning of motor cortex neurons (from Georgopolous et al.,
1982). Top displays the PSTH for each of eight reaching directions. Bottom displays
corresponding mean firing rates.

v = (v1,v9) be the vector specifying the direction of movement and let d = (dy, ds)
be the preferred direction for the neuron. Both v and d are unit vectors. Assuming
cosine tuning, the firing depends only on cos @, where # is the angle between v and
d. We have

cos =v-d=v,d; + vads.

Letting p(v) be the mean firing rate in a given interval of time when the movement
is in direction v, if we let the minimal firing rate be B,,;, and the maximal firing
rate be B, then cosine tuning may be written as the requirement that

Bmax - Bmin + Bmax - Bmz
2 2
(Recall that the minimal value of the cosine is -1, and its maximal value is 1.) If

we now define 51 — Wdh 52 — wd% and 60 — Bmm + w we
obtain the linear form

w(v) = Bpin + " cos .

p(v) = Bo + Brvr + Bavs. (12.63)
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Taking C;(v) to be the spike count for the ith trial in direction v across a time interval
of length T, the observed spike count per unit time is

and we have
Yi(v) = p(v) + €(v). (12.64)

Together, Equations (12.64) and (12.63) define a two-variable multiple linear regres-
sion model from which the tuning parameters may be obtained. O

12.5.5 Effects of correlated explanatory variables can not be
interpreted separately.

On page 394 we used Example 8.2 to illustrate quadratic regression, and we then
issued a note of caution that x and 22 are often highly correlated. High correlation
among explanatory variables may cause numerical and inferential difficulties. Let us
first describe the numerical issue.

The least-squares solution (12.54) to Equation (12.53) results from multiplying
both sides of Equation (12.53) by (X7 X)~!, under the assumption that X7 X is non-
singular, i.e., that its inverse exists, which occurs when the columns of X are linearly
independent (see the Appendix). Linear independence fails when it is possible to
write some column of X as a linear combination of the other columns; in this case
a regression of that dependent column on the other columns would produce R? = 1,
i.e., perfect multiple correlation. When the columns of X are very highly correlated,
even if they are mathematically linearly independent, they may be numerically es-
sentially dependent; for example, a regression of any one column on all the others
might produce R? that is very nearly equal to 1 (e.g., R* = .999). Because of this and
related considerations the details of the methods used to compute the least-squares
solution are important, as indicated in the footnote on page 387. In the quadratic
regression of Example 8.2 on page 394, for instance, the correlation between I'ST and
its square was r = .98. An easy way to reduce correlation is to subtract the mean of
the x variable before squaring, i.e., take 11 = x and 9 = (v — 7)2. With z; and
defined in this way for x = I.ST in the example above we obtained r = —.08. Good
numerical methods use general procedures that effectively transform the x variables
to reduce their correlations.
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A deeper issue involves interpretation of results. The potential confusion caused
by correlated explanatory variables may be appreciated from the following concocted
illustration.

Variable Coefficient SE  t,, p-value

(Intercept) -2.4 25 -95 37
x 1.86 1.04 1.8 12
x? -.067 092 -73 487

Table 12.3: Quadratic regression results for the artificial data in the illustration.

Illustration: Quadratic regression To demonstrate the interpretive subtlety
when explanatory variables are correlated we set x = (1,2,3,4,5,6,7,8,9,10) and
then defined

Yi = Tj + U4

where u; ~ N(0,4). Regressing the variable y on both z and z? we obtained the
results shown in Table 12.3, with R? = .77, s = 2.1 and F' = 11.9 on 2 and 7 degrees
of freedom, yielding p = .0056. From Table 12.3 alone this regression might appear
to provide no evidence that y was linearly related to either z nor x%. However,
regressing y on either x or 2% alone produces a highly significant linear regression.
Furthermore, the F-statistic from the regression on both variables together is highly
significant. These potentially puzzling results come from the high correlation of
explanatory variables: the correlation between x and 2% is r = .975. Keep in mind
that the t-statistic for 22 in Table 12.3 reflects the contribution of 22 after the variable
x has been used to explain y and likewise the t-statistic for x reflects the contribution
of x after the variable 2 has been used to explain y. O

Let us consider this phenonomen further. Suppose we want to use linear re-
gression to say something about the degree to which a particular variable, say 1,
explains y (meaning the degree to which the variation in y is matched by the varia-
tion in the fit of z to y) but we are also considering other variables z,,...,z,. We
can regress y on x1 by itself. Let us denote the resulting regression coefficient by b.
Alternatively we can regress y on zi,...,x, and, after applying Equation (12.54),
the relevant regression coefficient would be f3;, the first component of 3. When the
explanatory variables are correlated, it is not generally true that b = ﬁl and, simi-
larly, the quantities that determine the proportion of variability explained by w1, the
squared magnitudes of the fitted vectors, are not generally equal. Thus, when the
explanatory variables are correlated, as is usually the case, it is impossible to supply
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a unique notion of the extent to which a particular variable explains the response—
one must instead be careful to say which other variables were also included in the
linear regression.

This lack of uniqueness in explanatory power of a particular variable may be
considered a consequence of the geometry of least squares.

Details: Let us return to the geometry depicted in Figure 12.7. As in
that figure we take V' to be the linear subspace spanned by the columns
of X. Because the columns of X are vectors, let us write them in the
form wvy,...,v,, and let us ignore the intercept (effectively assuming it
to be zero, as we did when we related the ANOVA decomposition to
the Pythagorean theorem). The observations on the first explanatory
variable z; then make up the vector v;. The extent to which x; “explains”
the response vector y now becomes the proportion of y that lies in the
direction v;. This is the length of the projection of y onto v; divided by
the length of y. However, length of the projection of y onto v; depends on
whether we do the calculation using vy by itself or together with vy, ..., v,.
Let us write the projection as cv; for some constant c. If we consider v,
in isolation, we find

v
_ ) (12.65)
<U17 U1>
If we consider v; together with vs, ..., v,, we must first project y onto V,

and then find the component in the direction v;. The result is ¢ = (.
The exception to this bothersome reality occurs when v, is orthogonal to
the span of vy, ..., v, (i.e., (v,v) = 0 for every vector v that is a linear
combination of vy, ..., v,). In this special case of orthogonality we have
b = 3, and we regain the interpretation that there is a proportion of y
that lies in the direction of v;. Specifically, in this orthogonal case we
may write the projection of y onto V' as § = cyv; + v for some v in the
span of vy, ...,v,. We then have

(v1,9) = (v, vy +v) = c1 (v, v1)
so that the projection is c¢;v; where

<7)1, ?Q>
(v1,v1)

cl =
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On the other hand, we may reconsider the value ¢ in (12.65). Because
y — ¢y is orthogonal to V' when we write

(v1,9) = (01,94 (y — 9))

we have (vy,y —¢) = 0. Therefore,

<U17 Q) = <U17 y>

S0, in this case, ¢ = ¢;. Thus, in this orthogonal case, b = Bl. O

12.5.6 In multiple linear regression interaction effects are
often important.

We saw earlier that it is possible to fit a quadratic in a variable x using linear re-
gression by defining a new variable 22 and then performing multiple linear regression
on x and 22 simultaneously. Now suppose we have variables z; and z5. The general
quadratic in these two variables would have the form

y=a+bxr; + cry+ dx% + ex19 + fzg.

Thus, we may again use multiple linear regression to fit a quadratic in these two
variables if, in addition to defining new variables 2 and 22 we also define the new
variable x; - 9. This latter variable is often called the interaction between z; and
xo. To see its effect consider the simpler equation

Yy = a+bxry + cry + dri7s. (12.66)

Here, for instance, we have Ay/Az; = b+ dzy. That is, the slope for the linear
relationship between y and z; depends on the value of x5 (and similarly the slope
for xo depends on 7). When d = 0 and we graph y vs. x; for two different values of
9 we get two parallel lines, but when d # 0 the two lines are no longer parallel.

Interaction effects are especially important in analysis of variance models, which
we discuss in Chapter 13.
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12.5.7 Regression models with many explanatory variables
often can be simplified.

When one considers multiple explanatory variables it is possible that some of them
will have very little predictive benefit beyond what the others offer. In that eventu-
ality one typically removes from consideration the variables that seem redundant or
irrelevant, and then proceeds to fit a model using only the variables that help pre-
dict the response. When the number of variables p is small it is not difficult to sort
through such possibilities quickly, but sometimes there are much larger numbers of
variables, particularly if combinations of them, defining interactions as described in
Section 12.5.6, are considered. In this case choosing a suitable collection of variables
to fit is called the problem of model selection, and is based on model comparison
procedures such as those discussed in Section 11.1.6.

Example 12.7 Prediction of burden of disease in multiple sclerosis Li et al
(2006) investigated the relationship between a measure of severity of multiple sclero-
sis, known as burden of disease (BOD), and many clinical assessments. The response
variable, BOD, was based on MRI scans, and 18 different clinical measurements were
used as potential explanatory predictors, including such things as disease duration,
age at onset, and symptom types, as well as an important variable of interest the
Expanded Disability Status Scale (EDSS). One of their main analyses examined data
from an initial set of 1312 patients who had been entered into 11 clinical trials in
multiple centers. The problem they faced was to determine the variables to use as
predictors from among the 18, together with possible interactions. Note that there
are (') = 153 possible pairwise interaction terms. (Li, D.K.B. et al. (2006) MRI T2
lesion burden in multiple sclerosis: A plateauing relationship with clinical disability,
Neurology, 66: 1384-1389.) O

There is a huge literature on model selection in multiple regression. We very
briefly describe the ideas behind a few of the major methods, and then offer some
words of caution.

Let us begin with variables x;,z,..., 2, and the aim of selecting some subset
that predicts the response y well. Here, some of the x variables could be defined
as interaction terms. For example, if we had variables x,...,x; and wanted to
consider all possible interaction effects, as defined in Section 12.5.6, then we would
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k

2) variables in total. A very simple veriable-selection algorithm is

end up with p = (
as follows:

1. Regress y on each single variable z; and find the variable x, that gives the best
prediction (using R?).

2. Regress y on all two-variable models that include x, as one of the variables and
find the variable x; such that z, together with x;, gives the best prediction.

3. Continue in this way: for k£ > 3 and some set of variables we label z,,, 4, ..., %4, _,
that have already been selected in previous steps, consider all regression models
that include, in addition, each of the remaining variables; find x; such that (1)
Tays Tags - - > Tay_y, Tj gives the best prediction and (2) the coefficient of x; is
statistically significant.

Note that criterion (2) provides a way of stopping the process with k < p.

This algorithm is an example of forward selection. 1t is also called a greedy algorithm
(because at every step in the process it is taking an apparently best next step). In the
form given above it is not yet completely specified because the level of significance, or
the value of the t-ratio, must be chosen; this will determine the number of variables
k that are selected. It is also possible to reverse the process by starting with a
regression based on all variables zy,...,x, and then choosing, analogously to step
1 above, one variable to drop, and then repeatedly finding variables to drop until a
satisfactory model is found in which all variables are statistically significant. This
is called backward elimination. An algorithm that alternates between forward and
backward steps is called stepwise regression.

Within model selection algorithms, including forward selection, backward elimi-
nation, or stepwise regression, it is also possible to use criteria such as AIC and BIC
(see Section 11.1.6) to evaluate alternative regression models. (In regression, AIC
is very similar to another popular criterion known as Mallow’s C,.) In principle,
one would examine all possible models and pick the one that is optimal with respect
to the chosen criterion, such as AIC. However, because each variable may be either
included in a model, or excluded from the model, there are 2P possible models and
it quickly becomes prohibitive to examine all possible models as p grows. Model
selection algorithms, therefore, provide search strategies but can not guarantee that
the optimal model is found.
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Example 12.7 (continued) In their study, Li et al. used a stepwise procedure
based on AIC to select variables for predicting BOD. O

An additional, widely-used criterion for model selection is cross-validation. The
idea begins by considering the prediction of y by each model. Let us define an
observation from all the variables z1,..., 2, to be a vector . Then we are predicting
y by some function f(z). In the case of linear regression,

f(z) = Fo+ Z/@jxj
=1

where each model fixes some of the coefficients 3; to be 0 (these are the coefficients
corresponding to variables excluded from the model). The corresponding theoretical
problem is to predict Y by some function f(x) of a random vector X, and we may
evaluate the prediction using mean squared error (MSE), E((Y — f(X))?). According
to the prediction theorem on page 107 the MSE is minimized by the conditional ex-
pectation E(Y'|X = z), and we would, in principle, find this conditional expectation
through model selection and fitting. One possibility would be to attempt to choose
the model that gives the smallest MSE. However, because the MSE will depend on
unknown values of the coefficients, we must estimate it from the data. If we use the
same data both to fit models and to evaluate how well the models fit, we necessarily
obtain an overly optimistic answer for the MSE: we will have optimized the fit for
the particular data values at hand; if we were to get new data we probably would
not do as well. In other words, the estimated MSE will tend to be too small; it will
be downwardly biased. Furthermore, the amount of downward bias in the estimated
MSE will vary with the model, so the estimated MSE will not be a reliable model
comparison procedure.

Cross-validation attempts to get around the problem of optimistic MSE assess-
ment by splitting the n observations y; into a set of K groups, each group having the
same number of observations, or nearly the same number. Let us label the kth group
Gj. Then, for k =1,..., K, we pick group G} and call its observations “test data”
and the remainder of the observations “training data.” We use the training data to
fit models and we use the test data to evaluate the fits. Specifically, an observation
y; € G}, is predicted by the fit from the training data in the K — 1 groups containing
all y; ¢ Gy. Letting ; oy denote the fit of y; based on the training data that excludes
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group Gy, the cross-validated estimate of MSE is

This represents the quality of “out of sample” fit; conceptually, MSE is the average
squared error we would expect, theoretically, if we were to apply the fit on entirely
new data collected under precisely the same conditions. The model with the best
cross-validation performance MSE is the model selected by K-fold cross-validation.
Cross-validation should, in principle, provide good estimates of MSE as K gets large
(so that the estimates of MSE will have good statistical properties). For any given
sample size n the largest possible value of K is K = n. This results in leave-one-out
cross validation, a method recommended by Frederick Mosteller and John Tukey in
an influential book (Mosteller and Tukey, 1968). Here is an example.

Example 12.8 Prediction of fMRI face selectivity using anatomical con-
nectivity Saygin et al. (2011) used anatomical connectivities established from
diffusion-weighted imaging to predict differential responses to faces and objects in
fMRI. It is highly intuitive that functional activity in the brain, as measured by
fMRI, should depend on anatomical structure. Saygin et al. examined fMRI re-
sponses in the fusiform face area of the temporal lobe, an area known to respond
more strongly when a subject is shown pictures of faces than when the same subject
is shown pictures of objects. They considered the response to pictures of faces, and
to objects, at every voxel in the fusiform face area and took as their y; variable in
regression analyses the normalized ratio of face response to object response for voxel
1. The x; vector of variables was made up of connectivities to 84 brain regions, which
were found using diffusion weighted imaging. This constituted their “connectivity”
model. Leave-one-out cross-validation was used across 23 subjects to compare this
model with two other models that did not involve connectivity information. One
model defined the x; variables to be physical distances to the 84 brain regions. This
was the “distance” model. The other used the group average among all the other
subjects, as a single predictor x;. This was the “group average” model. For each
subject the authors fit these models to the other 22 subjects, then used the fits to
predict the fMRI responses among all the voxels for each subject. These authors
used mean absolute error instead of MSE. (We comment on this below.) Thus, they
computed the sample mean absolute error across all voxels for each subject. The
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cross-validated estimate of mean absolute error was the sample mean'? of these 23
values. The results were as follows: connectivity model, .65; distance model, 1.06;
group average model, .78. This provided evidence that the connectivity model pre-
dicts fMRI activity better than either physical distances or group averaged responses.
(Saygin, Z.M., Osher, D.E., Koldewyn, K., Reynolds, G., Gabrieli, J.D., and Saxe,
R.R. (2011) Anatomical connectivity patterns predict face selectivity in fusiform
gyrus, Nature Neurosci., 15: 321-327.) O

In some problems it is computationally expensive to obtain n distinct fits, one
for each of the n training data sets needed for leave-one-out cross-validation. In such
cases, K is chosen to be much smaller, so that only K fits need to be computed. The
most popular value in this context is K = 10.

Cross-validation has been studied extensively (see Efron, 2004; Arlot and Celisse,
2010; and references therein). (Mosteller, F. and Tukey, J.W. (1968) Data Anal-
ysis and Regression: A Second Course in Statistics, Addison-Wesley. Efron, B.
(2004) The estimation of prediction error: Covariance penalties and cross-validation
(with discussion), J. Amer. Statist. Assoc., 99: 619-642. Arlot, S. and Celisse, A.
(2010) A survey of cross-validation procedures for model selection, Statistics Sur-
veys, 4: 40-79.) The argument that cross-validation should provide a correction
for a downwardly biased estimate of MSE is reminiscent of the motivation for AIC
given in Section 11.1.6. There, AIC was introduced to correct the bias in estimating
the Kullback-Liebler discrepancy between fitted model and true model. In regres-
sion, minimizing the Kullback-Liebler discrepancy corresponds to minimizing MSE
and, for large samples, AIC and leave-one-out cross-validation agree (Stone, 1974).
(Stone, M. (1974) Cross-validatory choice and assessment of statistical predictions
(with discussion), J. Royal Statist. Soc., B, 36: 111-147.) The great advantage
of cross-validation is that it furnishes an estimate of MSE even if the relationship
between Y and X does not follow the assumed linear model. On the other hand,
if the linear model assumptions are roughly correct then AIC tends to outperform
cross-validation (Efron, 2004).

13In K-fold cross-validation it is tempting to regard the average of the n MSE estimates as
an ordinary mean, and to apply the usual standard error formula (7.17). This does not work
correctly, however, because the n separate evaluations are not independent. Instead, the square of
the standard error in (7.17) is an underestimate of the variance. In fact, it is not possible to provide
a simple evaluation of the uncertainty attached to the cross-validation estimate of MSE, or risk (see
Bengio and Granvalet, 2004). (Bengio, Y. and Granvalet, Y. (2004) No unbiased estimator of the
variance of K-fold cross-validation, J. Machine Learning Res., 5: 1089-1105.)
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Let us make two additional remarks. First, we phrased our comments above
in terms of MSE but, more generally, cross-validation provides an estimate of risk
(see page 121) using loss functions other than that defined by squared error. In
Example 12.8 absolute error was used. Second, cross-validation is not a substitute
for replication of experiments. Experimental replication provides much stronger evi-
dence than any statistical manipulation can create: new data will inevitably involve
both small and, sometimes, substantial changes in details of experimental design and
data collection; to be trustworthy, findings should be robust to such modifications
and should therefore be confirmed in subsequent investigations.

There is a different approach to the problem of using multiple regression in the
presence of a large number of possible predictor variables. Instead of thinking that
some variables are irrelevant, and trying to identify and remove them, one might
say that the coefficients are noisy and, therefore, on aggregate, likely to be too large
in magnitude. This suggests reducing the overall magnitude of the coefficients, a
process usually called shrinkage. We replace the least squares criterion (12.43) with

Z(yi — g),-7p)2 = min (Z(yz — y;k)2 + A magnitude(ﬁ*)) (12.67)

i=1 o 1=1

where magnitude(3) is some measure of the overall size of § and is called a penalty.
The number A is an adjustable constant and is chosen based on the data, often by
cross-validation (or, for some penalties, AIC or BIC). The criterion to be minimized
in (12.67) is penalized least squares and the solution ¢, is called penalized regression.
The two most common penalties are

magnitude() = Zﬁf (12.68)
j=1
and )
magnitude(8) = Y |- (12.69)
j=1

These penalties are also called, respectively, L2 and L1 penalties.'* In the statistics
literature L2 penalized regression is often called'® ridge regression and L1 penalized

4The penalty in (12.68) may also be written magnitude(3) = ||3]|*> and in mathematical
analysis the Euclidean length is called an L2 norm. The penalty (12.69) is called an L1 penalty
because it is based, analogously, on the L1 norm.

15Strictly speaking ridge regression refers to L2 penalized regression after the x variables are
normalized.
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regression is called the LASSO (see Tibshirani, 2011, and references therein). (Tib-
shirani, R. (2011) Regression shrinkage and selection via the lasso: a retrospective
(with discussion), J. Royal Statist. Assoc., B: 73: 273-282.)

Example 12.9 MEG source localization In Example 1.2 we described, briefly,
the way MEG signals are generated and detected, and we discussed an application
in Example 5.7. There are 306 sensors and the sensor data may be analyzed directly
or, alternatively, an attempt may be made to identify the brain sources that produce
the sensor signals, a process known as source localization. One class of methods
overlays a large grid of possible sources on a representation of the cortex, and then
applies Maxwell’s equations in what is known as a “forward solution” that predicts
the sensor signals for any particular set of source activities. This resuls in a linear
model of the form (12.51) where X is determined by Maxwell’s equations and [
represents the source activity. A typical number of sources might be 5,000, so this
becomes a large problem. Furthermore, because n = 306 we have p > n which makes
the matrix X7 X singular (non-invertible) and some alternative to least squares must
be used. The most common solutions involve L2 and L1 penalized least squares,®
which are used in the minimum norm estimate MNE and minimum current estimate
MCE methods of source localization in MEG. O

12.5.8 Multiple regression can be treacherous.

Multiple linear regression is a wonderful technique, of wide-ranging applicability. It
is important to bear in mind, however, the cautions we raised in the context of simple
linear regression, especially in our discussion of Figure 12.5. With many explanatory
variables, the inadequacies of the linear model illustrated in Figure 12.5 could be
present for any of the y versus z; relationships, for j = 1,...,p, and there are similar
but more complex possibilities when we use the multiple variables simultaneously.
Furthermore, it is no longer possible to plot the data in the form y versus x when
x = (21,22,...,2,) and p > 2. The assumption of linearity of the relationship
between y and z is crucial, and with multiple variables it is difficult to check.

An additional issue involves one of the most useful features of multiple regres-
sion, that it allows an investigator to examine the relationship of y versus x while
adjusting for another variable u. This was discussed in Section 12.5.1 and its use in

16 Actually, the penalty is applied to weighted least squares as described on page 393.
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the interpretation of neural data was described in Examples 12.4 and 12.1. In this
context, however, the phenomenon of attenuation of correlation, discussed in Sec-
tion 12.4.4, must be considered. In Example 12.4, for instance, the authors wanted
to examine the effect of age on BOLD activity while adjusting for task performance.
The variables used for adjustment were accuracy (x2) and mean reaction time (z3).
For each subject, the numbers x5 and x3 obtained for these variables were based on
limited data and therefore represent accuracy and reaction time with some uncer-
tainty, which could be summarized by standard errors. These standard errors were
not reported by the authors, and probably were small, but suppose, hypothetically,
that the x5 and z3 measurements had large standard errors. In this case, according
to the result in Section 12.5.1, the correlation of these noisy variables with BOLD
activity would be less than it would have been if accuracy and reaction time had
been measured perfectly. Therefore, the adjustment made with x5 and x5 would also
be less than the adjustment that would have been made in the a