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It is with data affected by numerous causes that Statistics is
mainly concerned. Experiment seeks to disentangle a complex of
causes by removing all but one of them, or rather by
concentrating on the study of one and reducing the others, as far
as circumstances permit, to comparatively small residium.
Statistics, denied this resource, must accept for analysis data
subject to the influence of a host of causes, and must try to
discover from the data themselves which causes are the
important ones and how much of the observed effect is due to the
operation of each.

--G. U. Yule and M. G. Kendall 1950

The Theory of Estimation discusses the principles upon which
observational data may be used to estimate, or to throw light
upon the values of theoretical quantities, not known numerically,
which enter into our specification of the causal system
operating.

-- Sir Ronald Fisher, 1956

George Box has [almost] said "The only way to find out what will
happen when a complex system is disturbed is to disturb the
system, not merely to observe it passively."” These words of
caution about "natural experiments" are uncomfortably strong.
Yet in today's world we see no alternative to accepting them as,
if anything, too weak.

--G. Mosteller and J. Tukey, 1977

Causal inference is one of the most important, most subtle, and
most neglected of all the problems of Statistics.

-- P. Dawid, 1979
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Preface

This book is intended for anyone, regardless of discipline, who is interested in the use of
statistical methods to help obtain scientific explanations or to predict the outcomes of actions,
experiments or policies.

Much of G. Udny Yule's work illustrates a vision of statistics whose godl is to investigate
when and how causal influences may be reliably inferred, and their comparative strengths
estimated, from statistical samples. Yule's enterprise has been largely replaced by Ronald
Fisher's conception, in which there is a fundamental cleavage between experimental and non-
experimental inquiry, and statistics is largely unable to aid in causal inference without
randomized experimental trials. Every now and then members of the statistical community
express misgivings about this turn of events, and, in our view, rightly so. Our work represents
a return to something like Y ule's conception of the enterprise of theoretical statistics and its
potential practical benefits.

If intellectual history in the 20th century had gone otherwise, there might have been a
discipline to which our work belongs. As it happens, there is not. We develop materia that
belongs to statistics, to computer science, and to philosophy; the combination may not be
entirely satisfactory for specialists in any of these subjects. We hope it is nonetheless
satisfactory for its purpose. We are not statisticians by training or by association, and perhaps
for that reason we tend to look at issues differently, and, from the perspective common in the
discipline, no doubt oddly. We are struck by the fact that in the social and behavioral sciences,
epidemiology, economics, market research, engineering, and even applied physics, statistical
methods are routinely used to justify causal inferences from data not obtained from
randomized experiments, and sample statistics are used to predict the effects of policies,
manipulations or experiments. Without these uses the profession of statistics would be a far
smaller business. It may not strike many professional statisticians as particularly odd that the
discipline thriving from such uses assures its audience that they are unwarranted, but it strikes
us as very odd indeed. From our perspective outside the discipline, the most urgent questions
about the application of statistics to such ends concern the conditions under which causal
inferences and predictions of the effects of manipulations can and cannot reliably be made,
and the most urgent need is a principled, rigorous theory with which to address these
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problems. To judge from the testimony of their books, a good many statisticians think any
such theory isimpossible. We think the common arguments against the possibility of inferring
causes from statistics outside of experimental trials are unsound, and radical separations of the
principles of experimental and observational study designs are unwise. Experimental and
observational design may not always permit the same inferences, but they are subject to
uniform principles.

The theory we develop follows necessarily from assumptions laid down in the statistical
community over the last fifteen years. The underlying structure of the theory is essentially
axiomatic. We will give two independent axioms on the relation between causal structures
and probability distributions and deduce from them features of causal relationships and
predictions that can and that cannot be reliably inferred from statistical constraints under a
variety of background assumptions. Versions of al of the axioms can be found in papers by
Lauritzen, Wermuth, Speed, Pearl, Rubin, Pratt, Schlaifer, and others. In most cases we will
develop the theory in terms of probability distributions that can be thought of loosely as
propensities that determine long run frequencies, but many of the probability distributions can
aternatively be understood as (normative) subjective degrees of belief, and we will
occasionally note Bayesian applications. From the axioms there follow a variety of theorems
concerning estimation, sampling, latent variable existence and structure, regression,
indistinguishability relations, experimental design, prediction, Simpson's paradox, and other
topics. Foremost among the "other topics' are the discovery that statistical methods
commonly used for causa inference are radically suboptimal, and that there exist
asymptotically reliable, computationally efficient search procedures that conjecture causal
relationships from the outcomes of statistical decisions made on the basis of sample data.
(The procedures we will describe require statistical decisions about the independence of
random variables;, when we say such a procedure is "asymptotically reliable’ we mean it
provides correct information if the outcome of each of the requisite statistical decisionsis true
in the population under study.)

This much of the book is mathematics. where the axioms are accepted, so must the theorems
be, including the existence of search procedures. The procedures we describe are applicable
to both linear and discrete data and can be feasibly applied to a hundred or more variables so
long as the causal relations between the variables are sufficiently sparse and the sample
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sufficiently large. These procedures have been implemented in a computer program,
TETRAD I, which at the time of writing is publicly available.1

The theorems concerning the existence and properties of reliable discovery procedures of
themselves tell us nothing about the reliabilities of the search procedures in the short run. The
methods we describe require an unpredictable sequence of statistical decisions, which we
have implemented as hypothesis tests. As is usual in such cases, in small samples the
conventional p values of the individual tests may not provide good estimates of type 1 error
probabilities for the search methods. We provide the results of extensive tests of various
procedures on simulated data using Monte Carlo methods, and these tests give considerable
evidence about reliability under the conditions of the ssimulations. The simulations illustrate
an easy method for estimating the probabilities of error for any of the search methods we
describe. The book also contains studies of one large pseudo-empirical data set--a body of
simulated data created by medical researchers to model emergency medicine diagnostic
indicators and their causes--and a great many empirical data sets, most of which have been
discussed by other authors in the context of specification searches.

A further aim of thiswork isto show that a proper understanding of the relationship between
causality and probability can help to clarify diverse topics in the statistical literature,
including the comparative power of experimentation versus observation, Simpson's paradox,
errors in regression models, retrospective versus prospective sampling, the perils of variable
selection, and other topics. There are a number of relevant topics we do not consider. They
include problems of estimation with discrete latent variables, optimizing statistical decisions,
many details of sampling designs, time series, and a full theory of "non-recursive" causal
structures--i.e., finite graphical representations of systems with feedback.

Causation, Prediction and Search is not intended to be a textbook, and it is not fitted out with
the associated paraphernalia. There are open problems but no exercises. In a textbook
everything ought to be presented as if it were complete and tidy, even if it isn't. We make no
such pretenses in this book, and the chapters are rich in unsolved problems and open
guestions. Textbooks don't usually pause much to argue points of view; we pause quite alot.

The various theorems in this book often have a graph theoretic character; many of them are
long, difficult case arguments of a kind quite unfamiliar in statistics. In order not to interrupt
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the flow of the discussion we have placed all proofs but one in a chapter at the end of the
book. In the few cases where detailed proofs are available in the published literature, we have
simply referred the reader to them. Where proofs of important results have not been published
or are not readily available we have given the demonstrations in some detail.

The structure of the book is as follows. Chapter 1 concerns the motivation for the book in the
context of current statistical practice and advertises some of the results. Chapter 2 introduces
the mathematical ideas necessary to the investigation, and Chapter 3 gives the formal
framework a causal interpretation, lays down the axioms, notes circumstances in which they
are likely to fail, and provides a few fundamental theorems. The next two chapters work out
the consequences of two of the axioms for some fundamental issues in contexts in which it is
known, or assumed, that there are no unmeasured common causes affecting measured
variables. In Chapter 4 we give graphical characterizations of necessary and sufficient
conditions for causal hypotheses to be statistically indistinguishable from one another in each
of several senses. In Chapter 5 we criticize features of model specification procedures
commonly recommended in dstatistics, and we describe feasible algorithms that from
properties of population distributions extract correct information about causal structure,
assuming the axioms apply and that no unmeasured common causes are at work. The
algorithms are illustrated for a variety of empirical and simulated samples. Chapter 6 extends
the analysis of Chapter 5 to contexts in which it cannot be assumed that no unmeasured
common causes act on measured variables. From both a theoretical and practical perspective,
this chapter and the next form the center of the book, but they are especially difficult. Chapter
7 addresses the fundamental issue of predicting the effects of manipulations, policies, or
experiments. As an easy corollary, the chapter unifies directed graphical models with Donald
Rubin's "counterfactual” framework for analyzing prediction. Chapter 8 applies the results of
the preceding chapters to the subject of regression. We argue that even when standard
statistical assumptions are satisfied multiple regression is a defective and unreliable way to
assess causal influence even in the large sample limit, and various automated regression
model specification searches only make matters worse. We show that the algorithms of
Chapter 6 are more reliable in principle, and we compare the performances of these
algorithms against various multiple regression procedures on a variety of simulated and
empirical data sets. Chapter 9 considers the design of empirical studies in the light of the
results of earlier chapters, including issues of retrospective and prospective sampling, the
comparative power of experimental and observational designs, selection of variables, and the
design of ethical clinical trials. The chapter concludes with alook back at some aspects of the
dispute over smoking and lung cancer. Chapters 10 and 11 further consider the linear case,
and analyze algorithms for discovering or elaborating causal relations among measured and
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unmeasured variables in linear systems. Chapter 12 is a brief consideration of a variety of
open questions. Proofs are given in Chapter 13.

We have tried to make this work self-contained, but it is admittedly and unavoidably difficult.
The reader will be aided by a previous reading of Pearl (1988), Whittaker (1990) or
Neopolitan (1990) .



Notational Conventions

Text

In the text, each technical term iswritten in boldface where it is defined.

Variables: capitalized, and initalics, e.g, X
Vaues of variables: lower case, and initalics, e.g. X =X
Sets: capitalized, and in boldface, e.g, V
Values of sets of variables: lower case, and in boldface, e.g. V =v
Members of X that are not members of Y: X\Y

Error variables: g0, e

Independence of X and Y: X1y

Independence of X and Y conditional on Z: X1 Y|z

XEY: XY

Covariance of Xand Y- COV(X)Y) or gxy

Correlation of Xand Y : PXY

Sample correlation of Xand Y : rxy

Partial Correlation of Xand Y,

controlling for all members of set Z: PXY.Z

In al of the graphs that we consider, the vertices are random variables. Hence we use the
terms "variablesin agraph” and "verticesin agraph™” interchangeably.

Figures

Figure numbers occur centered just below a figure, starting at 1 within each chapter. Where
necessary, we distinguish between measured and unmeasured variables by boxing measured

variables and circling unmeasured variables (except for error terms). Variables beginning with
e, g, or § are understood to be "error,” or "disturbance" variables. For example, in the figure
below, X and Y are measured, T isnot, and ¢ is an error term.
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We will neither box nor circle variables in graphs in which no distinction need be made
between measured and unmeasured variables, e.g., figure 2.

X{‘ X3
XZ/ \Ax4
Figure2

For simplicity, we state and prove our results for probability distributions over discrete
random variables. However, under suitable integrability conditions, the results can be easily
generalized to continuous distributions that have density functions by replacing the discrete
variables by continuous variables, probability distributions by density functions, and
summations by integrals.

If a description of a set of variables is a function of a graph G and variables in G, then we
make G an optional argument to the function. For example, Parents(G,X) denotes the set of
variables that are parents of X in graph G; if the context makes clear which graph is being
referred to we will ssmply write Par ents(X).

If adistribution is defined over a set of random variables O then we refer to the distribution as
P(O). An equation between distributions over random variables is understood to be true for
al values of the random variables for which al of the distributions in the equation are
defined. For exampleif X and Y each take thevaluesOor 1and P(X=0)* Oand P(X=1)1 O
then P(Y]X) = P(Y) means P(Y = 0|X=0) = P(Y=0), P(Y=0|X=1) = P(Y=0), P(Y=1]X=0)
=P(Y=1),andP(Y=1X=1) =P(Y=1).
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)

We sometimes use a special summation symbol, é , which has the following properties:

(1) when sets of random variables are written beneath the special summation symbol, it is
understood that the summation is to be taken over sets of values of the random variables,
not the random variables themselves,

(i) if a conditional probability distribution appears in the scope of such a summation
symbol, the summation is to be taken only over values of the random variables for which
the conditional probability distributions are defined,

(i) if there are no values of the random variables under the special summation symbol for
which the conditional probability distributions in the scope of the symbol are defined,
then the summation is equal to zero.

For example, suppose that X, Y, and Z can each take on the values O or 1. Then if
P(Y=0,Z=0)* 0

P(X|Y =0,Z2=0)=P(X=0[Y=0,Z =0) + P(X =1]Y = 0,Z =0)

x Do®

However, if P(Y=0,Z=0) = 0, then P(X=0|Y=0,Z=0) and P(X=1|Y=0,Z=0) are not defined, so

P(XY=0,Z=0)=0

x Qo®

We will adopt the following conventions for empty sets of variables. If Y = / then
(i) P(X|Y) means P(X).
(i) pxz.y means pxz.
(iii) A 1L BJY meansA Ll B.
(iv) A 1L Y isawaystrue.



Chapter 1

| ntroduction and Advertisement

1.1 Thelssue

Statistics textbooks provide interesting examples of causal questions: Did halothane do more to
cause surgical deaths than ether? Was the lower admission rate of women to graduate programs
at the University of California caused by discrimination against women? Does smoking cause
cancer? | ssues about determining causes surround many of the introductory and even advanced
topics in statistical pedagogy: experimental design, randomization, collinearity in multiple
regression, observational versus experimental studies, and so forth. But except for the standard
warnings that correlation is not causation, the textbooks include little if any systematic
discussion of the connection between causation and probability. The mathematics of probability
and statistical inference is explicit, but the connection between probability relations and causal
dependencies is amost completely tacit. The same applies to prediction, at least outside of
econometrics. The textbooks consider cases where policy interventions are at issue, but they tell
us nothing systematic about the connections between statistical analysis of observations or
experiments and predictions of the effects of policies, actions or manipulations.

Even more curious to an outsider, many statistics textbooks claim that the methods they
describe cannot be reliably used to infer causal dependencies from random uncontrolled
samples, or to predict the effects of manipulations, and they say or suggest that all possible
statistical methods are equally impotent for these purposes. If widely believed, these bold
clamswould remove much of the market for the books that advance them, and at least some of
the interest in statistics as a subject. Linear regression, for example, is taught as a means of
fitting a line to sample data and also as a means of predicting new values of a variable. Yet
many of the rea applications of regression are to predict values of a variable when the
regressors are manipulated, that is, when action or policy forces some novel distribution on the
regressors. Every author of a regression textbook must know that were it not for such uses
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much of the audience for the book would be lost. Modestly, the texts announce that regression
cannot be used to infer causes from non-experimental samples, or to make predictions about
manipulated systems; immodestly, often the same books announce that no possible statistical
methods can be used to reliably infer causes or to make predictions about manipulated systems.

The arguments advanced against the possibility of reliable inference from statistical samplesto
causal structure are remarkably uniform from book to book. Mosteller and Tukey (1977), for
example, provide an abundance of cases in which regression yields erroneous causal
inferences. Rawlings (1988) makes the chief example of his textbook on applied regression a
problem of causal inference pursued through several chapters, only to conclude that regression
is unavailing for the purpose. But without some demonstration that regression is optimally
reliable for such inference problems, these considerations only argue that rather than teaching
regression we should look for better methods. An even more common textbook argument
attempts to demonstrate that what regression cannot do for causal inference, nothing can. The
argument asserts the underdetermination of causal structure by statistical dependencies. Readers
are told (Younger, 1978; Rawlings, 1988) that a "relationship”--that is, some statistical
dependency--between sample values of variables X and Y may be observed

(i) when X causesY,

(ii) when'Y causes X,

(i) when each causes the other,

(iv) when some third variable causes both,

(v) when the sample is not representative, or

(vi) when the values of X and Y form time series.

Some such list is inevitably followed by the warning that "experimentation, and not the
existence of the statistical relationship, is necessary to establish a cause" (Younger, p. 176).
Consider the logical force of this argument:

It is true enough that we cannot distinguish among (i), (ii) (iii) and (iv) when we measure only
two variables, X and Y, but what is the proof that we cannot distinguish among these
aternative causa relationsif additional variables are measured? We know that in other contexts
identifiability and estimation properties of parametersrelating apair of variables can be changed
if further variables are measured; the method of instrumental variables in econometrics (Bowden
and Turkington, 1984) is a famous illustration. May the same not be the case with identifying
causal structure? Where have the scores of textbooks so confident of the negative answer
hidden their proofs? Or consider (V). The appeal to unrepresentative samples is as red a herring
as can be. Virtually every statistical estimation procedure will be unreliable if the sampling
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procedures are inappropriate, and bad luck in the draw can lead any estimation procedure
astray. There is something disingenuous in applying to causal inference ademand for reliability
that would be dismissed out of hand as a requirement on statistical estimation. Only (vi) makes
asound point. Yule (1926) noted that time series samples of variables that tend to increase or
decrease will be correlated. One might conclude that such correlations are due to remote
unmeasured common causes, but for unspecified reasons Y ule rejected that hypothesis. Non-
stationary time series are special in several ways; they represent, for instance, a mixture of
distributions. One might reasonably wonder what conditions exclude such cases, and whether
thereare specifiable general conditions on distributions, or distributions and causal structures,
that, when they obtain, make causal inference possible in principle; one might reasonably
wonder whether regression or other standard methods are optimal for such inferences. Such
guestions are never raised in the textbooks. For comparison, what would one think of a
textbook on estimation that, knowing of circumstances in which an estimator is biased or
inconsistent, refuses to discuss circumstances in which it is neither, or that, noting that some
latent variable models are not identifiable, concludes that none are?

Pedagogy reflects accepted statistical theory, and with some important exceptions, statistical
theory tiptoes around issues of causal inference. Even so, many research issues in statistics are
fundamentally motivated by problems about reliable causal inference, although the motivation is
sometimes hidden by the details.

The gtatistical literature on collapsibility provides one illustration. Some years ago the National
Halothane Study (Bunker, Forrest, Mosteller and Vandam, 1969) found itself with more
relevant variablesthan could be analyzed by methods then available. At stake were a set of
causal questions about the effects and side-effects of aternative anesthetics. The problem
suggested an important theoretical question: when can the same conclusions about the existence
and strength of an influence of one variable, A, on another, B, be obtained by analyzing a
reduced set of variables, K (containing A and B), rather than a larger set of variables that
properly includes K ? A little more exactly the question is this: when and how can the analysis
of aset K of variables, including A and B, reliably determine whether variable A causes B,
even though there may be common causes of A and B that arenot in K ; and when and how, in
such circumstances, can we reliably predict the effect on B of manipulating A? The question
isn't peculiar to the halothane study; the issue arisesin nearly every non-experimental study that
tries to establish or assess a causal relationship. The question haunts non-experimental
epidemiology. A pessimistic answer was part of Fisher's (1959) criticism of epidemiological
arguments that smoking causes lung cancer.
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Motivated in part by the problems of the halothane study, the influential book of Bishop,
Fienberg and Holland (1975) replaced the question of identifying and estimating causal
influence in the presence of latent variables with another question altogether: when are the log-
linear parametersfor a model obtained by marginalizing out some variables the same as the
corresponding parameters of the larger, unmarginalized model? Other authors have produced
variants of this collapsibility question, sometimes outside the log-linear formalism (Asmussen
and Edwards, 1983; Whittaker, 1990). The various conceptions of collapsibility have led to
some nice mathematical work, but their bearing on the original issue is not clear; there is no
reason to think that when a log-linear statistical model for a causally related set of variables
collapses over a subset of the variables, the collapsed log-linear parameters correctly
characterize anything about the causal relations among the variables in the marginal set.

"Mode selection” or "specification search” is an area of research in which questions of causal
inference have been badly obscured. Statistical "models,” whether log-linear models, structural
equation models, regression models, or whatever, often have two distinct roles. One role is to
restrict the class of possible probability distributions among a set of variables and toparametrize
thefamily of distributions that satisfy the restriction. Thus alog-linear model, for example, is
given by specifying that particular parameters vanish in alinear expansion of the logarithm of
the probability of any cell. The importance of hypothesis selection in this respect is that the
restrictions and the parametrization should aid one in understanding and efficiently estimating
the distribution. The other role such models may have is to inform prediction; in econometrics,
epidemiology, market research and elsewhere, the predictions are often about the effects of
actions or eventsthat, if they were to occur, would alter the probability distribution. These are
causal claims; they do not follow from any estimate of an actual probability distribution, and
they depend on afurther interpretation of the representations through which the restrictions of a
statistical model are expressed. Statistical hypotheses used with a causal interpretation would
seem either to be correct or to be incorrect, and the difference is important: smoking does cause
lung cancer; ether, not halothane, was the riskier anesthetic.

We naive outsiders might therefore expect that research on the selection of linear or logistic
regressors, the selection of log-linear parameters, the modification of structural equation
parameters, and so forth, would pursue model selection as a kind of estimation problem for
causal structure, analogous to the estimation of features of probability distributions. One might
expect theoretical work to investigate conditions under which procedures can be found that give
correct information about structure in the large sample limit, to characterize their error

1we are indebted to Steve Fienberg for this account of the genesis of collapsibility questions.
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probabilities in various cases, and to describe other computational and statistical properties of
such procedures. But there is little if any work of this sort in the statistical literature. Instead,
model selection and specification search have been treated quite differently from estimation.
While texts and papers sometimes note conditions under which particular search procedures--
stepwise regression, for example--may fail, search methods come without any kind of relevant
assurances about their asymptotic reliability. There are not even very many large simulation
studies of the reliabilities of common methods for specifying models.

Any number of other topicsin statistics that concern the relation between statistical dependency,
on the one side, and causal dependency on the other, have been addressed without the guidance
of any theory of that relation. They include the rare discussions of statistically indistinguishable
structural equation models (Basmann, 1965; Stetzl, 1986; Joreskog, 1990), discussions of
Simpson's "paradox,” and many issues of experimental design, including retrospective versus
prospective sampling, and randomization in experiments.

Why is so much of statistical application and so little of statistical theory concerned with causal
inference? One reason sometimes given for avoiding any attempt at a mathematical anaysis
joining causality and probability isthat the idea of causality involvesalot of metaphysical murk
which amathematical science doeswell to avoid. Some peopletry to give accounts of causation
entirely in terms of probability relations, while others try to characterize causation in terms of
counterfactual conditions. Who isto say which isright, or if the counterfactualcharacterizations
are even partly right, what exactly is meant? (We, certainly, have no definition of causation to
promote.) But surely, the thought continues, there cannot be any rigorous theory about what is
undefined.

This explanation of the neglect of causation in statistical theory is unsatisfactory on two counts.
First, the absence of a "definition” of causation doesn't keep statisticians from talking
comfortably about causal inference in experimental contexts, and surely the very fact that one
variable causes another cannot always depend essentially on whether we discover the fact by
experimentation. Second, while the notion of causality isvaguein many respects, and wrapped
in metaphysical disputes, so is the idea of probability. Every interpretation of probability
appeals to obscure counterfactual assumptions or to mysterious properties. The classical
definition appealed to "equipossible” cases. Limiting frequency interpretations must associate
real finite empirical sequences with imaginary infinite sequences. Subjective Bayesian
interpretations rest on a particularly obscure psychological notion, belief, and require
assignments of degrees of belief that, in complex cases, no cognitively limited human being can
instantiate (see, for example, Fine, 1973). Few Bayesian models in the literature are
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specifications of the actual beliefs of any person, afact sometimes sidestepped by claims that
probabilities are degrees of belief of ideallyrational agents, yet another class of non-existents.
The obscurity of the fundamental notion of probability has not prevented the idea from bearing
enormous fruit, and one important step in that process was to give a clear mathematical form to
the theory. That happened first through the analytic characterization of specia probability
distributions and their properties, and later through the theory of measure, the Kolmogorov
axiomsand their variants. Notions of causality have paralleled and motivated developmentsin
the theory of probability since the 17th century, and are undeniably entangled with probability
assessments in scientific practice. Why, therefore, should we not give notions of causal
dependence a clear mathematical form and make the relation of the causal and stochastic
formalisms explicit in a way that reflects scientific practice? There are two attempts in the
statistical literature to do that very thing, each valuable and neither sufficient of itself.

A mathematical representation of causal dependencies among a set of variables has been in the
statistical literature for most of this century. Sewell Wright (1934) used directed graphs to
represent causal structures. The vertices of the graph represent variables and a directed edge
from one variable to another represents the claim that the first variable has a direct influence on
the second, an influence not blocked by holding constant all other variables considered. Ever
since, directed graphs have occasionally been used in representations of regression models,
factor models, simultaneous equation models, time series models, and elsewhere. From a
mathematical point of view, directed graphs are implicit whenever astatistical model is specified
through a set of algebraic equationsin which asingle variable occurs on one side and is treated
asthe effect of variables on the other side.

Of itself, the mathematical representation of causal influence by directed graphs is trivial.
Things only get interesting when some condition is given connecting the graphical structure
with restrictions on probabilities. Some such connection was already implicit in the use of linear
models in the social and behavioral sciences, for the system of equations and independence
assumptions about error variables aways determined a directed graph, sometimes given
explicitly, and entailed constraints on correlations and partial correlations (Simon, 1954;
Blalock, 1961), which for normal distributions is the same as constraints on independence and
conditional independence. But social scientists did not articulate any genera principle
connecting their graphs with their probability distributions, and the literature developed no
further than analyses of various particular cases (Blalock, 1971). Without using graphical
representations, a few philosophers of science, most notably Reichenbach (1956) and Suppes
(1970) attempted to give analyses of the very notion of causality in terms of statistical
dependencies (and, in Suppes case, time order). An explicit, genera mathematical connection
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between directed graphs and probability distributions was, however, not introduced until about
ten years ago.

Kiiveri and Speed (1982) related causal dependencies, represented as directed graphs without
cycles, to conditiona independence constraints. They formulated severa equivalent versions of
theideathat if Y isnot acause of X and X influencesY, if at al, only through an intermediary
set Z of direct causes of Y, so that if thevariablesin Z are held constant no variation in X will
produce avariationinY, then X and Y areindependent conditional on Z. Formal statements of
the idea are called Markov conditions, and we use one such formulation in this book. Kiiveri
and Speed showed that social scientists claims about vanishing correlations and partial
correlations required by various linear models follow from the Markov Condition. They further
showed that any strictly positive probability density satisfying the Markov condition for a
directed acyclic graph admits a "factorization” determined by the structure of the graph: any joint
density satisfying the Markov condition for a directed graph must equal a product of terms, one
termfor each variable, with each term giving the conditional probability of that variable on its
parent variablesin the graph. Thusfor discrete variablesif the graphis

X —» Y —p Z

Figurel

the joint distribution must satisfy

P(X,Y,Z) = P(X) P(Y|X) P(Z|Y).

The conditiona independence constraints required by the Markov condition applied to the graph
are a consequence of the factorization. A widespread practice in applied statistics was thus given
an elegant forma foundation and connected with statistical work on factorization of
distributions that had previously been carried out by Wermuth (1980) and others.
Consequences of the Markov Condition and additional constraints on the connection between
directed graphs and distributions were subsequently developed by a number of authors
(Wermuth and Lauritzen, 1983; Pearl, 1988; Wermuth and Lauritzen, 1990).

There is another thread in statistics connecting probability and causality, a connection that
emphasizes relations between the notion of causation and the predictability of the effects of
manipulations. It arose from work on experimental design. As early as 1935, Neyman noted a
counterfactual aspect to conclusions drawn from an experimenta study in which some units are
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treated one way and some another. Often the conclusion of such studies is about what would
happen if al units were treated the same way, and is therefore in a sense about a condition the
experiment did not examine, or about a distribution it did not actually sample. Donald Rubin
(1974, 1977, 1978, 1986), and following him severa others (Holland, 1986; Pratt and
Schlaifer, 1988), have interpreted causal hypotheses as postulating a family of random
variables, some of which never have their values observed. In an experiment, random variables
whose values are never observed represent the value an outcome variable would have (but
doesn't in fact have) for a unit subjected to one treatment if that unit had instead been subjected
to another treatment condition of the experiment. Various assumptions may constrain the
relations between the contrary-to-fact random variables and random variables whose values are
observed; for example, it might be assumed that if a treatment were applied to one unit, the
treatment of that unit would have no effect on the outcome of applying the same treatment to
other units. Rubin has used the framework to argue for the importance of randomization in
experimental design and to give methods for estimating the effect of one variable on another by
means of trialsin which treatment is determined by the value of avariable that covaries with the
outcome variable. Pratt and Schlaifer have given rules for predicting the invariance of
conditional probabilities under interventions or manipulations: when does P(Y), in a population
in which a variable X is forced to have a value x, equal P(Y[X=x) in the population of
unmanipulated units? While intuitively correct, their rules were not explicitly derived from any
genera principle.

From our perspective, the Rubin, Holland, Pratt and Schlaifer theory is essentialy an account
of specia cases in which the effects of an intervention or manipulation can be predicted. The
work makes no use of directed graphica methods, but it makes a great deal of use of
conditional independence relations. And that ties the Rubin framework to the Markov
Condition. For a causal structure the Markov condition provides a factorization of the
probability distribution in terms of the conditional probability of each variable X on its parents:
P(X[V1...Vk). We can think of a "direct manipulation" of X as an intervention that changes
P(X[V1...Vk) to some other distribution P*(X|V1...Vk) but leaves the other conditional
probabilitiesin the original factorization unaltered. The result of a direct manipulation isthus a
new distribution with a new factorization, obtained by replacing P(X[|V1...Vk) by
P*(XV1...Vk). So for example, suppose the causal structureis X <- Z -> 'Y with factorization
P(X[2)P(Y[Z2)P(Z). Let some intervention change the distribution of X to P*(X|Z). Then if the
intervention were applied to al units in the population the new joint distribution would be
P*(X,Y,2) = P*(X|]2)P(Y|2)P(2). In this example the effect on Y of such an intervention is
trivial to predict since the marginal distribution of Y is unchanged.
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With an appropriate definition of "manipulation” the Markov Condition entails ageneralization
of the principle just illustrated, aresult we call the Manipulation Theorem. Although it seems
never to have been formulated, instances of the theorem are implicit in some treatments of
shocks in econometrics and in many discussions of experimental design. Rubin's (1977) claims
about unbiased estimates of differential effects from alternative manipulations and Pratt and
Schlaifer's rules al follow immediately from the assumption that the interventions in question
are special cases of "manipulations.” Aswe will show in Chapter 7, their analysis appliesin the
specia case in which the intervention makes X statistically independent of its causes in the
original unmanipulated system.

The Markov Condition is not given by God; it can fail for various reasons we will discussin the
course of thisbook. The reliability of inferences based upon the Condition is only guaranteed if
substantive assumptions obtain. But the Condition is weak enough that there is often reason to
think it applies. In most of the investigations in this book we combine the Markov condition
with afurther condition that assumes that al conditional independence relations among variables
occur because of the Markov Condition applied to the graph of causal relations among the
variables. This assumption, which we call the Faithfulness Condition, can be thought of
formally asthe claim that when a causal graph is associated with a probability distribution, the
Markov Condition applied to the graph characterizes all of the conditional independence
relationsthat hold in the distribution. Informally, the Faithfulness Condition can be thought of
as the assumption that conditional independence relations are due to causal structure rather that
to accidents of parameter values. Sometimes we investigate consequences of the special case
that assumes the variables are linearly related, and in that context it can be shown that a version
of the Faithfulness Condition holds amost aways for a"natural" probability distribution over
the parameters.

Theimmediate value of the unification of the graphical and experimental design approachesto
statistics and causality is aesthetic: two distinct theories are unified in a smple way, and
principles that appear ad hoc are derived uniformly. But aestheticsisthe least of it; the real value
of the unified theory liesin recasting anumber of research topics so that fundamental issues can
be addressed more directly, and in providing new algorithmic techniquesfor practical inference
problems.

The Markov and Faithfulness Conditions, and their consequences, provide a framework for
analyzing many of the questions about causality that we think are fundamental to the application
of statistics: When are regression methods reliable for causal inference? Under what conditions
are they optimal? Are more reliable methods possible? Are various model selection procedures
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reliable? Are there more reliable methods? When are two alternative causal structures statistically
indi stingui shable? When can the presence of latent variables be detected from the statistics? Can
predictions reliably be made when the causal structure is not known? Can predictions reliably be
made when it is not known beforehand whether there may be latent variables acting to produce
measured statistical dependencies? How does the reliability of causal inference depend on
sampling procedure? s retrospective sampling as useful for causal inference as prospective
sampling? What discriminations about causal structure can be made by experiment but not by
observation, or--incredible thought--vice-versa? Under what additional assumptions can what
features of latent structure be reliably inferred? The unification of the graphical andexperimental
design frameworks provides results pertinent to all of these questions. Sometimes the results
are versions of statistical common sense, but rather often they reverse received opinions. The
results we have obtained are in many respects incomplete, but they are complete enough to
demonstrate that issues of causation, prediction and search form an area of research that is
fundamental to many dtatistical problems, and to illustrate that within the unified theory thereis
no need either to ignore the essential questions about reliability or to have recourse to ersatz
technical questions.

There are two sorts of practical consequences of the theory. The unified theory yields precise
conditions under which a variety of causal inferences cannot be reliably made, and the unified
theory yields algorithms for inferring causal structure from statistical decisions, algorithms that,
under appropriate assumptions, can be shown in a specia but well defined sense to be
asymptotically reliable. With such proofs in hand, statistics can collaborate with computer
science, and reliable agorithms that are computationally feasible and that require feasible sets of
statistical decisions can be obtained. By implementing these algorithms in a computer, the
reliabilities of the procedures on small and medium samples, and their robustness to violations
of the assumptions, can be explored by simulation methods. Most of the algorithms we have
derived from the theory have been implemented in experimental versions of the TETRAD Il
program, and the results of various simulation tests are described in the course of this book.

1.2 Advertisements

Each of the examplesin this section is a so treated in other chapters. Their function here is only
to tempt the reader to muster the patience to work through a long book with a lot of
mathematics. Although the examples are not themselves proofs of the reliability of anything,
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most of them illustrate procedures for which we will later give proofs of reliability assuming
only the Markov and Faithfulness Conditions and the capacity to make correct statistical
decisions.

1.2.1 Bayes Networks from the Data

The diagram shown below, called the ALARM network, was developed to model an emergency
medical system (Beinlich, et a. 1989). The variables are all discrete, taking 2, 3 or 4 distinct
values. In most instances a directed arrow indicates that one variable is regarded as a cause of
another. The physicians who built the network also assigned it a probability distribution: each
variable V is given a probability distribution conditional on each vector of values of the
variables having edges directed into V. One use of such networksisto compute the probabilities
of values of some variables for any new unit from measurements of values (for that unit) of
other variables in the network. Of course such networks also constitute statistical models of
discrete data, and as such they are alternatives to log-linear models, logistic regression models,
or undirected graphical independence models. The directed graph has 37 variables and 46
edges. Herskovits and Cooper (1990) used the diagram to generate simulated emergency
medicine statistics for 20,000 individuals.

For many statistical search procedures 37 might as well be infinity. Commonly recommended
procedures for searching for models of discrete datain popular formalisms are stopped dead at
ten or twelve variables. In contrast, Herskovits and Cooper describe a fast Bayesian procedure
that, given a prior linear ordering of the variables consistent with the causal directions, makes
only asingle error in recovering the adjacencies in this graph from the discrete sample statistics.
We will describe a procedure that recovers almost all of the ALARM network--including both
the adjacencies and the directions of the edges--from the sample data. For example, there is an
implementation on an ordinary workstation? that recovers most of the network in less than
fifteen seconds from data generated by treating the dependencies in the graph as linear. For
Herskovits and Cooper's discrete data generated from the same network, most of the structure
can be recovered by computer with comparable reliability in a few minutes. Maximum
likelihood estimates of the probabilitiescan be obtained directly. We emphasize that in these
studies the procedure was not given any prior information about the graph, and that in most
cases the computer determined the directions of the arrows.

2Decstation 3100.
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The ALARM belief network
KEY:
1 - central venous pressure 20 - insufficient anesthesia or
analgesia
2 - pulmonary capillary wedge pressure 21 - pulmonary embolus
3 - history of left ventricular failure 22 - intubation status
4 - total periphera resistance 23 - kinked ventilation tube
5 - blood pressure 24 - disconnected ventilation tube
6 - cardiac output 25 - left-ventricular end - diastolic
volume
7 - heart rate obtained from blood pressure 26 - stroke volume
monitor
8 - heart rate obtained from electrocardiogram 27 - catecholamine level
9 - heart rate obtained from oximeter 28 - error in heart rate reading due to
low cardiac output
10 - pulmonary artery pressure 29 - true heart rate
11 - arterial-blood oxygen saturation 30 - error in heart rate reading due to
electrocautery device
12 - fraction of oxygen ininspired gas
13 - ventilation pressure 31 - shunt
14 - carbon-dioxide content of expired gas 32 - pulmonary-artery oxygen
saturation
15 - minute volume, measured 33 - arteria carbon-dioxide content
16 - minute volume, calculated 34 - alveolar ventilation
17 - hypovolemia 35 - pulmonary ventilation
18 - left-ventricular failure 36 - ventilation measured at
endotracheal tube
19 - anaphylaxis 37 - minute ventilation measured at
the ventilator

Figure 2
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1.2.2 Structural Equation Models from the Data

Rodgers and Maranto (1989) were interested in why some academic psychologists publish
more than others. Isit abilities people aready have before entering graduate school ? Gender?
The quality of their graduate training? The habits of publishing formed in graduate school? The
quality of their first job? Rodgers and Maranto organized a survey and collected data on each of
these variables, as well as others. Common sense determines the direction of most possible
causal connections among their variables. For example, if gender and some of the other
variables are causally connected, it cannot be because the other variables cause gender. Quality
of first job, or publication rate after graduation cannot cause the quality of someone's graduate
program. Rodgers and Maranto adapted two theories from economics to form two sets of linear
equations, another from sociology, and still another from social psychology, estimating and
testing each separate system of equations. Each of these theories failed a goodness of fit test.
Combining the dependencies postulated in these reected models, and adding more
dependencies for good measure because they seemed plausible, Rodgers and Maranto then
obtain a new model which they estimated, tested, and presented as a graph with eleven direct
causal dependencies and associated standardized coefficients:

ABILITY

:V

GPQ 14

A3
SEX
Figure 3
GPQ = graduate program quality PUBS = publications since graduate school
QFJ = quality of first job CITES = citation requency

PREPROD = publications in graduate school
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Rodgers and Maranto prefaced their paper with the remark that their elaborate exercise was
necessary because causal dependencies cannot be inferred from the probabilities, but only from
"theory.” But given the common sense time order of the variables, a computer running a search
algorithm will in afew seconds produce ten of the eleven hypothetical connections directly from
their data, leaving out only one of the three dependencies associated with the smallest estimated
linear coefficients.

Chapters 5 and 8illustrate a variety of casesin which features of linear models that have been
justified at length on theoretical grounds are produced immediately from empirical covariances
by the procedures we describe. We also describe cases in which the algorithms produce
plausible aternative models that show various conclusionsin the social scientific literatureto be
unsupported by the data.

1.2.3 Selection of Regressors

Regression may be the method most commonly used in empirical studies to yield predictions
about the effects of policies, often from variables measured roughly simultaneously and often
without guarantees that no unmeasured factors affect the outcome variable and one or more
regressors. Regression is something of a disaster when in such roles, and it is difficult to justify
the prominence it is given in both pedagogy and arguments over policy.

Consider the following example, given by a set of linear equations with error terms and an
unmeasured variable T, and also by a directed graph indicating the causal dependencies
assumed for each unit in a population. The equations are

Y =aX1+ X5+ agT + ¢y
Xi=agXo+tae Xq4+eg
X3=aeXot a7l + €3

The directed graph, with the error terms not represented, is:
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Figure 4

For definiteness, assume that all exogenous variables, including the error terms, are
independent and distributed normally with zero mean and unit variance, and that none of the g
vanish. Consider the multiple regression of Y on X 1-X5 in such a population. The regression
coefficient for X3 provides an unreliable (biased, inconsistent) estimate of the influence of X3
on Y, and this fact is often remarked in textbooks, usualy in terms that do not explicitly
mention causation. Perhaps exactly because they avoid explicit discussions of causality,
however, the textbooks® miss the more important fact that when a regressor X and an outcome
variable Y have an unmeasured common cause, the estimate of the influence on Y of every other
regressor that directly influences X or has a common unmeasured cause with X will likewise be
unreliable. In the examplein figure 4, even though only X1 and X5 are direct causes of Y, not
mediated by other variables, only the regression coefficient for X4 will be zero. For suitable
ranges of values of the exogenous variances and linear coefficients, the regression coefficient of
X2 may even have alarger absolute value than that for X 1. A similar phenomenon can occur if
one of the regressors is actually an effect, rather than a cause, of the outcome variable, a
circumstance that may not be uncommon in uncontrolled studies. As we will show with
simulation studies later in this book, the usual computerized model selection techniques for
regression typically fail in such cases; in fact, in simulation studies with large samples these
methods do worse than simply regressing on al variables and choosing the significant
regressors.

The unified theory yields an algorithm that under the statistical assumptions commonly made
when such models are used (linearity, homoscedasticity, etc.) asymptotically produces correct
information about the regressor structure. In the example just considered the procedure yields
the object in figure 5, which we call apartially oriented inducing path graph.:

30ur nonrandom search through about 30 textbooks on regression found no mention of the fact in any book.
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The double-headed arrow indicates the presence of unmeasured common causes; the circles at
the ends of edges indicate that the algorithm cannot determine whether there should be
arrowheads at those ends; that is, whether the o-> edge should be -> or <->. The bar over X»
indicates that not both of the small o marks on edges adjacent to X»> may be arrowheads. If
obtained in a context in which the Markov and Faithfulness Conditions are warranted, this
graph would alow usto conclude that X1 isadirect cause of Y, that X5 may be a direct cause
of Y, that X3 doesnot causeY and Y does not cause X 3, that X3 and Y are effects of acommon
cause, and that no other X variablesare direct causesof Y.

Consider two empirical examples, which are described in more detail in Chapter 8. In the first,
a sample of test results for more than 6,000 people includes values for each subject on seven
test scores and on a combined score, AFQT, which is an average of three of the seven test
scores as well as of other tests not included in the data. The dependency of AFQT on the other
recorded tests is therefore linear. The problem is to identify which of the seven tests are
components of AFQT. Linear multiple regression of AFQT on the other seven test scores gives
significant regression coefficientsto all of them. In contrast, an algorithm we will derive from
the Markov and Faithfulness conditions correctly finds the three tests that are components of
AFQT. In this case regression probably fails because the variables are related by an intricate
structure of unmeasured common causes.

Rawlings (1988) describes a study (Linthurst, 1979) of 45 samples of Spartina grass from the
Cape Fear Estuary. Besides the biomass of Spartina, 14 other variables were measured which
might be thought to be relevant to growth. A linear multiple regression of biomass on the
fourteen other variables found only two nutrient variables, copper and potassium concentration,
to have significant coefficients, aresult that is not plausible on biological grounds. With the
same data, the alternative algorithm finds that pH controls growth in the sample, a result
confirmed by experiment. In this case multiple regression may fail because significance tests of
each regression coefficient must control for 13 other variables, which effectively reduces the
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sample size from 45 to 32 and resultsin tests with little power against alternatives in which the
partial correlations are not very large. In contrast the algorithms we use never require tests of
vanishing partial correlations that control for more than one other variablein thiscase.

1.2.4 Causal Inference without Experiment

In his criticism of the epidemiological literature on smoking and lung cancer, Fisher (1959)
emphasized that the correlation of two variables cannot distinguish a direct effect from an
unmeasured common cause; the complaint was echoed in Brownlee's (1965) review in the
Journal of the American Statistical Association of the first Surgeon General's Report on
Smoking and Health. Fisher and Brownlee were, of course, both correct, but consider the cases
illustrated in figure 6:

A C U A C
(i) (i*)
A ———»|C Uu +—»laA —»C
(i) (ii*)
Figure 6

Suppose B is unmeasured. Fisher's point is that non-experimental studies of A and C cannot
distinguish hypothesis (i) from hypothesis (ii), even if every unit in the population has the very
same causal structure, but experiment can. But there are some points Fisher passed by.

If variable U is measured and causes A, (or has common causes with A ), and U affects C only
through A, asin the figures with an asterisk, then structures (i*), and (ii*) can be distinguished
without experimental controls. It is not necessary that these restrictions on U be known
independently of the data; all that is necessary is that they be true of the causal process
generating the distribution.

Brownlee emphasized the case in which smoking is a cause of cancer, and smoking and cancer
also have unmeasured common causes. As we will see in Chapter 9, that case presents
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interesting complexities, but with modest prior knowledge it too can be distinguished from
structures (i) and (ii) by appropriate observations.

The common presumption is that non-experimental evidence cannot determine whether
measured statistical dependencies are due to unmeasured factors. one must decide on non-
statistical grounds that there are unmeasured common causes at work producing statistical
dependenciesin a population. We can't help but think that in practice such decisions are often
influenced more by convenience and the customs of disciplines than by any real knowledge.
But under quite general conditions, whether for continuous linearly related variables or for
discrete variables, the presumption is false. There are cases in which detailed inferences about
causal structure can be made without any prior assumption as to whether or not unmeasured
factors are at work, and in some of the same cases reliable predictions can be made about the
effects of policiesthat directly manipulate certain variables while leaving the causal structure
otherwise unaltered. Consider, for example, the following entirely hypothetical causal structure
related to Measured breathing dysfunction, in which the variables in rectangles are measured,
and those in ovals (Environmental Pollution and Genotype) are not.

nvironmenta
Pallution

Cilia damage Heart disease Lung capacity

~— /‘

Smoking Measured breathing
dysfunction

Income Parents smoking
habits

Figure 7
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Suppose the structure in figure 7 represents the true causal dependencies among these variables
in a population from which samples are drawn according to a multinomial distribution. The
Markov and Faithfulness Conditions yield an algorithm that from the relations of conditional
independence and dependence among the measured variables yields the graph in figure 8.

Cilia damage [¢——— | Heart discase[$¢—®| Lung capacity

A\\l/t

Smoking Measured breathing
7Y dysfunction
0

Parents smoking
Income habits

Figure 8

A double-headed arrow indicates the presence of unmeasured common causes, the circles at the
ends of two of the edges indicate that the algorithm cannot determine whether there should be
arrowheads at those ends. In this hypothetical example the statistics suffice to drive the
conclusion that smoking indirectly affects lung capacity, and the statistics a'so answer most
other questions about the causal dependencies among the variables, without any prior
assumption of the existence or of the non-existence of unmeasured factors. Given the
information about the population contained in the diagramin figure 8, and given adequate data,
the effects of smoking cessation on cilia damage, heart disease, lung capacity and breathing
dysfunction could be reliably predicted. Variants of the algorithm apply to continuous, linearly
related variables.

1.2.5 The Structure of the Unobserved

Investigatorswho use psychometric or sociometric tests or questionnaires often have hundreds
of item responses which in themselves are of no interest. What is of interest is the nature and
causal relations of the features of persons or systems that the items indicate. On substantive or
other grounds it may be believed that various items form clusters that have a common
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unmeasured cause. The clusters may, of course, be heavily confounded: some of theitemsin the
same cluster may have other common causes besides those common to all members of the
cluster, and some members of a cluster may be affected by responses to other items, whether in
that cluster or some other. Even if simplifying assumptions such aslinearity are made, it is often
thought to be utterly hopeless to extract from assumptions about the clusters and from the data
any reliable conclusions about the causal relations of the unmeasured causes of the respective
clusters. But provided the variables are to good approximation linearly related (or binary) and
provided the clusters are not too confounded, reliable information about the causal relations
among unmeasured variables can be obtained. If those causal relations are sufficiently sparse and
the modeling assumptions apply, the causal structure may be identified almost uniquely. The
procedures required have been fully automated. Consider the graph in figure 9, in which five
(Y1, Y2, Yg, Y5, and Y13) of the 16 item responses are confounded.
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Figure 9

Given as input only the correlations among the Y variables and the four clusters shown, the
procedure we will derive correctly reconstructs the graphical connections among the latent
variables (the "n" variables) up to alternative orderings of the 1 - m2 connection, which are
statistically indistinguishable.
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1.3 Themes

A fundamenta theme of this book is that there are systematic connections between causal
dependency and stochastic dependency. By making use of these connections, the limits to
reliable causal inference can be established theoretically. What can go wrong in causal inference
and how wrong it can go only become clear once we have a theoretical understanding of the
connection between causality and probability. One important class of limitations can be
established by proving characterizations of equivalence relations between graph theoretic
representations of alternative causal structures. In effect, one investigates the classification of
directed graphs up to various relations of statistical indistinguishability. From the other side,
one can consider characterizing the class of all graphs consistent with a given probability
distribution. And the limits of causal inference can be investigated by characterizing
circumstances in which the typical (in our case axiomatic) connections between causal and
statistical structure areviolated, a study begun by Yule and Pearson at the beginning of the
century. Within these limits, we can investigate rigorously the reliabilities and computational
properties of procedures that search for causal structure from statistical properties of samples.
The asymptotic reliabilities of well-defined procedures can be determined mathematically, while
short run reliabilities are estimated experimentally through simulation studies. The theory of
model specification search consequently takes on some of the features of the theory of
estimation.

Most current statistical modeling and search procedures can analyze only rather small models.
Popular search and estimation procedures for log-linear models, for example, are stopped for
realistic sample sizes at about a dozen variables or even fewer, depending on the number of
values the variables may assume. By considering efficiencies of search, it is possible to find
algorithms that (under explicit assumptions) will make reliable causal inferences for linear
systems with a hundred or more variables when the causal connections among the variables are
gparse. With discrete variables on sparse structures models can be reliably identified with fifty
or more variables given samples of afew thousand units.

Onthe subject of latent variables, statistical practice is nearly schizophrenic. Statistical models
are presented either with unmeasured variables or without them, but ailmost never with any
credible argument from statistical considerations for their inclusion or their exclusion. Various
model construction techniques proceed as if unmeasured common causes were the only possible
kind, or aternatively asif they were absent and entirely irrelevant. Such assumptions need not
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be left unargued: there exist asymptotically reliable methods to obtain information about the
presence or absence of unmeasured common causes, and about their causal relations.
Informative sufficient conditions exist for the presence of unmeasured common causes,
assuming the Markov and Faithfulness Conditions. These conditions in turn yield theorems
about causal conclusions and predictions that can be reliably drawn whether or not latent
variables are present. If linearity is assumed then there are more powerful theorems,
summarized in what we call the Tetrad Representation Theorem, that can be used to identify the
presence of unmeasured common causes.

A further theme of this book concerns the conditions sufficient (or necessary) for correctly
predicting the effects of a policy applied to a population that has been studied through a sample,
and whose causal structure is not known prior to investigation. Statistical writers such as
Rubin, Pratt, and Schlaifer have emphasized questions such as. When will the conditional
distribution of Y on Z when X is forced to have a certain value equal the probability of Y
conditional on X, Z in an observational or experimental population? Their answers assume that
various counterfactual claims are known. In our terms, this amounts to knowing aspects of the
causal structure of the systems under study. A natural question that follows is. When can the
relevant causal knowledge necessary to answer the question above be obtained from sample
data? We will describe results that answer this question and give information from sample data
about when the conditional probability of Y on Z and X isinvariant under a manipulation of X.
In our view, however, the fundamental issue about prediction is this: If the distribution of
X1,...,Xp is to be directly manipulated, when can the resulting distribution of a set Y of
variables conditional onaset Z be calculated from the distribution of Y, Z, X1,..., Xjyand
other variablesin an observational or experimental populationin which Xj...X, were not so
manipulated for each unit in the sample? The formal connections between probability and causal
structure determine an answer, and we will unravel part of it.

The rigorous investigation of the reliabilities of search algorithms leads directly to the
conclusion that commonly used statistical search procedures are sub-optimal for causal
inference. The criticism falls most heavily on regression. Better methods are available and easily
applied to many regression problems. The best-founded objection to automated model search
procedures, especially in linear and logistic regression, is that the procedures are asymptotically
unreliable againgt alternative causal hypotheses that are often consistent with prior knowledge.
If procedures give the right answersin the ideal case of perfect information about the population
distribution, one can look around for better tests and more computationally efficient algorithms.
But if, as in the case of regression and many other automated techniques, probability relations
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and causal relations are incorrectly matched, all of the statistical subtlety in the world won't
make for good inference.

Y et another theme of this book is the importance of causal reasoning in the design of empirical
studies. The truth of the adage that correlation is not causation may be an obstacle to thinking
through what can be determined about causal dependencies from statistical dependencies, and
under what conditions. A recent textbook (Christensen, 1990, p. 279) on log-linear methods
opens and closes the question with aremark that we think would be endorsed by the majority of
statisticians:

Causation is not something that can be established by data analysis. Establishing
causation requires logical arguments that go beyond the realm of numerical manipulation.
For example, awell designed randomized experiment can be the basis for conclusions of
causality but the analysis of an observational study yields information only on
correlations. When observational studies are used as a basis for causal inference the jump
from correlation to causation must be made on nongtatistical grounds.

The passage contrasts the information about causal structure in experimental studies with the
information about causal structure in observational studies, and the view it expresses is
perfectly standard. But is it correct? Once a formal understanding of the connection between
causal structure and probability is in place, questions about the comparative power of
experiment versus observation can be answered by a mathematical study of the causal
information that can be extracted from experimental and from observational designs. The
standard claims of the power of experiment and the impotence of observation turn out not to be
so much false as mideading. There prove to be systematic parallels between the kinds of causal
conclusions and predictions that can be drawn from experimental and observational data
respectively. An intricate (and not yet complete) theory is required to understand the
implications of the design of empirical studiesfor reliable causal inference and prediction.

The results we obtain about inference and prediction have interesting implications for a number
of controversial subjects concerning the design of experiments, including the problem of
designing "ethical" clinical trials in which subjects preferences can influence the treatment they
receive. We will describe a design that, depending on various discoverable empirical facts,
permits patient preferences to have such arole without any loss in the power to obtain relevant
information from experimental outcomes.
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Although the methods we use are non-Bayesian, the broad issues of the subject cut across
divisions between Bayesian and non-Bayesian statistics, and we will indicate some ways in
which related inference results could be obtained by Bayesian procedures. The mathematical
methods appropriate to the subject include more of graph theory and computation theory than
measure theory. The empirical methods make heavy use of computer ssimulations to give
evidence of reliability where analytic results are unavailable. Various pieces of methodol ogical
folklore are contradicted by the results already available in the subject, while others are given a
new perspective and significance.

Whatever value the resultsin this book may have for practical scientificinference, together they
illustrate a systematic and comparatively neglected area of inquiry that investigates causation,
prediction and search. The subject is full of well-formed and amost well-formed open
guestions about systems with feedback, necessary and sufficient conditions for certain kinds of
inferences, short-run reliabilities of procedures, the existence of optimal search procedures,
optimal statistical decisions, indistinguishability properties of models, trade-offs between
informativeness and computational feasibility, and more.



Chapter 2

Formal Preliminaries

This chapter introduces some mathematical concepts used throughout the book. The chapter is
meant to provide mathematically explicit definitions of the formal apparatus we use. It may be
skipped in afirst reading and referred to as needed, although the reader should be warned that
for good reason we occasionally use nonstandard definitions of standard notions in graph
theory. We assume the reader has some background in finite mathematics and statistics,
including correlation analysis, but otherwise this chapter contains all of the mathematical
concepts needed in this book. Some of the same mathematical objects defined here are given
special interpretations in the next chapter, but here we treat everything entirely formally.

We consider a number of different kinds of graphs. directed graphs, undirected graphs,
inducing path graphs, partialy oriented inducing path graphs, and patterns. These different
kinds of objects all contain a set of vertices and a set of edges. They differ in the kinds of edges
they contain. Despite these differences, many graphical concepts such as undirected path,
directed path, parent, etc., can be defined uniformly for all of these different kinds of objects.
In order to provide this uniformity for the objects we need in our work, we modify the
customary definitionsin the theory of graphs.

2.1 Graphs

The undirected graph shown in figure 1 contains only undirected edges (e.g. A - B).
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Figurel

A directed graph, shown in figure 2, contains only directed edges, (e.g. A -> B).

Figure 2

An inducing path graph, shown in figure 3, contains both directed edges (e.g. A -> B) and bi-
directed edges (e.g. B <-> C). (Inducing path graphs and their uses are explained in detail in
Chapter 6.)

D

SN

A——>»B «—» C
\E/
Figure 3

A partialy oriented inducing path graph, shown in figure 4, contains directed edges (e.g. B ->
F), bi-directed edges (e.g B <-> C), nondirected edges (e.g. E 0-0 D), and partially directed
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edges (e.g. A o-> B.). (Partially oriented inducing path graphs and their uses are explained in
detail in Chapter 6.)

Oo———o M

Ao——  p B = »>C 44—

Figure 4

A pattern, shown in figure 5, contains undirected edges (e.g., A - B) and directed edges (e.g. A
-> E). (Patterns and their uses are explained in detail in Chapter 5.)

N
S

D

A B C

E

Figure5

In the usual graph theoretic definition, a graph is an ordered pair <V,E> where V is a set of
vertices, and E isaset of edges. The members of E are pairs of vertices (an ordered pair in a
directed graph and an unordered pair in an undirected graph). For example, the edge A -> B is
represented by the ordered pair <A,B>. In directed graphs the ordering of the pair of vertices
representing an edge in effect marks an arrowhead at one end of the edge. For our purposes we
need to represent alarger variety of marks attached to the ends of undirected edges. In general,
we alow that the end of an edge can be unmarked, or can be marked with an arrowhead, or can
be marked with an "0".

In order to specify completely the type of an edge, therefore, we need to specify the variables
and marks at each end. For example, the left end of "A o-> B" can be represented as the
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ordered pair [A, 0]1, and the right end can be represented as the ordered pair [B, >]. The first
member of the ordered pair is called an endpoint of an edge, e.g. in [A, 0] the endpoint is A.
The entire edge is a set of ordered pairs representing the endpoints, e.g. {[A, o], [B, >]}. The
edge{[B, >],[A, 0]} isthe same as {[A, 0],[B, >]} since it doesn't matter which end of the
edgeislisted first.

Note that adirected edge such as A -> B has no mark at the A endpoint; we consider the mark at
the A endpoint to be empty, but when we write out the ordered pair we will use the notation EM
to stand for the empty mark, e.g. [A,EM].

More formally, we say agraph is an ordered triple <V,M ,E> where V is a non-empty set of
vertices, M is a non-empty set of marks, and E is a set of sets of ordered pairs of the form
{[V1,M1],[V2,M2]}, where V1 and Vo areinV, V11 V5, and M1 and M2 are in M. Except in
our discussion of systems with feedback we will always assume that in any graph, any pair of
vertices V1 and V2 occur in at most one set in E, or, in other words, that there there is at most
one edge between any two vertices. If G =<V,M ,E> we say that G isover V.

For example, the directed graph of figure 2 can be represented as <{ A,B,C,D,E}, {EM, >},
{{[A.EM].[B, >]}, {[A.EML[E, >]}, {[A.EM],[D, >]}, {[D,EM],[B, >]}, {[D.EM].[C, >]},
{[B.EML[C, >]}, {[E.EM],[C, >]} }>.

Each member {[V1, M1],[V2,M2]} of E iscalled an edge (e.g. {[A,EM],[B, >]} in figure 2.)
Each ordered pair [V1, M1] in an edge is called an edge-end (e.g. [A,EM] is an edge-end of
{[A,EM],[B, >]}.) Each vertex V1 in an edge {[V1, M1],[V2, M2]} iscalled an endpoint of
the edge (e.g. A isan endpoint of {[A,EM],[B, >]}.) V1 and Vs areadjacent in G if and only
if thereisan edge in E with endpointsV1 and V2 (e.g. in figure 2, A and B are adjacent, but A
and C are not.)

Anundirected graph isagraph in which the set of marksM = {EM}. A directed graphis
agraph in which the set of marks M = { EM, >} and for each edge in E, one edge-end has mark
EM and the other edge-end has mark ">".

An edge {<[A,EM],[B, >]} isadirected edge from A to B. (Note that in an undirected graph
there are no directed edges.) An edge {[ A,M1],[B, >]} isinto B. An edge {[A,EM],[B,M>]}
isout of A.If thereisadirected edge from A to B then A is a parent of B and B is achild

11t is customary to represent the ordered pair A, B with angle brackets as <A, B>, but for endpoints of an edge
we use sguare brackets so that the angle brackets will not be misread as arrowheads.
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(or daughter) of B. We denote the set of all parents of verticesinV as Parents(V) and the set
of al children of verticesin V as Children(V). The indegree of avertex V is equal to the
number of its parents; the outdegr ee is equal to the number of its children; and the degree is
equal to the number of vertices adjacent to V. (In a directed graph, the degree of a vertex is
equal to the sum of it'sindegree and outdegree.) In figure 2, the parents of B are A and D, and
the child of B is C. Hence, B is of indegree 2, outdegree 1, and degree 3.

We will treat an undirected path in a graph as a sequence of vertices that are adjacent in the
graph. In other words for every par X, Y adjacent on the path, there is an edge
{[X,M1],[Y,M2]} in the graph. For example, in figure 2, the sequence <A,B,C,D> is an
undirected path because each pair of variables adjacent in the sequence (A and B, B and C, and
C and D) have corresponding edges in the graph. The set of edges in a path consists of those
edges whose endpoints are adjacent in the sequence. In figure 2 the edges in path <A,B,C,D>
are{[A,EM],[B, >1}, {[B,EM],[C, >]}, and {[C, >],[D,EM]}.

More formally, an undirected path between A and B in a graph G is a sequence of vertices
beginning with A and ending with B such that for every pair of vertices X and Y that are
adjacent in the sequencethere is an edge {[X,M1],[Y,M2]} in G. An edge {[X,M4],[Y,M2]}
isin path U if andonly if X and Y are adjacent to each other (in either order) in U. If an edge
between X and Y isin path U we also say that X and Y are adjacent on U. If the edge
containing X in an undirected path between X and Y is out of X then we say that the path is
out of X; similarly, if the edge containing X in apath between X and Y isinto X then we say
that thepath is into X. In order to simplify proofs we call a sequence that consists of a single
vertex an empty path. A path that contains no vertex more than once is acyclic; otherwise it
iscyclic. Two paths inter sect iff they have avertex in common; any such common vertex isa
point of intersection. If path U is<Ujq, ... ,Up>and path V is<Uy, . . . V>, then the
concatenation of U and V is <Uj, . . . ,UpVy, . . . V> denoted by U &V. The
concatenation of U with an empty path is U, and the concatenation of an empty path with U is
U . Ordinarily when we use the term "path" we will mean acyclic path; in referring to cyclic
path we will always use the adjective.

A directed path from A to B in agraph G is a sequence of vertices beginning with A and
ending with B such that for every pair of vertices X, Y, adjacent in the sequence and occurring
in the sequencein that order, there is an edge {[X,EM],[Y, >]} in G. A isthe source and B
thesink of the path. For example, in figure 2 <A,B,C> is a directed path with source A and
sink C. In contrast, in figure 2 <A,B,D> is an undirected path, but not a directed path because
B and D occur in the sequence in that order, but the edge {[B,EM],[D, >]} is not in G



30 Causation, Prediction, and Search

(although {[D,EM],[B, >]} isin G.) Directed paths are therefore special cases of undirected
paths. For adirected edgeefrom U toV (U -> V), head(e) =V and tail(e) = U. A directed
acyclic graph isadirected graph that contains no directed cyclic paths.

A semi-directed path between A and B in a partialy oriented inducing path graph =t is an
undirected path U from A to B in which no edge contains an arrowhead pointing towards A
(i.e. thereisno arrowhead at A on U, and if X and Y are adjacent on the path, and X is between
A and Y on the path, then thereis no arrowhead at the X end of the edge between X and Y.) Of
course every directed path is semi-directed, but in graphs with "0" end marks there may be
semi-directed paths that are not directed.

A graph iscomplete if every pair of its vertices are adjacent. Figure 6 illustrates a complete
undirected graph.

Figure 6

A graph isconnected if thereisan undirected path between any two vertices. Figures1 - 6 are

connected, but figure 7 is not.

D

A— B C

E

Figure7

A subgraph of <V,M,E> isany graph <V' ,M' ,E'> such that V' isincluded in V, M" is
included in M, and E' isincluded in E. Figure 7 is a subgraph of figure 1. The subgraph of
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<V,M,E>over V',where V' isincludedinV, isthe subgraph <V',M,E'> in which an edge
isinE" if and only if itisin E and has both endpointsin V'

A clique ingraph G is any subgraph of G that is complete. In figure 1, for example, the
subgraph G' =

<{A,B,D} { EM} ,{{[A,EM],[B,EM]} {[B,EM],[D,EM]} {[A,EM],[D,EM]}} >

isaclique with vertices A, B and D. A clique in G whose vertex set is not properly contained in
any other clique in G is maximal. In figure 1, both G' and G" = <{A,B},{EM},
{{[A,EM],[B,EM]}}>, are cliques, but G", unlike G' is not maximal because G" is properly
containedin G'.2

A triangle in a graph G is a complete subgraph of G with three vertices; in other words,
vertices X, Y and Z form atriangleif and only if X and Y are adjacent, Y and Z are adjacent and
X and Z are adjacent. In graph G avertex Visacollider on undirected path U if and only
if there are two distinct edges on U containing V as an endpoint and both are into V. Otherwise
Visanoncollider on U. In graph G, vertex V isan unshielded collider on U if Visa
collider on U, V isadjacent to distinct vertices V1 and V2 on U, and V1 and V> are not adjacent
inG. An ancestor of avertex V is any vertex W such that there is a directed path from W to
V. A descendant of avertex V isany vertex W such that thereis a directed path from V to W.
Infigure2, A, B, C, D, and E are dl ancestors of C, although neither A nor C is a parent of C.
Similarly, C isadescendant of A, B, C, D, and E, although it is not a child of A or C. Since
every vertex V is the source of a directed (empty) path from V to V, each vertex is its own
descendant and its own ancestor, but not of courseits own parent or its own child.

2.2 Probability

The vertices of the graphs we consider will aways be random variables taking values in one of
the following: a copy of thereal line; a copy of the nonnegative reals; an interval of integers.

250me writers, especialy in statistics, understand "clique" as we have defined maximal clique.
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By ajoint distribution on the vertices of a graph we mean a countably additive probability
measure on the Cartesian product of these objects. We say that two random variables, X, Y are
independent when the joint density of (X,Y) is the product of the density of X and the
density of Y for all valuesof X and Y. WewritethisasX LL Y. We generalize in the obvious
way when asserting that one set of variables is independent of another set of variables. When
we say a set of random variables is jointly independent we mean that any two digoint
subsets of the set are independent of one another. We say that random variables X, Y are
independent conditional on Z (or givenZ), when the density of X, Y given Z equalsthe
product of the density of X given Z and the density of Y given Z, for al values of X, Y, and
for al values z of Z for which the density of z is not equal to 0. We generalize in the obvious
way for sets of random variables, X, Y, Z. If X isindependent of Y givenZ we write X LL
Y |Z, and we say that theor der of the conditional independence isequa to the number of
variablesin Z.

In the discrete case, we say that adistribution over V is positiveif and only if for all valuesv of
V, P(v)* 0. (In general, adistribution over V is positiveif the density function is non-zero for

alv.) If VisincludedinV" and

3
P(V)= a P(V')
VARY,

wewill say that P(V) isthemarginal of P(V') over V.

2.3 Graphs and Probability Distributions

We will examine severa different graphical representations of conditional independence
relations true in adistribution.
2.3.1 Directed Acyclic Graphs

A directed acyclic graph can be used to represent conditional independence relations in a
probability distribution.
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For a given graph G and vertex W let Parents(W) be the set of parents of W, and
Descendants(W) be the set of descendants of W.

Markov Condition: A directed acyclic graph G over V and a probability distribution
P(V) satisfy the Markov condition if and only if for every W in V, W is independent of
V\(Descendants(W) E Par ents(W)) given Par ents(W).

Figure 8

(Recdll that W is its own descendant.) In theterminology of Pearl (1988) G isan I-map of P.
In Figure 8, the Markov Condition entails the following conditional independence relations:3

All B
D1L {A, B} |C

For al values of v of V for which f(v) * 0, the joint density function f(V) satisfying the
Markov Condition is given by

f(v)= O f(V|Parents(V))
ViV

where f(V| Parents(V)) denotes the density of V conditional on the (possibly empty) set of
vertices that are parents of V. (See Kiiveri and Speed, 1982. Recall our notation conventionthat
if Parents(V) = A, then f(V|Parents(V)) = f(V).)

If ajoint distribution over discrete variables satisfies the Markov Condition for figure 8 it can be
factored in the following way:

P(A,B,C,D) = P(A) P(B) P(C|A,B) P(D |C)

3We do not include trivial independence relations, e.g., C 1 /| £ which are true by definition.
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for al valuesof A, B, C, D such that P(A,B,C,D) * 0. In adirected acyclic graph G, vertices
of zero indegree are said to be exogenous. If G satisfies the Markov Condition for a
distribution P, then for every pair of exogenous variables V1 and Vo, V1 1L V2inP.

The Minimality Condition says, intuitively, that each edge in the graph prevents some
conditional independence relation that would otherwise obtain.

Minimality Condition: If G is a directed acyclic graph over V and P a probability
distribution over V, <G, P> satisfiesthe Minimality Condition if and only if for every
proper subgraph H of G with vertex set V, <H,P> does not satisfy the Markov
Condition.

Returning to the example of figure 8, a distribution P* which satisfies the Markov Condition,
but in which A isindependent of { B,C, D} does not satisfy the Minimality Condition, because
P' dso satisfies the Markov Condition for the subgraph in which the edge between A and Cis
removed. In the terminology of Pearl (1988) if a distribution P(V) satisifies the Markov and
Minimality conditions for a directed acyclic graph G, then G isaminimal I-map of P.

If adistribution P satisfies the Markov and Minimality Conditions for directed acyclic graph G,
we will say that G represents P. For any directed acyclic graph G and for any probability
distribution P satisfying the Markov and Minimality Conditions, if variables A and B are
statistically dependent, then either:

(i) thereisadirected pathin G from A to B; or

(if) thereisadirected pathin G from B to A: or

(iii) thereisavariable C and directed pathsin G from C to B and from C to A.

A trek between distinct vertices A and B is an unordered pair of directed paths between A and
B that have the same source, and intersect only at the source. The source of the pair of pathsis
also called the sour ce of the trek. Note that one of the pathsin atrek may be an empty path.

2.3.2 Directed Independence Graphs
Directed independence graphs are another (almost equivalent) way of representing conditional

independence relations true of a probability distribution. Say that directed acyclic graph G is a
directed independence graph of P(V) (Whittaker 1990) for an ordering > of the vertices of
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Gif andonly if A -> B occursin G if and only if ~(A LL B | K(B)), where K (B) isthe set of all
verticesV suchthatV* AandV > B.

Theorem 2.1: If P(V) isapositive distribution, then for any ordering of the variables
inV, P satisfies the Markov and Minimality conditions for the directed independence
graph of P(V) for that ordering.

If adistribution P is not positive, it is possible that the directed independence graph of P for a
given ordering of variables is a subgraph of a directed acyclic graph for which P satisfies the
Minimality and Markov conditions (Pearl, 1988).

2.3.3 Faithfulness

Given any graph, the Markov condition determines a set of independence relations. These
independence relationsin turn may entail others, in the sense that every probability distribution
having the independence relations given by the Markov condition will also have these further
independence relations. In general, a probability distribution P on a graph G satisfying the
Markov condition may include other independence relations besides those entailed by the
Markov condition applied to the graph. For example, A and D might be independent in a
distribution satisfying the Markov Condition for the graph in figure 9, even though the graph
does not entail their independence.

A/C
\B

\D
—Y

Figure9

In linear models such an independence can arise if the product of the partial regression
coefficientsfor D on C and C on A cancels the corresponding product of D on B and B on A.

If al and only the conditional independence relations true in P are entailed by the Markov
condition applied to G, we will say that P and G are faithful to one another. We will,
moreover, say that adistribution P isfaithful provided there is some directed acyclic graph to
which it is faithful. In the terminology of Pearl (1988) if P and G are faithful to one another
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thenG isaperfect map of Pand PisaDAG-1somor ph of G. If distribution P isfaithful to
directed acyclic graph G, X and Y are dependent if and only if thereisatrek between X and Y.

2.3.4 d-separation

Following Pearl (1988), we say that for agraph G, if X and Y areverticesinG, Xt Y, and W
isaset of verticesin G not containing X or Y, then X and Y ared-separated given W in G if
and only if there exists no undirected path U between X and Y, such that (i) every collider on U
has a descendent in W and (ii) no other vertex on U isinW. We say that if X 1 Y, and X and
Y arenot in W, then X and Y are d-connected given set W if and only if they are not d-
separated given W. If U, V, and W are digoint sets of verticesin G and U and V are not
empty then we say that U and V are d-separated given W if and only if every pair <U,V> in the
cartesian product of U and V is d-separated given W. If U, V, and W are digoint sets of
verticesinG and U and V are not empty then we say that U and V are d-connected given W if
and only if U and V are not d-separated given W. An illustration of d-connectednessis given in
the following directed acyclic graph (but note that the definition also applies to other sorts of
graphs such asinducing path graphs, as explained in Chapter 6):

X —» U e4e—V —F W e« Y

' '

Figure 10
X and Y are d-separated given the empty set
X andY are d-connected given set { Sy, Sp}
X and Y are d-separated given the set { S;, Sy, V}

2.3.5Linear Structures

A directed acyclic graph G over V linearly represents adistribution P(V) if and only if there
existsadirected acyclic graph G' over V' and adistribution P (V") such that
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() VisincludedinV';

(i) for each endogenous (that is, with positive indegree) variable X in V, there is a unique
variableey in V'\V with zero indegree, positive variance, outdegree equal to one, and a
directed edge from ex to X;

(iii) G isthe subgraph of G' over V;

(iv) each endogenous variablein G isalinear function of its parentsin G';

(v) iInP" (V") the correlation between any two exogenous variablesin G' is zero;

(vi) P(V) isthemarginal of P'' (V") over V.

The members of V'\V are called error variables and we cal G' the expanded graph.
Directed acyclic graph G linearly implies pag.y = 0 if and only if pag.H = 0 in al
distributions linearly represented by G. (We assume all partial correlations exist for the
distribution.) If G linearly represents P(V) we say that the pair <G, P(V)> isalinear model with
directed acyclic graph G.

2.4 Undirected Independence Graphs

There is awell-known representation of statistical hypotheses about conditional independence
by undirected graphs. The two representations, by directed and by undirected graphs, are
closely related, but it isimportant not to confuse them.

Anundirected independence graph G with a set of verticesV represents aprobability
distribution P if and only if there is no undirected edge between A and B just when A and B are
conditionally independent given V\{A,B}in P. If an undirected independence graph G
represents adistribution P, A and B are independent conditional on some set C if and only if
every undirected path between A and B contains a member of C.

Suppose we consider a particular directed acyclic graph G and faithful probability distribution
P. Let U be the undirected graph of adjacenciesunderlying G; that is, U is the undirected
graph with the same vertex set as G and the same adjacencies as G. Suppose that | is the
undirected independence graph for the distribution P formed according to the definition just
given. Then| and U are not in general the same, but U is always a subgraph of I. | and U will
be the sameif and only if G contains no unshielded colliders (Wermuth and Lauritzen 1983).



38 Causation, Prediction, and Search

2.5 Deterministic and Pseudo-Indeter ministic Systems

We will use the notion of a deterministic system in a technical sense: A joint probability
distribution P on a set V of random variables represented by a directed acyclic graph G is
deter ministic if each of the vertices of G of non-zero indegree is afunction of the verticesthat
areitsimmediate parentsin G; we will also say that G is a deterministic graph of P. By
"function” we mean that for each assignment of a unique value to each of the parent vertices,
there isa unique value of the dependent vertex.

e
-

Figure 11

Suppose that the graph/distribution pair represented in figure 11 is deterministic, but that ¢ and
ep are not measured. Were we to consider only the measured variables , i.e., A, B, C, and D,
we would find that no variable has its value uniquely determined by the values of the others,
although some of the variables are statistically dependent. The system looks indeterministic,
athough ec and ep are "hidden" variables which make it deterministic when added.
Furthermore, it is not necessary to posit that two measured variables depend upon the same
hidden variable, nor is it necessary to posit any dependence among the "hidden" variables in
order to make the system deterministic. When a distribution represented by a directed acyclic
graph among measured variables is not deterministic, but is embeddable in this way in a
distribution represented by a directed acyclic graph that is, we say the distribution is pseudo-
indeterministic.

In contrast, consider figure 12. Again suppose that only A, B, C, and D, were measured. In
this case we could not make the system deterministic by adding hidden variables unless either
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the hidden variables were associated or at least one hidden variable is adjacent to at least two of

the measured variables.
——»(C D |€4—

Figure 12

More formally, <G,P> is pseudo indeter ministic, where P is aprobability distribution over
V and G isadirected acyclic graph over V, if and only if G is not a deterministic graph of P
and there exists a distribution P' and a directed acyclic graph G' over a set of variables V' that
properly includesV such that

(i) G'isadeterministic graph of P';

(ii) G isthe subgraph of G' over V;

(i) no vertex in V isan ancestor of avertex inV'\V;

(iv) novertex in V'\V, isthe source of atrek connecting two verticesin V;

(v) Pisthe margina of P';

(vi) G representsP.

If we say that <P,G> is linear pseudo indeterministic we mean that <P,G> is pseudo-
indeterministic and in addition in G', each vertex in V' is a linear function of its parents. A
distribution linearly represented by a directed acyclic graph is pseudo-indeterministic.
(Analogous definitions apply to Boolean pseudo indeterministic pairs of graphs and
distributions, etc.)

2.6 Background Notes

Drawing from purely graph-theoretical work of Lauritzen, Speed and Vijayan (1978), and on
satistical work in log-linear models (Bishop, Fienberg and Holland, 1975), in 1980 Darroch,
Lauritzen and Speed introduced undirected graphical representations of log-linear hypotheses of
conditional independence. Based on Kiiveri's thesis work, Kiiveri and Speed (1982) introduced
versions of the Markov Condition, defined the notion of recursive causal model, obtained
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maximum likelihood estimates for a multinomial distribution and provided a systematic survey
of applications with both discrete and continuous variables. Shortly after, Kiiveri, Speed and
Carlin (1984) further developed the formal foundations. Wermuth and Lauritzen (1983)
introduced the notion of a recursive diagram, or what we have called a directedindependence
graph. The definitions of minimality and faithfulness are due to Pearl (1988).



Chapter 3

Causation and Prediction: Axioms and Explications

Views about the nature of causation divide very roughly into those that analyze causal influence
as some sort of probabilistic relation, those that analyze causal influence as some sort of
counterfactua relation (sometimes a counterfactual relation having to do with manipulations or
interventions), and those that prefer not to talk of causation at all. We advocate no definition of
causation, but in this chapter we try to make our usage systematic, and to make explicit our
assumptions connecting causal structure with probability, counterfactuals and manipulations.
With suitable metaphysical gyrations the assumptions could be endorsed from any of these
points of view, perhaps including even the last.

3.1 Conditionals

Intelligent planning usually requires predicting the consequences of actions. Since actions
change the states of affairs, assessing the consequences of actions not yet taken requires
judging the truth or falsity of future conditional sentences--If X were to be the case, then Y
would be the case. Judging the effects of past practice or policy requires judging the truth or
falsity of counterfactua sentences--1f X had been the case, then Y would have been the case.

Giving a detailed description of the conditions under which a future conditional or
counterfactual conditional istrueisa well-known and difficult philosophical problem. Lewis
(1973) notes that If kangaroos had no tails, they would topple over is true even though we can
Imagine circumstances in which kangaroos use crutches. We mean that if things were pretty
much as they are--given the scarcity of crutches for kangaroos and the disinclination of
kangaroosto use crutches--if kangaroos had no tails they would topple over. But making this
Intuition preciseis not easy.
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It iswidely recognized that causal regularities entail counterfactual conditionals; indeed this is
often taken to be the feature that distinguishes a causal law from generalizations that are true, as
it were, by accident. All of the coins in your pocket are made of silver does not entail the
counterfactual If this penny were in your pocket then it would be made of silver. But the causal
law All collisions of electrons and positrons release energy does entail the counterfactual If this
electron were to collide with this positron then energy would be released.

The connection between causal regularities and the truth of future conditional and counterfactual
sentences makes the discovery of causal structure essential for intelligent planning in many
contexts. A linear equation relating the fatality rate in automobile accidents to car weight may be
true of agiven population, but unlessit describes a robust feature of the world it is useless for
predicting what would happen to the fatality rate if car weight was manipulated through
legislation. Even quite accurate parametric representations of the distribution of values in a
population may be useless for planning unless they also reflect the causal structure among the
variables.

3.2 Causation

We understand causation to be a relation between particular events: something happens and
causes something else to happen. Each cause is a particular event and each effect is a particular
event. An event A can have more than one cause, none of which alone suffice to produce A. An
event A can a so be overdetermined: it can have more than one set of causesthat sufficefor A to
occur. We assume that causation is trangitive, irreflexive, and antisymmetric. That is, i) if Aisa
cause of B and B isacause of C, then A isaso acause of C, ii) an event A cannot cause itself,
and iii) if A isacause of B then B isnot a cause of A.

3.2.1 Direct vs. Indirect Causation

The distinction between direct and indirect causesisrelative to a set of events. If C is the event
of striking a match, and A is the event of the match catching on fire, and no other events are
considered, then Cisadirect cause of A. If, however, we added B: the sulfur on the match tip
achieved sufficient heat to combine with the oxygen, then we would no longer say that C
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directly caused A, but rather that C directly caused B and B directly caused A. Accordingly, we
say that B isacausal mediary between C and A if C causes B and B causes A.

Having fixed a context and a set of events, what is it for one event to be a direct cause of
another? Theintuition isthis: once the events that are direct causes of A occur, then whether A
occurs or not no longer has anything to do with whether the events that are indirect causes of A
occur. The direct causes screen off the indirect causes from the effect. If a child is exposed to
chicken pox at her daycare center, becomes infected with the virus, and later breaks out in a
rash, the infection screens off the event of exposure from the occurrence of the rash. Once she
is infected, whether she gets the rash has nothing to do with whether she was exposed to the
virus from her daycare or from her Saturday morning playgroup.

Suppose V isaset of eventsincluding C and A. Cisadirect cause of A relativetoV justin
case C isamember of some set C included in V\{ A} such that (i) the events in C are causes of
A, (i) the eventsin C, were they to occur, would cause A no matter whether the events in
V\({A} E C) were or were not to occur, and (iii) no proper subset of C satisfies (i) and (ii).

3.2.2 Events and Variables

In order for causation to be connected with probabilities that can be estimated empirically,
events must be sorted; some actual or possible events must be gathered together, declared to be
of atype, and distinguished from other actual or possible events perhaps gathered into other
types. The ssimplest classifications describe events as of akind, e.g., solar eclipses, or declines
in the Dow-Jones Industrial Average, and pair each event, A, of a kind with the event, -A, the
non-occurrence of A. Such classifications permit us to speak intelligibly of variables as causes.
We do so through the introduction of Boolean variables that take events of a kind, or their
absences, asvalues. We say that Boolean variable C causes Boolean variable A if and
only if at least one member of a pair (C, —C) causes at least one member of apair (A, -A).
Ordinarily no one would bother with collecting events into a type and examining causal relations
among such variables unless the causal relations among events of the two types had some
generality--that is, lots of events of type A have events of type C as causes and lots of events of
type C have effects of type A, or none do.

Events can be aggregated into variables X and Y, such that some events of kind X cause some
events of kindY and some events of kind Y cause some events of kind X. In such cases there
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will be no unambiguous direction to the causal relation between the variables.We consider this
casein Chapter 12.

Some events are of a quantity taking a certain value, such as bringing a particular pot of water to
atemperature of 100 degrees centigrade. Scales of many kinds are associated with an array of
possible events in which a particular system takes on a scale value or takes on a value within a
set of scale values. We can also speak of the variables of such scales as causes and effects, at
least for particular systems over particular time intervals. For any particular system S we say
that scaled variable Q causes scaled variable R in S provided that thereis avalue (or set
of values) q for Q and avalue (or set of values) r for R and a possible event in which Q taking
valueqin S would cause an event in which R takes valuer in S. In practice we usually form
scales only when we think the causal relations among values of different measures are not
confined to particular values or particular systems but are more general. We sometimes say that
thevaluer for R is caused by the value q for Qif the system taking on the value q for Q caused
it to take on the valuer for R. If K isacollection of systems, we say that variable Q causes
variable R in K provided that for every syssem SinK, QcausesR in S.

If our notion of causation between variables were strictly applied, almost every natural variable
would count as a cause of almost every other natural variable, for no matter how remote two
variables, A and B, may be, there is usualy some physically possible--even if very unlikely--
arrangement of systems such that variation in some values of A produces variation in some
values of B. (A dictator could, we suppose, arrange circumstances so that the number of
childbirthsin Chicago isafunction of the price of teain China.) In practice, we always consider
a restricted range of variation of other variables in judging whether A causes B. Strictly,
therefore, our definitions of causal relations for variables should be relative to a set of possible
values for other variables, but we will ignore this formality and trust to context. The notion of
direct cause generalizes from events to variables in obvious paralel to the definition of causal
dependence between variables: Variable C isadirect cause of variable A relativeto V provided
(i) Cisamember of aset C of variablesincluded in V, (ii) there exists a set of values ¢ for
variablesin C and avalue afor A such that were the variablesin C to take on values c, they
would cause A to take on value ano matter what the values of other variablesin V, and (iii) no
proper subset of C satisfies (i) and (ii). We say that a variable X is a common cause of
variablesY and Z if and only if X isadirect cause of Y relativeto { X,Y,Z} and adirect cause
of Zrelativeto { X,Y,Z}. If there is a sequence of variablesin V beginning with A and ending
with B such that for each pair of variables X and Y that are adjacent in the sequencein that order
X isadirect cause of Y relativeto V, then we say that there is a causal chain from A to B
relativetoV. Alisanindirect cause of B relativeto V if there is a causal chain from A to B
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relativeto V of length greater than 2. We make the following two fundamental assumptions
about causal relations: (i) if A isacauseof B then A isadirect cause or an indirect cause of B
relativeto V; (ii) if A, B, and C areinV, and there exists a causal chain from A to B relative to
V that does not contain C, then for any set V' that contains A and B thereis a causal chain from
A to B relativeto V' that does not contain C. When a cause is unmeasured it is sometimes
caled alatent variable. We say that two variables are causally connected inasystem if one
of them is the cause of the other or if they have a common cause. A causal structure for a
population is an ordered pair <V,E> where V is a set of variables, and E is a set of ordered
pairs of V, where<X,Y>isin E if and only X isadirect cause of Y relativeto V. We assume
that in the population A isadirect cause of B either for al units in the population or no unitsin
the population, unlessexplicitly noted otherwise. If it is obvious which population is intended
we do not explicitly mention it. If P(V) is a distribution over V in a population with causal
structure C = <V,E>, we say that C generated P(V). Two causal structures <V,E> and
<V',E'>areisomor phic if and only if thereis a one-to-one function f from V onto V' such
that for any two membersof A and B of V, <A,B>isin E if and only if <f(A),f(B)>isinE".
A set V of variablesis causally  sufficient for a population if and only if in the population
every common cause of any two or more variablesin V isin V, or has the same value for all
units in the population.1 We will often use the notion of causal sufficiency without explicitly
mentioning the population.

3.2.3 Examples

Simple digital logic circuit e ements present concrete examples of causal structures. They are not
of much intrinsic interest to most people, but they have the virtue that given a description of
such acircuit element almost everyone can agree about which events pertaining to the circuit
causewhich other events. In the element illustrated below, the variables X1, X2 and X3 have
two values, 1 and O, accordingly asthere is or is not a current through the corresponding line,
and the semi-circle represents an "and" gate. Current flows from top to bottom. The value of the
variable X 3 is thus a ssimple Boolean function of the values of X1 and Xo. If "s" represents
Boolean multiplication, X3 = X1 ¢ Xo.

1strictly, we require for causal sufficiency of V for apopulation that if X isnot in V and is a common cause of
two or more variablesin V, that the joint probability of all variablesin V be the same on each value of X that
occurs in the population.
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Figurel

We understand the event of X 1 taking on value 1 and the event of X taking on value 1 each to
be a cause of the event in which X 3 takes on the value 1. We say that the Boolean variables X 1
and X2 are each causes of the Boolean variable X 3.

The form of the causal structure does not depend on the sort of variables involved or the
particular class of functions among them. Isomorphic causal structures might be realized by a
system of linear dependencies of continuous variables. Thus consider three different variables
X1, X2, and X3, that represent the voltage in a given line and therefore range over the positive
reals. Suppose we have a mechanism that outputs the sum of the voltage into it (figure 2).

X1 X,
+
X3
Figure 2

In thiscase X3 = X1 + Xo, but the causal structure is isomorphic to the causal structure in
figure 1: X1 and X2 each are causes of X 3.

These examples suggest that the causal dependencies and the functional dependencies are
related; X 3 isthe effect of X1 and X, and Xz isafunction of X1 and X». In systems in which
variables that are effects have their values uniquely determined by the values of al of the
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variables that are their direct causes, functional dependence can be inferred from causal
dependence by expressing each variable or event as afunction of its direct causes. The converse
does not hold: from the fact that an equation correctly describes a system one cannot infer that
thedirect causal dependenciesin the system are reflected in the functional dependenciesin the
equation. For example, if the equation X3 = X1 + X istrue of a system then the equation X, =
X3 - X1 isequaly true of that system, but if X1 and X2 cause X 3, then ordinarily X3 and X1 do
not cause X 2.2

3.2.4 Representing Causal Relations with Directed Graphs

Using the notion of adirect cause, it istrivia to represent causal structures with directed graphs:
Causal Representation Convention: A directed graph G = <V, E> represents a
causally sufficient causal structure C for a population of units when the vertices of G
denote the variablesin C, and there isa directed edgefrom Ato B in G if and only if A

isadirect cause of B relativeto V.3

We call adirected acyclic graph that represents a causal structure a causal graph. Figure 3
below is acausal graph for the circuit devices shown in figures 1 and 2.

X, X,
X3

Figure 3

Consistently with our previous definition, if G is a causal graph and thereisavertex X in G
and adirected path from X to Y that does not contain Z, and a directed path from X to Z that
does not contain Y, we will say X isacommon cause of Y and Z.

2Using the notion of identifiability, Simon (1953) proposed a general means to derive causal structure from a set
of equations describing a system; later in the same paper Simon aso proposed an account of causation using
invariances under perturbations of linear coefficients.

3Since causation for variablesis assumed to be transitive andirreflexive, the directed graph representing a causal
structure must be acyclic. Introducing cyclic directed graphs requires a systematic reinterpretation.
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There are important limitations to the Causal Representation Convention. Suppose drugs A and
B both reduce symptoms C, but the effect of A without B is quite trivial, while the effect of B
alone is not. The directed graph representations we have considered in this chapter offer no
means to represent this interaction and to distinguish it from other circumstances in which A and
B alone each have an effect on C. The interaction is only represented through the probability
distribution associated with the graph. Consider another example, a ssmple switch. Suppose as
in figure 4 battery A has two states: charged and uncharged. Charge in battery A will cause bulb
C to light up provided the switch B is on, but not otherwise. If A and B are independent
random variables, then A and C are dependent conditional on B and on the empty set, and B
and C are dependent conditional on A and the empty set, and A and B are dependent conditional
on C. The directed acyclic graph representing the distribution over A, B, and C therefore |looks
like the directed graph shown above. There is nothing wrong with this conclusion except that it
isnot fully informative. The dependence of A and C arises entirely through the condition B = 1.
When B = 0, A and C are independent.

0
i
VN

Figure4

Since in discrete data the conditional independence facts, if known, identify the switch
variables, a better representation would identify certain parents of a variable as switches. But a
general representation of this sort would often not be very easy to grasp.4 Recent work on
extending the directed acyclic graph representation to represent switches is described in Geiger
and Heckerman (1991).

4A better practical arrangement might be a query system that, besides inferring the causal graph or graphs,
responds to the user's questions about the effects of the manipulation of variables.
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3.3 Causality and Probability

3.3.1 Deterministic Causal Structures

To good approximation the devices in figures 1 and 2 are deter ministic, i.e., the effects are
deterministic functions of their direct causes. If each effect is a linear function of its direct
causesin the population, we say the system is alinear deterministic causal structurein
the population.

Variablesin a causal graph that have zero indegree, i.e.,, no causal input, are said to be
exogenous. X1 and X2 are exogenous variables in the causal graph in figure 3. Variables that

are not exogenous are endogenous. In a deterministic causal structure values for the
exogenous Vvariables determine unique values for the remaining variables.

Xq X2
X3

Circuit Diagram Causal Graph

X1 X

Figure5

Consider the circuit element in figure 1 and its causal graph, both of which are shown in figure
5. Imagine an experiment to verify whether or not the device works as described. We would
assign values to the exogenous variables, i.e., decide whether to put current into X1 and Xo,
and then read whether or not X3 has current. We can represent the experiment with the
following table.
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NN N

O |O |k |k
O |k |O |

Suppose we were satisfied that the device usually worked as designed, but we wanted to know
how often and inwhat way it fails. For each of a number of trials, we could randomly assign
valuesto X 1 and X5, and then read whether or not X3 has current. That is, we could assign a
probability to each state the set of exogenous variables could occupy. For example,

P(X1=1, Xp=1)=0.2
P(X1=1, X2=0)=0.3
P(X1=0, Xp=1) = 0.2
P(X1=0, X2=0)=0.3

Because this causal structure is deterministic (even though the exogenous variables are
random), a probability distribution over the exogenous variables determines ajoint distribution
for the entire set of variablesin the system. For this example the joint distribution over (X1, X2,
X3)is:

P(X1=1, Xp=1,X3=1)=0.2
P(X1=1, Xp=1, X3=0)=0.0
P(X1=1, X2=0, X3=1)=0.0
P(X1=1,X2=0,X3=0)=0.3
P(X1=0, X2=1,X3=1)=0.0
P(X1=0, Xp=1,X3=0)=0.2
P(X1=0, X2=0, X3=1)=0.0
P(X1=0,X2=0,X3=0)=0.3

We say that this distribution is generated by the causal structure of figure 5.
We use this example not to investigate sampling schemes for circuits but rather to illustrate how

probability distributions are generated by deterministic causal devices. The only assumption we
make about the connection between deterministic causal structures and the probability
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distributions they may generate involves the distributions we will alow over the exogenous
variables. We assume that the exogenous variables are jointly independent in a probability
distribution over the variables in a causally sufficient structure. This is in part a substantive
assumption--that statistical dependence is produced by causal connection--and in part a
convention about representation. If exogenous variables in a structure are not independent, we
expect that the causal graph is incomplete and there is some further causal mechanism, not
represented in the graph, responsible for the statistical dependence. Either some of the input
variables are causes of others (in which case we have equivocated, and the causal graph is not
actually the graph of the causal structure of the structure) or else some nonconstant common
causes of observed variables have not been included in the description of the structure.

3.3.2 Pseudo-Indeterministic and Indeterministic Causal Structures

In practice, the variables people measure are seldom deterministic functions of one another. We
call acausal structure over aset V of variablesfor a population in which some variable is not a
determinate function of its immediate causesin V an indeterministic causal structure for
the population. An indeterministic causal structure might be pseudo-indeterministic. Thatis, a
deterministic causal structure for which not al of the causes of variablesin V are also members
of V may appear to be indeterministic, even though thereis no genuine indeterminism if the set
of variablesis enlarged by adding variables that are not common causes of variablesin V. For
example, suppose again that the device shown in figures 1 and 5 governsthe current in line X 3.
Suppose aso that X 7 is hidden from us so that only X 1 and X 3 occur in the causal structure we
investigate. We might still hypothesize that X1 is a cause of X3, thereby forming the causal
graph on the right side of figure 6.
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X 1 X2
Xy
X3
X3
Actual Circuit Diagram Hypothesized Causal Graph

Figure 6

Assuming that the joint distribution P(X 1, X2, X3) generated by the actual circuit deviceisthe
same as the one given for figure 5 in section 3.3.1, the observed distribution P(X1, X3) is just
the marginal of P(X 1, X2, X3), namely:

P(X1=1, X3=1)=0.2
P(X1=1, X3=0)=0.3
P(X1=0, X3=1) = 0.0
P(X1=0, X3=0)=0.5

In the observed distribution X3 is clearly not a function of its immediate parent X1 and the
causal structure appears to be indeterministic. We say the structure is pseudo-indeterministic.
Moreformally, causal structure C = <V,E> is pseudo-indeter ministic for a population, if
and only if C isnot a deterministic causal structure for the population and there exists a causal
structure C' for the population over a set of variables V' that properly includesV such that

(i) C'isadeterministic causal structure for the population;

(i) IfAandB areinV, then <A,B>isinE if and only if <A,B>isinE";

(iii) novariablein V isacause of avariablein V'\V;

(iv) novariablein V'\V, isacommon cause of two variablein V;

We say astructureislinear pseudo-indeter ministic if al functional dependenciesin C' are
linear. Structural equation models in the social sciences are usually assumed to be pseudo-
indeterministic causal structures. The error terms in such models are often interpreted as omitted
Causes.
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A genuinely indeter ministic causal structure for a population over aset of variablesV isan
indeterministic causal structure that is not pseudo-indeterministic. It is at least conceivable that
there are genuinely indeterministic structures, even genuinely indeterministic macroscopic
structures, whose variables have a causal structure. We will assume that the same relations
between conditional independence and causal structure that obtain for pseudo-indeterministic
structures hold as well for genuinely indeterministic causal relations, although as we will see
later, there appear to be quantum mechanical systems for which that assumption must be
carefully qualified. For adiscussion of the case in which measured variables are exact functions
of other measured variables see section 3.8.

3.4 The Axioms

We consider three conditions connecting probabilities with causal graphs: The Causal Markov
Condition, the Causal Minimality Condition, and the Faithfulness Condition. These axioms are
not independent. Consequences of various subsets of the conditions are investigated in the
course of thisbook. We will consider justifications and objections to the conditions in the next
section, but their importance--if not their truth--is evidenced by the fact that nearly every
statistical modedl with acausal significance we have come upon in the social scientific literature
satisfies al three: if the model were true, al three conditions would be met. While it is easy
enough to construct models that violate the third of these conditions, Faithfulness, such models
rarely occur in contemporary practice, and when they do, the fact that they have properties that
are consequences of unfaithfulnessis taken as an objection to them. In Chapters 5 and 8 we will
consider published log-linear models, regresson models, and structural equation models
satisfying the three conditions.

3.4.1 The Causal Markov Condition

The intuitions connecting causal graphs with the probability distributions they generate are
unified and generalized in one fundamental condition:
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Causal Markov Condition: Let G be acausal graph with vertex set V and P be a
probability distribution over the vertices in V generated by the causal structure
represented by G. G and P satisfy the Causal Markov Condition if and only if for every
W in V, W is independent of V\(Descendants(W) E Parents(W)) given
Parents(W).

When G describes causal dependencies in a population with variables distributed as P satisfying
the Causal Markov condition for G, we will sometimes say that P is generated by G. If V is
not causally sufficient and V isa proper subset of the variablesin a causal graph G generating a
distribution P, we do not assume that the Causal Markov condition holds for the marginal over
V of P.

Thefactorization results described in Chapter 2 apply to the joint probability distribution for a
set V of variables in a population of systems with a causal structure satisfying the Causal
Markov Condition. If P(V | Parents (V)) denotes the probability of V conditional on the
(possibly empty) set of vertices that are direct causes of V, then

Pv) = O P(v|Parents(V))

Vi v

for al valuesof V for which each P(V|Par ents(V)) is defined.

X /Xz
X4 /Xg
Xy
Figure 7

For the graph in figure 7 direct application of the Markov Condition yields a list of
independence facts about the distribution generated by G.
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X1 1L Xo
X2 L {X1, X4}
X3l X4]{X1, X2}
Xg 1l {X2, X3} [ X1
Xs 1l {X1, X2} [{X3, X4

Other independence relations are entailed by these, for example
{X4, X5} L X2[{X1, X3}

A discussion of axioms for conditional independence isfound in Pearl (1988).

3.4.2 The Causal Minimality Condition

We will usually impose afurther condition connecting probability with causality. The principle
says that each direct causal connection prevents some independence or conditional independence
relation that would otherwise obtain. For example, in the following causal graph G, C is a
direct cause of A .

c ———P» A

A

B

Figure 8

In adistribution P over { A,B,C} for which C 1L A, P satisfiesthe Markov condition even if
the edge between C and A isremoved from the graph.

Causal Minimality Condition: Let G be a causal graph with vertex set V and P a
probability distribution on V generated by G. <G, P> satisfies the Causal Minimality
condition if and only if for every proper subgraph H of G with vertex set V, the pair
<H, P> does not satisfy the Causal Markov condition.
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Since we will almost always give the graphs we consider a causal interpretation, we will in
most cases hereafter simply describe these two conditions as the Markov and Minimality
Conditions.

3.4.3 The Faithfulness Condition

Given acausal graph, the Markov condition determines a set of independence relations. These
independence relationsin turn may entail others, in the sense that every probability distribution
having the independence relations given by the Markov condition will also have these further
independence relations. In general a probability distribution P on a causal graph G satisfying the
Markov condition may include other independence relations besides those entailed by the
Markov condition applied to the graph. If, however, that does not occur, and all and only the
independence relations of P are entailed by the Markov condition applied to G, we will say that
P and G arefaithful to one another. We will, moreover, say that a distribution P is faithful
provided there is some directed acyclic graph to which it is faithful. So we consider a further
axiom:

Faithfulness Condition: Let G be a causal graph and P a probability distribution
generated by G. <G, P> satisfies the Faithfulness Condition if and only if every
conditional independencerelation truein P is entailed by the Causal Markov Condition
appliedto G.

Note that a distribution P is faithful to G if and only if it satisfies both the Markov and
Faithfulness Conditions. The Faithfulness and Markov Conditions entail Minimality, but
Minimality and Markov do not entail Faithfulness. We will sometimes use the weaker axiom or
axioms and more often the stronger one. Faithfulness turns out to be important to discovering
causal structure, and it also turns out to be the "norma” relation between probability
distributions and causal structures.
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3.5 Discussion of the Conditions

When and why should it be thought that probability and causality together satisfy these
conditions, and when can we expect the conditions to be violated? When should the values of
variables in a population be thought to be distributed in accordance with the conditions?

3.5.1 The Causal Markov and Minimality Conditions

If we consider probability distributions for the vertices of causal graphs of deterministic or
pseudo-indeterministic systems in which the exogenous variables are independently distributed,
then the Markov Condition must be satisfied. A proof isgiven in the last chapter. Weconjecture
the Minimality Condition is true of all pseudo-indeterministic systems. The warrant for the
conditions lies in this fact, and in the history of human experience with systems that we can
largely control or manipulate. Electrical devices, mechanical devices, chemica devices all
satisfy the condition. Large areas of science and engineering--from auto mechanics to chemical
kineticsto digital circuit design--would be impossible without using the principles to diagnose
failures and infer mechanisms.

In an important class of cases the application of the Minimality and Markov Conditions may be
unclear. In 1903 G. Udny Y ule concluded his fundamental paper on the theory of association of
attributes in statistics with a section "On the fallacies that may be caused by the mixing of
distinct records’. (Y ule uses |AB | C| to denote "the association between A and B in the universe
of C's" (p. 131)):

It follows from the preceding work that we cannot infer independence of a pair of
attributes within a sub-universe from the fact of independence within the universe at
large...The theorem is of considerable practical importance fromitsinverse application;
i.e. even if |AB| have a sensible positive or negative value we cannot be sure that
nevertheless |AB | C | and |AB | g | are not both zero. Some given attribute might, for
instance, be inherited neither in the male line nor the female line; yet a mixed record
might exhibit a considerable apparent inheritance. Suppose for instance that 50% of the
fathers and of the sons exhibit the attribute, but only 10% of the mothers and daughters.
Then if there be no inheritance in either line of descent the record must give
(approximately)
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fathers with attribute and sons with attribute: 25%
fathers with attribute and sons without attribute: 25%
fathers without attribute and sons with attribute: 25%
fathers without attribute and sons without attribute: 25%
mothers with attribute and daughters with attribute: 1%
mothers with attribute and daughters without attribute: 9%
mothers without attribute and daughters with attribute: 9%
mothers without attribute and daughters without attribute 81%

If these two records be mixed in equal proportions we get

parents with attribute and offspring with attribute 13%
parents with attribute and offspring without attribute 17%
parents without attribute and offspring with attribute 17%
parents without attribute and offspring without attribute 53%

Here 13/40 = 43 [and] 1/3% of the offspring of parents with the attribute possess the
attribute themselves, but only 30% of offspring in generdl, i.e. there is quite a large but
illusory inheritance created simply by the mixture of the two distinct records. A similar
illusory association, that isto say an association to which the most obvious physical
meaning must not be assigned, may very probably occur in any other case in which
different records are pooled together or in which only one record is made of a lot of
heterogeneous material.

The fictitious association caused by mixing records finds its counterpart in the spurious
correlation to which the same process may giverisein the case of continuous variables,
a case to which attention was drawn and which was fully discussed by Professor
Pearson in arecent memoir. If two separate records, for each of which the correlation is
zero, be pooled together, a spurious correlation will necessarily be created unless the
mean of one of the variables, at least, be the same in the two cases.

Y ule's example seems to present a problem for the Causal Markov condition. Let a mixture
over V be any population that consists of a combination of some finite number of
subpopulations P; each having different joint distributions over the variablesin V, with each
distribution satisfying the Causal Markov Condition for some graph. Consider a population that
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is a mixture of structures <G,P1> and <G,P>> where P; and P> are distinct and satisfy the
Markov Condition for G. Let the proportions in the mixture be n:m

Let P(X,Y,Z) = nPy(X,Y,Z) + mPy(X,Y,Z), with n + m = 1. A little algebra shows that
P(XY|2) = P(X[2)P(Y|2) if and only if

(1) n2Py(X,Y,Z)P1(2) + nmP2(X,Y,Z)P1(Z) + mnP1(X,Y,Z)P2(Z) + m2P2(X,Y,Z)P2(2) =
n2P1(X,Z)P1(Y,Z) + nmP1(X,Z)P2(Y,Z) + mnP2(X,Z)P1(Y,Z) + m2Py(X,Z)Px(Y,Z).

If n, m>0and in both distributions, X,Y are independent conditional on Z, that is P1(X,Y|Z) =
P1(X|2)P1(Y|2) and P2(X, Y|2) = Po(X[2)P2(Y|2), then equation (1) reduces to

(2 PaAX[2)PA(YI2) + Po(X[2)P1(Y[Z) = Pi(X[2)PA(Y[Z) + P2(X[2)P1(Y[Z)

Theold but still rather surprising conclusion is that when we mix probability distributions we
may find all possible conditional dependence relations. Thus, it seems, in many mixed
populations conditional independence and dependence will not be a reliable guide to causal
structure.

In the case of linear pseudo-indeterministic systems, when populations with two different
distributions each associated with alinear structure are mixed, vanishing correlations in each
separate distribution will not produce vanishing correlations in the mixed distribution, and
vanishing partial correlations in each separate distribution will not produce vanishing partia
correlations in the mixed distribution. It is easy to verify that for any mixture of two
distributions--based on linear structures or not--the covariance of two variables vanishes in the
mixtureif and only if

k1COV1(XY) + koCOV2(XY) = kika[uiX u2Y +u1Y poX] +
Ki(kz - DuaXuaY + ko(kz - DuaXupY

where the proportion of population 1 to population 2isn: m and k; = n/(n+m), ko = m/(n+m),
and "u;" denotesthe mean in populationi.

So the situation is that we can have population 1 with causal graph G1 and population 2 with
causal graph Gp, and the joint population will have a distribution that does not satisfy the
Markov Condition for either graph. The question is whether such a mixed population violates
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the Causal Markov Condition. When a cause of membership in a subpopulation is rightly
regarded as a common cause of the variablesin V, the Causal Markov Condition is not violated
in a mixed population; instead, we have a population of systems satisfying the Causal Markov
Condition but with a common cause (or causes) that may not have been measured. In some
cases the cause of membership in a subpopulation may act like alatent switch variable of the
kind considered in section 3.2.4; the distributions conditional on different values of the latent
variable determine probability relations that are faithful to distinct causal graphs. In Yule's
example, the missing common cause is gender. If, to take another example, we form a mixed
sample of lead and copper pennies, within each subpopulation density and electrical
conductivity will be independent, but in the mixed population they will be statisticaly
dependent. We should say that is because chemical composition is a common cause of density
and conductivity. In other cases the cause or causes of membership in relevant subpopulations
may seem like unnatural kinds, or may at least not be the sort of causes a scientist seeks. Thus
an important controversy (Caramazza, 1986) in contemporary cognitive neuropsychology
concerns the use of statistical results for samples of people selected by syndrome, for example
subjects with Broca's aphasia. One aim of studying such groups may be to discover if two or
more normal capacities have a common cause damaged in Brocas aphasics. Suppose in a
sample of Broca's aphasics acorrelation is observed in scores on tests of two cognitive skills.
Should the psychologist conclude that the test performances have a common latent cause?
Perhaps, but the common cause need not be any functional capacity--damaged or otherwise--
that causes both skills. Instead, the sample of Broca's aphasics might be a mixture of people
with different sorts of brain damage, and within each subgroup the skills in question might be
independently distributed. The common cause is only a variable representing membership in a
subpopulation.

There are contexts in which the statistics of mixtures do not reflect any variable for population
membership. In linear models the correlations and partial correlations are determined by the
linear coefficients and the variances of exogenous variables. These parameters themselves may
be treated as random variables and the resulting population distribution is a (generally
uncountable) mixture of distributions. Statistical, but not causal, inference has been extensively
studied in such settings (Swamy, 1971). If X is a random variable, we denote the expected
value of X by E(X).

Theorem 3.1 Let M be a linear model with directed acyclic graph G and linear
coefficientsgj. Let M' be alinear model with directed acyclic graph G, such that the
linear coefficientsin M are random variablesa jj that are jointly independent of all other
random variablesin M, and E(a jj) = gj. Suppose the variances of the exogenous non-
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coefficient random variables are the samein M and M'. Then pag.c =0in M' if and
only if pag.c =0in M.

Thus a population that is a mixture of linear pseudo indeterministic causally sufficient systems
with the same causal graph and with parameters independently distributed will satisfy the
Causal Markov Condition for that graph without any unmeasured common cause.

Professional philosophers have offered a spate of criticisms of consequences of the Causal
Markov Condition. Most of them appear to depend on omitting relevant latent variables. Wesley
Salmon (1984) claims that "[t]here is another, basically different, sort of common cause
Situation™ that cannot appropriately be characterized in terms of the Causal Markov Condition.
Salmon calls this other causal relation an "interactive fork."

One putative example of an "interactive fork™ isfrom Davis (1988):

Imagine atelevision set with a balky switch: it usually turns the set on, but not
always. When the set is on, it produces both sound and picture. Then the
probability of a picture given that the switch is on and given sound is greater
than the probability of a picture given just that the switch is on. (Davis 88,

p.156)
< C = Switch On
B =Sound On
A = Screen On
B A

Figure9

So, P(B[C) < P(BJA & C).

Davis example gives an inaccurate picture of the causal situation, which is better depicted as
follows:
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C

L / ®

Q C =SwitchOn
B =Sound On
A = Screen On
D = Circuit Closed

B A
Figure 10

The state of the circuit, or some variable downstream from the switch event, makes A and B
independent.

Salmon's own illustration uses a slight variant of the following example from the game of pool
(where we replace his events by Boolean variables).

C is the description of causal conditions relevant to both A and B, but A and B are not
independent conditional on C.

A=1badlinL.

# B=2badlinR.
C = Caoallision of any sort between
cue ball and either 1 or 2 ball.

Figure 11

Knowing C (that there was a collision) and A (that ball 1 dropped into its pocket) tells us more
about whether B occurred (the 2 ball dropped into its pocket) than just knowing C. A and B are
not directly causally connected, and they are not independent conditiona on C.
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In Salmon's example, event C does not completely describe all of the common causes of A and
B. Ctelsusthat there was a collision of some sort between the cue ball and the 1 or 2 balls, but
it does not tell us the nature of the collision. A informs us about the nature of the collision and
therefore tells us more about B. Were the prior event more informative--for example, wereit to
specify the exact momentum of the cue ball on striking the two target balls--conditional
independence would be regained. The example simply reflects afamiliar problem in real data
analysis that arises whenever some proxy variableis used in causal analysis or distinct values of
avariable are collapsed. In our view these exampl es give no reason to doubt the Causal Markov
Condition.

Elliott Sober (1987) argues that we routinely find correlations for which there are no common
causes, or for which residual correlations remain after conditioning on known common causes.
The correlation of bread pricesin England and the sealevel in Venice may have some common
causes (perhaps the industrial revolution), but not enough to account for al of the dependency.
His point seems to be Yul€e's: if we consider a series in which variable A increases with time
and a series in which variable B increases with time, then A and B will be correlated in the
population formed from all the units-at-times, even though A and B have no causal connection.
Any such combined population is obviousy a mixture of populations given by the time values.

Thereisamore fundamental objection to the Causal Markov Condition, namely that there exist
non-deterministic causal systems for which, to the best of current knowledge, the condition is
false. Consider pair production: a quantum mechanical event produces two particles which
move off in different directions. Because of conservation laws, dynamical variables in the two
particles must be correlated; if one has a component of spin up, for example, the other must
have that spin component down. We can do experiments in which for pairs we measure either
of two different components of spin at two spatially separated sensors and compute the
correlations. Suppose there is some state S of the system at the moment the pair of particlesis
produced such that, conditional on S, the dynamical variables of the two particles are
uncorrelated. J. S. Bell (1964) argued that on such an assumption there follows an inequality
constraining the correlations of the measured dynamical variables. While the assumptions
needed for the derivation are controversial, the empirical facts seem beyond doubt: Bell's
inequality is violated in certain quantum mechanical experiments. In such experiments the
correlated variables are associated with spatially remote subsystems, so unless principles
constraining causal processes to act "locally” that is, not instantaneously over a distance, are
abandoned, any statistical dependency is presumably not due to the effect of one sub-system on
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the other or to a common cause. Thus unless the locality principles are abandoned, the Causal
Markov Condition appears to be false (Elby, 1992).

In our view the apparent failure of the Causal Markov Condition in some quantum mechanical
experiments isinsufficient reason to abandon it in other contexts. We do not, for comparison,
abandon the use of classical physics when computing orbits ssmply because classical dynamics
isliterally false. The Causal Markov Condition is used all the time in laboratory, medical and
engineering settings, where an unwanted or unexpected statistical depedency is prima facie
something to be accounted for. If we give up the Condition everywhere, then a statistical
dependency between treatment assignment and the value of an outcome variable will never
require a causal explanation and the central idea of experimental design will vanish. No weaker
principle seems generally plausible; if, for example, we were to say only that the causal parents
of Y make Y independent of more remote causes then we would introduce a very odd
discontinuity: So long as X has the least influence on Y, X and Y areindependent conditional
on the parents of X. But as soon as X has no influence on Y whatsoever, X and Y may be
statistically dependent conditional on the parents of Y.

The basis for the Causal Markov Condition is, first, that it is necessarily true of populations of
structurally alike pseudo-indeterministic systems whose exogenous variables are distributed
independently, and second, it is supported by almost all of our experience with systems that can
be put through repetitive processes and whose fundamental propensities can be tested. Any
persuasive case against the Condition would have to exhibit macroscopic systems for which it
fails and give some powerful reason why we should think the macroscopic natural and social
systems for which we wish causal explanations also fail to satisfy the condition. It seems to us
that no such case has been made.

3.5.2 Faithfulness and Simpson's Paradox

Faithfulness can be violated in cases that realize variants of Simpson's "paradox” as Simpson
originally presented it. We have already seen that both Yule and Pearson observed that two
variables may be independent in subpopulations but dependent in a combined population. In
1948, M. G. Kendall used an example in his Advanced Theory of Statistics illustrating the
reverse situation: two binary variables are independent but are dependent conditional on athird
variable. Kendall's case was given atwist in a paper by Simpson (1951) afew years later, who
thought his example introduced difficulties about the relation between causal dependencies and
contingency tables. Subsequently the phenomenon the example exhibits has been referred to as



Axioms and Explications 65

"Simpson's paradox.” Like examples have since become standard puzzlersin discussions of the
connection between causality and probability.

Kendall's example® was as follows:

Consider the case in which a number of patients are treated for a disease and there is
noted the number of recoveries. Denoting A by recovery, ~A by non-recovery, B by
treatment, ~B by not-treatment®, suppose the frequencies are

B ~B Totals
A 100 200 300
~A 50 100 150
Totals 150 300 450

Here (AB) = 100 = (A)(B)/N, so that the attributes are independent. So far as can be
seen, treatment exerts no effect on recovery. Denoting male sex by Sy, and female sex
by Sk, suppose the frequencies among males and females are

Males
BSw ~B Sm Totals
ASm 80 100 180
~ASu 40 80 120
Totals 120 180 300
Females
BSk ~B Sg Totals
ASF 20 100 120
~ASeE 10 20 30
Totals 30 120 150

In the male group we now have

5p. 319. Qis Yule's Q = (ad - bc)/(act-bc) when the first row is a,b and the second c,din a2 X 2 table.

6(sic) Kendall means, of course, that the symbols denote the respective treatment and recovery states, not vice-

versa
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QaB.gy = 0.231

and in the female group
QaB.sg = - 0.429

Thus among the males treatment is positively associated with recovery, and among the
females negatively associated. The apparent independence in the two together is due to
canceling of these associations in the sub-populations.

Kendall's exampleis thus of a mixture of two distributions, one for males and one for females,
such that the positive association between two variables in one population is exactly canceled by
the negative association in the other. There is nothing paradoxical in that, and one may find
empirical examplesfor which the same structure is claimed. The mixed distribution will violate
the Faithfulness Condition, because it will exhibit a statistical independence relation that does
not follow from the Markov condition applied to the causal graph common to all units.

Kendall's explanation of his contingency table depends on the fact that in one population the
association of two variablesis positive, and in the other negative. But what can be going on if
in both sub-populations the association is positive, and yet in the mixed population it vanishes?
That is exactly the question Simpson posed in 19517. Simpson gave the following table and
commentary:

Mde Femae
Untreated Treated Untreated Treated
Alive 4/52 8/52 2/52 12/52
Dead 3/52 5/52 3/52 15/52

This time...there is a positive association between treatment and survival both among
males and among females; but if we combine the tables we...find that there is no
association between treatment and survival in the combined population. What is the

"Fienberg (1977), citing Darroch, attributes theissue to Y ule "since Y ule discussed it in the final section of his
1903 paper on the theory of association of attributes.”(p. 51.) But save for the first sentence of that section, Yule
actually discusses the reverse issue of mixtures, namely circumstances in which variables are statistically
dependent in a population but independent in sub-popul ations.
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"sensible” interpretation here? The treatment can hardly berejected as valueless to the
race when it is beneficia when applied to males and to females.

The question is what causal dependencies can produce such a table, and that question is
properly known as " Simpson's paradox."8

In Simpson's example the variables G (male or female), T (treated or untreated) and S (survives
or does not) are given an interpretation that imposes tacit restrictions on causal structure. When
we read the example we naturally assume that gender G cannot be caused by treatment T or
survival S, but may cause them. Aswith Kendall's example, the distribution in Simpson's table
satisfies the Causal Markov Condition for agraph in which G causes T and S and T causes S.
Simpson's distribution is not, however, faithful to such a graph, because T and S are
independent in the distribution even though T isaparent of S in the graph.

Suppose for amoment that we ignore the interpretation that Simpson gave to the variablesin his
example, which was, after all, entirely imaginary, and let ourselves consider causal structures
that would be excluded by that interpretation. To avoid substantive associations, we substitute
Afor T, B for G and C for S and obtain graph (i) in figure 12. Distributions such as Simpson's
and Kendall's can also be realized by agraph in which A and C are not adjacent but each causes
B, asin graph (ii) in figure 12.9

With the substitution of variables just noted, Simpson's distribution is faithful to graph (ii) but
not to graph (i); moreover (ii) isthe only graph faithful to the distribution.

8The subsequent literature has confused it with a number of other questions about how independence and
dependence relations in a popul ation may be related to independence and dependence relations in sub-populations,
and the causal significance of such facts. The unfortunate aspect of collapsing these questions is that they have
distinct answers. A circumstance attributed to Simpson and now often called "Simpson's paradox,” but
nonethel ess distinct from the question Simpson actually posed, was described by Colin Blyth (1972):

It is possible to have simultaneously

(1) P(A|B) < P(A|B)

ad

) P(A[BC) * P(A|B'C)
@) P(AIBC)) @ P(A[B'C)

In fact, Simpson has equality in (1) and > in (2) and (3).
9The point isimplicit in Blalock (1961) and no doubt other sources as well.
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Judea Pearl (1988) offers a Bayesian example that illustrates why, when a causal structure like
thatin graph (ii) obtains, one should expect that A and C, though independent, are dependent
conditional on B: Whether or not your car starts depends on whether or not the battery is
charged and also on whether or not there is fuel in the tank, but these conditions are
independent of one another. Suppose you find that your car won't start, and you hold in that
case that there is some probability that the fuel tank is empty and some probability that the
battery is dead. Suppose next you find that the battery is not dead. Doesn't the probability that
the fuel tank is empty change when that information is added?

Were weto find that A and C are independent but dependent conditional on B, the Faithfulness
Condition requires that if any causal structure obtains, it is structure (ii). Still, structure (i) is
logically possible, and if the variables had the significance Simpson gives them we would of
course prefer it. But if prior knowledge does not require structure (i), what do we lose by
applying the Faithfulness Condition; what, in other words, do we lose by excluding causal
structures that are not faithful to the distribution?

In the linear case, the parameter values--values of the linear coefficients and exogenous
variances of a structure--form a real space, and the set of points in this space that create
vanishing partial correlations not implied by the Markov Condition have Lebesgue measure
zero.

Theorem 3.2: Let M be alinear model with directed acyclic graph G and n linear
coefficientsay,..., a, and k positive variances of exogenous variablesvs ,..., Vk. Let
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M(<ug,...,Un, Un+1,...,Un+k>) be the distributions consistent with specifying values
<up,...,Un, Un+1,...,Un+k> fOr &,..., @, and vy,...vk. Let IT be the set of probability
measures P on the space A "k of values of the parameters of M such that for every
subset V of A "k having Lebesgue measure zero, P(V) = 0. Let Q be theset of vectors
of coefficient and variance values such that for all g in Q every probability distribution
in with M(q) has avanishing partial correlation that is not linearly implied by G. Then
foral PinII, P(Q) = 0.

The theorem can be strengthened alittle; it isnot really necessary that the set of exogenous and
error variables be jointly independent--pairwise independence is sufficient. In the pseudo-
indeterministic case, faithfulness can be violated, if at all, only by very special choices of the
functional dependencies between variables. Consider a population of linear, pseudo-
indeterministic systems in which the exogenous variables are independently and normally
distributed. The conditional independence relations required by the Markov Condition will be
automatically fulfilled for every possible value of the linear coefficients--they are guaranteed just
by the way the device acts to compose linear functions. But conditional independence relations
that are not required by the Markov Condition--the sorts of conditional independence relations
that characterize distributions that are unfaithful to the causal structure of the devices--either
cannot be produced at all or can only be produced if the linear coefficients satisfy very strong
constraints.

The same moral appliesto other classes of functions. While for discrete variables we have not
attempted a formal proof of a theorem analogous to 3.2, such aresult should be expected on
intuitive grounds. The factorization formulafor distributions satisfying the Markov Condition
for agraph provides a natural parametrization of the distributions. If an exogenous variable has
n values, it determines n-1 parametric dimensions consisting of a copy of the open interval
(0,1). If an endogenous variable X has n values, a conditional probability P(X|Parents(X)) in
the factorization determines another n-1 parametric dimensions consisting of acopy of (0,1) for
each vector of values of the parents of X.. One expects that the set of probability values that
generate conditional independence relations not entailed by the factorization itself will be
measure zero in this parameter space.
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3.6 Bayesian Interpretations

We have interpreted the conditions as about frequencies in populations in which all units have
the same causal structure. We wish to consider how the conditions can be given a Bayesian
interpretation in which the probabilities are subjective. Current subjectivist interpretations hold
that probability is an idealization of rational, subjective degree of belief. On a strict subjectivist
view there can be finite frequencies, but there is no such thing as objective probability. One
assumes the systems under study in the sciences are deterministic, and any appearance of
indeterminacy is due simply to ignorance. The likelihood structures of Bayesian statistical
models often look like ordinary un-Bayesian statistical models, Bayesians add a prior
probability distribution over the free parameters. For example, Bayesian linear models specify a
distribution over a parameter © representing linear coefficients, variances, means, and so on.
The Bayesian model is thus a mixture of ordinary linear models, and the joint distribution over
the measured variables does not satisfy the conditions we have considered in this section.

Consider a study of systems with causal graph G. Suppose a Bayesian agent's degrees of belief
are represented by a density, f, satisfying the condition f(X[Parents(G,X)) =
h(Parents(G,X); ©®), where © is a parameter whose values determine a density for X
conditional on its parents. L et the Bayesian agent also have adistribution over ©. In such acase
we understand the Causal Markov and Causal Minimality conditions to constrain the agent's
degrees of belief conditional on ®. The subjective joint distribution over the variables
conditional on © will satisfy the conditions, but typicaly the unconditiona joint distribution

will not.

Suppose now that the agent entertains a set G of aternative possible causal structures, and
holds that in each structure G in G f(X|Parents(G, X)) = h(Parents(G,X); ©¢g), as before.
Then we understand the Causal Markov and Causal Minimality conditions to constrain the
agent's degrees of belief conditional on Og, G.

So understood, the conditions are normative principles about "reasonable” degrees of belief. In
alater chapter we will consider in some detail a Bayesian proposal for clinical trials and argue
that the assumptions the proposal makes about the degrees of belief of scientific expertsaccords
with the Markov Condition.
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3.7 Consequences of The Axioms

Consequences of the Causal Markov, Minimality and Faithfulness Conditions are developed
throughout this book, but some important connections between causal dependency and
statistical dependency should be noted here.

3.7.1 d-Separ ation

Given a causal graph G, the Markov Condition axiomatizes the set of independence and
conditional independence relations true of any distribution P faithful to G. But which
conditional independence relations follow from the Markov Condition for a given graph may
not be obvious. Suppose one wanted to know, for each pair of vertices X and Y and each set of
vertices Q not containing X and Y, whether or not X and Y are independent conditional on Q,
I.e., al the atomic independence facts among sets of variables. Applying the Markov Condition
directly to G, that is, applying the definition for each vertex, does not in general suffice.

W 7 VvV
X Y
Figure 13

For example, in a distribution faithful to the graph in figure 13, suppose we wanted to know
whether X and Y are independent conditional on the set Q = {Z}. Applying the Markov
Condition directly to figure 13, we obtain:

wll {Z,Y,V}

X 1L {Y,V}|{W,Z}
Z 1l {W,V}

Y 1L {W,X} [{V,Z}
v 1L {W,X,z}

It is not obvious that these facts entail X 1L Y | {Z}. Pearl proposed a purely graphical
characterization--which he called d-separ ation--of conditional independence, and Geiger,
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Pearl, and Verma (Geiger and Pearl 1989a; Verma 1987) proved that d-separation in fact
characterizes al and only the conditional independence relations that follow from satisfying the
Markov condition for a directed acyclic graph.

The definition of d-separation is sufficiently unintuitive that an analogy may be helpful.
Consider first the situation with unconditional independence. Think of an undirected path in a
graph as a pipe carrying causal flow, and each of the vertices are valves that are either active
(open), or inactive (closed). If avertex isacollider, then causal flow cannot get through it, and
it is thus inactive. For example, in the causal graph at the top of figure 14, X and V are d-
separated by the empty set because Y isacollider on the only path between them.

o ° v
XA/W \‘Y‘/

=
Clossd % Open (%

Figure 14

Conditioning on a node flip-flops its status. Whereas X and Y are not d-separated given the
empty set in the graph in figure 14, they are d-separated given {W}, {Z} or {W,Z}. X and V
are d-separated given the empty set, but are not d-separated given {Y}. That conditioning on a
non-collider makes it inactive is similar to the intuition behind the Markov Condition. A non-
collider is either acommon cause, e.g. Z, or part of a causal chain, e.g., W. Effects are made
independent when we condition on their common causes, and effects are made independent of
their remote causes when we condition on their more proximate ones. That conditioning on a
collider makesit active was noted in section 3.5.2 above.

Given agraph G, checking whether any two vertices X and Y are d-separated by a set Q and
thus independent conditional on Q in adistribution faithful to G appears straightforward. A path
isactiveif al of itsverticesare active, i.e. if dl collidersarein Q and all of its non-colliders are
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not in Q. X and Y are d-separated given Z if no undirected path between X and Y is active
given Z. In figure 15, for example, X and Y are not d-separated given U, but they are d-
separated give{V,Z}.

Figure 15

In the first case, conditioning on U activates the X -> U <-Y path, so X and Y are not d-
separated given U. The X <- W<- Z->V <- Y pathisinactivegiven U, but X and Y are not d-
separated given U aslong asthereis one undirected path between X and Y that is active given
U. In the second case, conditioning on {V,Z} activatesV ontheX <- W <- Z ->V <- Y path,
but conditioning inactivates Z on this path and thus makes it inactive; the X -> U <- Y path is
asoinactive given {V,Z} becauseU isacollider on the path that isnot in {V,Z} . Because all of
the undirected paths between X and Y areinactivegiven{V,Z}, X and Y are d-separated given
{V,Z}.

Unfortunately, the full story is not quite so simple. Conditioning on a collider activates it, and

so does conditioning on any of its descendants. In the graph in figure 16, for example, X and Y
are not d-separated given W, because W is a descendent of U.

X
\ /Y

Se— NeC

Figure 16

For adirected acyclicgraph G, if X andY areverticesin G, X 1 Y, and W is a set of vertices
in G not containing X or Y, then X and Y are d-separated given W in G if and only if there
exists no undirected path U between X and Y, such that (i) every collider on U has a descendent
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inW and (ii) no other vertexon U isinW. We say that if X * Y, and X and Y arenot in W,
then X and Y ared-connected given set W if and only if they are not d-separated with respect
toW. If U, V, and W aredigoint sets of verticesin G and U and V are not empty then we say
that U and V are d-separated given W if and only if every pair <U,V> in the cartesian
product of U and V isd-separated given W. If U, V, and W are digoint sets of verticesin G
and U and V are not empty then we say that U and V ared-connected given W if and only if
U and V are not d-separated given W.

The essential results are the following:

Theorem 3.3: P(V) isfaithful to directed acyclic graph G with vertex set V if and only
if for al digoint setsof vertices X, Y, and Z, X and Y areindependent conditional on Z
if and only if X andY are d-separated given Z.

Theorem 3.4 provides adightly more intuitive characterization of faithfulness, which motivates
algorithms developed in Chapter 5.

Theorem 3.4: If P(V) isfaithful to some directed acyclic graph, then P(V) isfaithful
to directed acyclic graph G with vertex set V if and only if
(i) for al vertices X, Y of G, X and Y are adjacent if and only if X and Y are
dependent conditional on every set of vertices of G that does not include X or Y; and
(i) for al vertices X, Y, Zsuch that X isadjacentto Y and Y is adjacent to Z and X
and Z are not adjacent, X -> Y <- Z is a subgraph of G if and only if X, Z are
dependent conditional on every set containing Y but not X or Z.

The study of correlation is historically tied to the normal distribution, and for that distribution
vanishing partial correlations and conditional independence are equivalent. But the Markov and
Faithfulness Conditions tie vanishing correlation and partial correlation to graphical and causal
structure for linear systems, without any normality assumption. Thus for linear systems,
correlational structureisaguideto causa structure. We will say that adistribution Pislinearly
faithful toagraphG if and only if for verticesA and B of G and all subset C of the vertices
of G, A and B are d-separated given C if and only pag.c = 0.

Theorem 3.5: If Gisadirected acyclic graph with vertex setVV, A and B arein V,
and H isincludedinV, then G linearly impliespag .y = O if and only A and B are d-

Separated given H.
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It follows that adistribution P islinearly faithful to agraph G if and only if for vertices A and B
of G and all subsetsC of the verticesof G, A and B are d-separated given C if and only pag.c
= 0. Theorem 3.5 is the general principle behind all of the path analysis examples (Wright,
1934; Simon, 1954; Blalock, 1961; Heise, 1975) connecting causal structure in "recursive”
(i.e., acyclic) linear modelswith vanishing partial correlations.

In the chapters that follow we will frequently remark that some conditional independence or
conditional dependence relation, or vanishing or non-vanishing partia correlation, follows from
acausal structure, assuming the distribution is faithful. Conversely, we will often observe that
given certain conditional independence and dependence relations, or partial correlation facts, the
causal structure must have certain properties if the distribution is faithful. Whenever we make
such claims, we are using tacit corollaries of Theorems 3.3, 3.4 and 3.5.

3.7.2 The Manipulation Theorem

The fundamental aim of many empirical studiesisto predict the effects of changes, whether the
changes come about naturally or are imposed by deliberate policy. How can an observed
distribution P be used to obtain reliable predictions of the effects of alternative policies that
would impose a new marginal distribution on some set of variables? The very idea of imposing
a policy that would directly change the distribution of some variable (e.g., drug use)
necessitates that the resulting distribution Pypan will be different from P. P alone cannot be used
to predict Pyan, but P and the causal structure can be.

Suppose that the Surgeon General is considering discouraging smoking, and he asks "What
would the distribution of Cancer be if no onein the U.S were allowed to smoke?' Let V =
{Drinking, Smoking, and Cancer}. For the purpose of illustration assume that in the actual
population in the U.S. the causal structure shown in figure 17 is correct.

Drinking

‘

Smoking Cancer

C':‘Unman

Figure 17
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Let us call the population actually sampled (or produced by sampling and some experimental
procedure) the unmanipulated population, and the hypothetical population for which
smoking is banned the manipulated population. Suppose that if the policy of banning
smoking were put into effect it would be completely effective, stopping everyone from
smoking, but would not affect the value of Drinking in the population. Then the causal graph
for the hypothetical manipulated population will be different than for the unmanipulated
population, and the distribution of Smoking is different in the two populations. The
manipulated causal graph is shown in figure 18.

Drinking

Smoking Cancer

G

Man

Figure 18

The difference between the unmanipulated graph and the manipulated graph is that some
vertices that are parents of the manipulated variablesin Gynman may not (depending upon the
precise form of the manipulation) be parents of manipulated variablesin Gyan and vice-versa.

How can we describe the change in the distribution of Smoking that will result from banning
smoking? One way isto note that the value of avariable that represents the policy of the federal
government is different in the two populations. So we could introduce another variable into the
causal graph, theBan Smoking variable, which is a cause of Smoking. The full causal graph,
including the new variable representing smoking policy, is then shown in figure 19. In the
actual unmanipulated population the Ban Smoking variable is off, and in the hypothetical
population the Ban Smoking variable is on. In the actua population we measure
P(Smoking|Ban Smoking = off); in the hypothetical population that would be produced if
smoking were banned P(Smoking = 0 |[Ban Smoking = on) = 1. For any subset X of V =
{ Smoking, Drinking, Cancer} in the causal graph, let Punman@Ban Smoking)(X) be P(X|Ban
Smoking = off) and let Pman(Ban smoking)(V) be P(V [Ban Smoking = on) .
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We can now ask if PypmanBan  Smoking)(Cancer|lSmoking) = Pman(an

smoking)(Cancer|Smoking)  (for those vaues of Smoking for which  Pman@an
Smoking)(Cancer|Smoking) is defined, namely Smoking = 0)? Clearly the answer is affirmative
exactly when Cancer and Ban Smoking are independent given Smoking; but if the distribution
isfaithful thisjust reduces to the question of whether Cancer and Ban Smoking are d-separated
given Smoking, which they are notin this causal graph. Further, Pynman(Ban Smoking)(Cancer)
! Pman(Ban Smoking)(Cancer) because Cancer is not d-separated from Ban Smoking given the
empty set. But in contrast PynmanBan Smoking)(Cancer|Smoking,Drinking) = Pman(Ban
smoking)(Cancer|Smoking,Drinking) (for those values of Smoking for which Pman@an
Smoking)(Cancer|Smoking,Drinking) is defined, namely Smoking = 0), because Ban Smoking
and Cancer are d-separated by { Smoking, Drinking}. The importance of this invariance is that
we can predict the distribution of cancer if smoking is banned by considering the conditional
distribution of cancer given drinking in the observed subpopulation of non-smokers, and by
considering the distribution of drinking in the unmanipulated popul ation.

Note that one of the inputsto our conclusion about Pyvianan Smoking)(Cancer) isthat the ban on
smoking is completely successful and that it does not affect Drinking; this knowledge does not
come from the measurements that we have made on Smoking, Drinking and Cancer, but is
assumed to come from some other source. Of course, if the assumption is incorrect, there is no
guarantee that our calculation of Ppman@an smoking)(Cancer) will yield the correct result. If we
had instead considered a policy that does not effectively ban smoking, but intervenes to make
smoking less likely without affecting drinking, then the graph of the entire system including the
manipulation variable Ban Smoking, would be the same asin figure 19, and the graph Gynman
would be asin figure 17, but the manipulated graph Gyan would look like figure 17 rather than
18. Intervention would not remove the influence of drinking on smoking.

The analysis of prediction for a system involves three distinct graphs. a causal graph Gcomp
which includes variables W representing manipulations, and a causal graph Gunman Which is
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the subgraph of Gcomp Over a set of variables V not including the variables representing
manipulations, and a graph Gman over V which representsthe causal relations among variables
inV that result from a manipulation. Gyan may be a subgraph of Gynman if the manipulation
"breaks" causal dependenciesin Gynman; otherwise Gynman and Gman Will be the same graph.

Here are the formal definitions; If G isadirected acyclic graph over a set of variablesV E W,
andV CW = A then W is exogenous with respect to V in G if and only if thereisno
directed edge from any member of V to any member of W. If Gcomp isadirected acyclicgraph
over aset of variablesV E W, and P(V E W) satisfies the Markov condition for Gcomp, then
changing the value of W fromw tow, isamanipulation of Gcomp With respect to V if and
only if W is exogenous with respect to V, and P(VIW =w1)* P(VIW =w3).

We define Pynmanw)(V) = P(VIW =w1), and Pmanw)(V) = P(VIW =w3), and similarly for
various margina and conditional distributions formed from P(V).

We refer to Geomp as the combined  graph, and the subgraph of Gcomp over V as the
unmanipulated graph Gupman. (Note that while Pypmanw)(V) satisfies the Markov
Condition for Gynman, it may also satisfy the Markov Condition for a subgraph of Gunman-
Thisisbecause G comp, and hence its subgraph Gunman, may contain edges that are needed to
represent the distribution of the manipulated subpopulation but not needed to represent the
distribution of the unmanipulated subpopulation.)

VisinManipulated(W) (that is, V isavariable directly influenced by one of themanipulation
variables) if and only if V isin Children(W) C V; we will also say that the variables in
Manipulated(W) have been directly manipulated. We will refer to the variablesin W as
policy variables.

Themanipulated graph, Gman is a subgraph of Gunman for which Pyanw)(V) satisfies the
Markov Condition and which differs from Gunman in a most the parents of members of
Manipulated(W). Exactly which subgraph Gpman is depends upon the details of the
manipulation and what the causal graph of the subpopulation where W = w is. For example,
if smoking is banned, then Gyan contains no edge between income and smoking. On the other
hand, if taxes are raised on cigarettes, Gyan does contain an edge between income and
smoking. We will prove (in Chapter 13) that given a manipulation as defined, there always
exists a subgraph of Gynman for which Pyanw)(V) satisfiesthe Markov Condition. All of our
theorems about manipulations hold for any Gpan that is a subgraph of Gypman for which
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Pmanw)(V) satisfies the Markov Condition, and which differs from Gupman in a most the
parents of members of M anipulated(W).

These definitions entail the M anipulation Theorem:

Theorem 3.6: (Manipulation Theorem): Given directed acyclic graph Gcomp over
vertex set V E W and distribution P(V E W) that satisfies the Markov condition for
Gcomb, if changing the value of W from w1 to wo isamanipulation of Gcomp With
respect to V, Gynman IS the unmanipulated graph, Gman is the manipulated graph, and

Punmanw)(V) = Q Punman(w ) (X|Parents(Gynman X))
X1V

for al values of V for which the conditional distributions are defined, then

Pmanow)(V) =

O Pnman(w) (X Parents(Gyan, X)) ’
X1 Manipulated(W)

C) Punman(w) (X| Parents(Gynman, X))
X1 V\ Manipulated(W)

for all values of V for which each of the conditional distributionsis defined..

The importance of this theorem is that if the causal structure and the direct effects of the
manipulation (i.e. Pmanw)(X|Par ents(X)) for each X in Manipulated(W) are known, then
the joint distribution can be estimated from the unmanipulated popul ation.

The Manipulation Theorem is not applicable when a causal mechanism between a pair of
variablesis reversible, in which case there can be two subpopulations in which the direction of
the causal relationship between a pair of variablesisreversed. For example, the movement of a
motor of a car may cause the wheels to turn (as when the gas pedal is pressed), but also the
turning of the wheels can cause the motor to move (as when the car rolls downhill.)10 An
intervention in acausal system which reverses the direction of some causal relationship is not a
manipulation in our technical sense because thereis no one combined graph representing the
causal relations in the combined population. We are not suggesting any non-experimental

10Wwe thank Marek Druzdel for suggesting this example, and pointing out the problem of reversible mechanisms
to us.
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methods for determining whether a given mechanism is reversible. In some cases, such as
smoking and yellow fingers, it is obvious from background knowledge that the mechanism is
not reversible, because yellow fingers cannot cause smoking. In other cases, the relevant
background knowledge may not be available, in which case it is not known whether the
Manipulation Theorem is applicable.

Rubin (1977; 1978), and following him Pratt and Schlaifer (1988), have offered rules for when
conditional probabilities in an observed population of systems will equal conditional
probabilities for the same variablesif the population is altered by a direct manipulation of some
variablesfor al population units. We will show in Chapter 7 that their various rules are direct
consequencesof the specia case of the Manipulation Theorem, illustrated in the discussion of
figures 17, 18 and 19, in which one variable is manipulated and the intervention makes that
variable independent of its causes in the unmanipulated graph.

Because the Manipulation Theorem is a consequence of the Markov condition, it requires no
separate justification. Although the Manipulation Theorem is abstract, it is just the general
formulation of inferences that are routine, if not always correct. When, for example, a
regression model is used to predict the effects of a policy that would force values on some of
the regressors, we have an application of the Manipulation Theorem. Of course the prediction
may be incorrect if the causal or statistical assumptions of the regression model are false, or if
the changes actually carried out do not satisfy the conditions for a manipulation. There are
striking examples of both sorts of failure. Application of the Manipulation Theorem may give
misleading predictionsif the values of variables for each unit depend on the values of other
units and if that dependency is not represented in the causal graph. Some public policy debates
illustrate absurd violations of this requirement. Recently a research institute funded by
automobile insurers carried out a non-linear regression of the rate of fatalities of occupants of
various kinds of cars against car length, weight and other variables, finding unsurprisingly that
the smaller the car the higher the fatality rate. This statistical analysis was then used by others to
argue that proposed federal policiesto downsize the American automobile fleet would increase
highway fatalities. But of course the fatality rate in cars of a given size depends on the
distribution of sizes of other carsin the fleet.

One can mistake which variables will be directly affected by a policy or intervention. Tacit
applications of the Manipulation Theorem in such cases can lead to disappointment. As we will
see in a later chapter, the literature on smoking, lung cancer and mortality provides vivid
examples of predictions that went wrong, arguably because of migudgments as to which
variables would be directly manipulated by an intervention.



Axioms and Explications 81

Thereis no reason why every intervention to deliberately alter the distribution of values of a set
of variablesV among units in a population (or sample) must satisfy the conditions for a direct
manipulation of V and no others. But one of the chief aims in the design of experimentsis to
seeto it that experimental manipulations are in fact direct manipulations of the intended variables
and no others. The point of blind and double blind designs, for example, is exactly to obtain in
experiment a direct manipulation of only the treatment variables. The concern with chronic
wounding in drug trials with animals is essentially a worry that with respect to the outcome
variables of interest, outcome variables as well as pharmacological variables have been directly
manipulated. Typically, when we mistake the variables an intervention will directly manipulate,
predictions of the outcomes of intervention will fail.

Our discussion in this section has assumed that the causal structure of the system is fully
known. In Chapters 6 and 7 we will consider when and how the effects of interventions can be
predicted from an unmanipulated distribution, assuming the distribution is the marginal over the
measured variables of a distribution faithful to an unknown causal graph, and assuming the
intervention constitutes a direct manipulation in the sense we have defined here.

3.8 Determinism

Another way that the Faithfulness Condition can be violated is when there are deterministic
relationships between variables. In this section, we will give some rules for determining what
extra conditional independence relations are entailed by deterministic relationships among
variables.

We will say that a set of variablesZ deter mines the set of variables A, when every variable in
A isadeterministic function of the variablesin Z, and not every variablein A isadeterministic
function of any proper subset of Z. When there are deterministic rel ationships among variables
in a graph, there are conditional independencies that are entailed by the deterministic
relationships and the Markov condition that are not entailed by the Markov condition alone. For
example, if G isadirected acyclic graph over V, V containsZ and A, and Z determines A, then
A isindependent of V\(Z E {A}) given Z. If Z isa proper subset of the parents of A then this
entails that A is independent of its other parents given Z, and also independent of its
descendants as well as its non-descendants given Z. But it could also be the case that the
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members of Z are children of A, in which case given its children, A is independent of all other
variablesincluding its parents. It isalso possible that Z could contain non-parental ancestors of
A. Each of these cases entails conditional independence relations not entailed by the Markov
condition alone. For example, consider the graph in figure 20.

2

A » B »C

Figure 20

No conditiona independence relations among A, B, or C are entailed by the Markov Condition
alone. However, if the grandparent A determines the grandchild C, then C 1L BJA. If the
parent B determines the child C then C LL AB. If the child C determinesthe parent B then B
1l AlC.

Hence d-separability relations do not capture all of the conditional independencies entailed by
the Markov condition and a set of deterministic relations. We will ook for a graphical condition
which entails the conditiona independence of variables given the Markov condition and a set of
deterministic relations among variables.

Geiger has proposed a simple, provably complete rule for graphically determining the
conditional independencies entailed by the Markov and Minimality conditions and one kind of
deterministic relationship among variables. Following Geiger (1990), in adirected acyclic graph
G over V that includes A and Z, say that vertex A is a deterministic variable if it is a
deterministic function of its parentsin G. (Note that if avariable A has no parentsin G, but has
a constant value, then A isadeterministic variable.) A is functionally determined by Z if
andonly if Aisin Z, or A is adeterministic variable and all of its parents are functionally
determined by Z. If X, Y, and Z are three digoint subsets of variablesinV, X and Y are D-
separated given Z if and only if thereis no undirected path U between any member of X and
any member of Y such that each collider has a descendant in Z and no other variable on U is
functionally determined by Z. Geiger has shown that X and Y are D-separated given Z if and
only if for every distribution that satisfies the Markov and Minimality Conditionsfor G, and the
deterministic relations, X and Y are independent given Z. We will prove that Geiger's rule is
correct for a much wider class of deterministic relations; we do not know if it is complete for
thiswider class of deterministic relationships.
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Suppose G isadirected acyclic graph over V, and Deter ministic(V) isaset of ordered tuples
of variablesin V, where for each tuple D in Deter ministic(V), if Dis <Vy,...,Vp> then Vis
adeterministic function of V1 ,..., V.1 and is not a deterministic function of any subset of V1
yory V1, Wedso say {V1,...,Vn-1} determines V. Note that Vi, could be an ancestor in G
of members of Vi,...,Vp-1. Also, if A determines B and B determines A then
Deterministic(V) contains both <A,B> and <B,A>. We assume that Deterministic(V) is
complete in the sense that if it entails some deterministic relationships among variables, those
deterministic relations are in Deterministic(V). (For example, if A determines B and B
determines C, then A determines C.) Det(Z) is the set of variables determined by some subset
of Z. If avariable A has a constant value, then we say that it is determined by the empty set,
andisinDet(Z) for al Z.

Note that Deterministic(V) can entail dependencies between variables as well as
independencies. If Z determines A, and Z is a member of Z, then A is dependent on Z\{Z}
given Z. (Other dependencies may be entailed by Deterministic(V) as well.) These
dependencies may conflict with independencies entailed by satisfying the Markov Condition for
adirected acyclic graph G, so not every Deter ministic(V) is compatible with every directed
acyclic graph with vertex set V. If Deterministic(V) and directed acyclic graph G are
incompatible, Theorem 3.7 stated below is vacuously true, but obviously it would be desirable
to have atest for determining whether Deter ministic(V) and G are compatible.

We will expand Geiger's concept of D-separability so that it is not limited to the kind of
deterministic relations that he considers. If G isadirected acyclic graph with vertex set V, Z is
aset of vertices not containing X or Y, X * Y, then X and Y are D-separated given Z and
Deterministic(V) if and only if there is no undirected path U in G between X and Y such that
each collider on U has adescendant in Z, and no other vertex onU isin Det(Z); otherwise if X
1'Y and X and Y ae not in Z, then X and Y are D-connected given Z and
Deterministic(V). Similarly, if X, Y, and Z are digoint sets of variables, and X and Y are
non-empty, then X and Y are D-separated given Z and Deter ministic(V) if and only if each
pair <X,Y> in the Cartesian product of X and Y are D-separated given Z and
Deterministic(V); otherwiseif X, Y, and Z aredigoint, and X and Y are non-empty, then X
andY areD-connected givenZ and Deter ministic(V).

Theorem 3.7: If G is adirected acyclic graph over V, X, Y, and Z are digoint
subsets of V, and P(V) satisfies the Markov condition for G and the deterministic
relations in Deterministic(V) then if X and Y are D-separated given Z and
Deterministic(V), X andY are independent given Z in P.
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For example, suppose G isthe graph in figure 21, and Deter ministic(V) = {<A,B>, <B,C>,

<A,C>}.

A » B »C

Figure 21

B and C are D-separated given A and Deter ministic(V), and A and C are D-separated given B
and Deter ministic(V).

Suppose that G is still the graph in figure 21, but now Deter ministic(V) = {<A,B>, <B,A>,
<B,C>, <C,B>, <A,C>, <C,A>}. In addition to the previous D-separability relations, now A
and B are D-separated given C and Deter ministic(V) because C determines A.

In some cases, conditional independencies are entailed because a parent is determined by its
child. Consider the graph in figure 22, where Deterministic(V) =
{<Y,W,Z><ZY><Z,W>}. X and T are D-separated given Z and Deter ministic(V) because
Z determines Y and W, and Y and W are non-colliders on the only undirected path between X
andT.

X > Y > / = W < T

Figure 22

Finaly, we note that it is possible that some non-parental ancestor X of Z determines Z, even
though X does not determine any of the parents of Z. Let G be the graph in figure 23 and
Deter ministic(V) = {<X,Z>}. Suppose X, R, and Z each have two values, and Y has four
values. Consider the following distribution (where we give the probability of each variable
conditional on its parents):

P(X=0)=.2
PR=0)=.3
P(Y=0X =0,R=0)=1
P(Y=1X =0R=1)=1
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P(Y=2X =1R=0)=1
P(Y=3X=1R=1)=1
PZ=0Y=0)=1
PZ=0Y=1)=1
PZ=1Y=2)=1
PZ=1Y=3)=1

In effect Y encodes the values of both R and X, and Z decodesY to match the value of X.

X »Y > Z

f

R

Figure 23

It followsthat Y and Z are D-separated given X and Deter ministic(V), and X and Z are D-
separated given Y and Deter ministic(V).

The following example points up an interesting difference between the set of distributions that
satisfy the Markov condition for a given directed acyclic graph G, and the set of distributions
that satisfy the Markov condition and a set of deterministic relationships among the variablesin
G. Suppose G is the graph shown in figure 24. For any directed acyclic graph, the set of
probability distributions that satisfy the Markov condition for the graph includes some
distributions that also satisfy the Minimality Condition for the graph. Suppose however, that
Deterministic(V) = {<X,Y>}. In this case, among the distributions that satisfy the Markov
Condition and the specified deterministic relations, there is no distribution that also satisfies the
Minimality Condition. All distributions that satisfy the Markov Condition and the specified
deterministic relation are faithful to the subgraph of figure 24 that does not containthe Z -> Y
edge. This suggests that to find all of the conditional independence relations entailed by
satisfying the Markov Condition for a directed acyclic graph G and a set of deterministic
relations, one would need to test for D-separability in various subgraphs G' of G with vertex
set V inwhichfor each Y inV no subset of Parents(G',Y) determines.

X—>»Y €4+—~Z

Figure 24
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We will not consider algorithms for constructing causal graphs when such deterministic
relations obtain, nor will we consider tests for deciding whether a set of variables X determines
avaiableY.

3.9 Background Notes

The ambiguous use of hypotheses to represent both causal and statistical constraintsis nearly as
old as statistics. In modern form the use of the idea by Spearman (1904) early in the century
might be taken to mark the origins of statistical psychometrics. Directed graphs at once
representing both statistical hypotheses and causal claims were introduced by Sewell Wright
(1934) and have been used ever since, especially in connection with linear models. For a
number of particular graphs the connections between linear models and partial correlation
constraints were described by Simon (1954) and by Blalock (1961) for theories without
unmeasured common causes, and by Costner (1971) and Lazarsfeld and Henry (1968) for
theories with latent variables, but no general characterization emerged. A distribution-free
connection of graphical structure for linear models with partial correlation was developed in
Glymour, Scheines, Spirtes and Kelly (1987), for first order partials only, but included cyclic
graphs. Geiger and Pearl (1989a) showed that for any directed acyclic graph there exists a
faithful distribution. The general characterization given here as Theorem 3.5 is due to Spirtes
(1989), but the connection between the Markov Condition, linearity and partial correlation
seems to have been understood already by Simon and Blalock and is explicit in Kiiveri and
Speed (1982). The Manipulability Theorem has been used tacitly innumerable times in
experimental design and in the analysis of shocks in econometrics but seems never to have
previoudly been explicitly formulated. A specia case of it was first given in Spirtes, Glymour,
Scheines, Meek, Fienberg and Slate (1991). The Minimality Condition and the idea of d-
separability are due to Pearl (1988), and the proof that d-separability determines the
consequences of the Markov condition is due to Verma (1987), Pearl, and Geiger (1989a). A
result entailing theorem 3.4 was stated by Pearl, Geiger, and Verma (1990). Theorem 3.4 was
used asthe basis for a causal inference algorithm in Spirtes, Glymour, and Scheines (1990c).
D-separahility is described in Geiger (1990).



Chapter 4

Statistical I ndistinguishability

Without experimental manipulations, the resolving power of any possible method for inferring
causal structure from statistical relationshipsis limited by statistical indistinguishability. If two
causal structures can equally account for the same statistics, then no statistics can distinguish
them. The notions of statistical indistinguishability for causal hypotheses vary with the
restrictions one imposes on the connections between directed graphs representing causal
structureand probabilities representing the associated joint distribution of the variables. If one
requires only that the Markov and Minimality Conditions be satisfied, then two causal graphs
will beindistinguishableif the same class of distributions satisfy those conditions for one of the
graphs as for the other. A different statistical indistinguishability relation is obtained if one
requires that distributions be faithful to graph structure; and still another is obtained if the
distributions must be consistent with alinear structure, and so on. For each case of interest, the
problem is to characterize the indistinguishability classes graph-theoretically, for only then will
one have a general understanding of the causal structures that cannot be distinguished under the
general assumptions connecting causal graphs and distributions.

There are anumber of related considerations about the resolving power of any possible method
of causal inference from statistical properties. Given axioms about the connections between
graphs and distributions, what graph theoretic structure must two graphs share in order also to
share at least one probability distribution satisfying the axioms? When, for example, do two
distinct graphs admit one and the same distribution satisfying the Minimality and Markov
Conditions? When do two distinct graphs admit one and the same distribution satisfying the
Minimality and Markov Conditions for one and the Faithfulness and Markov Conditions for the
other? Reversing the question, for any given probability distribution that satisfies the Markov
and Minimality Conditions (or in addition the Faithfulness Condition) for some directedacyclic
graph, what is the set of all such graphs consistent with the distribution and these conditions?
Finally, there are relevant measure-theoretic questions. If procedures exist that will identify
causal structure under amore restrictive assumption such as Faithfulness, but not always under
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weaker assumptions such as the Markov and Minimality Conditions, how likely are the casesin
which the procedures fail? Under various natural measures on sets of distributions, for
example, what is the measure of the set of distributions that satisfy the Minimality and Markov
Conditions for agraph but are not faithful to the graph?

These are fundamental questions about the limits of any possible inference procedure--whether
human or computerized--from non-experimental datato structure. We will provide answers for
many of these questions when the system of measured variablesis causally sufficient. Statistical
indistinguishability is less well understood when graphs can contain variables representing
unmeasured common Causes.

4.1 Strong Statistical Indistinguishability

Two directed acyclic graphs G, G' are strongly statistically indistinguishable (s.si) if
and only if they have the same vertex set V and every distribution P on V satisfying the
Minimality and Markov Conditions for G satisfies those conditions for G', and vice-versa.

That two structures are s.s.i. of course does not mean that the causal structures are one and the
same, or that the difference between them is undetectable by any means whatsoever. From the
correlation of two variables, X and Y, one cannot distinguish whether X causes Y, Y causes X
or thereisathird common cause, Z. But these aternatives may be distinguished by experiment
or, aswe will see, by other means.

Strong statistical indistinguishability is characterized by a simple relationship, namely that two
graphs have the same underlying undirected graph and the same collisions:

Theorem 4.1: Two directed acyclic graphs Gi1, Gp, are strongly dsatisticaly
indistinguishable if and only if (i) they have the same vertex set V, (ii) vertices V1 and
Vo are adjacent in G1 if and only if they are adjacent in G, and (iii) for every triple V1,
Vo, V3in V, the graph V1 -> V2 <- V3 is a subgraph of G1 if and only if it is a
subgraph of Go.

Given an arbitrary directed acyclic graph G, the graphs s.s.i. from G are exactly those that can
be obtained by any set of reversals of the directions of edgesin G that preserves all collisionsin
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G. A decision asto whether or not two graphs are s.s.i. requires O(n3) computations, where n
Is the number of vertices.

Infigure 1 graphs G1 and Gy are s.s.i., but G1 and Gz, and G and Gz are not s.s.i.
Val ° e PN X ° a
A B A

N N NS

Figurel

Note, however, if aset of variablesV istotally ordered, as for example by aknown time order,
and P(V) is positive, then there is a unique graph for which P(V) satisfies the Minimality and
Markov conditions. (See Corollary 3 in Pearl 1988.)

4.2 Faithful Indistinguishability

Suppose we assume that al pairs <G, P> are faithful: all and only the conditional independence
relationstruein P are a consequence of the Markov condition for G. We will say that two
directed acyclic graphs, G, G' are faithfully indistinguishable (f.i.) if and only if every
distribution faithful to G isfaithful to G' and vice-versa. The problem isto characterize faithful
indistinguishability graphically.
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Theorem 4.2: Two directed acyclic graphs G and H are faithfully indistinguishable if
and only if (i) they have the same vertex set, (ii) any two vertices are adjacent in G if
and only if they are adjacent in H, and (iii) any three vertices, X, Y, Z, such that X is
adjacentto Y and Y isadjacent to Z but X isnot adjacentto Zin G or H, are oriented as
X ->Y<-ZinGif andonly if they are so oriented in H.

The question of faithful indistinguishability for two graphs can be decided in O(n3) where nis
the number of vertices.

It is immediate from Theorems 4.1 and 4.2 that if two graphs are strongly statistically
indistinguishable they are faithfully indistinguishable, but not necessarily conversely. The
graphs G4 and Gs in figure 1 are not s.s.i. but they aref.i.

A class of f.i. graphs may be represented by a pattern. A pattern IT is a mixed graph with
directed and undirected edges. A graph G isin the set of graphs represented by IT if and
only if:

(i) G has the same adjacency relations asIT;

(i) if the edge between A and B isoriented A -> B in 1, thenit isoriented A -> B in G;

(iii) if Y isan unshielded collider on the path <X,Y,Z>in G thenY is an unshieldedcollider

on<X,Y,Z>IinIl.

For example, the set of all complete, acyclic directed graphs on three vertices forms a faithful
indistinguishability class that can be represented by a pattern consisting of the complete
undirected graph on the same vertex set. When the pattern of the faithful indistinguishability
class of a directed acyclic graph has no directed edges, and so is purely undirected, the
statistical hypothesis represented by the directed graph is equivalent to the statistical hypothesis
of the undirected independence graph corresponding to the pattern.

4.3 Weak Statistical Indistinguishability

The indistinguishability relations characterized in the two previous sections ask for the graphs
that can accommodate the same class of probability distributions as a given graph. We can turn
the tables, at least partly, by starting with a particular probability distribution on a set of
variables and asking for the set of all directed acyclic graphs on those vertices that are consistent
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with the given distributions. The answers characterize how much the probabilities and our
assumptions about the connection between probabilities and causes underdetermine the causal
structure. Assuming Markov and Minimality only, the equivalence of these two conditions
(under positivity) with the defining conditions for a directed independence graph provides an
(impractical) algorithm for generating the set of all graphs that satisfy the two conditions for a
given distribution P. For every ordering of the variablesin P thereis a directed acyclic graph G
compatible with that ordering (i.e. A precedesB in the ordering only if A is not a descendant of
B in G) satisfying the Minimality and Markov Conditions for P. It can be generated by
assuming the ordering and the conditional independence relations in P and applying the
definition of directed independence graph. An agorithm that does not assume positivity is given
by Pearl (1988). According to that algorithm let Ord be a total ordering of the variables, and
Predecessor s(Ord, X) be the predecessors of X in the ordering Ord. For each variable X, let
the parents of X in G be a smallest subset R of Predecessors(Ord,X) such that X is
independent of Predecessor s(Ord,X)\R given R in P. It follows that P satisfies the
Minimality and Markov Conditionsfor P.

The dternatives are more limited if we start with P and assume that any graph must be faithful
to P. Inthat case dl of the graphsfaithful to P form afaithful indistinguishability class, i.e., the
set of al graphs f.i. from any one graph faithful to P. The next chapter presents a number of
algorithms that generate the faithful indistinguishability classes from properties of distributions.

Given axioms connecting causal graphs with probability distributions it makes sense to ask for
which pairs G, G' of graphs there exists some probability distribution satisfying the axioms for
both G and G'. Let us say that two graphs are weakly faithfully indistinguishable
(w.f.i.) if and only if there exists a probability distribution faithful to both of them. We say that
two graphs areweakly statistically indistinguishable (w.s.i.) if and only if there existsa
probability distribution meeting the Minimality and Markov Conditions for both of them. Weak
faithful indistinguishability provesto be equivaent to faithful indistinguishability:

Theorem 4.3: Two directed acyclic graphs are faithfully indistinguishable if and only
if some distribution faithful to one is faithful to the other and conversely; i.e. they are
f.i. if and only if they are w.f.i.

This theorem tells us that faithfulness divides the set of probability distributions over a vertex
set into equivalence classes that exactly correspond to the equivalence classes of graphs induced
by faithful indistinguishability. It followsthat if adistribution isfaithful to some graph G then it
isfaithful to al and only the graphs faithfully indistinguishable from G.
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There is no reason to expect so nice a match in general. Suppose we assume only the
Minimality and Markov Conditions. Under what conditions will there exist a distribution P
satisfying those axioms for two distinct graphs, G, and G'? The answer is not: exactly when G
and G' are strongly statistically indistinguishable. The two graphs shown in figure 2 are not
s.s.i., but there exist distributions that satisfy the Minimality and Markov Conditions for both:

B B

/N RN

A > C A c

G, G,
Figure 2

The distributions in Simpson's "paradox” provide an example, as we have already seen in
Chapter 3. We conjecture that if adistribution satisfies the Minimality and Markov Conditions
for two graphs G and G', then G and G' have the same edges and the same colliders, save that
triangles such as G1 in one graph may be replaced by collisions such as G» in the other,
provided appropriate conditions are met by other edges. We don't know how to characterizethe
"appropriate”’ conditions. There is, however, arelated property of interest we can characterize.

No distribution that is faithful to graph G; in figure 2 can be faithful to graph Gy, but a
distribution that satisfies the Minimality and Markov Conditionsfor G4 can be faithful to graph
Go. Just when can this sort of thing happen? When, in other words, can the generalization of
Simpson's "paradox” arise? If probability distribution P satisfies the Minimality and Markov
Conditionsfor G, and P isfaithful to graph H, what is the relation between G and H?

Theorem 4.4: If probability distribution P satisfiesthe Markov Condition for directed
acyclicgraphs G and H, and P isfaithful to H, then for all vertices X, Y, if X, Y are
adjacent in H they are adjacent in G.

Theorem 4.5: If probability distribution P satisfies the Markov and Minimality
Conditions for directed acyclic graphs G and H, and P isfaithful to graph H, then (i) for
alX,Y, Zsuchthat X ->Y <-ZisinH and X isnot adjacentto Z in H, either X ->Y
<-ZinGor X, Zareadjacent in G and (ii) for every triple X, Y, Z of vertices such that
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X->Y<-ZisinGand X isnot adjacentto ZinG, if X isadjacenttoY inH and Y is
adjacenttoZinH then X ->Y <- Z,

Corollary 4.1: If probability distribution P satisfies the Markov Condition for
directed acyclic graph G, Pisfaithful to directed acyclic graph H, and G and H agree on
an ordering of the variables (as, for example, by time) such that X -> Y only if X <Y in
the order, then H is a subgraph of G.

4.4 Rigid Indistinguishability

In addition to the notions of strong, faithful and weak statistical indistinguishability, there is ill
another. Suppose two directed acyclic graphs, G and G', are statistically indistinguishable in
some sense over acommon set O of vertices. Then without experiment, no measurement of the
variables in O will reliably determine which of the graphs correctly describes the causal
structure that generated the data. It might be, however, that G and G' can be distinguished if
other variables besides thosein G or G' are measured and stand in appropriate causal relations
to the variablesin O. For example, the following ssimple graphs are both s.s.i. and f.i. (where
A and B are assumed to be measured and in O.)

Figure 3

But if we aso measure avariable C that isacause of A or has a common cause with A and no
connection with B save possibly through A, then the two structures can be distinguished.

D D

Figure 4
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The graphs in figure 4 are not f.i. or ssi. It is equally easy to give examples of w.s.i.
structures that can be embedded in graphs that are not w.si. Which causally sufficient
structures can be distinguished by measuring extra variables? To answer the question we
require some further definitions.

Let G1, Gy betwo directed acyclic graphs with common vertex set O. Let Hq, H» be directed
graphs having acommon set U of vertices that includes O and such that
(i) the subgraph of H1 over O is G; and the subgraph of Ho over O is Go;
(i1) every directed edgein H1 but not in G1 isin Hy and every directed edge in Ha but not
inGoisinHj.

We will say then that directed acyclic graphs G1 and G, with common vertex set O have a
parallel embedding in H1 and H> over O and U. In figures 3 and 4, G1 and G2 have a
paralel embedding in Hy and Hy over O = {A,B} and U = {A,B,C,D}. The question of
whether two s.s.i. structures can be distinguished by measuring further variables then becomes
the following: do the structures have parallel embeddings that are not s.s.i.? If no such
embedding exists we will say the structures G; and Gy are rigidly  statistically
indistinguishable (r.s.i.).

Theorem 4.6: No two distinct s.s.i. directed acyclic graphs with the same vertex set
arerigidly statistically indistinguishable.

In other words, provided additional variables with the right causal structure exist and can be
measured, the causal structure among a causally sufficient collection of measured variables can
in principle beidentified. The proof of Theorem 4.6 also demonstrates that a parallel result for
faithfully indistinguishable structures. We conjecture that an analog of Theorem 4.6 also holds
for weak statistical indistinguishability assuming positivity.

45 The Linear Case

Parameter values can force conditional independencies or zero partial correlations that are not
linearly implied by agraph. The graphsin figure 2 (reproduced in figure 5 with error variables
explicitly included) illustrate the possibility: treat the vertices of the graphs as each attached to an
"error" variable, and let the graphs plus error variables determine a set of linear equations. (We



Statistical Indistinguishability 95

assume that any pair of exogenous variables, including the error terms, have zero covariance.)
Theresult is, up to specification of the joint distribution of the exogenous variables, a structural
equation model. A linear coefficient is attached to each directed edge. The correlation matrix,
and hence all partial correlations, is determined by the linear coefficients and the variances of the
exogenous variables.

€g 8B

’ '
/\C /\
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(i) (i1)

€A

Figure5

If in the structure on the left ab = -c, then A, C will be uncorrelated as in the model on the right.
This sort of phenomenon--vanishing partial correlations produced by values of linear
coefficients rather than by graphical structure--is bound to mislead any attempt to infer causal
structure from correlations. When can it happen? We have aready answered that question in the
previous chapter, when we considered the conditions under which linear faithfulness might fail.
In the linear case, the parameter values--values of the linear coefficients and exogenous
variances of a structure with a directed acyclic graph G--form areal space, and the set of points
in this space that create vanishing partial correlations not linearly implied by G have Lebesgue
measure zero.

Theorem 3.2: Let M be alinear model with directed acyclic graph G and n linear
coefficientsay,..., a, and k positive variances of exogenous variablesvs ..., Vk. Let
M(<ug,...,Un, Un+1,...,Un+k>) be the distributions consistent with specifying values
<up,...,Un, Un+1,...,Un+k> fOr &,..., @, and vy,...vk. Let IT be the set of probability
measures P on the space A "k of values of the parameters of M such that for every
subset V of A "k having Lebesgue measure zero, P(V) = 0. Let Q be theset of vectors
of coefficient and variance values such that for al g in Q every probability distribution
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in with M(q) has avanishing partial correlation that is not linearly implied by G. Then
foral PinII, P(Q) = 0.

Measure theoretic arguments of this sort are interesting but may not be entirely convincing. One
could, after all, argue that in the general linear model absence of causal connection is marked by
linear coefficients with the value zero, and thus form a set of measure zero, so by parity of
reasoning everything is causally connected to everything else. In a recent book Nancy
Cartwright (1989) objectsthat sincein linear structures independence relations may be produced
by special values of the linear coefficients and variances as well as by the causal structure, it is
illegitimate to infer causal structure from such relations. In effect, she rgects any inference
procedure that is unable to distinguish the true causal structure from w.s.i. aternatives. Such a
position may be extreme, but it does serve to focus attention on two interesting questions: when
isit impossible for two structures to be w.s.i. but not f.i. or s.s.i., and are there special marks
or indicators that a distribution satisfies the Markov and Minimality conditions for two w.s.i.
but not s.si. or f.i. causal structures? The answers to these questions are essentially just
applications to the linear case of the theorems of the preceding sections.

We will assume, with Cartwright, that a time ordering of the variables is known. Pearl and
Verma (Pearl 1988) have proved that for a positive distribution P and a given ordering of
variables, there is only one directed acyclic graph for which P satisfies the Minimality and
Markov Conditions. It follows that for a positive distribution with a given correlation matrix
and a given ordering of a causally sufficient set of variables there is a unique directed acyclic
graph that linearly represents the distribution and is consistent with the ordering.

In some cases at |east, the positivity of a distribution can be tested for. (For example, in a bi-
variate normal distribution the density function is everywhere non-zero if the correlation is not
equal to one.) It follows for those cases that for a given ordering of variables either thereis a
unique directed acyclic graph for which P satisfies the Markov and Minimality Conditions, or it
is detectable that more than one such directed acyclic graph exists. However, even if for a given
ordering of variables there is a unique directed acyclic graph for which P satisfies the Markov
and Minimality Conditions, algorithms for finding that graph are not feasible for large numbers
of variables, because of the number and order of the conditional independence relations that
they require be tested.

Suppose that we wrongly assume that a distribution is faithful to the causal graph that generated
it. Then Corollary 4.1 applies, which means, informally, that if faithfulness is assumed but not
true, then conditional independence relations or vanishing partial correlations due to special
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parameter values can only produce erroneous causal inferences in which a true causal
connection is omitted, no other sorts of error may arise. We will consider when this
circumstance is revealed in the correlations.

Recall that atrek isan unordered pair of directed acyclic paths having a single common vertex
that is the source of both paths (one of the pathsin a pair may be the empty path defined in
Chapter 2). For standardized models, in which the mean of each variable is zero and non-error
variables have unit variance, the correlation of two variables is given by the sum over all treks
connecting X, Y of the product for each trek of the linear coefficients associated with the edges
inthat trek (we call this quantity thetrek sum). For example, in directed acyclic graph (i) in
figure 5, the trek sum between A and C isab + ¢. We will use standardized systems throughout
our examples in this section. The system of correlations determines all partial correlations of
every order through the following formula.

PXxY.Z - PXRZ PYRZ

PXYZE{R = T,
J1- pxrz? " J1- pyrZ2

Since the recursion relations give the same partial correlation between two variables on a set U
no matter in what sequence the partials on the members of U are taken, a vanishing partial
correlation corresponds to a system of equations in the coefficients of a standardized system.

Suppose now that special values of the linear parametersin anormal, standardized system G
produce vanishing partial correlations that are exactly those linearly implied only by some false
causal structure, say H. Then the parameter values must generate extra vanishing partial
correlations not linearly implied by G. Any partia correlation isafunction just of the trek sums
connecting pairs of variables, and the trek sums in this case involve just the linear parametersin
G. Hence each additional vanishing partial correlation not linearly implied by G determines a
system of (non-linear) equations in the parameters of G that must be satisfied in order to
produce the coincidental vanishing partial correlation. (For example, in directed acyclic graph (i)
of figure 5, the correlation between A and C is0 only if the single equation ab= -c is satisfied).
Now for some G and some H (a sub-graph of G), these systems of equations may have no
simultaneous solution. In that case there are no values for the parameters of G that will produce
partial correlations that are exactly those linearly implied by H. For other choices of G and a
subgraph H, it may be that the system of equations has a solution, but only solutions that allow
only afinite number of aternative valuesfor one or more parameters and that require some error
variance to vanish. Such a solution must "give itself away" by specia correlation constraints
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that are not themselves vanishing partial correlation relations. Consider the following choices of
G and H, wherein each pair G ison the left hand side and H is on the right hand side:
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In (i) and (iii), coefficients and variances can be chosen for the graph on the left hand side so
that it appears as though an edge does not occur, but only by making the coefficient labeled b
equal to either 1 or -1. Since the variables are standardized, this requires that the error term for
Y have zero variance and zero mean--i.e., it vanishes. Thusin order for the true graph to be the
one on the left hand side and the parameter val ues to produce vanishing partial correlations that
are exactly those linearly implied by the graph on the right hand side, variable Y must be alinear
function of variable X and only variable X. The same result obtains if the edges that are not
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eliminated in the first and last examples are replaced by directed paths of any length. Clearly in
these cases special parameter values that create vanishing partial correlations not linearlyimplied
by the true graph will be revealed by the correlations. In (ii) the edge between variables X and Z
cannot be made to appear to be eliminated by any choice of parameter values for the true graph.

We conjecture that even without a prior time order, unless three edges form atrianglein G, if
parameter values of G determine exactly the collection of vanishing partial correlationslinearly
implied by a graph H--whether or not H is asubgraph of G--then there are extra constraints on
the correlations not entailed by the vanishing partia correlations.

4.6 Redefining Variables

The indistinguishability results so far considered relate alternative graphs over the same set of
vertices. The vertices are interpreted as random variables whose values are subject to some
system of measurement. New random variables can always be defined from a given set, for
example by taking linear or Boolean combinations. For any specified apparatus of definitions,
and any axioms connecting graphs with distributions, questions about indistinguishability
classes arise paralléel to those we have considered for fixed sets of variables. A distribution P
over variable set V may correspond to agraph G, and a distribution P’ over variable set V' may
correspond to a different graph G' (with P' and V' obtained from P and V by defining new
variables, ignoring old ones, and marginalizing). The differences between G and G' may in
some cases be unimportant, and one may simply want to say that each graph correctly describes
causal relations among its respective set of variables. That is not so, however, when the original
variables are ordered by time, and redefinition of variables results in a distribution whose
corresponding graphs have later events causing earlier events. Consider the following pair of

graphs.

B B \
A \c (A-C) (A+C)
(i) (i)

Figure7
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In directed acyclic graph (i), A and C are effects of B; suppose that B occurs prior to A and C.
By the procedure of definition and marginalization, a distribution faithful to graph (i) can be
transformed into a distribution faithful to graph (ii). First, standardize A and C to form variables
A' and C' with unit variance. Then consider the variables (A" - C) and (A'+ C'). Their
covarianceis equal to the expected value of A'2 - C'2 which is zero. Simple algebra shows that
the partial correlation of (A" - C') and (A'+ C') given B does not vanish. The marginal of the
original distribution is therefore linearly faithful to (ii), and faithful to (ii) if the original
distribution is normal.

Note that the transformation just illustrated is unstable; if the variances of A" and C' are unequal
in the dightest, or if the transformation gives (xA' + zC") and (yA' + wC") for any values of x,
Yy, z, and w such that xy + wz + pac(zy + xw) * 0 then the marginal on the transformed
distribution will be faithful, not to (ii), but to all acyclic orientations of the complete graph on
the three variables, a hypothesis that is not inconsistent with the time order.

Viewed from another perspective, a transformation of variables that produces a " coincidental”
vanishing partial correlation isjust another violation of the Faithfulness Condition. Consider the
linear model in figure 8.

Figure 8

LetA' =rB+ep, C' =SB +ec, D=xA'+ zC' + ¢p, and E = yA'+ wC' + ¢g. If the variables
are standardized, ppe isequal to Xy + 2w + rysz + rxsw = xy + 2w + rs(yz + xw), which,
sincers = pa'c, is the formula of the previous paragraph. If ppg = O, the Faithfulness
Condition is violated. Hence the conditions under which we obtain alinear transformation of A
and C that produces a"coincidental” zero correlation are identical to the conditions under which
the treks between A and C exactly cancel each other in aviolation of the Faithfulness Condition.



Statistical Indistinguishability 101

We get the example of figure7whenD=A"+ C' (i.e. x=z=1),andE=A"- C' (i.e y = -w
= 1) where the variances and means of the error terms have been set to zero. Since the set of
parameter values that violate Faithfulness in this example has L ebesgue measure zero, so does
the set of linear transformations of A and C that produce a"coincidental” zero correlation.

4.7 Background Notes

The underdetermination of linear statistical modelsby values of measured variables has been
extensively discussed as the "identification problem,” especially in econometrics (Fisher, 1966)
where the discussion has focused on the estimation of free parameters. The device of
"instrumental variables," widely used for linear models, isin the spirit of Theorem 4.6 on rigid
distinguishability, although instrumental variables are used to identify parameters in cyclic
graphs or in systems with latent variables. The possibility of "rewriting” a pure linear
regression model so that the outcome variable is treated as a cause seems to have been familiar
for a long while, and we do not know the original source of the observation, which was
brought to our attention by Judea Pearl.

Accounts of statistical indistinguishability in something like one or another of the senses
investigated in this chapter have been proposed by Basmann (1965), Stetzl (1986) and Lee
(1987). Basmann argued, in our terms, that for every simultaneous equation model with a
cyclic graph (i.e., "non-recursive") there exists a statistically indistinguishable model with an
acyclic graph. The result is aweak indistinguishability theorem (see Chapter 12). Stetzl and Lee
focus exclusively on linear structural equation models with free parameters for linear
coefficients and variances, and they define equivalence in terms of maximum likelihood
estimates of the parameters and hence of the covariance matrix. No general graph theoretic
characterizations are provided, although interesting attempts were made in Lee'sthesis.

Thenotion of a pattern and Theorem 4.2 are due to Verma and Pearl (1990b). We state some
results about indistinguishability relations for causally insufficient graphs in Chapter 6. A well-
known result due to Suppes and Zanotti (1981) assertsthat every joint distribution P on a set X
of discrete variablesis the marginal of some joint distribution P* on X E {T} satisfying the
Markov Condition for agraph G in which T isthe common cause of al variablesin X and there
are no other directed edges. The result can be viewed as a weak indistinguishability theorem
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when causally insufficient structures are admitted. Except in specia cases, P* cannot be faithful
to G.



Chapter 5

Discovery Algorithms
for
Causally Sufficient Structures

5.1 Discovery Problems

A discovery problem is composed of a set of alternative structures, one of which is the source
of data, but any of which, for al the investigator knows before the inquiry, could be the
structure from which the data are obtained. There is something to be found out about the actual
structure, whichever it is. It may be that we want to settle a particular hypothesis that is true in
some of the possible structures and false in others, or it may be that we want to know the
complete theory of a certain sort of phenomenon. In this book, and in much of the social
sciences and epidemiology, the alternative structures in a discovery problem are typicaly
directed acyclic graphs paired with joint probability distributions on their vertices. We usually
want to know something about the structure of the graph that represents causal influences, and
we may also want to know about the distribution of values of variables in the graph for a given
population.

A discovery problem aso includes a characterization of akind of evidence; for example, data
may be available for some of the variables but not others, and the data may include the actual
probability or conditional independence relations or, morerealistically, simply the values of the
variables for random samples. Our theoretical discussions will usually consider discovery
problems in which the data include the true conditional independence relations among the
measured variables, but our examples and applications will always involve inferences from
statistical samples.

A method solves adiscovery problem in thelimit if as the sample size increases without bound
the method converges to the true answer to the question or to the true theory, whatever
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(consistent with prior knowledge) the truth might be. A procedurefor inferring causes does not
solve the problem posed if for some of the aternative possibilities it gives no answer or the
wrong answer, athough it may solve another, easier problem that arises when some of the
alternative structures are excluded. Which causal discovery problems are solvable in the limit,
and by what methods, are determinate, mathematical questions. The metaphysical wrangling
liesentirely in motivating the problems, not in solving them. The remainder of this book is an
introduction to the study of these formal questions and to the practical applications of particular
answers.

5.2 Search Strategies in Statistics

The statistical literature is replete with procedures that use data to guide a search for some
restricted parametrization of alternative distributions. When the representation of the statistical
hypothesis is used to guide policy or practice, to predict what will happen if some of the
variables are manipulated or to retrodict what would have happened if some of the variables had
in the past been manipulated, then the statistical hypotheses are usually also causal hypotheses.
In that case the first question is whether the search procedures are any good at finding causal
structure.

Many of the search strategies proposed in the statistical literature are best-only beam searches,
beginning either with an arbitrary model, or with acomplete (or amost complete) structure that
entails no constraints, or with a completely (or almost completely) constrained structure in
which all variables are independent. Statisticians sometimes refer to the latter procedure as
"forwards' search, and the former procedures as "backwards’ search. Depending on which
order is followed, the procedures iteratively apply a fit measure of some kind to determine
which fixed parameter in the parametrization will most improve fit when freed--or which free
parameter should be fixed. They then reestimate the modified structure to determine if a
stopping criterion is satisfied. A "forward" procedure of this kind was proposed by Arthur
Dempster (1972) for covariance structures, and a "backward" procedure was proposed by his
student, Nanny Wermuth (1976), for both log-linear and linear systems whose distributions are
"multiplicative’--in our terms, satisfy the Markov condition for some directed acyclic graph.
Forward search algorithms using goodness of fit statistics were proposed for mutinormal linear
systems by Byron (1972) and by Sorbom (1975) and versions of them have been automated in
the LISREL (Joreskog and Sorbom 1984) and EQS (Bentler 1985) estimation packages. The
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latter program also contains a backwards search procedure. Versions of the general strategy for
log-linear parametrizations are described by Bishop, Fienberg and Holland (1975), by Fienberg
(1977) by Aitkin (1979), by Christensen (1990) and many others. The same representations
and search strategies have been used in the systems science literature by Klir and Parviz (1976)
and others under the title of "reconstructability” analysis. Stepwise regression procedures in
logistic regression can be viewed as versions of the same strategies. The same strategies have
been applied to undirected and directed graph representations. They are illustrated for a variety
of examples by Whittaker (1990).

In each of these cases the general statistical search strategy is unsatisfactory if the goal is not
just to estimate the distribution but also to identify the causal structure or to predict the results of

mani pulations of some of the variables. When used to these ends, these searches are inefficient
and unreliable for at least three reasons. (i) they often search a hypothesis space that excludes
many causal hypotheses and includes many hypotheses of no causal significance; (ii) the
specifications of distributions typically force the use of numerical procedures that for statistical

or computational reasons unnecessarily limit search; (iii) restrictions requiring the search to
output a single hypothesis entail that the search fails to output alternative hypotheses that may be
indistinguishable given the evidence. We will consider each of these pointsin more detail.

5.2.1 The Wrong Hypothesis Space

In searching for the correct causal hypothesis the space of alternatives should, insofar as
possible, include all causal hypotheses that have not been ruled out by background knowledge
and no hypotheses that do not have a causal interpretation. The log-linear formalism, introduced
by Birchin 1963, provides an important example of a search space poorly adapted to the goal of
finding correct causal hypotheses. For discrete data a more appropriate search space turns out to
be a sub-class of conjunctions of log-linear hypotheses.

Thelog-linear formalism provides agenera framework for the analysis of contingency tables of
any dimension. In the discrete case we are concerned with variables that take a finite number of
values, whether ordered or not. For a system with four variables, for example, we will let i
range over the values of the first variable, j the second, k the third and | the fourth. In a
particular sample or population, Xjjk will then denote the number of units that have value i for
the first variable, value j for the second variable, k for the third and | for the fourth. We will
refer to a particular vector of values for the four (or other number of) variablesasa"cell." Inthe
formalism the joint distribution over the cells is given by an equation for the logarithm of the
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expected value of each cell, expressed as the sum of a number of parameters. For example, in
Birch's notation in which mijjk denotes the expected number in cdll i, j, K,

In(mijk) = U+ ugj + Upj + Usk + U12jj + U13ik + U23jk + U123ijk

Thevarious uU's are arbitrary parameters with an associated set of indices; only seven of theu
terms can be independent for a system of three binary variables. The power of Birch's
parametrization liesin at least two features. First, associations in multi-dimensionalcontingency
tables that had long been studied in statistics can be represented as hypotheses that certain of the
parameters are zero. For example Bartlett's representation of the hypothesis of no "three factor
interaction” among three binary variables is given by the following relation among the cell
probabilities:

P111P122P212P221 = P222P211P121P112

Birch shows that a generalization of this condition to variables of any finite number of
categories obtains if and only if various of the u terms are zero. Second, for each hypothesis
obtained by setting some of the u terms to zero, there exist iterative methods for obtaining
maximum likelihood estimates for a variety of sampling procedures.

Birch's results were extended by several researchers. A hypothesis in the log-linear
parametrization has come to be treated as a specification that particular u terms vanish. There are
direct maximum likelihood estimates of the expected cell counts for certain forms of such
specifications, and for other specifications iterative algorithms have been developed that
converge to the maximum likelihood estimates. Various forma motivations have been
developed for focusing on particular classes of log-linear parametrizations. Using his
information-based distance measure, for example, Kullback (1959) derived a class of log-linear
relations that could be obtained in the same way from a dlightly different perspective, the
maximum entropy principle. Fienberg (1977) and others have urged restricting attention to
"hierarchical models'--log linear parametrizationsin which if au term with a set of indices is
put to zero so are all other u terms whose indices contain the first set. The motivation for the
restriction is that these parametrizations bear aformal analogy to analysis of variance, so that the
u1 term, for example, may be thought of as the variation from the grand mean due to the action
of thefirst variable.

To seethe difficulties in representing causal structure in the log-linear formalism, consider the
most fundamental causal relation of the preceding chapters, namely any collider A -> B <- Cin
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which A and C are not adjacent. Such a structure corresponds (assuming faithfulness) to two
facts about conditional independence: first, A and C areindependent conditional on some set of
variables that does not contain B; second, A and C are dependent conditional on every set that
does contain B but not A or C. In the very ssimplest case of this kind, in which A, B and C are
the only variables, A and B are independent, but dependent conditional on C. The hypothesis
that these relations obtain cannot be expressed in the log-linear formalism by vanishing u terms.
Birch himself observed that in a three variable system the hypothesis that in the marginal
distribution two of the variables are independent cannot be expressed by the vanishing of any
subset of parametersin the general log-linear expansion for the three variables. There are of
course log-linear hypotheses that are consistent with marginal independence hypotheses, but do
not entail them.

Another inappropriate search space is provided by the LISREL program. The LISREL
formalism--at least as intended by its authors, Joreskog and Sorbom--allows search for
structures corresponding to causal relations among measured variables when there are no
unmeasured common causes, but when the search includes structures with unmeasured
common causes, causal relations among measured variables are forbidden. Users have found
ways around these restrictions (Glymour, et al., 1987; Bollen, 1989), rather to the
dissatisfaction of the authors of the program (Joreskog and Sorbom, 1990). LISREL owes
these peculiaritiesto its ancestry in factor analysis, which provides still another example of an
artificially contracted search space. Thurstone (1935) carefully and repeatedly emphasized that
his"factors" were not to be taken asreal causes but only as a mathematical simplifications of the
measured correlations. Of course factors were immediately treated as hypothetical causes. But
so applied, Thurstone's methods exclude apriori any causa relations among measured
variables themselves, they exclude the possibility that measured variables are causes of
unmeasured variables, and they cannot determine causal structure--only correlations--amongthe
latent variables.

5.2.2 Computational and Statistical Limitations

Some searches examine only a small portion of the possible space of hypotheses because they
require computationally intensive iterative algorithms in order to test each hypothesis. For
example, the automatic model respecification procedure in LISREL re-estimates the entire model
every time it examines a new hypothesis. One consequence is that the slowness of the search
prohibits the procedure from examining large portions of the hypothesis space where the truth
may be hiding.
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Another common problem is that many searches require the determination of conditional
independence relations that cannot be reliably tested. Many log-linear search procedures
implicitly requirethe estimation of probabilities conditional on a set of variables whose size
equals the total number of variables minus two, no matter what the true structure turns out to
be. Estimates of higher order conditiona probabilities and tests of higher order conditional
independencies tend to be unreliable (especially with variables taking several discrete values)
because at reasonable sample sizes most cells corresponding to an array of values of the
variables will be empty or nearly empty. This disadvantage is not inherent in the log-linear
formalism. A recent algorithm proposed by Fung and Crawford (1990) for searching the set of
graphical models (the subset of the hierarchical log-linear models that can be represented by
undirected independence graphs) reduces the need for testing high order conditional
independencies. A version of the same problem arises for linear regression with a large number
of regressors and small sample size, since in tests of the hypothesis that a regression coefficient
vanishes, the sample size is effectively reduced by the number of other regressors, or the
degrees of freedom are altered, so that the test may have little power against reasonable
alternatives.

A related but equally fundamental difficulty isthat searches for models of discrete data that use
some measure of fit requiring model estimation at each (or any) stage are subject to an
exponential increase in the number of cells that must be estimated as the number of variables
increases. If, to take the ssimplest case, the variables are binary, then the number of cells for
which an expected value must be computed is 2". When n = 50, say, the number of cells is
astronomical.

One might think that these difficulties will beset any possible reliable search procedure. As we
will see in this chapter and the next, that is not the case.

5.2.3 Generating a Single Hypothesis

If akind of evidence is incapable of reliably distinguishing when one rather than another of
several alternative hypothesesis correct, then an adequate search procedure should reflect this
fact by outputting all of them. Producing only a single hypothesis in such circumstances
misleads the user, and denies her information that may be vital in making decisions.
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An example of this sort of flaw isillustrated by the LISREL and EQS programs. Beginning
with a structure constructed from background knowledge, each of these programs searches for
causal models among linear structures using a best-only beam search. At each stage they free
the fixed parameter that is judged will most increase the fit of the model to the data. Since
freeing a number of different fixed parameters may result in the very same improvement in fit,
the programs employ an arbitrary tie-breaking procedure. The output of the search is a single
linear model and any aternative statistically indistinguishable models are ignored.

In alater chapter we will describe a large simulation study of the reliabilities of the statistical
search procedures implemented in the LISREL and EQS programs for linear models. Because
of the computational problems and arbitrary choices from among indistinguishable models at
various stages of search, we find that the procedures are of little value in discovering
dependencies in the structures from which the data are generated, even when the programs are
given most of the structure correctly to start with, including even correct linear coefficients and
variances. The study involves systems with unmeasured variables, but we expect that similar
results would be obtained in studies with causally sufficient systems.

5.2.4 Other Approaches

There are several exceptions to the generalization that statistical search strategies have been
confined to generate-and-test-best-only procedures. Edwards and Havranek (1987) describe a
form of procedure that tests models in sequence, under the assumption that if a model passes
the test so will any more general model and if a model fails the test so will any more restricted
model. Their proposal isto keep track of abounding set of rejected hypotheses and a bounding
set of accepted hypotheses until al possible hypotheses (in some parametrization) are classified.
Apparently unknown to Edwards and Havranek, the same idea was earlier developed at length
inthe artificial intelligence literature under the name of "version spaces’ (Mitchell, 1977). For
the applications they have in mind, no analysis of complexity or reliability is available.

5.2.5 Bayesian M ethods

The best known discussion of search problems in statistics from a Bayesian perspective is
Leamer's (1978). Leamer's book contains a number of interesting points, including a
consideration of what a Bayesian should do upon meeting a novel hypothesis, but it does not
contain a method for reliable search. Considering the use of regression methods in causal
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inference, for example, Leamer subsequntly recommended analyzing separately the sets of
relevant regressors endorsed by any opinion, and giving separate Bayesian updates of
distributions of parameters for each of these sets of regressors. The problem of deciding which
variables actually influence an outcome of interest is effectively ignored.

A much more promising Bayesian approach to search has been developed by Cooper and
Herskovits (1991, 1992). At present, their procedure is restricted to discrete variables and
requiresatotal ordering such that no later variable can cause an earlier variable. Each directed
graph compatible with the order is assigned a prior probability. The joint distribution of the
variables assigns each vertex in the graph a distribution conditional on its parents, and these
conditional probabilities parametrize the distributions for each graph. Using Dirchelet priors, a
density function is imposed on the parameters for each graph. The data are used to update the
density function by Bayes rule. The probability of a graph is then just the integral of the
density function over the distributions compatible with the graph. The probability of an edge is
the sum of the probabilities of all graphs that contain it. Cooper and Herskovits use a greedy
algorithm to construct the output graph in stages. For each vertex X in the graph, the algorithm
considers the effect of adding to the parent set of X each individual predecessor of X that is not
already a parent of X; it chooses the vertex whose addition to the parent set of X most increases
the posterior probability of the local structure consisting of X and its parents. Parents are added
to X in thisfashion until there is no single vertex that can be added to the parent set of X that
will increase the posterior probability of the local structure. The program runs very well even on
quite large sets of variables provided the true graph is sparse, and on discrete data with a prior
ordering appears to determine adjacencies with remarkable accuracy. Its accuracy on dense
graphsis not known at thistime.

The Bayesian approach developed by Cooper and Herskovits has the advantages that
appropriate prior degrees of belief can be used in search, that models are output with ratios of
posterior distributions consistent with the specified prior distribution and the data, and that
under appropriate assumptions! the method converges to the correct graph. Because the method
can calculate the ratio of the posterior probabilities of any pair of graphs, it is possible to make
inferences over multiple graphs weighted by the probability of the graph (although generally
some heuristic to consider only the most probable graphs must be used because of the sheer

1 In particular, when the method is idealized to give up the greedy algorithm. Because of the greedy agorithm,
we would expect the specific search procedure to be asymptotically unreliable when there are two or more treks
between a pair of non-adjacent variables, say X and Y, that result in a close statistical association between those
variables. This is the circumstance in the case of the one edge the procedure erroneously introduces in the
ALARM network. In practice, such structures may be sufficiently uncommon for the error to be tolerable., and
Cooper and his colleagues are investigating techniques to ameliorate the problem.
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