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It is with data affected by numerous causes that Statistics is
mainly concerned. Experiment seeks to disentangle a complex of
causes by removing all but one of them, or rather by
concentrating on the study of one and reducing the others, as far
as circumstances permit, to comparatively small residium.
Statistics, denied this resource, must accept for analysis data
subject to the influence of a host of causes, and must try to
discover from the data themselves which causes are the
important ones and how much of the observed effect is due to the
operation of each.

--G. U. Yule and M. G. Kendall 1950

The Theory of Estimation discusses the principles upon which
observational data may be used to estimate, or to throw light
upon the values of theoretical quantities, not known numerically,
which enter into our specification of the causal system
operating.

-- Sir Ronald Fisher, 1956

George Box has [almost] said "The only way to find out what will
happen when a complex system is disturbed is to disturb the
system, not merely to observe it passively."” These words of
caution about "natural experiments" are uncomfortably strong.
Yet in today's world we see no alternative to accepting them as,
if anything, too weak.

--G. Mosteller and J. Tukey, 1977

Causal inference is one of the most important, most subtle, and
most neglected of all the problems of Statistics.

-- P. Dawid, 1979
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Preface

This book is intended for anyone, regardless of discipline, who is interested in the use of
statistical methods to help obtain scientific explanations or to predict the outcomes of actions,
experiments or policies.

Much of G. Udny Yule's work illustrates a vision of statistics whose godl is to investigate
when and how causal influences may be reliably inferred, and their comparative strengths
estimated, from statistical samples. Yule's enterprise has been largely replaced by Ronald
Fisher's conception, in which there is a fundamental cleavage between experimental and non-
experimental inquiry, and statistics is largely unable to aid in causal inference without
randomized experimental trials. Every now and then members of the statistical community
express misgivings about this turn of events, and, in our view, rightly so. Our work represents
a return to something like Y ule's conception of the enterprise of theoretical statistics and its
potential practical benefits.

If intellectual history in the 20th century had gone otherwise, there might have been a
discipline to which our work belongs. As it happens, there is not. We develop materia that
belongs to statistics, to computer science, and to philosophy; the combination may not be
entirely satisfactory for specialists in any of these subjects. We hope it is nonetheless
satisfactory for its purpose. We are not statisticians by training or by association, and perhaps
for that reason we tend to look at issues differently, and, from the perspective common in the
discipline, no doubt oddly. We are struck by the fact that in the social and behavioral sciences,
epidemiology, economics, market research, engineering, and even applied physics, statistical
methods are routinely used to justify causal inferences from data not obtained from
randomized experiments, and sample statistics are used to predict the effects of policies,
manipulations or experiments. Without these uses the profession of statistics would be a far
smaller business. It may not strike many professional statisticians as particularly odd that the
discipline thriving from such uses assures its audience that they are unwarranted, but it strikes
us as very odd indeed. From our perspective outside the discipline, the most urgent questions
about the application of statistics to such ends concern the conditions under which causal
inferences and predictions of the effects of manipulations can and cannot reliably be made,
and the most urgent need is a principled, rigorous theory with which to address these
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problems. To judge from the testimony of their books, a good many statisticians think any
such theory isimpossible. We think the common arguments against the possibility of inferring
causes from statistics outside of experimental trials are unsound, and radical separations of the
principles of experimental and observational study designs are unwise. Experimental and
observational design may not always permit the same inferences, but they are subject to
uniform principles.

The theory we develop follows necessarily from assumptions laid down in the statistical
community over the last fifteen years. The underlying structure of the theory is essentially
axiomatic. We will give two independent axioms on the relation between causal structures
and probability distributions and deduce from them features of causal relationships and
predictions that can and that cannot be reliably inferred from statistical constraints under a
variety of background assumptions. Versions of al of the axioms can be found in papers by
Lauritzen, Wermuth, Speed, Pearl, Rubin, Pratt, Schlaifer, and others. In most cases we will
develop the theory in terms of probability distributions that can be thought of loosely as
propensities that determine long run frequencies, but many of the probability distributions can
aternatively be understood as (normative) subjective degrees of belief, and we will
occasionally note Bayesian applications. From the axioms there follow a variety of theorems
concerning estimation, sampling, latent variable existence and structure, regression,
indistinguishability relations, experimental design, prediction, Simpson's paradox, and other
topics. Foremost among the "other topics' are the discovery that statistical methods
commonly used for causa inference are radically suboptimal, and that there exist
asymptotically reliable, computationally efficient search procedures that conjecture causal
relationships from the outcomes of statistical decisions made on the basis of sample data.
(The procedures we will describe require statistical decisions about the independence of
random variables;, when we say such a procedure is "asymptotically reliable’ we mean it
provides correct information if the outcome of each of the requisite statistical decisionsis true
in the population under study.)

This much of the book is mathematics. where the axioms are accepted, so must the theorems
be, including the existence of search procedures. The procedures we describe are applicable
to both linear and discrete data and can be feasibly applied to a hundred or more variables so
long as the causal relations between the variables are sufficiently sparse and the sample
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sufficiently large. These procedures have been implemented in a computer program,
TETRAD I, which at the time of writing is publicly available.1

The theorems concerning the existence and properties of reliable discovery procedures of
themselves tell us nothing about the reliabilities of the search procedures in the short run. The
methods we describe require an unpredictable sequence of statistical decisions, which we
have implemented as hypothesis tests. As is usual in such cases, in small samples the
conventional p values of the individual tests may not provide good estimates of type 1 error
probabilities for the search methods. We provide the results of extensive tests of various
procedures on simulated data using Monte Carlo methods, and these tests give considerable
evidence about reliability under the conditions of the ssimulations. The simulations illustrate
an easy method for estimating the probabilities of error for any of the search methods we
describe. The book also contains studies of one large pseudo-empirical data set--a body of
simulated data created by medical researchers to model emergency medicine diagnostic
indicators and their causes--and a great many empirical data sets, most of which have been
discussed by other authors in the context of specification searches.

A further aim of thiswork isto show that a proper understanding of the relationship between
causality and probability can help to clarify diverse topics in the statistical literature,
including the comparative power of experimentation versus observation, Simpson's paradox,
errors in regression models, retrospective versus prospective sampling, the perils of variable
selection, and other topics. There are a number of relevant topics we do not consider. They
include problems of estimation with discrete latent variables, optimizing statistical decisions,
many details of sampling designs, time series, and a full theory of "non-recursive" causal
structures--i.e., finite graphical representations of systems with feedback.

Causation, Prediction and Search is not intended to be a textbook, and it is not fitted out with
the associated paraphernalia. There are open problems but no exercises. In a textbook
everything ought to be presented as if it were complete and tidy, even if it isn't. We make no
such pretenses in this book, and the chapters are rich in unsolved problems and open
guestions. Textbooks don't usually pause much to argue points of view; we pause quite alot.

The various theorems in this book often have a graph theoretic character; many of them are
long, difficult case arguments of a kind quite unfamiliar in statistics. In order not to interrupt
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the flow of the discussion we have placed all proofs but one in a chapter at the end of the
book. In the few cases where detailed proofs are available in the published literature, we have
simply referred the reader to them. Where proofs of important results have not been published
or are not readily available we have given the demonstrations in some detail.

The structure of the book is as follows. Chapter 1 concerns the motivation for the book in the
context of current statistical practice and advertises some of the results. Chapter 2 introduces
the mathematical ideas necessary to the investigation, and Chapter 3 gives the formal
framework a causal interpretation, lays down the axioms, notes circumstances in which they
are likely to fail, and provides a few fundamental theorems. The next two chapters work out
the consequences of two of the axioms for some fundamental issues in contexts in which it is
known, or assumed, that there are no unmeasured common causes affecting measured
variables. In Chapter 4 we give graphical characterizations of necessary and sufficient
conditions for causal hypotheses to be statistically indistinguishable from one another in each
of several senses. In Chapter 5 we criticize features of model specification procedures
commonly recommended in dstatistics, and we describe feasible algorithms that from
properties of population distributions extract correct information about causal structure,
assuming the axioms apply and that no unmeasured common causes are at work. The
algorithms are illustrated for a variety of empirical and simulated samples. Chapter 6 extends
the analysis of Chapter 5 to contexts in which it cannot be assumed that no unmeasured
common causes act on measured variables. From both a theoretical and practical perspective,
this chapter and the next form the center of the book, but they are especially difficult. Chapter
7 addresses the fundamental issue of predicting the effects of manipulations, policies, or
experiments. As an easy corollary, the chapter unifies directed graphical models with Donald
Rubin's "counterfactual” framework for analyzing prediction. Chapter 8 applies the results of
the preceding chapters to the subject of regression. We argue that even when standard
statistical assumptions are satisfied multiple regression is a defective and unreliable way to
assess causal influence even in the large sample limit, and various automated regression
model specification searches only make matters worse. We show that the algorithms of
Chapter 6 are more reliable in principle, and we compare the performances of these
algorithms against various multiple regression procedures on a variety of simulated and
empirical data sets. Chapter 9 considers the design of empirical studies in the light of the
results of earlier chapters, including issues of retrospective and prospective sampling, the
comparative power of experimental and observational designs, selection of variables, and the
design of ethical clinical trials. The chapter concludes with alook back at some aspects of the
dispute over smoking and lung cancer. Chapters 10 and 11 further consider the linear case,
and analyze algorithms for discovering or elaborating causal relations among measured and
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unmeasured variables in linear systems. Chapter 12 is a brief consideration of a variety of
open questions. Proofs are given in Chapter 13.

We have tried to make this work self-contained, but it is admittedly and unavoidably difficult.
The reader will be aided by a previous reading of Pearl (1988), Whittaker (1990) or
Neopolitan (1990) .



Notational Conventions

Text

In the text, each technical term iswritten in boldface where it is defined.

Variables: capitalized, and initalics, e.g, X
Vaues of variables: lower case, and initalics, e.g. X =X
Sets: capitalized, and in boldface, e.g, V
Values of sets of variables: lower case, and in boldface, e.g. V =v
Members of X that are not members of Y: X\Y

Error variables: g0, e

Independence of X and Y: X1y

Independence of X and Y conditional on Z: X1 Y|z

XEY: XY

Covariance of Xand Y- COV(X)Y) or gxy

Correlation of Xand Y : PXY

Sample correlation of Xand Y : rxy

Partial Correlation of Xand Y,

controlling for all members of set Z: PXY.Z

In al of the graphs that we consider, the vertices are random variables. Hence we use the
terms "variablesin agraph” and "verticesin agraph™” interchangeably.

Figures

Figure numbers occur centered just below a figure, starting at 1 within each chapter. Where
necessary, we distinguish between measured and unmeasured variables by boxing measured

variables and circling unmeasured variables (except for error terms). Variables beginning with
e, g, or § are understood to be "error,” or "disturbance" variables. For example, in the figure
below, X and Y are measured, T isnot, and ¢ is an error term.
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We will neither box nor circle variables in graphs in which no distinction need be made
between measured and unmeasured variables, e.g., figure 2.

X{‘ X3
XZ/ \Ax4
Figure2

For simplicity, we state and prove our results for probability distributions over discrete
random variables. However, under suitable integrability conditions, the results can be easily
generalized to continuous distributions that have density functions by replacing the discrete
variables by continuous variables, probability distributions by density functions, and
summations by integrals.

If a description of a set of variables is a function of a graph G and variables in G, then we
make G an optional argument to the function. For example, Parents(G,X) denotes the set of
variables that are parents of X in graph G; if the context makes clear which graph is being
referred to we will ssmply write Par ents(X).

If adistribution is defined over a set of random variables O then we refer to the distribution as
P(O). An equation between distributions over random variables is understood to be true for
al values of the random variables for which al of the distributions in the equation are
defined. For exampleif X and Y each take thevaluesOor 1and P(X=0)* Oand P(X=1)1 O
then P(Y]X) = P(Y) means P(Y = 0|X=0) = P(Y=0), P(Y=0|X=1) = P(Y=0), P(Y=1]X=0)
=P(Y=1),andP(Y=1X=1) =P(Y=1).
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)

We sometimes use a special summation symbol, é , which has the following properties:

(1) when sets of random variables are written beneath the special summation symbol, it is
understood that the summation is to be taken over sets of values of the random variables,
not the random variables themselves,

(i) if a conditional probability distribution appears in the scope of such a summation
symbol, the summation is to be taken only over values of the random variables for which
the conditional probability distributions are defined,

(i) if there are no values of the random variables under the special summation symbol for
which the conditional probability distributions in the scope of the symbol are defined,
then the summation is equal to zero.

For example, suppose that X, Y, and Z can each take on the values O or 1. Then if
P(Y=0,Z=0)* 0

P(X|Y =0,Z2=0)=P(X=0[Y=0,Z =0) + P(X =1]Y = 0,Z =0)

x Do®

However, if P(Y=0,Z=0) = 0, then P(X=0|Y=0,Z=0) and P(X=1|Y=0,Z=0) are not defined, so

P(XY=0,Z=0)=0

x Qo®

We will adopt the following conventions for empty sets of variables. If Y = / then
(i) P(X|Y) means P(X).
(i) pxz.y means pxz.
(iii) A 1L BJY meansA Ll B.
(iv) A 1L Y isawaystrue.



Chapter 1

| ntroduction and Advertisement

1.1 Thelssue

Statistics textbooks provide interesting examples of causal questions: Did halothane do more to
cause surgical deaths than ether? Was the lower admission rate of women to graduate programs
at the University of California caused by discrimination against women? Does smoking cause
cancer? | ssues about determining causes surround many of the introductory and even advanced
topics in statistical pedagogy: experimental design, randomization, collinearity in multiple
regression, observational versus experimental studies, and so forth. But except for the standard
warnings that correlation is not causation, the textbooks include little if any systematic
discussion of the connection between causation and probability. The mathematics of probability
and statistical inference is explicit, but the connection between probability relations and causal
dependencies is amost completely tacit. The same applies to prediction, at least outside of
econometrics. The textbooks consider cases where policy interventions are at issue, but they tell
us nothing systematic about the connections between statistical analysis of observations or
experiments and predictions of the effects of policies, actions or manipulations.

Even more curious to an outsider, many statistics textbooks claim that the methods they
describe cannot be reliably used to infer causal dependencies from random uncontrolled
samples, or to predict the effects of manipulations, and they say or suggest that all possible
statistical methods are equally impotent for these purposes. If widely believed, these bold
clamswould remove much of the market for the books that advance them, and at least some of
the interest in statistics as a subject. Linear regression, for example, is taught as a means of
fitting a line to sample data and also as a means of predicting new values of a variable. Yet
many of the rea applications of regression are to predict values of a variable when the
regressors are manipulated, that is, when action or policy forces some novel distribution on the
regressors. Every author of a regression textbook must know that were it not for such uses
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much of the audience for the book would be lost. Modestly, the texts announce that regression
cannot be used to infer causes from non-experimental samples, or to make predictions about
manipulated systems; immodestly, often the same books announce that no possible statistical
methods can be used to reliably infer causes or to make predictions about manipulated systems.

The arguments advanced against the possibility of reliable inference from statistical samplesto
causal structure are remarkably uniform from book to book. Mosteller and Tukey (1977), for
example, provide an abundance of cases in which regression yields erroneous causal
inferences. Rawlings (1988) makes the chief example of his textbook on applied regression a
problem of causal inference pursued through several chapters, only to conclude that regression
is unavailing for the purpose. But without some demonstration that regression is optimally
reliable for such inference problems, these considerations only argue that rather than teaching
regression we should look for better methods. An even more common textbook argument
attempts to demonstrate that what regression cannot do for causal inference, nothing can. The
argument asserts the underdetermination of causal structure by statistical dependencies. Readers
are told (Younger, 1978; Rawlings, 1988) that a "relationship”--that is, some statistical
dependency--between sample values of variables X and Y may be observed

(i) when X causesY,

(ii) when'Y causes X,

(i) when each causes the other,

(iv) when some third variable causes both,

(v) when the sample is not representative, or

(vi) when the values of X and Y form time series.

Some such list is inevitably followed by the warning that "experimentation, and not the
existence of the statistical relationship, is necessary to establish a cause" (Younger, p. 176).
Consider the logical force of this argument:

It is true enough that we cannot distinguish among (i), (ii) (iii) and (iv) when we measure only
two variables, X and Y, but what is the proof that we cannot distinguish among these
aternative causa relationsif additional variables are measured? We know that in other contexts
identifiability and estimation properties of parametersrelating apair of variables can be changed
if further variables are measured; the method of instrumental variables in econometrics (Bowden
and Turkington, 1984) is a famous illustration. May the same not be the case with identifying
causal structure? Where have the scores of textbooks so confident of the negative answer
hidden their proofs? Or consider (V). The appeal to unrepresentative samples is as red a herring
as can be. Virtually every statistical estimation procedure will be unreliable if the sampling
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procedures are inappropriate, and bad luck in the draw can lead any estimation procedure
astray. There is something disingenuous in applying to causal inference ademand for reliability
that would be dismissed out of hand as a requirement on statistical estimation. Only (vi) makes
asound point. Yule (1926) noted that time series samples of variables that tend to increase or
decrease will be correlated. One might conclude that such correlations are due to remote
unmeasured common causes, but for unspecified reasons Y ule rejected that hypothesis. Non-
stationary time series are special in several ways; they represent, for instance, a mixture of
distributions. One might reasonably wonder what conditions exclude such cases, and whether
thereare specifiable general conditions on distributions, or distributions and causal structures,
that, when they obtain, make causal inference possible in principle; one might reasonably
wonder whether regression or other standard methods are optimal for such inferences. Such
guestions are never raised in the textbooks. For comparison, what would one think of a
textbook on estimation that, knowing of circumstances in which an estimator is biased or
inconsistent, refuses to discuss circumstances in which it is neither, or that, noting that some
latent variable models are not identifiable, concludes that none are?

Pedagogy reflects accepted statistical theory, and with some important exceptions, statistical
theory tiptoes around issues of causal inference. Even so, many research issues in statistics are
fundamentally motivated by problems about reliable causal inference, although the motivation is
sometimes hidden by the details.

The gtatistical literature on collapsibility provides one illustration. Some years ago the National
Halothane Study (Bunker, Forrest, Mosteller and Vandam, 1969) found itself with more
relevant variablesthan could be analyzed by methods then available. At stake were a set of
causal questions about the effects and side-effects of aternative anesthetics. The problem
suggested an important theoretical question: when can the same conclusions about the existence
and strength of an influence of one variable, A, on another, B, be obtained by analyzing a
reduced set of variables, K (containing A and B), rather than a larger set of variables that
properly includes K ? A little more exactly the question is this: when and how can the analysis
of aset K of variables, including A and B, reliably determine whether variable A causes B,
even though there may be common causes of A and B that arenot in K ; and when and how, in
such circumstances, can we reliably predict the effect on B of manipulating A? The question
isn't peculiar to the halothane study; the issue arisesin nearly every non-experimental study that
tries to establish or assess a causal relationship. The question haunts non-experimental
epidemiology. A pessimistic answer was part of Fisher's (1959) criticism of epidemiological
arguments that smoking causes lung cancer.
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Motivated in part by the problems of the halothane study, the influential book of Bishop,
Fienberg and Holland (1975) replaced the question of identifying and estimating causal
influence in the presence of latent variables with another question altogether: when are the log-
linear parametersfor a model obtained by marginalizing out some variables the same as the
corresponding parameters of the larger, unmarginalized model? Other authors have produced
variants of this collapsibility question, sometimes outside the log-linear formalism (Asmussen
and Edwards, 1983; Whittaker, 1990). The various conceptions of collapsibility have led to
some nice mathematical work, but their bearing on the original issue is not clear; there is no
reason to think that when a log-linear statistical model for a causally related set of variables
collapses over a subset of the variables, the collapsed log-linear parameters correctly
characterize anything about the causal relations among the variables in the marginal set.

"Mode selection” or "specification search” is an area of research in which questions of causal
inference have been badly obscured. Statistical "models,” whether log-linear models, structural
equation models, regression models, or whatever, often have two distinct roles. One role is to
restrict the class of possible probability distributions among a set of variables and toparametrize
thefamily of distributions that satisfy the restriction. Thus alog-linear model, for example, is
given by specifying that particular parameters vanish in alinear expansion of the logarithm of
the probability of any cell. The importance of hypothesis selection in this respect is that the
restrictions and the parametrization should aid one in understanding and efficiently estimating
the distribution. The other role such models may have is to inform prediction; in econometrics,
epidemiology, market research and elsewhere, the predictions are often about the effects of
actions or eventsthat, if they were to occur, would alter the probability distribution. These are
causal claims; they do not follow from any estimate of an actual probability distribution, and
they depend on afurther interpretation of the representations through which the restrictions of a
statistical model are expressed. Statistical hypotheses used with a causal interpretation would
seem either to be correct or to be incorrect, and the difference is important: smoking does cause
lung cancer; ether, not halothane, was the riskier anesthetic.

We naive outsiders might therefore expect that research on the selection of linear or logistic
regressors, the selection of log-linear parameters, the modification of structural equation
parameters, and so forth, would pursue model selection as a kind of estimation problem for
causal structure, analogous to the estimation of features of probability distributions. One might
expect theoretical work to investigate conditions under which procedures can be found that give
correct information about structure in the large sample limit, to characterize their error

1we are indebted to Steve Fienberg for this account of the genesis of collapsibility questions.
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probabilities in various cases, and to describe other computational and statistical properties of
such procedures. But there is little if any work of this sort in the statistical literature. Instead,
model selection and specification search have been treated quite differently from estimation.
While texts and papers sometimes note conditions under which particular search procedures--
stepwise regression, for example--may fail, search methods come without any kind of relevant
assurances about their asymptotic reliability. There are not even very many large simulation
studies of the reliabilities of common methods for specifying models.

Any number of other topicsin statistics that concern the relation between statistical dependency,
on the one side, and causal dependency on the other, have been addressed without the guidance
of any theory of that relation. They include the rare discussions of statistically indistinguishable
structural equation models (Basmann, 1965; Stetzl, 1986; Joreskog, 1990), discussions of
Simpson's "paradox,” and many issues of experimental design, including retrospective versus
prospective sampling, and randomization in experiments.

Why is so much of statistical application and so little of statistical theory concerned with causal
inference? One reason sometimes given for avoiding any attempt at a mathematical anaysis
joining causality and probability isthat the idea of causality involvesalot of metaphysical murk
which amathematical science doeswell to avoid. Some peopletry to give accounts of causation
entirely in terms of probability relations, while others try to characterize causation in terms of
counterfactual conditions. Who isto say which isright, or if the counterfactualcharacterizations
are even partly right, what exactly is meant? (We, certainly, have no definition of causation to
promote.) But surely, the thought continues, there cannot be any rigorous theory about what is
undefined.

This explanation of the neglect of causation in statistical theory is unsatisfactory on two counts.
First, the absence of a "definition” of causation doesn't keep statisticians from talking
comfortably about causal inference in experimental contexts, and surely the very fact that one
variable causes another cannot always depend essentially on whether we discover the fact by
experimentation. Second, while the notion of causality isvaguein many respects, and wrapped
in metaphysical disputes, so is the idea of probability. Every interpretation of probability
appeals to obscure counterfactual assumptions or to mysterious properties. The classical
definition appealed to "equipossible” cases. Limiting frequency interpretations must associate
real finite empirical sequences with imaginary infinite sequences. Subjective Bayesian
interpretations rest on a particularly obscure psychological notion, belief, and require
assignments of degrees of belief that, in complex cases, no cognitively limited human being can
instantiate (see, for example, Fine, 1973). Few Bayesian models in the literature are
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specifications of the actual beliefs of any person, afact sometimes sidestepped by claims that
probabilities are degrees of belief of ideallyrational agents, yet another class of non-existents.
The obscurity of the fundamental notion of probability has not prevented the idea from bearing
enormous fruit, and one important step in that process was to give a clear mathematical form to
the theory. That happened first through the analytic characterization of specia probability
distributions and their properties, and later through the theory of measure, the Kolmogorov
axiomsand their variants. Notions of causality have paralleled and motivated developmentsin
the theory of probability since the 17th century, and are undeniably entangled with probability
assessments in scientific practice. Why, therefore, should we not give notions of causal
dependence a clear mathematical form and make the relation of the causal and stochastic
formalisms explicit in a way that reflects scientific practice? There are two attempts in the
statistical literature to do that very thing, each valuable and neither sufficient of itself.

A mathematical representation of causal dependencies among a set of variables has been in the
statistical literature for most of this century. Sewell Wright (1934) used directed graphs to
represent causal structures. The vertices of the graph represent variables and a directed edge
from one variable to another represents the claim that the first variable has a direct influence on
the second, an influence not blocked by holding constant all other variables considered. Ever
since, directed graphs have occasionally been used in representations of regression models,
factor models, simultaneous equation models, time series models, and elsewhere. From a
mathematical point of view, directed graphs are implicit whenever astatistical model is specified
through a set of algebraic equationsin which asingle variable occurs on one side and is treated
asthe effect of variables on the other side.

Of itself, the mathematical representation of causal influence by directed graphs is trivial.
Things only get interesting when some condition is given connecting the graphical structure
with restrictions on probabilities. Some such connection was already implicit in the use of linear
models in the social and behavioral sciences, for the system of equations and independence
assumptions about error variables aways determined a directed graph, sometimes given
explicitly, and entailed constraints on correlations and partial correlations (Simon, 1954;
Blalock, 1961), which for normal distributions is the same as constraints on independence and
conditional independence. But social scientists did not articulate any genera principle
connecting their graphs with their probability distributions, and the literature developed no
further than analyses of various particular cases (Blalock, 1971). Without using graphical
representations, a few philosophers of science, most notably Reichenbach (1956) and Suppes
(1970) attempted to give analyses of the very notion of causality in terms of statistical
dependencies (and, in Suppes case, time order). An explicit, genera mathematical connection
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between directed graphs and probability distributions was, however, not introduced until about
ten years ago.

Kiiveri and Speed (1982) related causal dependencies, represented as directed graphs without
cycles, to conditiona independence constraints. They formulated severa equivalent versions of
theideathat if Y isnot acause of X and X influencesY, if at al, only through an intermediary
set Z of direct causes of Y, so that if thevariablesin Z are held constant no variation in X will
produce avariationinY, then X and Y areindependent conditional on Z. Formal statements of
the idea are called Markov conditions, and we use one such formulation in this book. Kiiveri
and Speed showed that social scientists claims about vanishing correlations and partial
correlations required by various linear models follow from the Markov Condition. They further
showed that any strictly positive probability density satisfying the Markov condition for a
directed acyclic graph admits a "factorization” determined by the structure of the graph: any joint
density satisfying the Markov condition for a directed graph must equal a product of terms, one
termfor each variable, with each term giving the conditional probability of that variable on its
parent variablesin the graph. Thusfor discrete variablesif the graphis

X —» Y —p Z

Figurel

the joint distribution must satisfy

P(X,Y,Z) = P(X) P(Y|X) P(Z|Y).

The conditiona independence constraints required by the Markov condition applied to the graph
are a consequence of the factorization. A widespread practice in applied statistics was thus given
an elegant forma foundation and connected with statistical work on factorization of
distributions that had previously been carried out by Wermuth (1980) and others.
Consequences of the Markov Condition and additional constraints on the connection between
directed graphs and distributions were subsequently developed by a number of authors
(Wermuth and Lauritzen, 1983; Pearl, 1988; Wermuth and Lauritzen, 1990).

There is another thread in statistics connecting probability and causality, a connection that
emphasizes relations between the notion of causation and the predictability of the effects of
manipulations. It arose from work on experimental design. As early as 1935, Neyman noted a
counterfactual aspect to conclusions drawn from an experimenta study in which some units are
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treated one way and some another. Often the conclusion of such studies is about what would
happen if al units were treated the same way, and is therefore in a sense about a condition the
experiment did not examine, or about a distribution it did not actually sample. Donald Rubin
(1974, 1977, 1978, 1986), and following him severa others (Holland, 1986; Pratt and
Schlaifer, 1988), have interpreted causal hypotheses as postulating a family of random
variables, some of which never have their values observed. In an experiment, random variables
whose values are never observed represent the value an outcome variable would have (but
doesn't in fact have) for a unit subjected to one treatment if that unit had instead been subjected
to another treatment condition of the experiment. Various assumptions may constrain the
relations between the contrary-to-fact random variables and random variables whose values are
observed; for example, it might be assumed that if a treatment were applied to one unit, the
treatment of that unit would have no effect on the outcome of applying the same treatment to
other units. Rubin has used the framework to argue for the importance of randomization in
experimental design and to give methods for estimating the effect of one variable on another by
means of trialsin which treatment is determined by the value of avariable that covaries with the
outcome variable. Pratt and Schlaifer have given rules for predicting the invariance of
conditional probabilities under interventions or manipulations: when does P(Y), in a population
in which a variable X is forced to have a value x, equal P(Y[X=x) in the population of
unmanipulated units? While intuitively correct, their rules were not explicitly derived from any
genera principle.

From our perspective, the Rubin, Holland, Pratt and Schlaifer theory is essentialy an account
of specia cases in which the effects of an intervention or manipulation can be predicted. The
work makes no use of directed graphica methods, but it makes a great deal of use of
conditional independence relations. And that ties the Rubin framework to the Markov
Condition. For a causal structure the Markov condition provides a factorization of the
probability distribution in terms of the conditional probability of each variable X on its parents:
P(X[V1...Vk). We can think of a "direct manipulation" of X as an intervention that changes
P(X[V1...Vk) to some other distribution P*(X|V1...Vk) but leaves the other conditional
probabilitiesin the original factorization unaltered. The result of a direct manipulation isthus a
new distribution with a new factorization, obtained by replacing P(X[|V1...Vk) by
P*(XV1...Vk). So for example, suppose the causal structureis X <- Z -> 'Y with factorization
P(X[2)P(Y[Z2)P(Z). Let some intervention change the distribution of X to P*(X|Z). Then if the
intervention were applied to al units in the population the new joint distribution would be
P*(X,Y,2) = P*(X|]2)P(Y|2)P(2). In this example the effect on Y of such an intervention is
trivial to predict since the marginal distribution of Y is unchanged.
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With an appropriate definition of "manipulation” the Markov Condition entails ageneralization
of the principle just illustrated, aresult we call the Manipulation Theorem. Although it seems
never to have been formulated, instances of the theorem are implicit in some treatments of
shocks in econometrics and in many discussions of experimental design. Rubin's (1977) claims
about unbiased estimates of differential effects from alternative manipulations and Pratt and
Schlaifer's rules al follow immediately from the assumption that the interventions in question
are special cases of "manipulations.” Aswe will show in Chapter 7, their analysis appliesin the
specia case in which the intervention makes X statistically independent of its causes in the
original unmanipulated system.

The Markov Condition is not given by God; it can fail for various reasons we will discussin the
course of thisbook. The reliability of inferences based upon the Condition is only guaranteed if
substantive assumptions obtain. But the Condition is weak enough that there is often reason to
think it applies. In most of the investigations in this book we combine the Markov condition
with afurther condition that assumes that al conditional independence relations among variables
occur because of the Markov Condition applied to the graph of causal relations among the
variables. This assumption, which we call the Faithfulness Condition, can be thought of
formally asthe claim that when a causal graph is associated with a probability distribution, the
Markov Condition applied to the graph characterizes all of the conditional independence
relationsthat hold in the distribution. Informally, the Faithfulness Condition can be thought of
as the assumption that conditional independence relations are due to causal structure rather that
to accidents of parameter values. Sometimes we investigate consequences of the special case
that assumes the variables are linearly related, and in that context it can be shown that a version
of the Faithfulness Condition holds amost aways for a"natural" probability distribution over
the parameters.

Theimmediate value of the unification of the graphical and experimental design approachesto
statistics and causality is aesthetic: two distinct theories are unified in a smple way, and
principles that appear ad hoc are derived uniformly. But aestheticsisthe least of it; the real value
of the unified theory liesin recasting anumber of research topics so that fundamental issues can
be addressed more directly, and in providing new algorithmic techniquesfor practical inference
problems.

The Markov and Faithfulness Conditions, and their consequences, provide a framework for
analyzing many of the questions about causality that we think are fundamental to the application
of statistics: When are regression methods reliable for causal inference? Under what conditions
are they optimal? Are more reliable methods possible? Are various model selection procedures
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reliable? Are there more reliable methods? When are two alternative causal structures statistically
indi stingui shable? When can the presence of latent variables be detected from the statistics? Can
predictions reliably be made when the causal structure is not known? Can predictions reliably be
made when it is not known beforehand whether there may be latent variables acting to produce
measured statistical dependencies? How does the reliability of causal inference depend on
sampling procedure? s retrospective sampling as useful for causal inference as prospective
sampling? What discriminations about causal structure can be made by experiment but not by
observation, or--incredible thought--vice-versa? Under what additional assumptions can what
features of latent structure be reliably inferred? The unification of the graphical andexperimental
design frameworks provides results pertinent to all of these questions. Sometimes the results
are versions of statistical common sense, but rather often they reverse received opinions. The
results we have obtained are in many respects incomplete, but they are complete enough to
demonstrate that issues of causation, prediction and search form an area of research that is
fundamental to many dtatistical problems, and to illustrate that within the unified theory thereis
no need either to ignore the essential questions about reliability or to have recourse to ersatz
technical questions.

There are two sorts of practical consequences of the theory. The unified theory yields precise
conditions under which a variety of causal inferences cannot be reliably made, and the unified
theory yields algorithms for inferring causal structure from statistical decisions, algorithms that,
under appropriate assumptions, can be shown in a specia but well defined sense to be
asymptotically reliable. With such proofs in hand, statistics can collaborate with computer
science, and reliable agorithms that are computationally feasible and that require feasible sets of
statistical decisions can be obtained. By implementing these algorithms in a computer, the
reliabilities of the procedures on small and medium samples, and their robustness to violations
of the assumptions, can be explored by simulation methods. Most of the algorithms we have
derived from the theory have been implemented in experimental versions of the TETRAD Il
program, and the results of various simulation tests are described in the course of this book.

1.2 Advertisements

Each of the examplesin this section is a so treated in other chapters. Their function here is only
to tempt the reader to muster the patience to work through a long book with a lot of
mathematics. Although the examples are not themselves proofs of the reliability of anything,
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most of them illustrate procedures for which we will later give proofs of reliability assuming
only the Markov and Faithfulness Conditions and the capacity to make correct statistical
decisions.

1.2.1 Bayes Networks from the Data

The diagram shown below, called the ALARM network, was developed to model an emergency
medical system (Beinlich, et a. 1989). The variables are all discrete, taking 2, 3 or 4 distinct
values. In most instances a directed arrow indicates that one variable is regarded as a cause of
another. The physicians who built the network also assigned it a probability distribution: each
variable V is given a probability distribution conditional on each vector of values of the
variables having edges directed into V. One use of such networksisto compute the probabilities
of values of some variables for any new unit from measurements of values (for that unit) of
other variables in the network. Of course such networks also constitute statistical models of
discrete data, and as such they are alternatives to log-linear models, logistic regression models,
or undirected graphical independence models. The directed graph has 37 variables and 46
edges. Herskovits and Cooper (1990) used the diagram to generate simulated emergency
medicine statistics for 20,000 individuals.

For many statistical search procedures 37 might as well be infinity. Commonly recommended
procedures for searching for models of discrete datain popular formalisms are stopped dead at
ten or twelve variables. In contrast, Herskovits and Cooper describe a fast Bayesian procedure
that, given a prior linear ordering of the variables consistent with the causal directions, makes
only asingle error in recovering the adjacencies in this graph from the discrete sample statistics.
We will describe a procedure that recovers almost all of the ALARM network--including both
the adjacencies and the directions of the edges--from the sample data. For example, there is an
implementation on an ordinary workstation? that recovers most of the network in less than
fifteen seconds from data generated by treating the dependencies in the graph as linear. For
Herskovits and Cooper's discrete data generated from the same network, most of the structure
can be recovered by computer with comparable reliability in a few minutes. Maximum
likelihood estimates of the probabilitiescan be obtained directly. We emphasize that in these
studies the procedure was not given any prior information about the graph, and that in most
cases the computer determined the directions of the arrows.

2Decstation 3100.
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The ALARM belief network
KEY:
1 - central venous pressure 20 - insufficient anesthesia or
analgesia
2 - pulmonary capillary wedge pressure 21 - pulmonary embolus
3 - history of left ventricular failure 22 - intubation status
4 - total periphera resistance 23 - kinked ventilation tube
5 - blood pressure 24 - disconnected ventilation tube
6 - cardiac output 25 - left-ventricular end - diastolic
volume
7 - heart rate obtained from blood pressure 26 - stroke volume
monitor
8 - heart rate obtained from electrocardiogram 27 - catecholamine level
9 - heart rate obtained from oximeter 28 - error in heart rate reading due to
low cardiac output
10 - pulmonary artery pressure 29 - true heart rate
11 - arterial-blood oxygen saturation 30 - error in heart rate reading due to
electrocautery device
12 - fraction of oxygen ininspired gas
13 - ventilation pressure 31 - shunt
14 - carbon-dioxide content of expired gas 32 - pulmonary-artery oxygen
saturation
15 - minute volume, measured 33 - arteria carbon-dioxide content
16 - minute volume, calculated 34 - alveolar ventilation
17 - hypovolemia 35 - pulmonary ventilation
18 - left-ventricular failure 36 - ventilation measured at
endotracheal tube
19 - anaphylaxis 37 - minute ventilation measured at
the ventilator

Figure 2
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1.2.2 Structural Equation Models from the Data

Rodgers and Maranto (1989) were interested in why some academic psychologists publish
more than others. Isit abilities people aready have before entering graduate school ? Gender?
The quality of their graduate training? The habits of publishing formed in graduate school? The
quality of their first job? Rodgers and Maranto organized a survey and collected data on each of
these variables, as well as others. Common sense determines the direction of most possible
causal connections among their variables. For example, if gender and some of the other
variables are causally connected, it cannot be because the other variables cause gender. Quality
of first job, or publication rate after graduation cannot cause the quality of someone's graduate
program. Rodgers and Maranto adapted two theories from economics to form two sets of linear
equations, another from sociology, and still another from social psychology, estimating and
testing each separate system of equations. Each of these theories failed a goodness of fit test.
Combining the dependencies postulated in these reected models, and adding more
dependencies for good measure because they seemed plausible, Rodgers and Maranto then
obtain a new model which they estimated, tested, and presented as a graph with eleven direct
causal dependencies and associated standardized coefficients:

ABILITY

:V

GPQ 14

A3
SEX
Figure 3
GPQ = graduate program quality PUBS = publications since graduate school
QFJ = quality of first job CITES = citation requency

PREPROD = publications in graduate school
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Rodgers and Maranto prefaced their paper with the remark that their elaborate exercise was
necessary because causal dependencies cannot be inferred from the probabilities, but only from
"theory.” But given the common sense time order of the variables, a computer running a search
algorithm will in afew seconds produce ten of the eleven hypothetical connections directly from
their data, leaving out only one of the three dependencies associated with the smallest estimated
linear coefficients.

Chapters 5 and 8illustrate a variety of casesin which features of linear models that have been
justified at length on theoretical grounds are produced immediately from empirical covariances
by the procedures we describe. We also describe cases in which the algorithms produce
plausible aternative models that show various conclusionsin the social scientific literatureto be
unsupported by the data.

1.2.3 Selection of Regressors

Regression may be the method most commonly used in empirical studies to yield predictions
about the effects of policies, often from variables measured roughly simultaneously and often
without guarantees that no unmeasured factors affect the outcome variable and one or more
regressors. Regression is something of a disaster when in such roles, and it is difficult to justify
the prominence it is given in both pedagogy and arguments over policy.

Consider the following example, given by a set of linear equations with error terms and an
unmeasured variable T, and also by a directed graph indicating the causal dependencies
assumed for each unit in a population. The equations are

Y =aX1+ X5+ agT + ¢y
Xi=agXo+tae Xq4+eg
X3=aeXot a7l + €3

The directed graph, with the error terms not represented, is:
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Figure 4

For definiteness, assume that all exogenous variables, including the error terms, are
independent and distributed normally with zero mean and unit variance, and that none of the g
vanish. Consider the multiple regression of Y on X 1-X5 in such a population. The regression
coefficient for X3 provides an unreliable (biased, inconsistent) estimate of the influence of X3
on Y, and this fact is often remarked in textbooks, usualy in terms that do not explicitly
mention causation. Perhaps exactly because they avoid explicit discussions of causality,
however, the textbooks® miss the more important fact that when a regressor X and an outcome
variable Y have an unmeasured common cause, the estimate of the influence on Y of every other
regressor that directly influences X or has a common unmeasured cause with X will likewise be
unreliable. In the examplein figure 4, even though only X1 and X5 are direct causes of Y, not
mediated by other variables, only the regression coefficient for X4 will be zero. For suitable
ranges of values of the exogenous variances and linear coefficients, the regression coefficient of
X2 may even have alarger absolute value than that for X 1. A similar phenomenon can occur if
one of the regressors is actually an effect, rather than a cause, of the outcome variable, a
circumstance that may not be uncommon in uncontrolled studies. As we will show with
simulation studies later in this book, the usual computerized model selection techniques for
regression typically fail in such cases; in fact, in simulation studies with large samples these
methods do worse than simply regressing on al variables and choosing the significant
regressors.

The unified theory yields an algorithm that under the statistical assumptions commonly made
when such models are used (linearity, homoscedasticity, etc.) asymptotically produces correct
information about the regressor structure. In the example just considered the procedure yields
the object in figure 5, which we call apartially oriented inducing path graph.:

30ur nonrandom search through about 30 textbooks on regression found no mention of the fact in any book.
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The double-headed arrow indicates the presence of unmeasured common causes; the circles at
the ends of edges indicate that the algorithm cannot determine whether there should be
arrowheads at those ends; that is, whether the o-> edge should be -> or <->. The bar over X»
indicates that not both of the small o marks on edges adjacent to X»> may be arrowheads. If
obtained in a context in which the Markov and Faithfulness Conditions are warranted, this
graph would alow usto conclude that X1 isadirect cause of Y, that X5 may be a direct cause
of Y, that X3 doesnot causeY and Y does not cause X 3, that X3 and Y are effects of acommon
cause, and that no other X variablesare direct causesof Y.

Consider two empirical examples, which are described in more detail in Chapter 8. In the first,
a sample of test results for more than 6,000 people includes values for each subject on seven
test scores and on a combined score, AFQT, which is an average of three of the seven test
scores as well as of other tests not included in the data. The dependency of AFQT on the other
recorded tests is therefore linear. The problem is to identify which of the seven tests are
components of AFQT. Linear multiple regression of AFQT on the other seven test scores gives
significant regression coefficientsto all of them. In contrast, an algorithm we will derive from
the Markov and Faithfulness conditions correctly finds the three tests that are components of
AFQT. In this case regression probably fails because the variables are related by an intricate
structure of unmeasured common causes.

Rawlings (1988) describes a study (Linthurst, 1979) of 45 samples of Spartina grass from the
Cape Fear Estuary. Besides the biomass of Spartina, 14 other variables were measured which
might be thought to be relevant to growth. A linear multiple regression of biomass on the
fourteen other variables found only two nutrient variables, copper and potassium concentration,
to have significant coefficients, aresult that is not plausible on biological grounds. With the
same data, the alternative algorithm finds that pH controls growth in the sample, a result
confirmed by experiment. In this case multiple regression may fail because significance tests of
each regression coefficient must control for 13 other variables, which effectively reduces the
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sample size from 45 to 32 and resultsin tests with little power against alternatives in which the
partial correlations are not very large. In contrast the algorithms we use never require tests of
vanishing partial correlations that control for more than one other variablein thiscase.

1.2.4 Causal Inference without Experiment

In his criticism of the epidemiological literature on smoking and lung cancer, Fisher (1959)
emphasized that the correlation of two variables cannot distinguish a direct effect from an
unmeasured common cause; the complaint was echoed in Brownlee's (1965) review in the
Journal of the American Statistical Association of the first Surgeon General's Report on
Smoking and Health. Fisher and Brownlee were, of course, both correct, but consider the cases
illustrated in figure 6:

A C U A C
(i) (i*)
A ———»|C Uu +—»laA —»C
(i) (ii*)
Figure 6

Suppose B is unmeasured. Fisher's point is that non-experimental studies of A and C cannot
distinguish hypothesis (i) from hypothesis (ii), even if every unit in the population has the very
same causal structure, but experiment can. But there are some points Fisher passed by.

If variable U is measured and causes A, (or has common causes with A ), and U affects C only
through A, asin the figures with an asterisk, then structures (i*), and (ii*) can be distinguished
without experimental controls. It is not necessary that these restrictions on U be known
independently of the data; all that is necessary is that they be true of the causal process
generating the distribution.

Brownlee emphasized the case in which smoking is a cause of cancer, and smoking and cancer
also have unmeasured common causes. As we will see in Chapter 9, that case presents
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interesting complexities, but with modest prior knowledge it too can be distinguished from
structures (i) and (ii) by appropriate observations.

The common presumption is that non-experimental evidence cannot determine whether
measured statistical dependencies are due to unmeasured factors. one must decide on non-
statistical grounds that there are unmeasured common causes at work producing statistical
dependenciesin a population. We can't help but think that in practice such decisions are often
influenced more by convenience and the customs of disciplines than by any real knowledge.
But under quite general conditions, whether for continuous linearly related variables or for
discrete variables, the presumption is false. There are cases in which detailed inferences about
causal structure can be made without any prior assumption as to whether or not unmeasured
factors are at work, and in some of the same cases reliable predictions can be made about the
effects of policiesthat directly manipulate certain variables while leaving the causal structure
otherwise unaltered. Consider, for example, the following entirely hypothetical causal structure
related to Measured breathing dysfunction, in which the variables in rectangles are measured,
and those in ovals (Environmental Pollution and Genotype) are not.

nvironmenta
Pallution

Cilia damage Heart disease Lung capacity

~— /‘

Smoking Measured breathing
dysfunction

Income Parents smoking
habits

Figure 7
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Suppose the structure in figure 7 represents the true causal dependencies among these variables
in a population from which samples are drawn according to a multinomial distribution. The
Markov and Faithfulness Conditions yield an algorithm that from the relations of conditional
independence and dependence among the measured variables yields the graph in figure 8.

Cilia damage [¢——— | Heart discase[$¢—®| Lung capacity

A\\l/t

Smoking Measured breathing
7Y dysfunction
0

Parents smoking
Income habits

Figure 8

A double-headed arrow indicates the presence of unmeasured common causes, the circles at the
ends of two of the edges indicate that the algorithm cannot determine whether there should be
arrowheads at those ends. In this hypothetical example the statistics suffice to drive the
conclusion that smoking indirectly affects lung capacity, and the statistics a'so answer most
other questions about the causal dependencies among the variables, without any prior
assumption of the existence or of the non-existence of unmeasured factors. Given the
information about the population contained in the diagramin figure 8, and given adequate data,
the effects of smoking cessation on cilia damage, heart disease, lung capacity and breathing
dysfunction could be reliably predicted. Variants of the algorithm apply to continuous, linearly
related variables.

1.2.5 The Structure of the Unobserved

Investigatorswho use psychometric or sociometric tests or questionnaires often have hundreds
of item responses which in themselves are of no interest. What is of interest is the nature and
causal relations of the features of persons or systems that the items indicate. On substantive or
other grounds it may be believed that various items form clusters that have a common
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unmeasured cause. The clusters may, of course, be heavily confounded: some of theitemsin the
same cluster may have other common causes besides those common to all members of the
cluster, and some members of a cluster may be affected by responses to other items, whether in
that cluster or some other. Even if simplifying assumptions such aslinearity are made, it is often
thought to be utterly hopeless to extract from assumptions about the clusters and from the data
any reliable conclusions about the causal relations of the unmeasured causes of the respective
clusters. But provided the variables are to good approximation linearly related (or binary) and
provided the clusters are not too confounded, reliable information about the causal relations
among unmeasured variables can be obtained. If those causal relations are sufficiently sparse and
the modeling assumptions apply, the causal structure may be identified almost uniquely. The
procedures required have been fully automated. Consider the graph in figure 9, in which five
(Y1, Y2, Yg, Y5, and Y13) of the 16 item responses are confounded.
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Figure 9

Given as input only the correlations among the Y variables and the four clusters shown, the
procedure we will derive correctly reconstructs the graphical connections among the latent
variables (the "n" variables) up to alternative orderings of the 1 - m2 connection, which are
statistically indistinguishable.
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1.3 Themes

A fundamenta theme of this book is that there are systematic connections between causal
dependency and stochastic dependency. By making use of these connections, the limits to
reliable causal inference can be established theoretically. What can go wrong in causal inference
and how wrong it can go only become clear once we have a theoretical understanding of the
connection between causality and probability. One important class of limitations can be
established by proving characterizations of equivalence relations between graph theoretic
representations of alternative causal structures. In effect, one investigates the classification of
directed graphs up to various relations of statistical indistinguishability. From the other side,
one can consider characterizing the class of all graphs consistent with a given probability
distribution. And the limits of causal inference can be investigated by characterizing
circumstances in which the typical (in our case axiomatic) connections between causal and
statistical structure areviolated, a study begun by Yule and Pearson at the beginning of the
century. Within these limits, we can investigate rigorously the reliabilities and computational
properties of procedures that search for causal structure from statistical properties of samples.
The asymptotic reliabilities of well-defined procedures can be determined mathematically, while
short run reliabilities are estimated experimentally through simulation studies. The theory of
model specification search consequently takes on some of the features of the theory of
estimation.

Most current statistical modeling and search procedures can analyze only rather small models.
Popular search and estimation procedures for log-linear models, for example, are stopped for
realistic sample sizes at about a dozen variables or even fewer, depending on the number of
values the variables may assume. By considering efficiencies of search, it is possible to find
algorithms that (under explicit assumptions) will make reliable causal inferences for linear
systems with a hundred or more variables when the causal connections among the variables are
gparse. With discrete variables on sparse structures models can be reliably identified with fifty
or more variables given samples of afew thousand units.

Onthe subject of latent variables, statistical practice is nearly schizophrenic. Statistical models
are presented either with unmeasured variables or without them, but ailmost never with any
credible argument from statistical considerations for their inclusion or their exclusion. Various
model construction techniques proceed as if unmeasured common causes were the only possible
kind, or aternatively asif they were absent and entirely irrelevant. Such assumptions need not
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be left unargued: there exist asymptotically reliable methods to obtain information about the
presence or absence of unmeasured common causes, and about their causal relations.
Informative sufficient conditions exist for the presence of unmeasured common causes,
assuming the Markov and Faithfulness Conditions. These conditions in turn yield theorems
about causal conclusions and predictions that can be reliably drawn whether or not latent
variables are present. If linearity is assumed then there are more powerful theorems,
summarized in what we call the Tetrad Representation Theorem, that can be used to identify the
presence of unmeasured common causes.

A further theme of this book concerns the conditions sufficient (or necessary) for correctly
predicting the effects of a policy applied to a population that has been studied through a sample,
and whose causal structure is not known prior to investigation. Statistical writers such as
Rubin, Pratt, and Schlaifer have emphasized questions such as. When will the conditional
distribution of Y on Z when X is forced to have a certain value equal the probability of Y
conditional on X, Z in an observational or experimental population? Their answers assume that
various counterfactual claims are known. In our terms, this amounts to knowing aspects of the
causal structure of the systems under study. A natural question that follows is. When can the
relevant causal knowledge necessary to answer the question above be obtained from sample
data? We will describe results that answer this question and give information from sample data
about when the conditional probability of Y on Z and X isinvariant under a manipulation of X.
In our view, however, the fundamental issue about prediction is this: If the distribution of
X1,...,Xp is to be directly manipulated, when can the resulting distribution of a set Y of
variables conditional onaset Z be calculated from the distribution of Y, Z, X1,..., Xjyand
other variablesin an observational or experimental populationin which Xj...X, were not so
manipulated for each unit in the sample? The formal connections between probability and causal
structure determine an answer, and we will unravel part of it.

The rigorous investigation of the reliabilities of search algorithms leads directly to the
conclusion that commonly used statistical search procedures are sub-optimal for causal
inference. The criticism falls most heavily on regression. Better methods are available and easily
applied to many regression problems. The best-founded objection to automated model search
procedures, especially in linear and logistic regression, is that the procedures are asymptotically
unreliable againgt alternative causal hypotheses that are often consistent with prior knowledge.
If procedures give the right answersin the ideal case of perfect information about the population
distribution, one can look around for better tests and more computationally efficient algorithms.
But if, as in the case of regression and many other automated techniques, probability relations
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and causal relations are incorrectly matched, all of the statistical subtlety in the world won't
make for good inference.

Y et another theme of this book is the importance of causal reasoning in the design of empirical
studies. The truth of the adage that correlation is not causation may be an obstacle to thinking
through what can be determined about causal dependencies from statistical dependencies, and
under what conditions. A recent textbook (Christensen, 1990, p. 279) on log-linear methods
opens and closes the question with aremark that we think would be endorsed by the majority of
statisticians:

Causation is not something that can be established by data analysis. Establishing
causation requires logical arguments that go beyond the realm of numerical manipulation.
For example, awell designed randomized experiment can be the basis for conclusions of
causality but the analysis of an observational study yields information only on
correlations. When observational studies are used as a basis for causal inference the jump
from correlation to causation must be made on nongtatistical grounds.

The passage contrasts the information about causal structure in experimental studies with the
information about causal structure in observational studies, and the view it expresses is
perfectly standard. But is it correct? Once a formal understanding of the connection between
causal st