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Machine learning is usually integrated in decision making at some level. Active search uses machine learning to 
directly decide what data points to present and collect labels for in a unlabeled dataset, in order to find all the 
positive examples as quickly as possible. Active search can be formulated similarly to active learning in a binary setting, 
with the difference that the objective is to find all the positive examples. Active search may also take the form of 
multi-armed bandits problems, but the reward for every play is binary and every action can only be played once.

To date, most active search methods are limited by assuming that each query action is on a single data point, rewards 
are given directly to the single points, and all data points reside in a low-dimensional space. Many applications, how-
ever, define actions and rewards in a more complex way. For example, active search may be performed on network 
graphs where connected nodes have similar labels, e.g., citation links connect papers with similar topics.
However, active search of graph nodes is different from active search in Euclidean space. Similarly, in environmental 
monitoring carried out by autonomous boats with onboard sensors, a set of readings within a certain region that
satisfy some pattern can indicate a real pollution problem, but any single point measurement will be insufficient
evidence. This requires that reward be defined on regions. Finally, to efficiently search for sparse signal hotspots in
a large area, aerial robots may be used to take aggregate measurements at high altitudes. However, measurements
at high altitudes usually have large noise. When deciding which regions to measure, how can we optimally 
   balance the spatial efficiency and the measurement noise?

           We developed methods to address the disparate issues in the new problems. Active search on graphs is
               addressed by combining two heuristics: a neighbor-exploitation heuristic and a global exploration heuristic.
                   For global exploration, we used a new criterion called $\Sigma$-optimality, which utilizes graph cluster infor-
                        mation better than the existing approaches. Moreover, we found the missing Bayesian objectives and 
                               near-optimality guarantees for a range of exploration heuristics including ours.  We also performed
                                   regret analysis on the combined active search strategy and realized comparable guarantees. For
                                        active search for complex region patterns, we used a Bayes-optimal decision rule we call 
                                               pointillistic pattern search. The idea is to query at just enough locations on the input space to
                                                    identify the global patterns, similar to pointillism artists. Further, if the patterns to search for
                                                            are linear functionals on the point values, our method has analytical solutions and
                                                                  connects to Bayesian quadrature. For active search with region queries using aerial
                                                                          robots, we pick queries to maximize the information gain on the distribution of
                                                                                 possible signal hotspots. Our method reduces to binary search if the mea-
                                                                                       surements are noiseless and the hotspot is singular. Moreover, we                                   
                                                                                                realized a near-optimal guarantee on the expected number of mea-
                                                                                                       surements using noisy measurements. The guarantee is compa-
                                                                                                              rable to the results from compressive sensing, despite com-
                                                                                                                       pressive sensing breaks our constraint that every 
                                                                                                                                  measurement covers a rectangular region.

   


