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Abstract:
Evaluating whether machines improve on human performance is one of the central questions of machine 
learning. However, there are many domains where the data is selectively labeled in the sense that the 
observed outcomes are themselves a consequence of the existing choices of the human decision-makers. 
For instance, in the context of judicial bail decisions, the outcome of whether a defendant fails to return 
for their court appearance is observed only if the judge decides to release the defendant on bail. 
Comparing the performance of humans and machines on data with this type of bias can lead to erroneous Comparing the performance of humans and machines on data with this type of bias can lead to erroneous 
estimates and wrong conclusions. 

In this talk we present a novel framework for evaluating the performance of predictive models on 
selectively labeled data. We develop a methodology that is robust to the presence of unmeasured 
confounders (unobservables) and allows us to evaluate the effectiveness of any given black-box 
predictive model and benchmark it against the performance of human decision-makers. We demonstrate 
the framework on criminal court judges deciding whether to jail a defendant. We show that machine 
learning can reduce crime by up to 24.8% with no change in jailing, or reduce jail populations by 42.0% learning can reduce crime by up to 24.8% with no change in jailing, or reduce jail populations by 42.0% 
with no increase in crime. Such gains can be achieved while simultaneously reducing racial disparities 
as well as reducing all categories of crime, including the most violent. We also develop methods to 
identify reasons for judicial error---judges overfit the unobserved "noise".  These findings suggest that 
machine learning and prediction tools can be used to understand and improve human decisions. 
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