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Abstract
Sequential prediction problems arise commonly in many areas of robotics and in-

formation processing. For instance, in robot navigation tasks, autonomous robots rely
on the ability to make a sequence of actions, given a sequence of observations revealed
to them over time, in order to reach the desired goal location. Similarly, complex in-
formation processing tasks, such as structured prediction problems in natural language
processing and computer vision, can often be achieved by constructing the desired out-
put (e.g. object present at every pixel in an image) from a sequence of simpler interde-
pendent predictions (e.g. predict the object at a pixel given predictions at neighboring
pixels).

Learning predictors that can perform these sequential tasks has become an impor-
tant component of modern robotic systems. Unfortunately, learning in such sequential
problems is challenging as the executed predictor and data-generation process are in-
extricably intertwined. This often leads to a significant mismatch between the distri-
bution of observed data during training (under the predictor used to generate training
instances) and test executions (under the learned predictor). As a result, naively apply-
ing standard statistical learning methods can yield a predictor that performs well during
training but performs badly at the task during test execution.

We address this issue by proposing a novel reduction of these hard learning tasks to
online learning. This reduction allows to leverage existing no-regret algorithms to ob-
tain learning procedures that are guaranteed to find good predictors for test execution.
Our research agenda explores several variations of this reduction for different scenar-
ios. In control, we demonstrate our method can be used for learning to imitate an expert
performing the task (imitation learning) and learning a model of the dynamics (system
identification) for synthesizing a (near-)optimal controller. In general structured pre-
diction problems, we show that our method can be used to learn good predictors that
can construct the structured output from a sequence of predictions. We investigate the
theoretical properties of our approach and its application in a number of large-scale
control and structured prediction problems. We present preliminary experimental re-
sults in the context of imitation learning in two electronic games, system identification
for optimal control of a simulated helicopter, handwriting recognition, and scene under-
standing tasks such as 3D point cloud classification and 3D surface layout estimation
from single images.

Further work is proposed in system identification for partially observable domains
and inverse optimal control tasks, as well as for learning compressed models that can
be used to efficiently solve optimal control problems. Additional applications on real
robotic platforms (UAV and robotic arm) are proposed.
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1 Introduction
Modern autonomous robotic systems rely heavily on sequential predictions. For in-
stance, controllers for modern robots often rely on dynamic models that can make
long-term predictions of the system’s behavior to produce plans that achieve a task.
Similarly, processing the large amount of sensory data collected by robots (e.g. from
video/depth camera and laser-scanners) can often be achieved by making a sequence
of interdependent predictions that processes the raw sensory input (e.g. images from
the camera) into a high-level understanding of the environment (e.g. objects present
around the robot).

Unfortunately, designing controllers or predictors that can perform these sequential
tasks reliably and efficiently is often challenging. While optimal control and planning
algorithms have proven successful in many control applications, they rely on an accu-
rate model of the world and a well-designed cost function to compute their behavior.
As robotic systems start tackling increasingly more complex tasks in unstructured envi-
ronments, it is becoming increasingly harder to provide accurate models and engineer
cost functions that yield the desired behavior. In information processing tasks, of-
ten very little domain knowledge exists about the complex mapping from raw sensory
input to the processed high-level output. These difficulties motivate the need of using
data-driven approaches for learning predictors that can perform well at these sequential
tasks.

Despite many successful applications, learning predictors that can perform well at
these sequential tasks remains a challenging problem in practice. One major reason for
this is that the executed predictor and data generation process are inextricably inter-
twined. This often leads to a significant mismatch between the distribution of observed
data during training and test executions. This problem arises as we must collect or gen-
erate training data while executing a particular “exploration” predictor/policy, which
is often very different from the learned predictor resulting from optimization on the
training data. As a result, naively applying standard statistical learning methods can
yield a predictor that makes good predictions during training but performs badly at the
task during test execution (under the distribution of input data induced by the learned
predictor).

While this issue has been mostly ignored by the machine learning community, it
has been observed and fully appreciated in the context of learning-based control appli-
cations such as imitation learning and system identification. Pomerleau, who trained a
neural network to drive at speed in on-road environments by mimicking a human driver
[Pomerleau, 1989], notes that, “when driving for itself, the network may occasionally
stray from the center of the road and so must be prepared to recover by steering the
vehicle back to the center of the road.” Unfortunately, demonstration of such “recov-
ery behavior” is rare for good human drivers and thus is poorly represented in training
data. The result is that naive application of machine learning techniques leads to a com-
pounding of errors and unacceptable driving performance. In the system identification
literature, this problem has been attacked by considering “open loop” system identifi-
cation procedures and “persistent excitation” [Ljung, 1999, Abbeel and Ng, 2005] that
attempt to ensure sufficient “coverage” of the state space. Unfortunately, such meth-
ods rely on the extraordinary strong assumption that the true system lies in the class of
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models considered by the identification procedure. For instance, for continuous robotic
control system, these methods may require the true system to be modeled in a class of
linear models with a low-dimensional state-space. With this assumption, these meth-
ods ensure that they eventually will learn the correct model– e.g., by learning about
every discrete state-action pair or all modes of the linear system– in order to provide
guarantees. Even when the true model lies in the set of models considered, such tech-
niques are often very inefficient as they try to learn about every situations that could
occur. This is often unnecessary to obtain a near-optimal controller and approaches
that focus learning on only relevant situations that are likely to be encountered by good
controllers are more desirable. Another issue is that open loop identification proce-
dures often can’t be applied in practice in many domains due to potential catastrophic
failures that could occur. This is the case for instance when learning to control heli-
copters or other UAVs, where such system can quickly become unstable under random
open loop excitation and lead to a crash.

Similar issues arise when performing structured prediction tasks via a sequence
of interdependent predictions. For instance, consider a handwriting recognition task
where we want to decode the sequence of characters in a handwritten word. We might
consider performing this task by predicting each character in sequence (starting from
the first character in the word) based on the current character’s image and previously
predicted characters (to have some context that helps disambiguate between similarly
written characters). In this case, if the predictor relies too much on the previously
predicted characters to make the following predictions, a mistake made at the first
character of the word could easily propagate into a series of mistakes over the entire
word. This could occur for instance if the predictor is trained under training data where
previous characters are always correctly labeled (training data generated by an ideal
predictor). In this case, because the learned predictor will most likely still make er-
rors, the distribution of input it perceives during test execution (where some previously
predicted characters might be incorrect) will be different from the training distribu-
tion (where previous characters were always correctly predicted) and may lead to a
compounding of errors, as was observed in imitation learning.

2 Thesis
The central thesis of this work is that the issues related to learning good sequential
predictors can be overcome by adopting no-regret iterative learning procedures. In
particular, we demonstrate that learning to perform sequential tasks can be reduced to
an online learning problem, and that no-regret online learning algorithms provide a
large class of algorithms with strong performance guarantees on the test performance
of the learned predictor.

Our research agenda focuses on the following questions:

• How can no-regret online learning algorithms be leveraged to guarantee high per-
formance sequential predictions in different scenarios (imitation learning, system
identification, structured prediction, etc.)?

• How should data be collected over the iterations of the online learning procedure
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to provide good performance?

• How efficient is the learning procedure, in terms of data and computations needed
to ensure good performance?

• How does performance degrades when no predictors model exactly the real system/data-
generation process?

• How can this new learning procedure be applied effectively on real robotic prob-
lems? How well does it perform empirically compared to existing approaches?

These questions are investigated in the remainder of this proposal. First, we review
important background material related to our work and survey existing approaches.
We then present our novel approach based on online learning algorithms and provide
theoretical analysis of its performance and efficiency. We present preliminary results
with our method in electronic game applications, a simulated robotic helicopter do-
main and structured prediction tasks such as handwriting recognition, 3D point cloud
classification and 3D surface layout estimation in an image.

We propose further work in the context of system identification for: (1) learn-
ing highly compressed models of partially observables domains, (2) learning both a
cost function and dynamic model of the environment to generalize an expert’s behav-
ior across many tasks; and (3) deriving compressed models that can be used to solve
high-dimensional optimal control problems more efficiently. We propose additionnal
applications of our approach for control of real robotic systems (UAV and robotic arm)
to validate its efficiency and scalability in practice.

3 Related Work
In this section, we review some important piece of existing work that we leverage
in our work. We begin by introducing online learning and the main online learning
algorithms used in this work. Online learning is a major component of our algorithms
presented later. Then we introduce the idea of a reduction between learning tasks. We
use this technique extensively to develop our algorithms and theoretical analysis. Then
we briefly review some of the areas where we apply our technique: imitation learning,
structured prediction and system identification.

3.1 No-Regret Online Learning
Unlike statistical learning techniques that assumes data is drawn i.i.d. from some un-
known distribution, online learning is a more game-theoretic learning framework that
seeks to provide guarantees when data is potentially chosen by an adversary. It can be
thought as a two-player repeated game played between a learner, choosing hypothesis
in some class H, and an adverdsary picking training instances in an instance space Z .
The game is played as follows. At each round n, the learner first picks a hypothesis
hn in H. Then the adversary picks a training instance zn in the instance space Z ,
potentially knowing the choice hn made by the learner. The learner then incurs loss
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f(hn, zn) and observes the training instance zn. The new training instance can then be
used by the learner to update its choice of hypothesis for the next round.

The goal in online learning is to minimize the average regret of the learning al-
gorithm with respect to the best fixed hypothesis the learner could have chosen in
hindsight (i.e. knowing the training instances picked by the adversary in advance).
Formally, the average regret RN after N rounds of the online learning algorithm is
defined as:

RN =
1
N

N∑
n=1

f(hn, zn)− inf
h∈H

1
N

N∑
n=1

f(h, zn). (1)

A no-regret algorithm guarantees that in the limit, as N → ∞, RN goes to 0 (or is
negative), for any sequence of training instances an adversary could pick.

A concrete scenario where online learning has been applied is for managing in-
vestment portfolios [Argawal et al., 2006]. In this case, we might consider k possible
financial instruments (cash, bonds, stocks, etc.) to invest in and define H to be the set
of all portfolio allocation to these k instruments (i.e. the set of all distributions on the
k instruments). Each day, we consider allocating our money to different instruments
according to some portfolio allocation in H. We then observe the return of each in-
struments for the day (the training instance zn), which we use to update our portfolio
allocation for the next day. Using a no-regret algorithm to update the portfolio alloca-
tion after each day would guarantee that in the limit, the average return of the portfolio
is no worse than the average return of the best constantly-rebalanced portfolio with
fixed allocation inH.

Many no-regret algorithms have been developed in the literature for different sce-
narios. We briefly present a few commonly used online learning algorithms below.

Weighted Majority and Hedge

When the number of hypothesis is finite (i.e. H is finite) randomized no-regret al-
gorithms have been proposed such as Weighted Majority [Littlestone and Warmuth,
1994] and Hedge [Freund and Schapire, 1997]. These algorithms essentially assign to
each hypothesis a probability that decrease exponentially in their total loss so far and
pick a hypothesis randomly according to this distribution at each iteration. These meth-
ods are typically no-regret at rate O( 1√

N
) [Littlestone and Warmuth, 1994, Freund and

Schapire, 1997].

Subgradient Descent and Follow-the-(Regularized)-Leader

When the set of hypothesis H is a convex set and the loss f(·, z) is convex in the
hypothesis for all z ∈ Z , then other online learning algorithms such as Projected Sub-
gradient Descent [Zinkevich, 2003] and Follow-the-(Regularized)-Leader are no-regret
[Kakade and Shalev-Shwartz, 2008]. Projected Subgradient Descent simply updates
the hypothesis in the direction opposite to a subgradient of the loss at the current iter-
ation hn+1 = hn − αn∇hfn(hn). Choosing the step-size αn as Θ( 1√

n
) guarantees

that it is no-regret at rate O( 1√
N

) [Zinkevich, 2003]. Additionally, when the loss is
strongly convex, choosing the step-size αn as O( 1

n ) guarantees that it is no-regret at
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rate O( log(N)
N ) [Hazan et al., 2006]. Follow-the-Leader is another simple approach

that simply picks hn to be the hypothesis with smallest loss so far in the first n − 1
iterations: hn = argminh∈H

∑n−1
i=1 f(h, zi). It is no-regret at rate O( log(N)

N ) when
the loss is strongly convex. Follow-the-Regularized-Leader is a slight variation which
is also no-regret for convex functions. In this case, hn is chosen to be the best hypoth-
esis in the first n − 1 iterations subject to an additional strongly convex regularizer:
hn = argminh∈H

∑n−1
i=1 f(h, zi) + λnr(h). Choosing the regularization constant λn

as Θ( 1√
n

) makes this approach no-regret at rate O( 1√
N

).

3.2 Reductions between Learning Tasks
Reductions have been introduced in computer science as a general technique for prob-
lem solving. The idea is that, if you have a hard problem to solve A, and can transform
that problem into another easier problem B that you know how to solve, then you can
solve the hard problem A by solving the transformed problem B instead.

This idea has been used in machine learning to tackle harder learning tasks via
existing learning algorithms that can only tackle simple tasks [Beygelzimer et al., 2005,
Langford and Zadrozny, 2005, Balcan et al., 2008, Beygelzimer et al., 2009, Daumé
III et al., 2009]. For instance, a well known reduction is the all-pairs reduction of
multiclass classification to binary classification. This reduction constructs a multiclass
classifier by training a binary classifier for every pair of labels [Hastie and Tibshirani,
1998]. The approach proceeds by training each binary classifier on the subset of the
training set that are labeled as one of the two labels it is trying to distinguish. Then
when given a test input, all binary classifiers are evaluated and each output count as
a vote for the predicted label. The label with most votes is the predicted label for the
multiclass classifier constructed from these binary classifiers.

Reductions can also be used as a way to provide theoretical guarantees on the qual-
ity of the solution found as a function of the quality of the solutions for the subprob-
lems. Therefore, if high-quality solutions can be found for the subproblems, we can
guarantee that we obtain a high-quality solution for the original problem. For instance,
in the previous reduction, if the binary classifiers have error rate ε, it can be shown that
the multiclass classifier has error rate of at most (k−1)ε at the multiclass classification
task, for k the number of labels.

Another advantage of reductions is that they allow to transfer progress made at
solving the subproblems to the original problem. Thus any new and better algorithm
for solving the subproblems can be applied to obtain better solutions at the original
problem. In the previous example, if one invents a new binary classifier, then it can be
leveraged immediatly to solve multiclass classification tasks.

3.3 Imitation Learning and Inverse Optimal Control
Imitation learning is a technique used to learn a controller that can perform a particular
task from expert demonstrations. During expert demonstration, the states (or observa-
tions) encountered by the expert are recorded with the corresponding actions taken by
the expert. Imitation learning techniques then seek to learn a policy that reproduces the
expert behavior from this data.
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A common approach is to simply treat this problem as a supervised learning prob-
lem, e.g. by learning a classifier or regressor that predicts the action given the input
state or observation [Pomerleau, 1989, Schaal, 1999, Argall et al., 2009, Chernova and
Veloso, 2009]. An example of how this approach would proceed in a driving scenario
is depicted in Figure 1. There are however several limitations to such approach.

Expert Trajectories Dataset

Supervised LearningTest Execution

policy

...

Figure 1: Depiction of a typical supervised learning approach to imitation learning
in a driving scenario. Initially, the expert demonstrates the desired driving behavior
(top left). Input observations (camera image) and desired output actions (steering) are
recorded in a dataset (top right) during the demonstration. A supervised learning algo-
rithm is applied to fit a policy (bottom right), e.g. linear regression of the camera image
features to steering angle. The learned policy is then used to drive the car autonomously
(bottom left).

One limitation, which is the concern of this proposal, is that the policy learned by
the supervised learning algorithm will generally induce a different distribution of states
than the expert when executed in the system (due to mistakes made by the learned
policy). Due to this discrepency between the training and testing distribution, the per-
formance at mimicing the expert during test time may be quite poor, even though the
learned policy has a low error rate on the training set. This problem in the context of
the previous driving scenario is depicted in Figure 2.

Another limitation is that the expert is usually optimizing (at least approximately) a
long-term objective when demonstrating the task which may be poorly captured in the
current state/observation features. Without this long-term reasoning, it might be im-
possible to achieve high-accuracy at mimicing the expert behavior. Some early learn-
ing by demonstration approaches have coped with this difficulty by instead learning a
model of the system and planning with a given cost function that encodes the expert
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Expert trajectory

Learned Policy

No data on 
how to recover

Figure 2: The learned policy is fit to predict the expert’s steering for the observed
camera images during the expert’s trajectory. During test execution, the learned policy
acts slightly differently and ends up in new situations where no or few training data was
observed. Because the good driving behavior of the expert never or rarely encounters
bad situations where hard turns are required to recover, these recovery behaviors are
poorly represented in the training data. Thus, the learned policy will typically fail at
producing the desired behavior in these new situations and will keep making more and
more mistakes.

intention (or that simply seeks to track the observed expert trajectory) [Atkeson and
Schaal, 1997]. More recent inverse optimal control methods have addressed this issue
by directly learning the expert’s cost function from demonstrations [Abbeel and Ng,
2004, Ratliff et al., 2006, Ziebart et al., 2008, 2010]. These methods typically model
the expert as trying to optimize some linear cost function in the features. From the ob-
served expert behavior, and knowledge of the dynamics of the system (or at least access
to a planner), these methods can learn the cost function that the expert is optimizing.
Predicting the expert behavior can then be achieved by planning with the learned cost
function. This also has the advantage that it can generalize the expert behavior to new
tasks. For instance if we observe the expert navigating from point A to point B and
we learn the cost function the expert is optimizing, then we can predict the expert’s
behavior for navigating from another point C to D by again planning with the learned
cost function (see Figure 3). Simply learning a mapping from observation to action
would most likely fail at this new task.

3.4 Sequential Prediction Approaches to Structured Prediction
Structured Prediction is interested in prediction problems where the output prediction
is highly dimensional. For instance, consider a prediction problem in computer vision
where given an input image of n×m pixels, we want to ouput a labeled image of n×m
labels, where each pixel is associated with the class of object it belongs to. If there are
k possible object classes, then there are knm possible outputs. Attempting to learn a
classifier that directly learns to predict this output given the input image would simply
be infeasible.
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Figure 3: Generalization of the expert’s behavior by Inverse Optimal Control methods
(images from Ratliff et al. [2006]). The expert demonstrates to follow the road between
the start and goal location on an overhead satelite image (left). A cost function is
learned from local image features that explains this behavior. The cost function is
applied to a new test image (middle) (black = low cost, white = high cost). Planning
with the learned cost function predicts to follow the road to the goal location on the test
image (right).

Fortunately, for many of these problems, spatial and temporal relationships between
the output variables can be exploited to devise tractable learning and prediction proce-
dures. For instance, in the example above, the label of a pixel is likely to be the same
as its neighbors, as objects typically span a large number of pixels, and a small number
of objects are present in the image (compared to the number of pixels). Pixels that are
far away thus contain much less information about the label of a pixel. Such spatial
relationships can be modeled (approximately) via independence relations between the
output variables, which allow learning good models of data efficiently.

The common methodology to tackle these problems is via graphical models that ex-
ploits these independence relations for efficiently modeling the conditional distribution
of input to output in the training data [Lafferty et al., 2001] (see Figure 4). An infer-
ence procedure is then used to obtain the most likely output given a test input. However,
as most practical problems have to deal with large graphical models, inference often
needs to be done approximately, e.g. using loopy belief propagation, graph-cut or other
variational methods [Pearl, 1988, Boykov et al., 2001, Wainwright et al., 2001]. This
also leads to several issues and difficulties for training the graphical model [Kulesza
and Pereira, 2008, Finley and Joachims, 2008]. The end result is that using graphical
models with approximate inference for training and testing is poorly understood and
has limited guarantees on test performance only in a few particular cases[Kulesza and
Pereira, 2008, Finley and Joachims, 2008].

Some recent alternate approaches [Daumé III et al., 2009, Tu and Bai., 2009, Munoz
et al., 2010] eschew the probabilistic graphical model entirely with notable successes.
These methods proceed by training classifiers or regressors that can construct the output
prediction by making a sequence of interdependent local predictions. This effectively
transforms the structured prediction problem into a sequential prediction problem. Un-
like with graphical models, these methods can provide guarantees on test performance
via reduction arguments. We will leverage these ideas in our work to tackle structured
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Figure 4: Graphical Model approach to Structured Prediction in the context of image
labeling. Pairwise potentials model dependencies between objects at neighboring pix-
els and unary potentials model the likehood of an object present at a pixel given the
local image features. Inference, such as loopy belief propagation, is performed to find
an approximate minimum energy solution which is returned as output.

prediction problems. We now review these techniques.

SEARN: Search-based Structured Prediction

In Daumé III et al. [2009], structured prediction is treated as a problem of training
a search procedure that can construct the high-dimensional output from a sequence
of predictions. In the simplest case, a greedy-search procedure is trained, where the
structured output is constructed by predicting the value of one variable at a time, given
the previous predictions made so far. For instance in a handwritting recognition task,
the approach would predict each character in the handwritten word in sequence, using
previously predicted characters to help disambiguate among several candidates for the
next character. However, the approach is general enough to be applied with train other
search procedures, such as beam-search that would maintain a set of sequences of
previous predictions.

The search procedure is trained by training a stochastic classifier over several itera-
tions to make the predictions. Initially, the approach starts with an “expert” classifier h0

which can make good predictions on the training data (e.g. by directly looking up the
target output in the training data itself). A first classifier h′1 is then trained to minimize
the task specific loss when executed under the distribution of inputs induced by the
expert classifier. This first classifier is stochastically mixed with the previous classifier
to obtain the next classifier used at the next iteration: h1 = (1 − α)h0 + αh′1. This is
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interpreted as using h0 with probability 1− α to make a prediction, and using h′1 with
small probability α. At iteration n, the current classifier hn−1 is used for prediction on
the training data to generate the distribution of inputs and a new classifier h′n is trained
to minimize the task specific loss under this distribution. The next classifier is then ob-
tained as hn = (1−α)hn−1 +αh′n. The probability of using the expert classifier goes
down exponentially over the iterations (i.e. it is (1 − α)n after n iterations). After N
iterations, we can terminate the algorithm and return a renormalized classifier which do
not use the “expert” classifier for test execution: h̃N = 1

1−(1−α)N
[hN − (1− α)Nh0].

Daumé III et al. [2009] show that if α is chosen to be small enough, i.e. O( 1
T 3 ) when T

predictions are required to construct the structured output, and N is chosen to be large
enough, Õ(T 3), then the approach is guaranteed to perform not much worse than the
“expert” classifier. That is, the regret of the learned classifier compared to the initial
“expert” classifier scales linearly in T and the average regret (per iteration of training)
of the chosen classifier at each iteration compared to the classifier that would achieve
optimal loss at each iteration.

Auto-Context and Hierarchical Labeling

Auto-Context [Tu and Bai., 2009] is another approach introduced in computer vision
for treating structured prediction as a sequence of predictions. In their case they focus
on image labeling tasks where we want to label the object present at each pixel in an
input image. To do so, they train a sequence of classifiers. The first classifier is trained
to only use the image features local to a pixel and tries to infer the object present at that
pixel. Then the second classifier is trained to predict the object present at each pixel
using the local image features, and the predictions of the first classifier at neighboring
pixels. Training continues in this fashion for some pre-determined number of iterations.
Given a test image, the classifiers are applied in sequence on the entire image and
the final predictions of the last classifier are returned. This approach is similar to the
forward training algorithm we introduced for imitation learning in previous work [Ross
and Bagnell, 2010]. By training on the output of the previous classifier, the classifiers
learn to predict well under the distribution of inputs they induce and can thus provide
good guarantees. In particular, this approach can guarantee that its average loss during
test execution is directly the average loss of the learned classifiers over the iterations of
training, by following a similar analysis to Ross and Bagnell [2010].

Another similar approach used in the context of image labeling is the hierarchical
labeling approach of Munoz et al. [2010]. In this work, the images are first segmented
several times with varying parameters to obtain a hierarchical segmentation of the im-
age, going from coarse segments to fine segments. A sequence of classifiers is then
trained to predict the distribution of labels present in each segment at each level of the
hierarchy. They proceed in a coarse to fine fashion. First, a classifier is trained to pre-
dict the distribution of labels for the segments in the coarsest segmentation using only
the image features of the segments. Then, the next classifier is trained to predict the
distribution of labels for the segments in the second coarsest segmentation, using the
predictions made by the previous classifier at the coarser level, and the image features
of the segment as input. The approach continues iteratively until a classifier is trained
at the finest level. Then for prediction on a test image, the hierarchical segmentation of
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Figure 5: Sequence of predictions made by Auto-Context on a test image (images from
Tu and Bai. [2009]). Left: Input image. Middle-Left: Predictions of the 1st predictor
using only image features. Middle-Right: Predictions of the 3rd predictor, using image
features and predictions of the 2nd predictor as input. Right: Predictions of the 5th

(final) predictor, using image features and predictions of the 4th predictor as input.
Predictions are shown in grayscale, where black indicates probability 0 of horse and
white indicates probability 1 of horse.

the image is first obtained with the same segmentation algorithm and the classifiers are
applied in sequence on the entire image from coarse to fine, and the predictions at the
finest level are used as the final predictions. As this approach also proceeds similarly
the forward training algorithm, similar reduction guarantees can be provided [Ross and
Bagnell, 2010].

3.5 System Identification and Reinforcement Learning
Planning and control algorithms for robotic systems all rely on an accurate model of
the dynamics in order to compute a policy that performs well at a given task. In practi-
cal applications, such models are rarely known a priori, and must be learned from data.
This is the problem investigated by system identification and model-based reinforce-
ment learning approaches.

In the control literature, system identification techniques have mostly focused on
learning linear dynamical systems that model the response of the system to different
controls. Traditional identification methods have exploited the linear properties of the
model to learn the model in the frequency domain [Ljung, 1999]. Namely, they ex-
ploit the fact that the frequency response of a linear system to any linear combination
of basis control signals is simply the linear combination of the frequency response to
each basis signals. This makes learning easy as these approaches can simply record the
frequency response of the system to a set of basis control signals, typically chosen to
cover the range of frequencies the controller will use. State-space time domain meth-
ods adopt a more statistical learning based approach where the parameters of the linear
dynamic system are directly estimated via linear regression on a set of observed tran-
sitions [Ljung, 1999]. These methods typically require that the data must be recorded
with open loop controls to avoid correlations between the controls and the current state.

In the model-based reinforcement learning literature, most methods have focused
on discrete control problems where a finite MDP model of the system is learned. In
this case the next state distribution for each state-action pair is directly estimated from
the observed empirical distribution of next states. Most of these methods have focused
on the exploration-exploitation issue: where should data be collected to improve per-
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formance and when should we stop exploring and simply exploit current knowledge of
the system to achieve the task. State-of-the-art methods have addressed this issue by
either 1) being optimistic about the value of state-action pairs that have not been visited
often enough and planning an optimal policy in a resulting optimistic model to com-
pute the policy to execute [Strehl et al., 2009, Jaksch et al., 2010] or 2) using a bayesian
approach where a prior on the transition model is used and solving a POMDP to com-
pute an optimal exploration-exploitation strategy under this prior [Poupart et al., 2006,
Ross, 2008]. Similar bayesian approaches were also proposed in the adaptive control
and dual control literature [Fel’dbaum, 1965, Bar-Shalom, 1981, Astrom and Witten-
mark, 1989]. Other techniques have proposed using apprenticeship learning techniques
for exploration, where expert demonstrations are initially used to collect data and fit a
first model [Abbeel and Ng, 2005]. Then at subsequent iterations, the current optimal
policy is used to collect more data and improve the model until a policy is found that is
at least as good as the expert.

A limitation of all these methods is that they are non-agnostic, they all rely on
the assumption that the real system can be modeled perfectly in the class of models
considered to guarantee that they work and learn a good or near-optimal policy. In
practice, this is rarely the case. In the agnostic setting, the distribution of inputs where
the model is fit during training is of critical importance. For instance, consider fitting
a quadratic function with a class of linear functions. If the distribution of inputs is
concentrated in a small region (relative to the curvature of the quadratic function),
then we can obtain a good fit to the quadratic function and predict well in that region.
However sampling uniformly the input space would not allow to learn a linear function
that represents the quadratic function well. This implies that non-agnostic methods that
try to cover the state-action space may fail at producing good results in the agnostic
setting. Instead, we need to be able to focus exploration on state-action pairs that are
likely to be encountered during test execution (with the learned policy), to obtain a
good fit where needed. As we do not know what policy we will learn in advance, we
can again suffer from a mismatch in training and testing distribution if exploration is
not focused in the proper region of the state-action space (e.g. if we only watch an
expert controlling the system). Our work below will show that no-regret methods can
be leveraged to deal with this issue and obtain agnostic system identification procedures
that are guaranteed to work well as long as some model in the class achieves statistically
good predictions during training.

4 Completed Work
We now present some important part of our work and contributions we have made so
far. We begin with our work on novel imitation learning techniques which address
the mismatch in training and testing distributions and provide strong guarantees on the
performance of the learned policy. We then show how the same techniques and guaran-
tees can be applied to more general structured prediction problems to learn predictors
that can construct the structured output from a sequence of interdependent predictions.
Finally we extend our approach to tackle system identification problems, i.e. learning
a model of a system that is useful for planning/optimal control, and provide strong
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guarantees on the performance of the policy optimized with the learned model.

4.1 No-Regret Methods for Imitation Learning

Imitation learning techniques, where expert demonstrations of good behavior are used
to learn a controller, have proven very useful in practice and have led to state-of-the art
performance in a variety of applications [Schaal, 1999, Abbeel and Ng, 2004, Ratliff
et al., 2006, Silver et al., 2008, Argall et al., 2009, Chernova and Veloso, 2009, Ross and
Bagnell, 2010]. As mentioned previously, a typical approach to imitation learning is to
train a classifier or regressor to predict the expert’s behavior given training data of the
encountered observations (input) and actions (output) performed by the expert (see Fig-
ure 1). However since the learner’s predictions affect future input observations/states
during execution of the learned policy, this violate the crucial i.i.d. assumption made
by most statistical learning approaches.

We have showed in prior work that ignoring this issue leads to poor performance
both in theory and practice [Ross and Bagnell, 2010]. In particular, a classifier that
makes a mistake with probability ε under the distribution of states/observations en-
countered by the expert can make as many as T 2ε mistakes in expectation over T -steps
under the distribution of states the classifier itself induces while performing the task
[Ross and Bagnell, 2010]. Intuitively this is because as soon as the learner makes a
mistake, it may encounter completely different observations than those under expert
demonstration, leading to a compounding of errors.

In this prior work [Ross and Bagnell, 2010], we also proposed two alternative ap-
proaches that can guarantee an expected number of mistakes linear (or nearly so) in the
task horizon T and error ε by training over several iterations and allowing the learner
to influence the input states where expert demonstration is provided (through execu-
tion of its own controls in the system). One approach [Ross and Bagnell, 2010] learns
a non-stationary policy by training a different policy for each time step in sequence,
starting from the first step. This approach adopts a similar strategy to Langford and
Zadrozny [2005] to train T policies over T iterations in sequence from first to last. Un-
fortunately this is impractical when T is large or ill-defined. Another approach called
SMILe [Ross and Bagnell, 2010], similar to SEARN [Daumé III et al., 2009] and CPI
[Kakade and Langford, 2002], trains a stationary stochastic policy (a finite mixture of
policies) by adding a new policy to the mixture at each iteration of training. However
this may be unsatisfactory for practical applications as some policies in the mixture are
worse than others and by rapidly changing between various controllers, the stochastic
policy may excite high-frequency dynamics and become unstable.

In more recent work [Ross et al., 2011a], we proposed a new meta-algorithm for im-
itation learning that learns a stationary deterministic policy guaranteed to perform well
under its induced distribution of states (number of mistakes/costs that grows linearly
in T and classification cost ε). The approach is called DAgger, for Dataset Aggrega-
tion, and is closely related to no-regret online learning algorithms [Cesa-Bianchi et al.,
2004, Hazan et al., 2006, Kakade and Shalev-Shwartz, 2008] (in particular Follow-The-
Leader).
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DAgger: The Dataset Aggregation Algorithm

In its simplest form, DAgger proceeds as follows. At the first iteration, it uses the
expert’s policy to gather a dataset of trajectories D and train a policy π̂2 that best
mimics the expert on those trajectories. Then at iteration n, it uses π̂n to collect more
trajectories and adds those trajectories to the dataset D. The next policy π̂n+1 is the
policy that best mimics the expert on the whole dataset D. In other words, DAGGER
proceeds by collecting a dataset at each iteration under the current policy and trains
the next policy under the aggregate of all collected datasets. A diagram depicting the
DAgger algorithm for imitation learning is shown in Figure 6.

Test 
Execution

Collect 
Data

Supervised 
Learning

Expert

Learned 
Policy

Aggregate 
Dataset

Done?

yes
no

î

Best
Policy

î

Figure 6: Diagram of the DAgger algorithm for imitation learning.

The intuition behind this algorithm is that over the iterations, we are building up the
set of inputs that the learned policy is likely to encounter during its execution based on
previous experience (training iterations). This algorithm can be interpreted as a Follow-
The-Leader algorithm in that at iteration n we pick the best policy π̂n+1 in hindsight,
i.e. under all trajectories seen so far over the iterations. In general, the algorithm can
use any no-regret online learning algorithm to pick the sequence of policies π̂1:N over
the iterations of the algorithm.

To better leverage the presence of the expert in our imitation learning setting, we
optionally allow the algorithm to use a modified policy πi = βiπ

∗+ (1− βi)π̂i at iter-
ation i that queries the expert to choose controls a fraction of the time while collecting
the next dataset. This is often desirable in practice as the first few policies, with rela-
tively few datapoints, may make many more mistakes and visit states that are irrelevant
as the policy improves. We will typically use β1 = 1 so that we do not have to spec-
ify an initial policy π̂1 before getting data from the expert’s behavior. Then we could
choose βi = pi−1 to have a probability of using the expert that decays exponentially
as in SMILe and SEARN. The only requirement is that {βi} be a sequence such that
βN = 1

N

∑N
i=1 βi → 0 as N → ∞. The simple, parameter-free version of the algo-

rithm described above is the special case βi = I(i = 1) for I the indicator function,
which often performs best in practice (see below). The general DAGGER algorithm is
detailed in Algorithm 4.1.

14



Initialize D ← ∅.
Initialize π̂1 to any policy in Π.
for i = 1 to N do

Let πi = βiπ
∗ + (1− βi)π̂i.

Sample T -step trajectories using πi.
Get dataset Di = {(s, π∗(s))} of visited states by πi and actions given by expert.
Aggregate datasets: D ← D

⋃
Di.

Train classifier π̂i+1 on D (or use online learner to get π̂i+1 given new data Di).
end for
Return best π̂i on validation.

Algorithm 4.1: DAGGER Algorithm.

Theoretical Guarantees of DAgger

In Ross et al. [2011a], we showed how we can relate the performance of the policies
picked by DAgger to the predictive error of the best policy in the class Π in hindsight,
as well as the average regret of the online learning procedure picking the sequence of
policies π̂1:N over the iterations of DAgger. More formally, we define the predictive
error of the best policy in the class Π in hindsight as:

εclass = min
π∈Π

1
N

N∑
i=1

Es∼dπi ,a∼π∗s [`(s, a, π)], (2)

for dπi the distribution of states visited by policy πi over T -steps, π∗s the distribution
of actions of the expert π∗ in state s, and `(s, a, π) the loss of policy π with respect
to predicting action a in state s. Similarly, the average regret of the online learning
procedure is defined as:

εregret =
1
N

N∑
i=1

Es∼dπi ,a∼π∗s [`(s, a, πi)]− εclass. (3)

Let J(π) denote the expected T -step cost of a policy π under the unknown task cost
function C(s, a). Using the predictive error and the average regret, we can bound the
T -step cost of the best policy found by DAgger overN iterations: π̂ = argminπ∈π̂1:N

J(π),
and the “uniform mixture”1 policy π over π̂1:N . In particular, if the loss ` is bounded
by `max and βi ≤ (1− α)i−1 for all i for some constant α independent of T , then the
following holds in the infinite sample case (infinite number of sample trajectories at
each iteration):

Lemma 4.1. If `(s, a, π) is an upper bound on C(s, a) for all s, a, π, then after N
iterations of DAgger:

J(π̂) ≤ J(π) ≤ T [εclass + εregret] +O

(
`maxT log T

αN

)
.

1The uniform mixture policy π would pick a random policy π uniformly in π1:N at the beginning of each
trajectory and follow π for the entire trajectory (T steps).
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If `(s, a, π) is an upper bound on the 0-1 loss for all s, a, π, then for any cost function
bounded in [0, Cmax], after N iterations of DAgger:

J(π̂) ≤ J(π) ≤ J(π∗) + uCmaxT [εclass + εregret] +O

(
u`maxCmaxT log T

αN

)
.

for u satisfying: Qπ
∗

T−t+1(s, a′) − Qπ
∗

T−t+1(s, a) ≤ uCmax for all action a′, t ∈
{1, 2, . . . , T}, states s such that dtπ̂i(s) > 0 for some π̂i ∈ π̂1:N , and action a such
that π∗s (a) > 0.

The last term can be made negligible by choosing N large enough (e.g. N in
Ω(T log T )). Furthermore, using a no-regret online learning procedure guarantees that
we can pick N large enough to make εregret ≤ O(1/T ) so that the regret term becomes
negligible. For instance, for strongly convex loss, algorithms like Follow-the-Leader
guarantees that εregret is O(1/T ) after Õ(T ) iterations. DAgger can thus guarantee the
following:

Theorem 4.1. If ` is strongly convex in π for all s, a and upper bounds C, then after
Õ(T ) iterations of DAgger:

J(π̂) ≤ J(π) ≤ Tεclass +O(1).

If ` is strongly convex in π for all s, a and upper bounds the 0-1 loss, then for any cost
function C bounded in [0, Cmax], after Õ(uT ) iterations of DAgger:

J(π̂) ≤ J(π) ≤ J(π∗) + uCmaxTεclass +O(Cmax).

When ` is only convex in π, then using a Follow-the-Regularized-Leader or sub-
gradient descent procedure can guarantee that εregret is O(1/T ) after O(T 2) iterations.
Thus in this case we need a larger number of iterations.

We also showed that we can obtain good guarantees with high probability when we
only sample a finite number ofm trajectories at each iteration if the loss on the sampled
training data ε̂class of the best policy in the class Π is small:

Theorem 4.2. If ` is convex in π for all s, a and upper bounds C, and m is O(1), then
with probability at least 1− δ, after O(T 2 log(1/δ)) iterations of DAgger:

J(π̂) ≤ J(π) ≤ T ε̂class +O(1).

If ` is convex in π for all s, a and upper bounds the 0-1 loss, and m is O(1), then
for any cost function C bounded in [0, Cmax], with probability at least 1 − δ, after
O(u2T 2 log(1/δ)) iterations of DAgger:

J(π̂) ≤ J(π) ≤ J(π∗) + uCmaxT ε̂class +O(Cmax).

When the loss is strongly convex, a more refined analysis taking advantage of the
strong convexity of the loss function [Kakade and Tewari, 2009] may lead to tighter
generalization bounds that require N only of order Õ(T log(1/δ)).
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Remarks on Guarantees

It is important to note that our guarantees are reduction statements, i.e. they are relative
guarantees to how well we can do at finding policies that mimic well the expert on the
training data. Thus DAgger may sometimes fail at finding good policies if no policies
can mimic well the expert during training. However it guarantees that one of two
things happen, either 1) we obtain a good policy, or 2) we fail at finding policies with
low error during training. If the latter occur, we may need a better class of policies
that can more accurately represent the expert’s behavior, e.g. by considering kernel
methods. In contrast, the typical supervised learning approach may find policies with
low training error, but still fail at obtaining a good policy to accomplish the task, due
to the mismatch in training and testing distributions.

Experiments on Imitation Learning Tasks

We demonstrated DAGGER is scalable and outperforms previous approaches in prac-
tice on two challenging imitation learning problems: 1) learning to steer a car in a 3D
racing game (Super Tux Kart) and 2) and learning to play Super Mario Bros., given
input image features and corresponding actions by a human expert and near-optimal
planner respectively. Our results are briefly summarized in Figure 7 and Figure 8 (see
[Ross et al., 2011a] for full details). Videos available on YouTube [Ross, 2010a,b] also
show a qualitative comparison of the behavior obtained with each method.
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Figure 7: Left: Image from Super Tux Kart’s Star Track; Right: Average falls/lap as a
function of training data.

4.2 No-Regret Methods for Structured Prediction
Many prediction problems in computer vision and natural language processing can
be formulated as structured prediction problems where the output prediction is high-
dimensional and several dependencies exist between the output variables (e.g. spatial or
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Figure 8: Left: Image from Super Mario Bros; Right:Average distance/stage as a func-
tion of data. D0, D0.5 and D0.9 denotes DAgger with βi chosen as 0i−1, 0.5i−1 and
0.9i−1 respectively; Se1 and Se0.4 denotes SEARN with α = 1 and α = 0.4 re-
spectively; Sm0.1 denotes SMILe with α = 0.1; Sup the typical supervised learning
approach.

temporal dependencies). As mentioned in Section 3.4, the common approach to tackle
these problems is via graphical models and using an inference procedure to make pre-
dictions. However, because approximate inference is necessary to tackle large prob-
lems in practice, these methods have limited guarantees [Kulesza and Pereira, 2008,
Finley and Joachims, 2008].

In Ross et al. [2011b], we adopted a sequential prediction approach to structured
prediction similar to Daumé III et al. [2009], Tu and Bai. [2009], Munoz et al. [2010] to
demonstrate how DAgger can be applied to address structured prediction problems and
provide strong performance guarantees on test performance. In this work, we lever-
aged the particular structure of message-passing inference algorithms. In particular,
we focused on learning a probabilistic classifier (i.e. a classifier that predicts a distri-
bution over labels) which iteratively predicts the label of each output variable, using
local input features and neighbors’ predictions as additional input features. The prob-
abilistic classifier is applied over the entire graph of output variables several times, in
a way similar to message-passing algorithms such as loopy belief propagation iterate
over the graph during inference (see Figure 9). The difference is that instead of com-
puting messages using the graphical model’s potentials, the messages are the output of
the learned classifier with our approach (see Figure 10). Due to the similarities with
inference procedure, we will refer to this sequential prediction process with the learned
classifier as performing inference with the classifier.

Training a predictor which produces high-accuracy output prediction through this
inference process during test execution is however non-trivial. This is due to the fact
that the input features related to neighbors’ predictions depend on the learned predictor
itself. Thus we have a non-i.i.d. supervised learning problem similar to imitation
learning. Due to these similarities, DAgger can be used to learn a predictor which
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denoted by the corresponding variable letter. Input arrows indicate the previous outputs
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Figure 10: Depiction of the computations that the predictor represents in Belief Propa-
gation for (a) a message to a neighboring factor and (b) the final marginal of a variable
outputed by Belief Propagation.

predicts well under its own induced distribution of input during this inference process.

DAgger for Structured Prediction

We now summarize how DAgger can be used to learn a probabilistic classifier that can
construct the structured output via such sequence of prediction. Initially inference is
performed on the training graphs by using the ideal marginals (a probability distribution
with probability 1 on the ground truth label) from the training data to classify each node
and generate a first training distribution of inputs. The dataset of inputs encountered
during inference associated with the ideal marginals as target is used to learn a first
predictor. Thus the first predictor is trained to predict each output variable when its
neighbors are always correctly labeled (or unlabeled). Then the process keeps iterating
by using the previously learned predictor to perform inference on the training graphs
and generate a new dataset of encountered inputs during inference, with the associated
ideal marginals as target prediction. This new dataset is aggregated to the previous
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Figure 11: Diagram of the DAgger algorithm for Structured Prediction.

Initialize D0 ← ∅, h0 to return the ideal marginal on any variable v in the training
graph.
for n = 1 to N do

Use hn−1 to perform inference on training graphs.
Get dataset D′n of inputs encountered during inference, with their ideal marginal
as target.
Aggregate dataset: Dn = Dn−1 ∪D′n.
Train hn to minimize loss on Dn (or use base online learner to obtain hn from
new data D′n).

end for
Return best hn on training or validation graphs.

Algorithm 4.2: DAgger Algorithm for Structured Prediction.

ones and a new predictor is trained on this aggregated dataset (i.e., containing all data
collected so far over all iterations of the algorithm). A diagram depicting the DAgger
algorithm for Structured Prediction is shown in Figure 11. Just as in imitation learning,
this can be interpreted as a Follow-the-(Regularized)-Leader algorithm, and other no-
regret online learning algorithm can be used to pick the sequence of predictors over the
iterations of the algorithm. DAgger is described in Algorithm 4.2.

Theoretical Guarantees

Because structured prediction is now tackled as a sequential prediction problem similar
to imitation learning, all the theoretical results we developed for imitation learning can
be transfered directly to this setting.

For instance, for strongly convex prediction loss `, such as regularized logistic loss,
DAgger has the following guarantee:

Theorem 4.3. There exists a predictor hn in the sequence h1:N such that:

E(x,y)∼dhn [`(x, y, hn)] ≤ εclass + Õ(
1
N

),
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for εclass = argminh∈H
1
N

∑N
i=1 E(x,y)∼dhi [`(x, y, h)], the loss of the best classifier in

the classH on the training distribution over the N iterations.

dh is the joint distribution of input and target ideal marginal induced by predictor
h when used for inference on the training graphs. This theorem indicates that DAgger
guarantees a predictor that, when used during inference, performs nearly as well as
when classifying the aggregate dataset. Returning the average prediction made at each
node over the inference passes guarantees that such final predictions would have an
average loss bounded by εclass + Õ( 1

N ) per node, which doesn’t grow with the number
of pass over the graph. To make the factor Õ( 1

N ) negligible when looking at the sum of
loss over the whole graph, we can chooseN to be on the order of the number of nodes in
a graph. Though in practice, often a much smaller number of iterations (N ∈ [10, 20]),
is sufficient to obtain good predictors under their induced distributions.

Experiments on Structured Prediction Problems

We demonstrated DAGGER is scalable and competes with state-of-the-art structured
prediction approaches in practice on several structured prediction problems. In Ross
et al. [2011a], we adopted a sequential search procedure view of structured prediction
as in SEARN and showed that DAgger slightly outperformed SEARN on a handwriting
recognition task [Taskar et al., 2003]. These results are briefly summarized in Figure
12 (see Ross et al. [2011a] for full details). In Ross et al. [2011b], we adopted the se-
quential inference procedure view of structured prediction presented above and showed
that our method competes with other graphical model based approaches such as M3N
on two computer vision tasks: 1) predicting the object at each 3D point in laser scans
(3D point cloud) of outdoor scenes and 2) predicting the 3D surface layout of outdoor
scenes from single camera images. Our results are briefly summarized in Table 1 and
Figures 13 and 14 (see Ross et al. [2011b] for full details).

4.3 No-Regret Methods for System Identification
Model-based reinforcement learning and much of control theory rely on system iden-
tification: building a model of a system from observations that is useful for controller
synthesis. To provide good performance guarantees on the learned policy, existing
methods rely on the strong assumption that the real system belongs to the class of
models considered during learning (e.g., that the real system is in some class of linear
models)

In recent work [Ross and Bagnell, 2012a], we adapted the DAgger method to pro-
vide an algorithm for system identification and controller synthesis (i.e. model-based
reinforcement learning) which has strong guarantees on the performance of the re-
sulting controller with a weaker “agnostic” assumption that the system identification
achieves statistically good prediction. Our reduction-based analysis relates the perfor-
mance of the learned policy to prediction error during the system identification process.
Our result enables model-based RL methods to match the strongest existing agnostic
guarantees of model-free RL methods, such as CPI and PSDP[Kakade and Langford,
2002, Bagnell et al., 2003]. Similar to CPI and PSDP, our approach assumes access to a
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Figure 12: Character accuracy as a function of iteration on the handwritting recog-
nition task. All approaches trains a multiclass SVM. No structure trains the SVM to
predict each character independently, while all other methods use the previously pre-
dicted character in the word as additional input features. With supervised, the previous
character is always correctly labeled during training (train on the distribution induced
by an ideal classifier). With SEARN, we tried all parameters α in {0.1, 0.2, . . . , 1} and
reported performance for the best (α = 0.8), pure policy iteration (α = 1) and with
α = 0.1. We also compared with SMILe with α = 0.1

Figure 13: Estimated 3D point cloud labels. From left to right: M3N-F, M3N-P, MFIM,
Ground truth.

state-action exploration distribution that we can restart the system from to collect data
and allows us to guarantee small regret against any policy whose state-action distribu-
tion is close to this exploration distribution. In particular, if our state-action exploration
distribution is close to that of a near-optimal policy, then our approach guarantees near-
optimal performance, provided a good model exists. Good state-action exploration dis-
tributions can often be obtained in practice; e.g. from human expert demonstrations,
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3D Point Clouds 3D Surface Layout
Accuracy Macro-F1 Micro-F1 Accuracy Macro-F1 Micro-F1

BPIM-D 0.9795 0.8206 0.9799 0.6467 0.5971 0.6392
BPIM-B 0.9728 0.6504 0.9706 0.6287 0.5705 0.6149

BPIM-DB 0.9807 0.8305 0.9811 - - -
MFIM 0.9807 0.8355 0.9811 0.6378 0.5947 0.6328
CRF 0.9750 0.8067 0.9751 0.6126 0.5369 0.5931

M3N-F 0.9846 0.8467 0.9850 0.6029 0.5541 0.6001
M3N-P 0.9803 0.8230 0.9806 - - -

Hoiem et al. [2007] - - - 0.6424 0.6057 0.6401

Table 1: Comparisons of overall performances on the 3D point cloud and 3D surface
layout datasets. BPIM-D, BPIM-B and BPIM-DB is the presented approach where
the classifier is trained with DAgger (D), Back-propagation (B) and Back-propagation
starting from the solution found by DAgger (DB) respectively. MFIM is a slight vari-
ation of the approach where messages (classifier’s output) are sent in a way similar to
mean-field rather than belief propagation. CRF is a conditional random field trained
using loopy belief propagation for approximate inference [Kumar et al., 2005], M3N-F
and M3N-P is the M3N approach of [Munoz et al., 2009] where the M3N is trained via
functional (F) and parametric (P) gradient descent respectively and using a graph-cut
inference procedure.

Figure 14: Estimated 3D geometric surface layouts. From left to right: M3N-F, Hoiem
et al. [2007], BPIM-D, Ground truth.

domain knowledge, or from a desired trajectory we would like the system to follow.
Additionally, our approach can be used as a way to improve a base policy we might
have. In this case, the base policy can be used to generate the exploration distribution
– with potentially additional random exploration in the actions.

To demonstrate the advantage of the iterative learning approach of DAgger com-
pared to other existing methods, we also provided an agnostic analysis of a simple
generic batch algorithm which can represent many learning methods used in practice
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Figure 15: Diagram of the Batch algorithm for System Identification.

Input: exploration distribution ν, number of samples m, cost function C, model
fitting procedure FITMODEL, optimal control procedure OPTIMALCONTROL-
SOLVER.
for k = 1 to m do

Sample (s, a) ∼ ν and obtain sample s′ ∼ Tsa.
Add (s, a, s′) to D.

end for
T̂ ← FITMODEL(D).
π̂ ← OPTIMALCONTROLSOLVER(T̂ , C).
Return policy π̂.

Algorithm 4.3: Batch Model-Based RL Algorithm.

(e.g. building a model from open loop controls, watching an expert, or running a base
policy we want to improve upon). Unlike DAgger, the batch algorithm’s performance
guarantees and sample complexity typically scales with the size of the MDP (i.e. size
of the state and action space). We now begin by analyzing the simple batch algorithm
before we move on to the DAgger approach.

Simple Batch Algorithm

We consider the real system is some unknown MDP with transition model T , where
Tsa denotes the distribution over next state when performing action a in state s. For
simplicity of presentation, we assume the cost function C is known. We seek to learn
a model of the system from observed transitions within a given class of models T .

The batch algorithm proceeds as follows. Initially, it is given a state-action explo-
ration distribution ν to sample data from the real system, e.g. the state-action distribu-
tion induced by an expert performing the task, various open loop control sequences, or
some other base policy we want to improve. It proceeds by executing m state-action
pairs sampled i.i.d. from ν in the real system to obtain m sampled transitions. Then
it finds the model T̂ ∈ T that best fits the observed transitions, and solves (potentially
approximately) the optimal control problem with model T̂ and known cost function C
to return a policy π̂ for test execution (see Algorithm 4.3). A diagram depicting the
batch algorithm for system identification is shown in Figure 15.

Intuitively, this algorithm can lead to poor performance because of a mismatch
in training and testing distribution, similar the problems we encountered in imitation
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Figure 16: Depiction of the mismatch between the exploration (training) distribution
and test execution distribution during system identification for a helicopter performing
a nose-in-funnel maneuver.

learning and structured prediction (see Figure 16). If the policy optimized with the
learned model goes to areas that were not explored under the exploration (training)
distribution, then the model may poorly predict the behavior of the system in those
areas. These errors can lead to serious estimation errors in the total cost of the policy
in areas that it visits. Thus the learned policy may be very optimistic about its total cost
and far from optimal. This is formalized in the analysis of this algorithm below.

To analyze this batch algorithm, we measure test performance of the learned policy
π̂ in terms of the expected sum of discounted cost with discount γ ∈ [0, 1) when it is
executed in the real system T for an infinite horizon starting from initial state distribu-
tion µ. We denote this expected total cost as Jµ(π̂) = Es∼µ[V π̂(s)], for V π̂ the value
function of π̂ under real system T : V π̂(s) = Ea∼π̂s [C(s, a) + γEs′∼Tsa [V π̂(s′)]].
Additionally, we denote Dt

µ,π the joint distribution of state-action pair at time t if we
always execute policy π starting in state distribution µ at time 1, and Dµ,π = (1 −
γ)
∑∞
t=1 γ

t−1Dt
µ,π the discounted distribution of state-action pairs over an infinite tra-

jectory if we always follow π starting in µ. Note that Jµ(π) = 1
1−γE(s,a)∼Dµ,π [C(s, a)].

We can relate the test performance Jµ(π̂) of the policy π̂ returned by this batch
algorithm to the predictive error of the learned model during training, and how well
we solved the optimal control problem with learned model T̂ . Formally, we define the
predictive error of the learned model T̂ under the training distribution ν as:

εpred = E(s,a)∼ν [||Tsa − T̂sa||1]. (4)

Additionally, we measure how well we solve the optimal control problem by looking
at how much better of a solution other policies π′ are compared to π̂ at optimal control
on learned model T̂ :

επ
′

oc = Es∼µ[V̂ π̂(s)− V̂ π
′
(s)], (5)

where V̂ π̂ and V̂ π
′

are the value functions of π̂ and π′ under learned model T̂ respec-
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tively. For instance, if π̂ is an ε-optimal policy on T̂ within some class of policies Π,
then επ

′

oc ≤ ε for all π′ ∈ Π. Furthermore if a consistent estimation procedure2 is used
to estimate T̂ , the predictive error can be bounded by the modeling error and the gen-
eralization error. We define the modeling error as the minimum predictive error under
ν achievable by models in T :

εmodel = inf
T ′∈T

[E(s,a)∼ν [||Tsa − T ′sa||1]], (6)

The modeling error is 0 in the realizable case, but usually non-zero in the agnostic case.
The generalization error (or consistency rate) εgen(m, δ) bounds with high probability
1 − δ, how large εpred − εmodel can be as a function of the number of samples m.
Consistent procedures guarantee that εgen(m, δ) → 0 as m → ∞ for any δ > 0. Our
test performance bounds will also be related to the mismatch between the exploration
distribution ν and distribution induced by executing another policy π starting in µ. That
is, for any policy π, we denote this mismatch as cπν = sups,a

Dµ,π(s,a)
ν(s,a) . Additionally,

assume the costs C(s, a) ∈ [Cmin, Cmax] for all (s, a) and define Crange = Cmax −
Cmin. We showed the following result:

Theorem 4.4. The batch algorithm returns a policy π̂ s.t. for any policy π′:

Jµ(π̂) ≤ Jµ(π′) + επ
′

oc +
γ(cπ̂ν + cπ

′

ν )Crange

2(1− γ)2
εpred

Equivalently, after observing m transitions with probability at least 1− δ:

Jµ(π̂) ≤ Jµ(π′) + επ
′

oc +
γ(cπ̂ν + cπ

′

ν )Crange

2(1− γ)2
[εmodel + εgen(m, δ)]

This bound is also tight, in that we can construct examples where it holds with
equality [Ross and Bagnell, 2012a]. Given a large enough sample size, εgen(m, δ)
becomes negligible and the dominating factor limiting performance becomes εmodel.

Therefore the term γ(cπ̂ν+cπ
′
ν )Crange

2(1−γ)2 εmodel quantifies how performance degrades in the
agnostic setting.

The drawback of the batch algorithm is the presence of the factor cπ̂ν , which depends
on the learned policy π̂ itself, and multiplies εmodel. As π̂ cannot be known in advance,
then to bound performance with respect to any policy we might learn, we will typically
need to bound cπ̂ν by supπ∈Π c

π
ν . This worst case is likely to be realized in practice:

if ν rarely explores some state-action pairs, then the model will be bad for these pairs
and could significantly underestimate their cost. The learned policy would thus likely
try to go to those low-cost areas and spend most of its time where few or no data was
collected. Thus cπ̂ν can often be close to supπ∈Π c

π
ν in practice. This implies that the

best way to define ν for the batch algorithm is often to use a joint uniform distribution
over state-action pairs. Unfortunately this introduce an extra dependency on the num-
ber of states and actions (or the volume of the state and action space) (i.e. cπ̂ν + cπ

′

ν

2By consistent, we mean that E(s,a)∼ν [||Tsa − T̂sa||1] − infT ′∈T [E(s,a)∼ν [||Tsa − T ′sa||1]] → 0
as the number of samples m→∞.
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is O(|S||A|)) multiplying εmodel. Additionally, sampling from a uniform distribution
often requires access to a generative model. If we only have access to a reset model3

and a base policy π0 inducing ν when executed in the system, then the factor cπ̂ν could
be arbitrarily large (e.g. if the learned policy goes to states which have probability 0
under π0). Thus we cannot even guarantee that we would perform well compared to
policies π′ that are similar to π0.

In the next section, we show that by using iterative online learning methods in a
particular way, we can obtain bounds that do not depend on cπ̂ν (only cπ

′

ν ). This leads to
better performance guarantees when we have access to a good exploration distribution
ν (e.g. that of a near-optimal policy), or when we only have access to a reset model and
are interested in improving a base policy π0 that we use to induce ν. This allows us
to leverage prior knowledge about the task to construct good exploration distributions
ν that lead to better performance bounds and improved performance in practice as we
demonstrate in the experiments.

DAgger for Agnostic Model-Based RL

We now present our extension of DAgger to the Model-Based Reinforcement Learn-
ing setting. In its simplest form, the approach proceeds iteratively as follows. Starting
from an initial guess of the transition model T̂ 1 ∈ T , solve (potentially approximately)
the optimal control problem with T̂ 1 and known cost function C to obtain policy π1

(e.g. via Value Iteration/Dynamic Programming/iLQR). Then at each iteration n, col-
lect data repeatedly about the system as follows: with probability 1

2 , sample a state
transition occuring from an exploratory state-action pair drawn from ν and add it to
dataset D, otherwise, sample a state transition occuring from state-action pair drawn
from Dµ,πn . The latter can be achieved by executing the current policy πn starting in
µ, stop the trajectory with probability 1 − γ at each step and add the last transition to
dataset D. The dataset D contains all transitions observed so far over all iterations.
Once data has been collected, find the best transition model T̂n+1 ∈ T that minimizes
an appropriate loss (e.g. regularized logistic loss, regularized squared loss) on D, and
solve (potentially approximately) the optimal control problem with T̂n+1 and known
cost function C to obtain the next policy πn+1. This procedure is iterated for some
number of iterations N . A diagram depicting the DAgger algorithm for System Iden-
tification and Optimal Control is shown in Figure 17. At test time, we could either
find and use the policy that has lowest expected total cost in the sequence of policies
π1, . . . , πN when starting its execution in µ or use the uniform “mixture” policy4 over
π1, . . . , πN . Our theoretical results below guarantee good performance for these two
methods. In practice, using the last policy in the sequence often works equally well, as
it has been trained with most data. Our experimental results below confirm this intu-
ition. In theory, the last policy also has good guarantees when the distributions Dµ,πi

converge to a small region in the space of distributions as i → ∞, although DAgger

3A reset model is an access model where to obtain sample transitions, we can only simulate the system
forward in time by executing actions, or reset the system to a new (random) initial state to restart a new
trajectory.

4At the beginning of any trajectory, the mixture policy would pick uniformly randomly a policy in the
sequence π1:N , and use that policy for the whole trajectory.
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Figure 17: Diagram of the DAgger algorithm for System Identification.

Input: exploration distribution ν, number of iterations N , number of samples per
iteration m, cost function C, online learning procedure ONLINELEARNER, optimal
control procedure OPTIMALCONTROLSOLVER.

Get initial guess of model: T̂ 1 ← ONLINELEARNER().
π1 ← OPTIMALCONTROLSOLVER(T̂ 1, C).
for n = 2 to N do

for k = 1 to m do
With probability 1

2 : Run πn−1 to sample (s, a) ∼ Dµ,πn−1 and obtain s′ ∼ Tsa
Otherwise sample (s, a) ∼ ν and obtain s′ ∼ Tsa.
Add (s, a, s′) to Dn−1.

end for
Update model: T̂n ← ONLINELEARNER(Dn−1).
πn ← OPTIMALCONTROLSOLVER(T̂n, C).

end for
Return the sequence of policies π1:N .

Algorithm 4.4: DAgger algorithm for Agnostic Model-Based RL.

does not guarantee that this always occurs.
This algorithm can be interpreted as a Follow-The-(Regularized)-Leader algorithm

in that at iteration n we pick the best (regularized) transition model T̂n in hindsight,
i.e. under all samples seen so far over the iterations, and then move on to use a good
policy πn under T̂n. In general, the algorithm can also be implemented using any
other online learning algorithm to pick the sequence of models. Our extension of the
DAGGER algorithm to Model-Based RL is fully detailed in Algorithm 4.4.

We now show how we can relate the test performance of the learned policies to
the average predictive error of the sequence of learned models T̂ 1:N and how well we
solved the optimal control problems (on average) to obtain the learned policies π1:N .
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That is, for DAgger, we define the average predictive error over the iterations as:

εpred =
1
N

N∑
i=1

E(s,a)∼Di [||T̂
i
sa − Tsa||1], (7)

where Di = 1
2Dµ,πi + 1

2ν. The average quality of our solutions to the optimal control
problems is measured compared to other policies π′ as:

επ
′

oc =
1
N

N∑
i=1

Es∼µ[V̂i(s)− V̂ π
′

i (s)], (8)

where V̂i and V̂ π
′

i are respectively the value function of πi and π′ under model T̂ i.
For instance, if at each iteration i we found an εi-optimal policy within some class of
policies Π on learned model T̂ i, then επ

′

oc ≤ 1
N

∑N
i=1 εi for all π′ ∈ Π. Also note

that εpred corresponds to an average of loss on out-of-training samples (i.e. T̂ i incurs
loss on Di but is trained only with data from D1 to Di−1). Using no-regret algorithms
can ensure that εpred is not much bigger than the predictive error of the best model in
hindsight:

εmodel = inf
T ′∈T

1
N

N∑
i=1

[E(s,a)∼Di [||Tsa − T
′
sa||1]] (9)

If εregret is the average regret (in predictive error) of the model fitting procedure over
the iterations of the algorithm, then we have εpred ≤ εmodel + εregret.

Given the sequence of policies π1:N produced by DAgger, let π̂ = argminπ∈π1:N
Jµ(π)

the best policy in the sequence and π the uniform mixture policy on the sequence (s.t.
Jµ(π) = 1

N

∑N
i=1[Jµ(πi)]). We have showed the following guarantee:

Theorem 4.5. The DAgger algorithm produces a sequence of policies π1:N s.t. for any
policy π′:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π′) + επ
′

oc +
γcπ

′

ν Crange

(1− γ)2
εpred

Equivalently:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π′) + επ
′

oc +
γcπ

′

ν Crange

(1− γ)2
[εmodel + εregret]

Additionally, if the distributions Dµ,πi converge to a small region in the space of
distributions as i→∞, then we also have the following guarantee:

Lemma 4.2. Suppose there exists a distribution D∗ and some ε∗conv ≥ 0 such that for
all i, ||Dµ,πi −D∗||1 ≤ ε∗conv + εiconv for some sequence {εiconv}∞i=1 that is o(1). Then
the last policy πN produced by DAgger is such that:

Jµ(πN ) ≤ Jµ(π) +
Crange

2(1− γ)
[2ε∗conv + εNconv +

1
N

N∑
i=1

εiconv]
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Thus:

lim sup
N→∞

Jµ(πN ) ≤ Jµ(π) +
Crange

1− γ
ε∗conv

Theorem 4.5 illustrates how we can reduce the original Model-Based RL prob-
lem to a no-regret online learning problem on a particular sequence of loss functions.
Namely, if Li(T ′) = E(s,a)∼Di [||Tsa − T ′sa||1] represents the loss at iteration i in an
online learning problem, then a no-regret online learning algorithm would pick a se-
quence of models T̂ 1:N such that εregret → 0 as N → ∞. Provided a large enough
number of iterations, we again obtain that the dominant term limiting performance is

εmodel. Thus for no-regret online methods, the term γcπ
′
ν Crange

(1−γ)2 εmodel determines how per-
formance degrades in the agnostic setting. Unlike the batch algorithm, this term does
not depend on cπ̂ν , only on cπ

′

ν . Therefore using no-regret online methods, we can guar-
antee that we learn policies that are competitive with respect to any policy π′ for which
cπ
′

ν is small. Thus, with DAgger, we should ideally pick ν to be close to Dµ,π for some
near-optimal policy π (i.e. we should explore where good policies spend time).

The current approach as described requires running a no-regret algorithm on a se-
quence of L1 distance loss which is hard to estimate from sampled transitions. In Ross
and Bagnell [2012a] we showed that we can relate this loss to other losses such as the
negative log likelihood, squared loss or convex upper bounds on the classification loss
(such as the hinge loss). This leads to convex online learning problems for many com-
mon model classes, for which no-regret online learning algorithms are known to exist
(e.g. Follow-the-Regularized-Leader or Gradient Descent). Additionally, we provided
finite sample results for different scenarios. For instance, in the case of a finite MDP
with |S| states and |A| actions, where T̂ i is the empirical estimator of T based on the
samples collected in the first i − 1 iterations, we show that by choosing m = 1 and

N in Õ(
C2

range|S|
2|A| log(1/δ)

ε2(1−γ)4 ) we can guarantee that with high probability 1− δ, for any
policy π′:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π′) + επ
′

oc +O(cπ
′

ν ε)

In this scenario, εmodel does not appear as it is 0 (it is a realizable scenario). Provided
access to a good state-action distribution ν, the sample complexity of the algorithm

to obtain a near-optimal policy in this scenario is Õ(
C2

range|S|
2|A| log(1/δ)

ε2(1−γ)4 ). This is an
improvement over other state-of-the-art Model-based RL algorithm, such as Rmax,

Õ(
C3

range|S|
2|A| log(1/δ)

ε3(1−γ)6 ) [Strehl et al., 2009] and a recent modified version of Rmax

which has improved sample complexity of Õ(
C2

range|S||A| log(1/δ)

ε2(1−γ)6 ) [Szita and Szepesvári,
2010]. In this scenario, the dependency of the sample complexity on |S|2|A| is related
to the complexity of the class (i.e. a full conditional probability table with |S|2|A| pa-
rameters). For other scenarios where we restrict the model to a simpler class we have
showed that we can obtain sample complexity results which have no dependency on
the size of the MDP. For instance, if we consider learning a deterministic transition
model represented by a kernel SVM classifier to model T and T is the set of SVM

with RKHS norm bounded by H , choosing m = 1 and N in O(
C2

range(|H|
2+log(1/δ))

ε2(1−γ)4 )
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guarantees that with high probability 1− δ, for any policy π′:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π′) + επ
′

oc +
2γcπ

′

ν Crange

(1− γ)2
ε̂model +O(cπ

′

ν ε)

for ε̂model the multiclass hinge loss on the training set afterN iterations of the best SVM
in hindsight. This example illustrates an important property of our approach: if there
exists a good enough model of the system in T for predicting the observed data, and
we have access to a good exploration distribution, we can obtain a near-optimal policy
with sample complexity that is independent of the size of the MDP, that only depends
on the complexity of the class T . Even if we do not have access to a good exploration
distribution, we can obtain a policy that performs well compared to other policies π′

such that cπ
′

ν is small, with sample complexity independent of the size of the MDP.

Remarks on Solving the Optimal Control Problems

At each iteration of the algorithm, we need to solve an optimal control problem with
the current model T̂i. This may be non-trivial or very computationally expensive if T̂i
is high-dimensional and/or non-linear in continuous settings. One way to resolve this
issue is to restrict attention only to class of models T we know we can solve efficiently
(e.g. linear or low-dimensional models on a compressed state/action space). Because of
our agnostic guarantees, even if we know such class of models can only approximate
the real system, we can still obtain good performance as long as some model in the
class can achieve low predictive error on the training data. If we need to consider high-
dimensional or complex models to obtain low predictive error, it is perfectly fine to use
efficient approximate methods to solve the optimal control problems at each iteration.
For instance, we could use a variety of methods from the literature, such as policy gra-
dient [Williams, 1992, Bagnell and Schneider, 2003, Peters and Schaal, 2008], fitted
value iteration [Gordon, 1995, Szepesvári, 2005], PSDP [Bagnell et al., 2003], iterated
LQR (iLQR) [Li and Todorov, 2004], differential dynamic programming (DDP) [Ja-
cobson and Mayne, 1970], or other local trajectory optimization techniques [Atkeson,
1994, Atkeson and Morimoto, 2003]. Additionally, because the models T̂i may only
sligthly change from one iteration to the next, the solution to the previous optimal con-
trol problem may be close to a good solution for the current optimal control problem.
Thus we may often be able to use the last solution as a good starting point. For instance,
if we use a policy gradient technique, we may start with the previous policy, and only
run the policy gradient for a few iterations to update the policy for the new model.
Similarly, if we are computing the optimal value function via dynamic programming,
we may be able to start with the last value function and only run one or few iterations
of dynamic programming with the new model to obtain a good estimate of the optimal
value function for the current model. As long as these approximate methods produce
solutions that are good on average over the iterations of the algorithm, the term επ

′

oc will
remain small and not decrease too much the performance guarantees.

In addition to using approximate methods, we may often restrict attention to poli-
cies in a particular class Π. For instance, we may optimize performance on a non-linear
model via a policy gradient technique on a class of linear policies Π. The optimal policy
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Figure 18: Nose-in-funnel Maneuver.

for the non-linear model may be non-linear and not in the class of policies considered.
Our guarantees also hold in this case: if we compare the performance of the learned
policy to a non-linear policy π′ outside of the class Π, then the term επ

′

oc will account for
how much better non-linear policies can be at optimal control on the learned models.
More importantly, our guarantees tell us that if we are only interested in competing
against other policies in the class Π, e.g. finding the best linear policy, then we do not
need to find the optimal policy, but only the best policy in Π for the learned models.
Thus if we use an approximate method on some class of policies Π, then as long as on
average, we find policies that achieve performance close to the best policy in Π on the
learned models, the term επ

′

oc will be small for all policies π′ ∈ Π, ensuring that we can
find a policy that is close to the best policy in Π.

Experiments on System Identification

In Ross and Bagnell [2012a], we demonstrated the efficacy of DAgger on a challenging
problem: learning to control a simulated helicopter to perform aerobatic maneuvers.
We use the benchmark helicopter simulator of Abbeel and Ng [2005]. It possess a
21 dimensional continuous state with a continuous 4-dimensional control space. We
consider performing 2 different experiments: learning to 1) hover the helicopter and 2)
perform a “nose-in funnel” maneuver (see Figure 18).

We attempt to learn to perform these maneuvers in the presence of noise and de-
lay. We compare the batch algorithm, DAgger, as well as Abbeel’s apprenticeship
learning algorithm [Abbeel and Ng, 2005]. With each method, we attempt to learn a
linear dynamic model (time-varying in the case of the nose-in funnel) about the de-
sired trajectory. For Batch and DAgger we compare using three choices of exploration
distribution: 1) an exploration distribution which is gaussian noise centered around the
desired trajectory, denoted νt, 2) an exploration distribution induced by executing an
expert controller (derived by linearizing the model of the simulator and solving the
LQR), denoted νe and 3) an exploration distribution induced by executing the expert
controller with additional gaussian noise in its controls, denoted νen. We also compare
the performance of the learned controller with each method to the performance of this
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expert controller as a desired target level of performance to achieve. Figure 19 sum-
marizes the results on our experiments. Additionally, a video on Youtube [Ross, 2011]
shows a qualitative comparison of the DAgger and Batch approach while learning the
nose-in funnel maneuver.

4.4 Stability Conditions for No-Regret Methods
Our approach relies on the ability to do no-regret online learning on the class of hy-
pothesis or model considered during training to provide guarantees. This is not always
possible depending on the class and loss considered. From current results relying on
convexity, this could potentially limit our approach to be only applicable to convex
hypothesis spaces and convex loss. While this emcompass a wide variety of models,
including non-linear models via kernel methods, many other useful model class may
not have these properties, e.g. decision trees [Breiman et al., 1984], random forests
[Breiman, 2001], neural networks [Hastie et al., 2001] and locally linear models [Atke-
son et al., 1997]. It is unclear whether current online methods can use these model
classes and be no-regret on commonly used loss functions.

As a first step to address this discrepency, we have recently introduced sufficient
conditions for online algorithms to be no-regret that do not rely on properties of the
loss or hypothesis class, but instead, rely on properties of the algorithm choosing the
sequence of hypothesis [Ross and Bagnell, 2012b]. In particular, we have showed
that if the algorithm is: (1) “stable”, under a appropriate notion of stability, and (2)
asymptotically chooses hypotheses that minimize the loss in hindsight, then it must be
no-regret. This implies that we can provide strong guarantees with DAgger as long as
the procedure choosing the sequence of hypotheses or models is “stable”.

The stability condition required is related to stability notions that were recently in-
troduced to study learnability in the batch setting [Shalev-Shwartz et al., 2010]. These
stability notions measure how the output of the learning algorithm changes upon re-
moval, or replacement, of a single training instance in the training set. At a high-level,
these conditions specify that an algorithm is stable if the change in loss on the held out
instance is guaranteed to become arbitrarily small as the training set becomes arbitrar-
ily large. Some stability notions are stronger that others, e.g. depending on whether
this holds for all possible training set, or only in expectation under sampled sets.

For online learning, we have introduced the notion of online stability [Ross and
Bagnell, 2012b]. It specifies that an algorithm is online stable if for any sequence of
training instances picked by an adversary, the loss f(hn, zn) of the current hypothesis
hn on the current instance zn, compared to the loss of the next hypothesis hn+1 on zn,
becomes arbitrarily small as the number of iterations n become arbitrarily large:

Definition 4.1. Given a sequence of training instances z1, z2, . . . , let Sn denote the
subset of the first n instances and hn = A(Sn−1) the hypothesis returned by algorithm
A after observing the first n − 1 instances. An algorithm A is online stable if there
exists a sequence {εon-stable(n)}∞n=1 that is o(1), such that for any sequence of training
instances, |f(A(Sn−1), zn)− f(A(Sn), zn)| ≤ εon-stable(n) for all n.

In Ross and Bagnell [2012b], we have showed that any algorithm which is online
stable, and picks the sequence of hypothesis to minimize the loss in hindsight, poten-
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Figure 19: Average cost on test trajectory as a function of data collected so far. From
top to bottom: hover with no delay, hover with delay of 1, nose-in funnel with no delay.
Dt, De and Den denotes DAgger using exploration distribution νt, νe and νen respec-
tively, similarly Bt, Be and Ben for the Batch algorithm, A for Abbeel’s algorithm,
and L for the linearized model’s optimal controller.
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tially with an additional regularizer, is no-regret. Additionally, we have showed that
many online algorithms can be formulated as choosing the sequence of hypothesis in
this way, such as Follow-the-(Regularized)-Leader, gradient descent, and randomized
algorithms like Hedge. Therefore, all these common online learning methods can be
shown to be no-regret if they are online stable for the particular class of hypothesis and
loss function. Convexity of the loss and hypothesis class implies online stability. Thus,
online stability can be used as a more general notion to prove algorithms are no-regret
on a broader set of problems. See Ross and Bagnell [2012b] for more details on these
results.

5 Proposed Work
So far, we have made several important contributions in providing practical methods for
learning predictors that have strong performance guarantees at performing sequential
tasks. We have additionally showed that the technique can be applied to address a wide
variety of problems in robotics, ranging from applications in control to scene under-
standing in computer vision and natural language processing. Our current experiments
demonstrate our method performs very well in practice in simulated environments.

The main direction of our proposed work is to demonstrate our method can also
be applied on real robotic platforms, and propose variants or approximations of our
method to address any practical difficulties we may encounter. Another important di-
rection of our future research is to extend our work on system identification to address
some of its current limitations. In particular, when dealing with real robotic systems,
the state is often only partially observable, whereas our current approach assumes the
state is observable. To deal with partial observability, we propose to integrate (or de-
velop new) techniques for learning latent state dynamical systems with our iterative
learning technique and provide strong performance guarantees on the learned con-
troller in partially observable domains. Additionally, the issue of where to explore
during system identification to ensure we obtain a near-optimal policy is important. We
have sidestepped this issue by assuming our method has access to a given exploration
distribution. When this is not given, we propose to use a technique similar to other
reinforcement learning methods, namely being optimistic about the cost in unknown
parts of the model, to automatically explore the potential areas an optimal policy might
visit. Additional applications of our iterative learning approach to system identification
are proposed for inverse optimal control and learning compressed models that can be
useful for efficiently solving optimal control problems.

5.1 Optimistic Exploration for System Identification
Our current approach to system identification assumes that it is given a good state-
action exploration distribution in order to guarantee that it can find a near-optimal pol-
icy efficiently. In domains where prior knowledge of the task is limited, or where
we don’t have access to an expert, it might be hard to provide this information to the
algorithm. To overcome this problem, we propose to use an exploration strategy em-
ployed in several state-of-the-art RL algorithms such as Rmax [Strehl et al., 2009] and
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Input: Number of iterations N , Number of samples per iteration m, Failure proba-
bility δ, Cost function C.
Initialize T 1 ← T
(π1,T̂ 1)← OptimisticOptimalControl(C, T 1).
for i = 2 to N do

for k = 1 to m do
Sample a transition along a trajectory with πi−1 starting in and add it to D.

end for
Construct a 1− δ confidence set T i ⊂ T based on observed data D.
(πi,T̂ i)← OptimisticOptimalControl(C, T i).

end for
Return the sequence of policies π1:N .

Algorithm 5.1: DAgger algorithm with Optimistic Exploration for System Identifica-
tion.

UCRL/UCRL2 [Auer and Ortner, 2007, Jaksch et al., 2010]. For exploration, these
methods are optimistic about the value of states and actions that have not been ex-
plored enough before. The exploration strategy is obtained by essentially computing a
lower bound (with high probability) on the total cost of the optimal policy in the real
system based on the observed data so far. The lower bound becomes tighter as more
data is collected and converges toward the optimal value function. Executing the opti-
mal policy of this optimistic value function ensures that we will explore all areas that
are potentially visited by an optimal policy.

To use this idea with our approach, we propose to identify at each iteration, a set
of models which contains the best model in the class with high probability. Then solve
an optimal control problem where instead of only optimizing the policy, we jointly
optimize over both the policy and model within that set to minimize total expected cost,
similarly to UCRL/UCRL2. The joint optimal policy and model will give us a lower
bound on the optimal value function (if the true model is in the class, or hopefully
close to a lower bound in the agnostic setting). Running that policy in the real system
to collect more data will explore the areas an optimal policy might visit. This leads
to an algorithm that only needs access to a reset model for sampling data under the
distribution of states induced by the current policy at each iteration. This approach is
sketched in Algorithm 5.1 and is depicted in Figure 20.

Preliminary Theoretical Result

To motivate this idea, we can show the following result: DAgger provide good guar-
antees as long as the sequence of selected models is no-regret with respect to observed
data and is such that on average, optimal performance in the learned models is close to
a lower bound on the total cost of the optimal policy in the real model.

Formally, suppose over the course of the algorithm we pick a sequence of models
T̂ 1:N and policies π1:N and let επ

′

oc-lb = 1
N

∑N
i=1 Es∼µ[V̂i(s)] − Jµ(π′). επ

′

oc-lb de-
notes how much larger is the total cost of the policies π1:N on average in their cor-
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Figure 20: Diagram of DAgger using optimistic exploration for system identification.

responding learned model T̂ 1:N compared to the total cost of π′ in the real system.
For instance, if T 1:N is a sequence of subsets of T which contains the real system
with high probability, and at each iteration i, we found an εi-optimal policy and model
pair (πi, T̂ i) in Π × T i, then for any π′ ∈ Π, επ

′

oc-lb ≤ 1
N

∑N
i=1 εi with high prob-

ability. Additionally, define the average predictive error of the chosen models T̂ 1:N

under the corresponding state-action distribution induced by the chosen policies as
εpred = 1

N

∑N
i=1 E(s,a)∼Dµ,πi [||Tsa − T̂

i
sa||1]. The following holds:

Theorem 5.1. For all policies π′:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π′) + επ
′

oc-lb +
γCrange

2(1− γ)2
εpred

This theorem implies that if we can pick a sequence of models {T̂ i}Ni=1, which
satisfies the following: 1) with high probability, the sequence has no-regret on the
observed data with respect to best model T̂ ∗; 2) with high probability, the average
total cost of the policy in the learned model lower bounds the total cost of the optimal
policy; then we are guaranteed find a good policy with high probability, provided the
best model T̂ ∗ has low predictive error.

While the algorithm can potentially pick any model T̂ i in the subset T i at each
iteration i, we can still guarantee that the chosen sequence of models T̂ i is no-regret if
we choose the subset T i properly. For instance, suppose T̃ 1:N would be the sequence
of chosen models by a no-regret algorithm on the observed data over the iterations of
the algorithm, and the loss at each iteration is Lipschitz continuous under some norm
|| · || over the space of models T . Then if at each iteration i, we define the subsets
T i = {T ′|||T ′ − T̃ i|| ≤ εiconf} for some sequence εiconf that is o(1), then any sequence
of models T̂ 1:N is no-regret if for all i, T̂ i ∈ T i. Typical generalization error bounds
will yield confidence regions where εnconf is O( 1√

n
). In this case, the sequence of T̂ 1:N

can be no-regret at rate O( 1√
N

).
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Realizable Case in Finite MDPs

We can illustrate what this algorithm would do and its guarantees in a finite MDP
setting with |S| states and |A| actions, where the set of models T contains all transition
matrix (the set of all conditional probability tables with |S|2|A| parameters).

First, at each iteration i, we would construct the empirical estimate T̃ i of the true

model as T̃ isa(s′) =
n<i
sas′

n<isa
, where n<isas′ is the number of times we observed transition

(s, a, s′) in the first i − 1 iterations and n<isa =
∑
s′ n

<i
sas′ . Then from standard results

in Wasserman [2003], defining T i = {T ′|∀(s, a) : ||T ′sa − T̃ isa||1 ≤
√

c
n<isa
} for

c = 2|S| ln(2) + 2 log |S||A|N/δ guarantees that with probability at least 1 − δ, the
true model T ∈ T i for all iterations i ∈ {1, 2, . . . , N}. Additionally, if T ∈ Ti for
all i, we can show that any sequence of models T̂ 1:N such that T̂ i ∈ T i for all i,

is such that εpred is O(
√

c|S||A|
Nm ). Once we defined the set T i, we would solve for a

joint near-optimal policy πi and model T̂ i ∈ T i that minimizes total expected cost,
and move on to execute πi to collect more data at the next iteration. If we can find
such ε-optimal policy and model pair at each iteration, then if we run the algorithm for

Õ(
γ2C2

range|S|
2|A|

(1−γ)4ε2 ) iterations and collect O(1) sample at each iteration, we will obtain
an ε-optimal policy in the real system with high probability. This compares favorably
against state-of-the-art RL algorithm such as Rmax, which has sample complexity of

Õ(
γ3C3

range|S|
2|A|

(1−γ)6ε3 ) [Strehl et al., 2009], and is also an improvement over our previous

approach as it does not depend on the factor cπ
∗

ν anymore.

Solving for Joint Optimal Policy and Model

The mentioned algorithm requires solving jointly over policy πi and model T̂i ∈ Ti.
In general this may be intractable. However in some cases this can be achieved with
computational complexity that is no greater than the complexity of solving a typical
optimal control problem via dynamic programming. We show this is the case for the
finite MDP scenario above where the set of models Ti has the form Ti = {T ′|∀(s, a) :
||T ′sa − T̃sa||1 ≤ csa} for some nominal model T̃ and confidence region csa on the L1

distance to the true model for each state-action pair.
In this scenario we have to solve the following equation:

V̂ ∗(s) = min
a

[C(s, a) + γ min
T ′sa|||T ′sa−T̃sa||1≤csa

Es′∼T ′sa [V̂ ∗(s′)]]

In general this can be solved via dynamic programming and solving a linear pro-
gram with O(|S|) constraints for each state-action pair at each dynamic programming
iteration. Such an approach would however be intractable. There is a much more effi-
cient approach which simply involves sorting the states according to their value at each
dynamic programming iteration in order to solve for the optimal T ′sa in O(|S|) work
for each state-action pair. This efficient algorithm is described in Algorithm 5.2.

Intuitively, this algorithm proceeds by putting as much probability mass on states
which have lowest cost-to-go and as few probability mass on states which have highest
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input: Nominal model T̃ , L1 confidence region csa for all (s, a), Cost function C.
∀s, a : Q(s, a)← C(s, a), ∀s : V (s)← mina[Q(s, a)]
for t = 2 to H do

Sort states in ascending order of value in V , breaking ties arbitrarily.
Let sj denote the jth state in sorted list.
for each s do

for each a do
∀s′ : T ′sa(s′)← T̃sa(s′), l← 1, h← |S|, d← 0.
while l < h and d < csa do
δ ← min(1− T ′sa(sl), T ′sa(sh), (csa − d)/2).
T ′sa(sl)← T ′sa(sl) + δ, T ′sa(sh)← T ′sa(sh)− δ, d← d+ 2δ.
if T ′sa(sl) = 1 then l← l + 1.
if T ′sa(sh) = 0 then h← h− 1.

end while
Q′(s, a)← C(s, a) + γ

∑
s′ T
′
sa(s′)V (s′)

end for
end for
∀s, a : Q(s, a)← Q′(s, a), ∀s : V (s)← mina[Q′(s, a)]

end for
return Q

Algorithm 5.2: DP Algorithm for solving optimistic optimal control problem.

cost-to-go. This is done efficiently using the sorted list of states according to their cost-
to-go values, greedily moving probability mass from states with highest cost-to-go to
states with lowest cost-to-go, starting from the nominal solution T ′sa = T̃sa, while
enforcing the constraint that T ′sa must be a probability distribution with L1 distance
within csa of T̃sa.

For each s, a and iteration t, finding the optimal T ′sa (i.e. the while loop) termi-
nates in less than |S| iterations and each iteration is O(1) work. So at each iteration
t, finding the optimal T ′ for all s, a requires O(|S|2|A| + |S| log |S|) work which
is O(|S|2|A|). Once we found the optimal T ′, doing the value function update for
all (s, a) is O(|S|2|A|) as well. So each iteration of dynamic programming is still
O(|S|2|A|). Running the above algorithm is thus O(H|S|2|A|) for H iterations. Since
each iteration is a γ-contraction of ||V−V ∗||∞, choosingH inO(log( Crange

(1−γ)ε )/ log(1/γ))
guarantees that we will find an ε-optimal solution. Finding an ε-optimal solution is thus
O(|S|2|A| log( Crange

(1−γ)ε )). This is the same complexity as the value iteration algorithm
when solving for an ε-optimal policy with fixed model.

Future Work

There are several remaining issues that needs to be investigated and addressed with
this approach. While the approach is well motivated and can be implemented effi-
ciently in finite MDPs when learning the full conditional probability table, it remains
to be seen whether we can develop similar efficient dynamic programming algorithms
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for jointly finding an optimal policy and model in continuous MDP problems. In par-
ticular, we would like to at least be able to solve efficiently optimistic optimal control
problems with a set of linear models (e.g. the set of linear models within some bounded
Frobenius norm of a nominal candidate model), which could have applications on the
helicopter domain and other robotic control problems. Efficient approaches to H∞ ro-
bust control where a dynamic game between the controller and a disturbance player
is solved [Basar and Bernhard, 1995] could potentially be leveraged to achieve this.
However in our case, both the controller and disturbance player would try to minimize
cost, subject to an additional cost penalty for deviating from the nominal model. An-
other major issue in the agnostic setting is whether it is possible to bound the quantity
επ
′

oc-lb, e.g. as a function of how well we can do at prediction during training within the
class of model T , or by making some other assumption about how well the class of
model T can approximate the real system T .

5.2 Subspace Identification for Optimal Control
Another limitation or our current approach to system identification is that it assumes
the state of the system is observable. In most robotic applications, we can only observe
the state of the system partially through the noisy and imperfect sensors of the robot.
It is thus critical that our method can learn models of partially observed systems for
extending its applicability to practical situations.

To relax our assumptions, we will consider the real system to be a general partially
observable system where the observation z at time t, may depend on the entire history
of previous actions and observations. Additionnally we assume the cost function is
known and only a function of the current action a and observation z. In such system
the value function of a policy π, mapping histories to distribution over actions is:

Vπ(h) = Ea∼πh,z∼P (z|h,a)[C(a, z) + γVπ(haz)],

where haz denote the next history after a and z (i.e. h appended with a and z) and
P (z|h, a) is the distribution over observations z in the real system after doing action a
in history h. Similarly, the action-value function is:

Qπ(h, a) = Ez∼P (z|h,a)[C(a, z) + γVπ(haz)].

Knowing the model P (z|h, a) of the real system is sufficient for computing an optimal
policy that maps histories to actions. Therefore our goal will be to learn a model that
does well at predicting the next observation z for histories h and actions a that we
encounter.

There is a close relationship between the MDP setting we considered before and
this one. In particular, we can consider the current history h to be the state s of an
MDP representing the real system. Predicting the next state (history haz), boils down
to predicting the next observation z properly for different course of actions a. This
relationship can be used to extend all of our existing bounds in the MDP setting to
this partially observable setting. The main difference is that the predictive error during
training will be measured in our ability to predict the next observation’s distribution in
expectation under the distribution of history-action pairs. We will show below that as
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Input: Initial history distribution µ, History-Action exploration distribution ν, Num-
ber of iterations N , Number of samples per iteration m.
Get initial guess of model: P̂ 1 ← OnlineLearner().
π1 ← OptimalControl(C, P̂ 1).
for n = 2 to N do

for k = 1 to m do
With probability 1

2 : Run πn−1 to sample (h, a) ∼ Dµ,πn−1 and observe z ∼
Pha.
Otherwise: Sample (h, a) ∼ ν and obtain z ∼ Pha
Add (h, a, z) to Dn−1.

end for
Update model: P̂n ← OnlineLearner(Dn−1).
πn ← OptimalControl(C, P̂n).

end for
Return the sequence of policies π1:N .

Algorithm 5.3: DAgger for Subspace Identification.
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Figure 21: Diagram of DAgger for Subspace Identification.

long as there exists a model which predicts well the next observation’s distribution, we
can obtain good guarantees in the agnostic partially observable setting.

This relationship allows us to consider a very similar algorithm for learning policies
with strong performance guarantees in partially observed systems. The major differ-
ence is that instead of having an exploration distribution over state-action pairs, we will
assume we have access to an exploration distribution over history-action pairs (e.g. the
distribution induced by some base policy we want to improve or by an expert). The
DAgger approach for partially observable systems is sketched in Algorithm 5.3 and
depicted in Figure 21.

Additionally, it is possible to prove an analog result to the MDP case, showing
that the learned policies with DAgger have strong performance guarantees. Let Pha
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denote the distribution over next observation in the real system after doing action a in
history h, and P̂ iha denote the distribution over next observation in the learned model
at iteration i after doing action a in history h. Define the average predictive error of the
learned models as εpred = 1

N

∑N
i=1 E(h,a)∼Di [||Pha − P̂ iha||1] for Di = 1

2Dµ,πi + 1
2ν.

Additionally, for any policy π′, we denote how much better on average π′ is a solution
to the optimal control problems we had to solve as επ

′

oc = 1
N

∑N
i=1 Eh∼µ[V̂ πii (h) −

V̂ π
′

i (h)]. We will also define the mismatch between the history-action exploration
distribution ν and the distribution of history-action induced by another policy π′ as
cπ
′

ν = suph,a
Dµ,π′ (h,a)

ν(h,a) . Then the following holds:

Theorem 5.2. For any policy π′ : H → ∆A:

Jµ(π̂) ≤ Jµ(π) ≤ J(π′) + επ
′

oc +
cπ
′

ν Crange

(1− γ)2
εpred

Equivalently,

Jµ(π̂) ≤ Jµ(π) ≤ J(π′) + επ
′

oc +
cπ
′

ν Crange

(1− γ)2
[εmodel + εregret]

for εmodel = minP̂∈P
1
N

∑N
i=1 E(h,a)∼Di [||Pha − P̂ha||1] and εregret the average regret

of the model fitting procedure over the iterations of the algorithm.

One major issue with learning a model that predicts the next observation from the
history is that it is usually intractable. Since there are exponentially many histories in
the task horizon, this would require an exponentially large number of observations to
learn a good model. Additionally, solving the optimal control problem over this ex-
ponential set of possible histories would also be intractable. A strategy employed by
subspace identification methods to make learning tractable is to instead learn a low-
dimensional latent-state dynamical system that models the observed sequences of ac-
tions and observations [Overschee and Moor, 1996, Siddiqi et al., 2008, Langford et al.,
2009, Siddiqi et al., 2010, Boots and Gordon, 2011]. The latent-state can be interpreted
as a sufficient statistic of the history for predicting future observations. For instance,
if the real system is a POMDP, then the belief state (the probability distribution over
the current state of the real system) is a sufficient statistic of the history. Subspace
methods do not assume that the proper notion of state is known and try to learn di-
rectly a notion of sufficient statistic from the observed action-observation sequences.
We adopt this strategy for learning models of partially observable systems efficiently.
That is, we consider learning two functions, a function I : H → Φ mapping histories
to a low dimensional information space, and a function P̃ : Φ × A → ∆Z predicting
the probability distribution over the next observation given an information state φ ∈ Φ
and a current action a, as depicted in Figure 22. The composition of the two functions
yields a model P̂ : H × A → ∆Z predicting the probability distribution over future
observations given an history h and a current action a. To avoid having to maintain and
store the full history, we are interested in learning a function I that can be represented
by an information state update function τ , i.e. such that I(haz) = τ(I(h), a, z) for all
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Figure 22: Depiction of Subspace Identification of a low-dimensional information state
space from sequences of actions and observations.

history h action a and observation z. Thus given the current information state φ, the
next information state φ′ = τ(φ, a, z).

Based on this learned model, the value function (in the learned model) of a policy
π, mapping information states to distribution over actions is:

Ṽπ(φ) = Ea∼πφ,z∼P̃ (z|φ,a)[C(a, z) + γṼπ(τ(φ, a, z))].

Similarly, the action-value function (in the learned model) of a policy π is:

Q̃π(φ, a) = Ez∼P̃ (z|φ,a)[C(a, z) + γṼπ(τ(φ, a, z))].

Additionally, it is also possible to evaluate other more general policies mapping
history to distribution over actions under the corresponding learned model P̂ :

V̂π(h) = Ea∼πh,z∼P̂ (z|h,a)[C(a, z) + γV̂π(haz)].

Q̂π(h, a) = Ez∼P̂ (z|h,a)[C(a, z) + γV̂π(haz)].

For policies π̃ mapping information states in Φ to distribution over actions, we have
the equivalence that V̂π(h) = Ṽπ̃(I(h)) for the corresponding policy π such that πh =
π̃I(h) for all h ∈ H. Additionally because in the learned model P̂ , I(h) is a sufficient
statistic of h, then there exists a deterministic optimal policy π̃∗ : Φ → A mapping
information states to actions that is better than any other policy π : H → ∆A starting
in any history h (under P̂ ). Thus when solving the optimal control problem with the
learned model P̂ , it will be sufficient to solve it in the information state space Φ under
corresponding observation model P̃ . Hence finding a low-dimensional information
space not only makes learning efficient, but also allows computing the optimal policy
for the learned model efficiently.

To obtain good performance guarantees with this approach, the theory we have
developed for system identification indicates that we need to run a no-regret algorithm
over the mini-batch of data we collect at each iteration. This is certainly possible if the
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mapping from history to information states is fixed and given in advance. In this case
we can simply define an appropriate loss (e.g. negative log likelihood) on predicting the
next observation from the current information state and action (similarly to the MDP
setting), and obtain a convex online learning problem for many classes of models, for
which no-regret algorithms exist.

Future Work

It is currently unclear whether it is possible to have no-regret algorithms when learning
both the compression of histories to low-dimensional information states and observa-
tion model predicting the next observation given the current information state and ac-
tion. In particular, one technique that has proven useful for learning low-dimensional
latent state dynamical models are spectral learning methods [Boots and Gordon, 2011,
Siddiqi et al., 2010, Hsu et al., 2009, Overschee and Moor, 1996]. These methods
can learn such models and choose the appropriate dimension of the latent state space
through a singular value decomposition (SVD) of a matrix of observed data. These
methods effectively learns a linear compression of the history to a latent state and a
linear model for predicting the next observation from the latent state. Non-linear com-
pression and prediction models can also be learned with these techniques using kernels
[Song et al., 2010]. We would like to leverage these techniques for learning mod-
els efficiently in this partially observable setting. While online SVD algorithms exist
for updating the output of SVD based on newly observed data [Brand, 2006, Boots
and Gordon, 2011], it is unclear whether these algorithms are no-regret for our pur-
poses. However we believe it should be possible to either prove these algorithms are
no-regret, or develop no-regret variants, as Online PCA algorithms that are no-regret
do exists [Warmuth and Kuzmin, 2008]. This will be the major focus of future work
for extending our approach to partially observed systems.

5.3 System Identification for Inverse Optimal Control
Inverse Optimal Control (IOC) is a technique used for modelling inteligent agents act-
ing in dynamical systems [Abbeel and Ng, 2004, Ratliff et al., 2006, Ziebart et al.,
2008, 2010]. It has useful applications in imitation learning and predicting human be-
havior in different scenarios. IOC techniques typically models the agent as trying to
optimize (at least approximately) some unknown cost function that is assumed linear
in some features of the states and actions. Then given the observed behavior of the
agent and a model of the dynamics of the system, they can infer the cost function that
the agent is optimizing. Learning such a cost function allows to generalize the behav-
ior of the agent to other tasks or scenarios, by planning with the learned cost function
and known model to predict the agent’s actions [Ratliff et al., 2006], as was shown in
Figure 3. Other IOC techniques bypass learning the specific cost function but can still
guarantee that they learn a behavior model of the agent (a policy) that has the same
expected total cost as the agent under any linear cost function (in the features). Such
methods proceed by learning a policy that in expectation obtains the same features as
the agent over a trajectory in the known model [Abbeel and Ng, 2004, Ziebart et al.,
2008, 2010]. Thus by linearity of expectation, the learned policy must have the same
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expected total cost as the agent. While there are usually many policies that can obtain
the same expected features as the agent, maximum (causal) entropy methods can be
used to optimize a worst-case prediction loss at predicting the agent’s action with the
learned policy [Ziebart et al., 2008, 2010].

A limitation of all these methods is that they rely on knowledge of the system’s
dynamics. We propose here to combine our iterative approach to system identification
with these IOC techniques in order to obtain a policy which is guaranteed to perform
as well as the agent demonstrating the behavior, even when the dynamic model is un-
known initially. To do so, we seek to learn a model of the environment, such that IOC
methods applied on this learned model guarantees that the expected sum of features of
the learned policy in the real environment is close to the expert’s expected sum of fea-
tures. In many cases, the learned model could also generalize to new environments and
allow to generalize the expert’s behavior to new environments. For instance, consider a
planetary rover exploration scenario, where the rover’s task is to navigate across some
terrain and sample different types of rocks. We might have access to overhead/satelite
imagery of the terrain, identyfing different types of terrain and rocks. However the
rover’s dynamics under different terrain, as well as the scientific value of different
rocks, might be unknown apriori. The scientists in charge of the mission might teleop-
erate the rover to perform this task in some location on the planet. From these demon-
strations, as well as further interaction with the environment, we could learn a model
of the rover’s dynamics under the different terrain, as well as the scientific value of the
different rocks, which explains the scientists’ behavior. Provided overhead imagery of
a new location where the rover is located, the rover could autonomously perform the
task by generalizing the scientists’ behavior in this new location (i.e. by planning with
the learned model and cost function applied to this new overhead map).

Extending our iterative learning approach to system identification to this IOC set-
ting is in fact very simple. Instead of alternating between solving an optimal control
problem with a current model and collecting more data about the system to improve the
model, here we will alternate between solving an IOC problem with a current model
and collecting more data about the system to improve the model. Additionally, the
analysis below will show that we do not need to explore, we simply need to collect
data by running the current policy. The DAgger approach for system identification in
the Inverse Optimal Control setting is sketched in Algorithm 5.4 and depicted in Fig-
ure 23. The algorithm takes as input the expected discounted sum of features F ∗µ of the
expert over a trajectory starting in state distribution µ. If π∗ represents the policy of the
expert, then F ∗µ =

∑∞
t=1 γ

t−1E(s,a)∼Dt
µ,π∗

[fsa] = 1
1−γE(s,a)∼Dµ,π∗ [fsa] for fsa the

feature vector associated with state-action pair (s, a). At each iteration, the algorithm
uses an online learning algorithm to update the model based on the newly observed
transitions, and then uses an inverse optimal control technique to find a policy that has
expected discounted sum of features that closely match F ∗µ in the current model.

We now show that with this simple approach, if we solve each IOC problem well
(in terms of matching the expected feature of the expert) and there exists a good model
at predicting the observed transitions, then we are guaranteed to find a policy that has
expected total cost close to the expert π∗.

Formally, let εioc,p = ||F ∗µ − 1
N

∑N
i=1 F̂

πi
µ ||p denote how close on average the
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Input: Expected discounted sum of features F ∗µ of the expert, Number of iterations
N , Number of samples per iteration m
Get initial guess of dynamic model: T̂ 1 ← OnlineLearner()
Obtain policy that best match F ∗µ in T̂ 1: π1 ← IOCSolver(F ∗µ , T̂

1)
for n = 2 to N do

for k = 1 to m do
Run πn−1 to sample (s, a) ∼ Dµ,πn−1 and observe s′ ∼ Tsa
Add transition (s, a, s′) to dataset Dn−1

end for
Update model: T̂n ← OnlineLearner(Dn−1)
Obtain policy that best match F ∗µ in T̂n: πn ← IOCSolver(F ∗µ , T̂

n)
end for
Return the sequence of policies π1:N .

Algorithm 5.4: DAgger for System Identification in IOC setting.
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Figure 23: Diagram of DAgger for System Identification in an Inverse Optimal Control
setting.

sequence of learned policies π1:N matches the expected sum of features F ∗µ under
Lp norm in their respective learned models T̂ 1:N . Additionally, define the average
predictive error of the learned models as εpred = 1

N

∑N
i=1 E(s,a)∼Dµ,πi [||Tsa− T̂

i
sa||1].

Furthermore, denote w the unknown weight vector defining the true cost function such
that C(s, a) = wT fsa for all state-action pair. Then we have the following guarantee:

Theorem 5.3. For any p, q ≥ 1 such that 1
p + 1

q = 1:

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π∗) + ||w||qεioc,p +
γCrange

2(1− γ)2
εpred.

Equivalently,

Jµ(π̂) ≤ Jµ(π) ≤ Jµ(π∗) + ||w||qεioc,p +
γCrange

2(1− γ)2
[εmodel + εregret],
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for εmodel = minT̂∈T
1
N

∑N
i=1 E(s,a)∼Dµ,πi [||Tsa−T̂sa||1] and εregret the average regret

of the model fitting procedure over the iterations of the algorithm.

In the realizable case where the real system T belongs to the class of model T , then
εmodel = 0 a no-regret algorithm guarantees that εregret → 0 as N → ∞. Thus in the
limit, the approach guarantees that we learn a policy that can perform as well as the
expert Jµ(π∗) if we solve each IOC problem accurately enough. In the agnostic case,
performance degrades as a function of γCrange

2(1−γ)2 εmodel.

Future Work

While we have established a simple iterative algorithm for extending IOC techniques
to problems where the dynamics of the system is unknown and shown that it has good
guarantees, we have not yet demonstrated its performance experimentally. For future
work, we would like to implement this technique for learning to mimic a human pilot
at flying a UAV across cluttered environments (e.g. indoor environments with several
obstacles). Learning the preference of the expert using an IOC technique will allow
us to generalize its behavior to other environments where obstables may be positioned
differently. Particularly, we will attempt to implement this approach for the Quadrotor
robotic platform detailed later in this proposal.

5.4 Model Compression for Efficient Optimal Control
When the model of a system is complex (e.g. highly non-linear) or high-dimensional,
it is often computationally intractable to solve for an optimal policy. One way to ad-
dress this problem is to find a simpler model that approximates the original complex
model and that can be solved efficiently. For instance, iLQR is an iterative approach
that uses this strategy. To solve a complex non-linear model, it finds a time-varying lin-
ear model that approximates the original non-linear model for the current policy, and
then solves this simpler model efficiently to update the policy. In another line of work,
it was shown that high-dimensional path planning problems can be solved efficiently if
the cost function is low-dimensional (in the sense that it varies only along a few direc-
tions) [Vernaza and Lee, 2011]. In this case the original path planning problem can be
solved in a low-dimensional space. Hence another strategy that they exploited to solve
approximately high-dimensional path planning problems efficiently is to approximate
the cost function by a low-dimensional cost function and solving the resulting path
planning problem [Vernaza and Lee, 2011].

The DAgger method we developed for system identification can also be leveraged
for identifying simple models that approximates an original complex model among
some class of efficiently solvable models. Using no-regret methods to update the sim-
ple model at each iteration of DAgger would lead to an algorithm that produces policies
that can be near-optimal on the original problem, provided some model in the class has
low predictive error in expectation at state-action pairs that the sequence of policies
visit. In particular, DAgger can be used to obtain a new iterative LQR scheme that
has performance guarantees. Additionally, DAgger can be used to iteratively find low-
dimensional cost function in path planning problems and performance guarantees on
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Figure 24: Example of a path planning problem in 3D where the cost varies only in
1 dimension (x1) (image from Vernaza and Lee [2011]). This introduces a symmetry
in the value function. The optimal path is shown in yellow. All rotation of this path
about the x1 axis are also optimal and have same value. This allows to solve the path
planning problem in a lower dimensional space (in this case 2). In general if the cost
varies along d orthogonal directions, the optimal path planning problem can be solved
in a d + 1 dimensional space, leading to significant computational savings when d is
much smaller than the state space dimension.

the solution. We propose to investigate these other applications of DAgger for effi-
ciently solving hard optimal control problems.

A New Iterated LQR Scheme

For solving non-linear models efficiently, the DAgger approach can be used to itera-
tively find LQR models that best approximates the original non-linear model and ob-
tain policies that have good performance guarantees in the original model. To do so,
we would apply DAgger as follows. From some initial LQR model that approximates
the non-linear model, solve it to obtain a first policy π1. Use π1 in the non-linear model
to compute or estimate the state-action distribution of π1: Dµ,π1 . Then find the LQR
model that best approximates the original model under the distribution 1

2Dµ,π1 + 1
2ν,

for ν an exploration distribution (e.g. a distribution concentrated about a desired tra-
jectory). Then at each iteration n, we would solve the latest LQR model to obtain the
policy πn, use it in the non-linear model to compute or estimate the state-action distri-
bution of πn: Dµ,πn and then update the LQR model to be the best approximation of
the non-linear model (e.g. in squared loss) under the distribution 1

2n

∑n
i=1Dµ,πi + 1

2ν.
This differs from the iLQR algorithm in that instead of only using the last policy to
relinearize the model, we use the entire set of policies so far to find the best lineariza-
tion of the non-linear model. Another way to update the LQR model at each iteration
would be to take a gradient descent step to improve the current LQR model under the
new state-action pairs visited by the current policy. Using such no-regret methods to
update the models during iterated LQR should make the approach more stable and al-
low us to provide guarantees on the performance of the learned policies in the original
non-linear model. If a good LQR model exists under distribution 1

2N

∑N
i=1Dµ,πi+

1
2ν,

we solved each LQR near-optimaly, and we had access to a good exploration distribu-
tion, then we will be able to guarantee that we found a near-optimal policy for the
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original non-linear model.

Learning Low-Dimensional Cost Function

In Vernaza and Lee [2011], high-dimensional path planning problems are solved effi-
ciently by finding a low-dimensional cost function that approximates the original cost
function and solving the resulting path planning problem in a low-dimensional space.
Finding the low-dimensional cost function approximation is achieved in a similar man-
ner to the batch algorithm to system identification: i.e. by evaluating the immediate cost
at sampled state-action pairs from some exploration distribution (in their case usually
uniform) and then applying a technique similar to PCA to find the directions where cost
vary the most. The cost is then approximated to be constant along the non-principal
components. A problem that can occur with this approach is that if the samples are not
dense enough, we might miss high frequency variations of the cost function in small
areas along certain directions (e.g. small obstacles) and think that the cost function is
constant along those direction instead. This is particularly problematic in high dimen-
sions where samples will usually all be far apart. An optimal path under the approx-
imated cost function may then exploit this approximation error and move along those
directions, thinking that they are low cost, whereas in reality the path is going through
obstacles and has high cost under the original cost function. This is again a problem
due to a mismatch in training and testing distributions, where a low-dimensional cost
is believe to be a good approximation under some training/exploration distribution, but
is a bad approximation under state-action pair the optimized path visits.

DAgger can resolve this issue by adopting an iterative strategy to sample the cost
function at state-action pairs the current optimal path visits. This ensures that after
several iterations we will find a low-dimensional cost function that is a good approxi-
mation where the optimal path actually goes, and hence guarantee better performance.

Future Work

Much of the theory from our work on system identification can be reused as is to
provide guarantees on the solution found with DAgger when used as an iterative model
compression technique for efficiently solving optimal control problems. Future work
will focus mostly on experimentations to demonstrate that DAgger can find higher
quality solutions then the typical iLQR method and the SLASH-DP method of Vernaza
and Lee [2011].

5.5 Applications on Real Robotic Platforms

A major part of the proposed work is to demonstrate the applicability and efficacy of the
DAgger approach for learning high-performance controllers for real robotic systems.
We will consider applying our technique for learning to fly UAVs (a quadrotor and
a small fixed wing aircraft) in cluttered environments based on visual feedback, and
learning to grasp objects with a robotic arm.
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Figure 25: Front-facing, rear-facing and bottom-facing view of the Parrot AR.Drone
Quadrotor.

5.5.1 Quadrotor

A first task we consider is to learn a controller for flying a small quadrotor in cluttered
environments, such as indoor environments with several obstables. For this task, we use
the Parrot AR.Drone, a commercial and inexpensive quadrotor (∼$300 USD), shown
in Figure 25. The quadrotor is already stabilized by an onboard controller and can
be issued high-level velocity commands for easy teleoperation. In terms of sensing, it
has two cameras (one front-facing, one ground-facing), an ultrasound altimeter as well
as an inertial measurement unit (IMU). We will also make use of motion capture for
accurate position and orientation estimation of the quadrotor during some stages of the
experiments.

As a first step, we will consider using DAgger for learning to mimic a expert be-
havior at navigating around obtacles in a fixed environment from camera images. Then
we will consider more complex tasks such as 1) using DAgger with spectral learning
methods for subspace identification from visual data in order to obtain a controller that
can avoid obstacles and reach a goal position from visual feedback alone; and 2) learn-
ing to mimic a human pilot at navigating across an environment, and generalizing its
behavior to different environments using DAgger with IOC techniques.

5.5.2 Bird UAV

The quadrotor is a first step toward developing agile UAV that can fly at high-speed
in cluttered environments, e.g. flying through a forest between trees, or flying at low-
altitute in urban environments. Other researchers working on this project are currently
developing a small fixed-wing aircraft that will be used for such tasks. Depending
on hardware availability before the thesis defense, we would like to demonstrate the
applicability of DAgger on this platform. We will consider similar techniques that
have been succesful with the quadrotor for learning a controller for this platform.
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5.5.3 Robotic Arm

Another task we will investigate is learning controllers for manipulating and grasping
common objects with a robotic arm. We will consider experiments in imitation learn-
ing, for learning high-level strategies for grasping objects from human demonstrations,
as well as in system/subspace identification for learning grasp models.

6 Conclusion
In this proposal, we outline an iterative approach, based on no-regret online learning
algorithms, for learning predictors that can perform sequential tasks with strong per-
formance guarantees. In addition to being widely applicable on a variety of tasks in
robotics and information processing, the approach is very simple to implement and
scales well to large problems. This work makes several important contributions in a
number of fields. Some of the most important are:

1. In imitation learning, DAgger is the first approach that can learn stationary deter-
ministic policies with performance guarantees that scales linearly in the number
of time steps.

2. In reinforcement learning, DAgger is the first model-based approach with good
agnostic guarantees and with sample complexity that only depends on the com-
plexity of the model class (not the size of the MDP).

3. An analysis of online learning algorithms in terms of stability properties of the
algorithm choosing the sequence of hypothesis.

Additionally, our proposed work should add to this list, in particular, by proposing
agnostic methods for subspace identification, inverse optimal control methods that do
not require knowledge of the of system a priori, and approximate methods for solving
optimal control problems efficiently with performance guarantees.

At a high level, the key novel idea behind these contributions is the use of no-regret
online algorithms as a way to construct iterative learning/optimization procedures with
strong performance guarantees. The typical way researchers have developed itera-
tive algorithms with good guarantees has been by devising ways to guarantee that the
change in quality of the solution from one iteration to the next is well-behaved (e.g. by
guaranteeing improvement of the solution or that it cannot get too much worse). This
is exemplified in the analysis of methods like SEARN [Daumé III et al., 2009] and
CPI [Kakade and Langford, 2002]. No-regret online learning methods offer an alter-
native way to create iterative algorithms with strong guarantees, which is often simpler
to use and analyse, and often leads to more practical algorithms in practice. Unlike
with typical iterative methods, we cannot guarantee that the solution always improves.
However, no-regret methods guarantee that the average quality of the solutions over the
iterations is good as long as a good solution exists. This guarantees that the iterative
procedure must find good solutions over the iterations of the procedure. We are confi-
dent that this high-level idea can be used to provide new algorithms for a large number
of problems in machine learning and computer science not studied here. For instance,
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this idea could potentially be leveraged to provide better algorithms for solving any
problems currently tackled by Expectation-Minimization (EM) like algorithms.

7 Timeline
• December 2011: Thesis proposal.

• Spring 2012: Theoretical work on Subspace identification, optimistic explo-
ration and model compression extensions. Begin quadrotor experiments.

• Summer 2012: Robot arm and quadrotor experiments. Additional theoretical
work as needed.

• Fall 2012: Bird UAV experiments (or other UAV experiments depending on
hardware availability).

• Spring 2013: Write thesis.

• May 2013: Defend thesis.
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