Learning Approximate Nash Equilibria in Poker
Tournaments

Sam Ganzfried
Department of Computer Science
Carnegie Mellon University
Pittsburgh, PA 15213
sganzfri@cs.cmu.edu

Abstract

A recent paper [10] computes near-optimal strategies for heads-up (two
player) no-limit Texas Hold’em sit-and-go tournaments with the specific
parameters: small blind = 300 chips, big blind = 600 chips, and 8000
chips in total. Making some assumptions based on conclusions drawn
in this paper, I describe and implement two learning algorithms with the
goal of computing an approximate Nash equilibrium in poker tournament
endgames with any number of players and any stack sizes. The first is a
variant of the fictitious play algorithm of Fudenberg and Levine [6], and
the second is based on the multiplicative weighting algorithm of Freund
and Schapire [5]. While both algorithms eventually approach an approx-
imate Nash equilibrium in all the cases I considered so far, fictitious play
appears to perform much better.

1 Introduction

Poker exemplifies many challenging computational problems in game theory and artificial
intelligence: it is a game of imperfect information, its strategy spaces are extremely large,
there can be many players, etc. Poker tournaments are also stochastic games, which pose an
even bigger challenge since Nash equilibria (the standard solution concept of game theory)
are not even guaranteed to exist in stochastic games with more than 2 players [1]. Thus, in
addition to its tremendous popularity, poker is also a concrete test case for all these difficult
problems which apply to many other settings as well.

No-limit Texas Holdem is by far the most popular form of poker currently played, and I
will briefly review the rules here (a more detailed explanation can be found in any poker
book or on wikipedia). All players at the table are dealt two private hole cards and one
player is selected to be the button — a designation which shifts one position clockwise each
hand. The player to the left of the button is called the small blind (SB), and the player to his
left is the big blind (BB). Both the SB and BB are forced to put some number of chips into
the pot before the hand (normally BB = 2*SB). A round of betting starts with the player to
the BB’s left, after which three cards are dealt face up in the middle of the table (called the
flop). Then there is another round of betting starting with the SB, followed by another card
dealt face up (the turn). Then another round of betting, followed by a fifth card face up (the
river), followed by a final round of betting. If more than one player is still in the pot, the



player with the best hand five-card hand out of his hole cards and the five community cards
wins the pot (it is split evently in the case of a tie).

During each round of betting, each player has four possible options. (1) fold: pass and
forfeit his chance of winning the pot. (2) call: put a number of chips equal to the size of the
current bet into the pot (this is called checking if no more chips are required to be placed).
(3) raise: put some additional amount of chips in the pot beyond what was needed to make
a call. (4) jam (also referred to as moving all-in or pushing): put all of one’s remaining
chips into the pot, even if it is smaller than the amount needed to call. In some situations,
a separate side pot is created if a player goes all-in with fewer chips than the other players
remaining in the pot.

Sit-and-go tournaments are an extremely popular form of poker, especially on online gam-
bling sites, and they also generate the most revenue to the hosting sites through rake. They
work as follows. Some number of players (usually 9) all pay an entry fee (say $15) and
are given a number of chips (say 1500), which have no monetary value per se except that a
player is eliminated from the tournament when he has no more chips. The first six players
eliminated from the tournament lose their entry fee, while the three top finishers receive
50%, 30%, and 20% of the sum of the entry fees (9x$15) respectively. Usually the blinds
increase every five or ten minutes, starting at SB = 10, BB = 20 and approximately doubling
at every level, so that by the sixth level they are SB = 100, BB = 200 and are often a large
portion of the average stack at the table. Since chips have no explicit monetary value, tour-
naments are actually stochastic games, where each state corresponds to the chip stacks of
all players and the position of the button. More specifically, they are also recursive games
[4] since payoffs are only obtained at some number of terminal states (when one’s stack
size becomes 0).

2 Jam/Fold Strategies and Heads-Up Results

When blinds become sufficiently large relative to stack sizes, play changes considerably.
As an example, suppose that you have 1000 chips at the 100/200 level and are considering
making a preflop raise smaller than a jam. Suppose you make a minimum raise to 400, and
someone reraises you for all your chips. You only need to put in 600 more chips now into a
pot of 1700; so informally, if all chips had the same value (which they don’t necessarily in
tournaments), you only need to expect to win with probability % = 0.261 to make
calling correct (this concept is called pot odds). Since even the worst starting hand has
close to this probability of beating the best starting hand, it will almost always be correct
to call. So you would have lost nothing by going all-in yourself, and you will also be more
likely to win the blinds for free as opposed to increasing the chance that an opponent will
call by making a smaller raise.

Motivated by this informal reasoning, common strategy among good players when blinds
become sufficiently high relative to stack sizes is to either go all-in or fold preflop (this is
known as a jam/fold strategy). A common rule of thumb used by most strong players is
to use a jam/fold strategy when the amount of chips at risk would be less than about ten
times the big blind. Following this reasoning, a recent paper [10] computes near-optimal
jam/fold strategies for tournaments with two players and the fixed parameters SB = 300,
BB = 600, and 8000 total chips (at the time, these defined the normal parameters for the
heads-up endgame in tournaments on PartyPoker.com). In fact, if we let GG; 5, denote the
restriction of the original tournament in which player ¢ starts with s; chips and is limited
to playing a jam/fold strategy (while the other player is not), they show that for any value
of s; (in multiples of 50) G 5, + G225, > 0.986 (where the winner gets payoff 1 and the
loser gets payoff 0). Thus, neither player can guarantee more than 0.014 by deviating to a
non jam-fold strategy; this provides a rigorous justification for restricting our attention to



jam/fold strategies. Next, they compute the optimal jam/fold strategies for the full recursive
games G s, and G2 ¢,, where they consider all states in which stack sizes are a multiple
of 50. One important conclusion they draw is that for any starting stack sizes si, 2, the
probability that player ¢ will win is very close to .—5—. Additionally, they note that the
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optimal strategy involves very little randomization, and that at each stack configuration
each player only needs to randomize (play an action with probability not equal to O or 1)
with at most one hand. They also note that the optimal strategies are not consistent with
any fixed ordering of starting hands.

3 Independent Chip Model

Generalizing the conclusion of the previous section on the probability of winning the tour-
nament, we could conjecture that the following formula is reasonable for the expected
payoff U; of player ¢ in a tournament with n players (ignoring the entry fee, which all play-
ers have to pay). Suppose each player j starts with stack size s;, where S = > ;85 and
Py, P>, P5 are the payouts to the top three finishers:
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In fact, this formula has been in use for several years within the poker community and is
widely regarded among experts as the standard method of computing expected payoffs in
different configurations. It is referred to as the Independent Chip Model (ICM), and in
fact all of the most popular tournament software tools (such as [11]) use ICM to determine
expected payoffs.

4 Approximately Solving Tournaments with More Than Two Players

Given stack sizes for all players and a position of the button, we can view each config-
uration of the recursive game as a standard game if we substitute the expected payoffs
according to ICM for all the other configurations of the recursive game. However, even if
we make these substitutions and restrict our attention to jam/fold strategies for all players,
it is still intractable to solve this game by standard techniques since each player has at least
2169 available pure strategies (since there are 169 strategically distinct starting hands and a
player can jam or fold with each given the actions of the other players so far). Since comput-
ing Nash equilibria in strategic-form games with three or more players is PPAD-complete
and currently the best algorithms only scale to very small games, standard techniques have
no hope of solving this game. Thus, we turn to learning and no-regret algorithms which
will hopefully converge to approximate Nash equilibria in our game (although they are not
guaranteed to do so).

5 Fictitious Play

One well-known algorithm for learning in repeated games is fictitious play. With two play-
ers, ficititous play works as follows. Each player ¢ keeps a weight w;- corresponding to each
pure strategy j of his opponent. Initially all weights are set to 0. At time ¢ = 0 each player
i picks a pure strategy s{, arbitrarily. Each player then increments the weight corresponding
to the strategy played by his opponent by 1: that is, player ¢ sets w; = w; +1lifsg' =7,
where —i denotes the other player. For ¢ > 1 player i chooses si to be a pure strategy
best response to the strategy of his opponent which plays pure strategty j with probability

ﬁ In the case of multiple best responses, the strategy can be chosen arbitrarily. The
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weights are then updated as before, and this process continues. To generalize this algo-
rithm to more than two players, we can assume that each player keeps a weight on each
pure strategy of each of his opponents (we ignore correlated strategies). Best responses and
weight updating work just as in the two player case.

Unfortunately, we cannot apply this algorithm to our game because the strategy spaces are
too big; it is not feasible to update weights on O(2'%) pure strategies each round. To deal
with this, I used a variant of fictitious play that views the game in extensive form. With
two players, each player has 169 information states and two moves available at each state.
Rather than keeping a weight on each pure strategy of his opponent, a player now keeps a
weight on each move that his opponent could take at one of his information states; there are
only 2 x 169 of these (we actually only need to consider the jam move at each information
state so there are only 169, but keeping all the moves makes it easier to generalize to
the case when any number of moves are available at each information state). Weights
are initialized to O as before, and both players select some initial strategy s{. Then for
each move m; (e.g. jam with hand h), player ¢ increments the counter corresponding to
this move if his opponent would have taken it had that information state been reached.
Subsequently, he assumes that the probability his opponent will make each move is the
weight on that move divided by the sum of the weights of the moves at that information set.
If we just keep weights on the jam option, this corresponds to jamming with hand h with
probability %, where ¢ > 1 is the number of steps of the algorithm we have performed so
far. This algorithm generalizes to more players in the same way as the standard version of
fictitious play. While it is guaranteed to converge to a Nash equilibrium in zero sum games,
it is not in general sum games (or games with more than two players) and counterexamples
are known in which it does not converge [6].

6 Regret Minimizing Algorithms
6.1 Freund Schapire Algorithm

Another algorithm I experimented with is the multiplicative weighting algorithm of Freund
and Schapire [5]. Let P; denote an initial mixed strategy of player 1, in which all proba-
bilities are nonzero (usually P, is the uniform distribution over pure strategies). After each
round ¢, a new mixed strategy P, is computed by the rule:

P p ﬁM(le
i) = P,

where M (i, Q) is the expected loss € [0, 1] of playing pure strategy ¢ when the environ-
ment (i.e. the other players) plays mixed strategy @Q;, Z; is a normalization factor:

Zy = P(i)sMHe0,
and 8 € [0,1) is a parameter of the algorithm. If x is the expected payoff of a given
strategy using ICM and P, is the payoff to the winner of the tournament, we can use 22
as the value of the expected loss, which lies in [0,1] (or alternatively, we could rephrase the
algorithm in terms of expected payoffs and normalize). In particular, if /3 is set to
1

14+ 2lnn

at round 7', where n is the total number of pure strategies, the algorithm has the following
guarantee for any sequence of strategies {Q;} played by the environment:
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However, despite this nice regret guarantee the algorithm is not guaranteed to converge to a
Nash equilibrium in a non zero-sum game (or game with more than 2 players) if all players
follow it [2].

Like fictitious play, this algorithm cannot be applied directly to our game because it would
involve keeping too many weights; but we can apply a similar variation of the algorithm
to deal with the extensive form representation of the game. Now P (7) maps each move i
to some number in [0,1]. The main change is that the normalization factor Z; (i) just sums
over the moves j that are at the same information state as ¢ (in this case, there are only two
moves at each information state). So we require a different normalization factor for each
information state. Also, we set n = 2 in our formula for 3, since there are two actions
available at each information state. Everything else runs the same as before; to obtain the
probability of making action ¢ at information state s from P; we use

Py(i)
Z]‘GS Pt(]) .

Essentially each player is running a different instance of the standard algorithm assuming
that he has reached each of his information states; so in each of these “subgames” the regret
bound Ar,, still holds, where n = 2. To analyze the overall regret in the full game, let S
denote the set of the player’s information states, for s € S let N (s) denote the probability
that nature (i.e. the dealer) chooses state s, and let W;(is) denote the probability that the
player should choose action ¢4 given that he is at information state s according to the revised
F-S algorithm. Then

M(P,, Qi) =) N(s) [Z Wt(is)M(isaQt)] :

sesS is€S

From the regret guarantee at each information state and the linearity of the cost function,
our new regret is

Z [N(S)AT’,J = AT,n'

ses
Notice that this regret bound is actually much better than if we had run the standard F-S
algorithm using pure strategies, since n = 2 as opposed to 216,

6.2 Other Regret Minimizing Algorithms

Several regret minimizing algorithms such as the Kalai-Vempala algorithm [9] and the
Lagrangian Hedging algorithm of Gordon [8] are especially suited to deal with problems
that have exponentially sized strategy spaces (although they can probably be adapted to
work with the extensive form representation), and the latter has actually been used to solve
one-card poker. I did not have a chance to implement either of these algorithms, and it
would be interesting to see how they compare with the others on this problem.

7 Results

I implemented the extensive-form versions of the fictitious play and Freund-Schapire algo-
rithms, and both algorithms seemed to eventually converge to an approximate Nash equi-
librium in all the cases I considered so far. However, the fictitious play algorithm seemed
to converge much more quickly, usually within a few thousand iterations (a few seconds)



while the F-S algorithm took longer. I did not experiment with using other values of /3 in
the F-S algorithm, so potentially that could improve the convergence rate.

The behavior of the two algorithms also differed substantially, perhaps as a result of the
different initializations I used. In fictitious play I initialized all actions to fold with prob-
ability 1; I could not do this with the F-S algorithm because it uses a multiplicative rather
than additive weighting scheme, so I initialized all actions to fold and jam with probability
%. Similarly to the results in [10], all of the probabilities in fictitious play either go straight
to 0 or 1 very quickly, with at most one hand taking a bit longer to converge to some in-
termediate value. This suggests that the equilibrium jam/fold strategy might involve very
little randomization at all stack sizes, and that a pure strategy could be near-optimal. This
gives further evidence supporting potential practical applicability of a new pure strategy
solution concept proposed in [7]:

argminsesmaz;enregret;(s) where regret;(s) = |may s, ui(s;, 5-i) | —ui(si, s-i).

With F-S on the other hand, all probabilities started out close to 0.5 and took a much longer
time to approach 0 or 1. The hands that took longer to converge also incidentally were the
hands with which both jamming and folding have similar expected payoffs in equilibrium,
so using any mixture with these hands would not affect the overall expected payoff much.

So far I have tested the algorithms on two player scenarios and blind vs. blind situations
with more than two players (which are equivalent to two player general-sum games); how-
ever, it should not take much time to add code so that they can be run on full tournaments
with any number of players (up to 9). In particular, one short term goal would be to make a
complete table similar to [10] giving approximate Nash equilibrium jam/fold strategies for
all players when there are 3 and 4 total players. For the two-player cases I considered, I ac-
tually had several previous calculations to compare my results to [3,10,11]. [10] computes
optimal jam/fold strategies for both the SB and BB without any assumption on the strategy
played by the other player, so I could compare my results in the SB case. [3] performs the
heads-up computation in a single hand of a cash game using a fictitious play algorithm;
this is also a good benchmark since [10] shows that in the heads-up case of a single hand
of a cash game, the optimal jam/fold strategies happen to be very close to those in a tour-
nament. [11] I believe actually uses the ICM assumption and computes optimal jam/fold
strategies with a linear program derived from the sequence form representation of the game
(I could have done this too, but wanted to use a method that would hopefully generalize to
more than two players). In all cases I considered, the results of my algorithm were almost
identical to the existing results.

It is also not too difficult to assess the performance of the algorithms in the cases with
more than two players, since computing the best response function is easy ([11] does it,
for example). So given a potential equilibrium, we can compute the best response of each
player to the profile of the other players, and consider the largest expected payoff increase a
player can obtain by deviating . In all the blind vs. blind cases I considered, both algorithms
converged to approximate equilibria, with fictitious play consistently converging faster than
E-S.
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