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Limitations of Kernel Methods

We consider a learning problem specified as follows. We are given access to labeled examples
(x, ℓ) drawn from some distribution P over X × {−1, 1}, where X is an abstract instance
space. The objective of a learning algorithm is to produce a classification function g : X →
{−1, 1} whose error rate Pr(x,ℓ)∼P [g(x) ̸= ℓ] is low. We will consider learning algorithms
that only access the points x through a pairwise similarity function K(x, x′) mapping pairs
of points to numbers in the range [−1, 1]. Specifically,

Definition 1 A similarity function over X is any pairwise function K : X ×X → [−1, 1].
We say that K is a symmetric similarity function if K(x, x′) = K(x′, x) for all x, x′.

A similarity function K is a valid (or legal) kernel function if it is positive-semidefinite, i.e.
there exists a function ϕ from the instance space X into some (implicit) Hilbert “ϕ-space”
such that

K(x, x′) = ⟨ϕ(x), ϕ(x′)⟩.

We can assume without loss of generality, we will only consider kernels such that K(x, x) ≤ 1
for all x ∈ X . Any kernel K can be converted into this form by, for instance, defining

K̃(x, x′) = K(x, x′)/
√
K(x, x)K(x′, x′).

We say that K is (ϵ, γ)-kernel good for a given learning problem P if there exists a vector
β in the ϕ-space that has error ϵ at margin γ; for simplicity we consider only separators
through the origin. Specifically:1

Definition 2 K is (ϵ, γ)-kernel good if there exists a vector w̃, ||w̃|| ≤ 1 such that

Pr
(x,ℓ)∼P

[ℓ⟨ϕ(x), w̃⟩ ≥ γ] ≥ 1− ϵ.

We say that K is γ-kernel good if it is (ϵ, γ)-kernel good for ϵ = 0; i.e., it has zero error at
margin γ.

1Note that we are distinguishing between what is needed for a similarity function to be a valid or legal
kernel function (symmetric and positive semidefinite) and what is needed to be a good kernel function for a
learning problem (large margin).
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Given a kernel that is (ϵ, γ)-kernel-good for some learning problem P , a predictor with error
rate at most ϵ+ϵa can be learned (with high probability) from a sample of Õ((ϵ+ ϵa)/(γ

2ϵ2a))
examples (drawn independently from the source distribution) by minimizing the number of
margin γ violations on the sample.2 However, minimizing the number of margin violations
on the sample is a difficult optimization problem. Instead, it is common to minimize the
so-called hinge loss relative to a margin.

Definition 3 We say that K is (ϵ, γ)-kernel good in hinge-loss if there exists a vector w̃,
||w̃|| ≤ 1 such that

E(x,ℓ)∼P [[1− ℓ⟨w̃, ϕ(x)⟩/γ]+] ≤ ϵ,

where [1− z]+ = max(1− z, 0) is the hinge loss.

Given a kernel that is (ϵ, γ)-kernel-good in hinge-loss, a predictor with error rate at most
ϵ+ϵa can be efficiently learned (with high probability) from a sample of O(1/(γ2ϵ2a)) examples
by minimizing the average hinge loss relative to margin γ on the sample.

We prove a lower bound for margin-based learning with kernels. Given two functions f and
g, define ⟨f, g⟩ = Ex[f(x)g(x)] to be their correlation with respect to distribution D. (This
is their inner-product if we view f as a vector whose jth coordinate is f(xj)[D(xj)]

1/2).

Theorem 1 Let C be a class of n pairwise uncorrelated functions over distribution D. Then,
there is no kernel that for all f ∈ C is (ϵ, γ)-good in hinge-loss even for ϵ = 0.5 and
γ = 8/

√
n.

Proof: Let C = {f1, . . . , fn}. We begin with the basic fourier setup. Because the functions
fi ∈ C are pairwise uncorrelated, we have ⟨fi, fj⟩ = 0 for all i ̸= j, and because the fi
are boolean functions we have ⟨fi, fi⟩ = 1 for all i. Thus they form at least part of an
orthonormal basis, and for any hypothesis h̃ (i.e. any mapping X → {±1}) we have∑

fi∈C

⟨
h̃, fi

⟩2
≤ 1.

So, this implies ∑
fi∈C

|
⟨
h̃, fi

⟩
| ≤

√
n.

or equivalently
Efi∈C |

⟨
h̃, fi

⟩
| ≤ 1/

√
n. (1)

In other words, for any hypothesis h̃, if we pick the target at random from C, the expected
magnitude of the correlation between h̃ and the target is at most 1/

√
n.

We now consider the implications of having a good kernel. Suppose for contradiction that
there exists a kernel K that is (0.5, γ)-good in hinge loss for every fi ∈ C. What we will show

2The Õ(·) notations hide logarithmic factors in the arguments, and in the failure probability.
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is this implies that for any fi ∈ C, the expected value of |
⟨
h̃, fi

⟩
| for a random linear separator

h in the ϕ-space is greater than γ/8, where h̃(x) = sign(h · ϕ(x)). If we can prove this, then

we are done because this implies there must exist an h that has Efi∈C |
⟨
h̃, f

⟩
| > γ/8, which

contradicts equation (1) for γ = 8/
√
n.

So, we just have to prove the statement about random linear separators. Let w∗ denote
the vector in the ϕ-space that has hinge-loss at most 0.5 at margin γ for target function
fi. For any example x, define γx to be the margin of ϕ(x) with respect to w∗, and define
αx = sin−1(γx) to be the angular margin of ϕ(x) with respect to w∗.3 Now, consider choosing
a random vector h in the ϕ-space, where we associate h̃(x) = sign(h · ϕ(x)). Since we only

care about the absolute value |
⟨
h̃, fi

⟩
|, and since

⟨
−h̃, fi

⟩
= −

⟨
h̃, fi

⟩
, it suffices to show

that Eh[
⟨
h̃, fi

⟩
| h · w∗ ≥ 0] > γ/8. We do this as follows.

First, for any example x, we claim that:

Pr
h
[(h̃(x) ̸= fi(x)|h · w∗ ≥ 0] = Pr

h
[(sign(h · ϕ(x)) ̸= sign(w∗ · ϕ(x))|h · w∗ ≥ 0] (2)

= 1/2− αx/π. (3)

This is because we look at the 2-dimensional plane defined by ϕ(x) and w∗, and consider
the half-circle of ||h|| = 1 such that h ·w∗ ≥ 0, then (3) is the portion of the half-circle that
labels ϕ(x) incorrectly. Thus, we have:

Eh[err(h̃)|h · w∗ ≥ 0] = Ex[1/2− αx/π],

and so, using
⟨
h̃, fi

⟩
= 1− 2 err(h̃), we have:

Eh[
⟨
h̃, fi

⟩
| h · w∗ ≥ 0] = 2Ex[αx]/π.

Finally, we just need to relate angular margin and hinge loss: if Lx is the hinge-loss of ϕ(x),
then by Lemma 1 we have:

αx ≥ γ(1− (π/2)Lx).

Since we assumed that Ex[Lx] ≤ 0.5, we have:

Ex[αx] ≥ γ(1− π/4).

Putting this together we get expected magnitude of correlation of a random halfspace
Eh|

⟨
h̃, f

⟩
| is at least 2γ(1− π/4)/π > γ/8 as desired, proving the theorem.

Lemma 1 If Lx is the hinge-loss of ϕ(x), then

αx ≥ γ(1− (π/2)Lx).

3So, αx is a bit larger in magnitude than γx. This works in our favor when the margin is positive, and
we just need to be careful when the margin in negative.
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Proof: Assume first that γx ≥ γ. In this case, Lx = 0, so we get a bound of αx ≥ γ, which
is true because αx ≥ γx.

Assume now γx < γ, so Lx = (γ − γx)/γ by definition. So, our bound reduces to: αx ≥
γ − (π/2)(γ − γx). There are two cases.

Case 1: 0 ≤ γx < γ. In this case, we can rewrite our bound as: αx ≥ γx + (1− π/2)(γ− γx).
But this is true because αx ≥ γx, and the other term is negative.

Case 2: γx < 0. In this case, we will have αx < γx (because αx is more negative than γx) but
we are guaranteed that αx ≥ (π/2)γx. So, αx ≥ (π/2)γx, which implies our bound, because
our bound can be rewritten as: αx ≥ (π/2)γx + γ(1 − π/2) and the extra term is negative.

An example of a class C satisfying the above conditions is the class of parity functions over
{0, 1}lgn, which are pairwise uncorrelated with respect to the uniform distribution.

Claim 1 Let f and g be two different parity functions. Over the uniform distribution on x,
Pr(f(x) = g(x)) = 1/2. Or equivalently, E[f(x)g(x)] = 0.

Proof: Since f and g are different, there must be a variable xi in one but not the other (say in
f but not in g). Consider picking x by first choosing all variables but xi, and then choosing
xi last. After all variables but xi have been chosen, g(x) is determined. But now, choosing
xi, xi = 0 gives one value of f(x) and xi = 1 gives the other. So, Pr((f(x) = g(x)) = 1/2.
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