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Typical structure of a gene

Startcodon  codons  ponor site

Stop codon

GATCCCCATGCCTGAGGGCCCCTC
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GENSCAN (Burge & Karlin)

Transition probabilities: ply! =1y, =1)= &
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CGAAGGATACACTATCGTCGTCCTTGTCCGACGAACCGGT

CCCTGCTGCGCCTC
GCGTGCACAATTTGCGCCAATTTCCCCC! CCAGTTT.
TTTCAACCCAGCACCGCTCGTCTCTTCCTCTTCTTAACG
AGCATTCGTACGAGGAACAGTGCTGTCATTGTGGCCGC
TGTAGCTAAAAAGCGTAATTATTCATTATCTAGCTATC |

CGGATATTATTGTCATTTGCCTTTAATCTTGIGTAT |

[ TTATATGGATGAAACGTGCTATAATAACAATGCAGAATGA
\CCTAAAAA" AA'H'EEAA A
AAAGTTTGGTTTTACAATTTGATAAAACTCTATTGTAAGT

GGAGCGTAACATAGGGTAGAAAACAGTGCAAATCAAAGTA
|CCTAAATGGAATACAAATTTTAGTTGTACAATTGAGTAAA |

ATGAGCAAAGCGCCTATTTTGGATAATATTTGCTGTTTAC
AAGGGGAACATATTCATAATTTTCAGGTTTAGGTTACGCA
| TATGTAGGCGTAAAGAAATAGCTATATTTGTAGAAGTGCA
| TATGCACTTTATAAAAAATTATCCTACATTAACGTATTTT
ATTTGCTTTAAAACCTATCTGAGATATTCCAATAAGGTAA
GTGCAGTAATACAATGTAAATAATTGCAAATAATGTTGTA
ACTAAATACGTAAACAATAATGTA(

GATAAACAGTTGCCTTTAGTTGCATGACTTCCCGCTGGAT

Hidden Markov Model revisit

e Transition probabilities between
any two states

p(y! =1ly, =) =4,

or

e Start probabilities

p(y,) ~ Multinomial(z,, 7z,,..., 7, ).

P(Y, | Yy =1)~ Multinomial(ai_l,ai‘z,...,ai N ),Vi el.

e Emission probabilities associated with each state

p(x | yi =1) ~ Multinomial(b, ;,b,,,.... b ) Vie L.

or in general:
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Applications of HMMs

e Some early applications of HMMs

° finance, but we never saw them
° speech recognition
° modelling ion channels

e In the mid-late 1980s HMMs entered genetics and molecular
biology, and they are now firmly entrenched.

e Some current applications of HMMs to biology

° mapping chromosomes
° aligning biological sequences
° predicting sequence structure
° inferring evolutionary relationships
° finding genes in DNA sequence
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The Forward Algorithm

e We want to calculate Ax), the likelihood of x, given the HMM
e Sum over all possible ways of generating x:

p(X) = Zy p(X:Y) = zYl Zyz 'HZYN ﬂ-ylHaym,y‘H p(Xt | yt)

e To avoid summing over an exponential number of paths y, define

de
a(yf =1)=af : P(Xee X, Yt =1) (the forward probability)

e The recursion:

atk = p(xt | ytk :l)zatiflai,k
P(x)zZaﬁ
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The Backward Algorithm

e We want to compute P(y‘ =1|x) ,

the posterior probability distribution on the

1 position, given x

e We start by computing

Pyl =1x)=P(X;, X0 v =1, X, 100 X7 )
= P(Xyyeors X0, Vi = DP X Xp | Xpoeen X, Y =1)
=P (XX Yy =DP(XypXp |y =1)

e

Forward, X Backward, A =PX im0 X |V =1)

- k i !
e The recursion: ﬂt = Zak,i p(Xm | y§+1 = 1)ﬂtl+1
i
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The Junction tree algorithm :
e A junction tree for the HMM
X)) vy v0e ) vyra )
DD O e D O o0 - O
= g )Hﬁ M&)y)EF « )%J
ve 3 Y
@O .Y e -
° Rightward pass vy %) wysX) w(yr.Xr)
Hea (Yeor) = ZW(YU Yert) He 1ot (yt)/lm(YM) e (V) YV Yea) t (Vo)
i = ="
:; p(ynl | y(),u( 1 >((y[)p(xx-1 | y(-l) ,U,T()/M)E
= p(X[+1 | yt—l)zay‘.y‘ M >l(yl) D
" =
This is exactly the forward algorithm! Vo Xa)
e Leftward pass ... Hracr ) VORI (i)
= =1
Hy 1H(yl):ZV/(yuyul):ulH\1(yu1)/‘m(YL<1) J_ I
Yiet My (V) [
=3 PO | Yt r )P 1Y) ol
Y L
This is exactly the backward algorithm! Y (Yrai Xr)
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Summary of the F-B algorithm

def
af :/‘H_»r(k):'D(le---vXH'erYrk:1)
af = p(x, |y = 1)2%/710/*
ef !

d
ﬂfk =ty 1 (K) = P(Xpgs Xp |Yrk =1)
ﬂrk = Zak,/P(Xr-1 |Yr/-1 =1g,

o def ) .
S =py =Ly =1x;)
oc /ut—1~>t(yti = l)ﬂteul(ytj =1) P | Yeu) PVt | Y0
= a;ﬁ,{lqv-p()(m lyia=1)

. def X . A
7= plyl =1 x) o« alpiy &
J
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The matrix-vector form:

def .
B,(") = p(x, 1yi =1)
def . .
AU J) = pia=1ly; =1)

a; = (ATaH)'* B,

By = A(:Bru S Br+1)

S = (af (ﬂnl- *Br s )T )* A
vy =0y x

(XY
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Posterior decoding :
e We can now calculate
K Pl =1x) _ofpf
Plyy =1]x) = =
P(x) P(x)
e Then, we can ask
e What is the most likely state at position t of sequence x:
* k
K =argmax, P(y/ =1|x)
e Note that this is an MPA of a single hidden state,
what if we want to a MPA of a whole hidden state sequence?
e Posterior Decoding: {yfk; =1:¥=1...T }
e This is different from MPA of a whole sequence x|y | PCx.y)
of hidden states o o 0.35
o 7 0.05
; ; E le:
e This can be understood as bit error rate  =ITPS 7 o 03
vs. word error rate MPA of (X, Y) ? 7 7 o3
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Viterbi decoding

|
e GIVENX = x, .., x;wewanttofindy=y, .., 4, such that Ay|x) is

maximized:

y'= argmax, Aylx) = argmax, Ay X)
o Let

k _ k _
V5 =max,, . sP(Xe Xt Yives Vet X Y =1)
= Probability of most likely sequence of states ending at state y; = &
e The recursion:

Xy Ko X rrrsiiinsssn Xy
Vk . k _1 m X V/‘ State 1 x

= plx, Lyt =Dmax, a0y LA T
e Underflows are a significant problem = ]

PKiss X Vv ¥3) = 7,y 0y By By
These numbers become extremely small — underflow

Solution: Take the logs of all values: V¥ = log p(x, | v =1)+max,.(log(qv_k)+l/f’,1)

The Viterbi Algorithm — derivation s

e Define the viterbi probability:

Vi =maxg, ) PO X Yoo Vs X Vg = 1)
=maxg, 3 P Vi =1 X X Yo Y P Koo X Vi 1)
=maxy, 3 P(X Yra =1 VP K X Y Ven X V)
=max; P(Xp i =11y =1maxg, o P(Xpen Xpgs Yoo Vet X0 Vi = 1)
=max, P(X,,, | yi =Da. W'

=P(x,, |Yfk+1 =1)max;, a/,k'/ri
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Computational Complexity and
implementation details

\
e What is the running time, and space required, for Forward,

and Backward? B B 4
oy = p(Xr |Yr = I)Za;—la/,k

B = 2P Vi =Dfs
V" = plx, |y =tymax; a, ',

Time: O(KN); Space: O(KN).
e Useful implementation technique to avoid underflows
e Viterbi: sum of logs
e Forward/Backward: rescaling at each position by multiplying by a
constant
Eric Xing 13

Learning HMM

e Supervised learning: estimation when the “right answer” is known
e Examples:

GIVEN:  agenomic region X = X;...X; g00,000 Where we have good
(experimental) annotations of the CpG islands

GIVEN: the casino player allows us to observe him one evening,
as he changes dice and produces 10,000 rolls

e Unsupervised learning: estimation when the “right answer” is
unknown

e Examples:

GIVEN: the porcupine genome; we don’t know how frequent are the
CpG islands there, neither do we know their composition

GIVEN: 10,000 rolls of the casino player, but we don’'t see when he
changes dice

e QUESTION: Update the parameters 6 of the model to maximize Ax{0) -
-- Maximal likelihood (ML) estimation
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Learning HMM: two scenarios

\
e Supervised learning: if only we knew the true state path then

ML parameter estimation would be trivial
e E.g., recall that for complete observed tabular BN:

mo_ #( > J) _ Z,, Zfrzz }’;‘r71y/{r
o o DI M7
i )
z 7k pH Hi—K) _ 2 erzl Ynr s
iJ'k Tk B> Zﬂ Z; y;vr

e What ify is continuous? We can treat {x,,.y,,):#=1:T.n=1:N} as A T
observations of, e.g., a GLIM, and apply learning rules for GLIM ...
e Unsupervised learning: when the true state path is unknown,
we can fill in the missing values using inference recursions.
e The Baum Welch algorithm (i.e., EM)
Guaranteed to increase the log likelihood of the model after each iteration
Converges to local optimum, depending on initial conditions

The Baum Welch algorithm s

e The complete log likelihood
T T
4(6;x,y) =log p(x,y) = Iog]_[[ PO [P | Yo )] [ PO | xm)j
n t=2 t=1
e The expected complete log likelihood

Ox) =3[ (i), 1007 |+ 3 (v,

e EM
e The E step

7ri1,t = <yri1,t> = p(yrim =1x,)
&l =(yhayl )= pOher =1yl =11x,)

T N
IOQai.jJ+ZHZZ(X:1<V:|.(>WN‘X") logh kJ

=1

netYnel¥n)

e The M step ("symbolically" identical to MLE)
T i T i
M= Zn}’:m aIZ\AL _ zn Z‘T:,ZFMJ bltm. _ Zn z‘:lTZ"le”k-'
N Zn Zl:l Tt Zn Zl:l Tt
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Shortcomings of Hidden Markov
Model

¢ HMM models capture dependences between each state and only its
corresponding observation

e NLP example: In a sentence segmentation task, each segmental state may
depend not just on a single word (and the adjacent segmental stages), but also
on the (non-local) features of the whole line such as line length, indentation,
amount of white space, etc.

e Mismatch between learning objective function and prediction
objective function

e HMM learns a joint distribution of states and observations P(Y, X), butin a
prediction task, we need the conditional probability P(Y|X)

- esee
Solution: sese
Maximum Entropy Markov Model (MEMM) o

n n

exp(WTE (i yio1, X1.m
P(yl:,,_|xl:n.) = Hp(y‘i|y‘i—laxlm-) = H ! ( (J e 1 ))

i=1 i=1 Z(y&'—lnxlm)

e Models dependence between each state and the full
observation sequence explicitly
e More expressive than HMMs

e Discriminative model
e Completely ignores modeling P(X): saves modeling effort

e Learning objective function consistent with predictive function: P(Y|X)

Eric Xing 18
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MEMM: the Label bias problem .
. . . ]
Observation 1  Observation 2 Observation 3  Observation 4
State 1
State 2
State 3
State 4
State 5
What the local transition probabilities say:
« State 1 almost always prefers to go to state 2
« State 2 almost always prefer to stay in state 2
Eric Xing 19
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MEMM: the Label bias problem °
Observation 1  Observation 2 Observation 3  Observation 4
State 1
State 2
State 3
State 4
State 5
Probability of path 1-> 1-> 1-> 1:
¢ 0.4x0.45x0.5=0.09
Eric Xing 20
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MEMM: the Label bias problem .
. . . ]
Observation 1  Observation 2 Observation 3  Observation 4
State 1 o
State 2
State 3
State 4
State 5
Probability of path 2->2->2->2 :
yore Other paths:
«0.2X0.3X0.3=0.018 1->1->1->1:0.09
Eric Xing 21
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MEMM: the Label bias problem °
Observation 1  Observation 2 Observation 3  Observation 4
State 1
State 2
State 3
State 4
State 5
Probability of path 1->2->1->2:
Other paths:
¢« 0.6 X0.2X0.5=0.06 1->1->1->1: 0.09
2->2->2->2:0.018
Eric Xing 22
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MEMM: the Label bias problem .
Observation 1  Observation 2 Observation 3  Observation 4 ‘
State 1
State 2
State 3
State 4
State 5
Probability of path 1->1->2->2: Other paths:
¢ 0.4 X0.55 X 0.3=0.066 1->1->1->1: 0.09
2->2->2->2:0.018
Eric Xing 1->2->1->2: 0.06 23
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MEMM: the Label bias problem °

Observation 1  Observation 2 Observation 3  Observation 4
State 1

State 2

State 3

State 4

State 5
Most Likely Path: 1->1->1->1

« Although locally it seems state 1 wants to go to state 2 and state 2 wants to remain in state 2.

*why?
Eric Xing 24
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MEMM: the Label bias problem .
. . . ]
Observation 1  Observation 2  Observation 3~ Observation 4
State 1
State 2
State 3
State 4
State 5
Most Likely Path: 1->1->1->1
« State 1 has only two transitions but state 2 has 5:
« Average transition probability from state 2 is lower
Eric Xing 25
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MEMM: the Label bias problem °
Observation 1  Observation 2 Observation 3  Observation 4
State 1
State 2
State 3
State 4
State 5
Label bias problem in MEMM:
« Preference of states with lower number of transitions over others
Eric Xing 26
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(X X J
Solution: secs
Do not normalize probabilities locally | <°
Observation 1  Observation 2  Observation 3 ~ Observation 4 |
Statel 0.4 0.45
State 2 . O
State 3 O
State 4 Q
State 5 O Q O
From local probabilities ....
(X X J
Solution: secs
Do not normalize probabilities locally | s°

Observation 1  Observation 2 Observation 3  Observation 4

State 1

State 2

State 3

State 4

State 5

From local probabilities to local potentials

* States with lower transitions do not have an unfair advantage! ,,

Eric Xing
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From MEMM ....

n - exp T YisYi—1,X1:n

Py, |[Xim) = EP(%|M_1,X1:“)=£[1 I(Wz(;EJ_‘I,JxM)x !
00
H
[ X X}

From MEMM to CRF :

mn

1 T | 1
P(y];u|x1-'l'l) = Z(xl ) 1__[9{%- yi—l!xl:u) = 7z
n i—1

T
— | | exp(w" f(vi,yim1, X1:n
(X]:?E?W)H l( (J Yi—1,X1 ))

L3

e CREF is a partially directed model
e Discriminative model like MEMM

e Usage of global normalizer Z(x) overcomes the label bias problem of
MEMM

e Models the dependence between each state and the entire observation
sequence (like MEMM)

Eric Xing 30
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Conditional Random Fields

e General parametric form:

PO = e OPOS O Afiiosioss) + 3 ()

i=1

n

_ 1 : Tety o To(y;
= mp(;‘u £, yi-1,%) + 1" g(v:,%)))

where Z(x, A, ) = ZQXI)(Z(ATf(-gh, yio1,x) + 17 g(yi.x)))

y i=1

Eric Xing 31
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CRFs: Inference o
e Given CRF parameters A and u, find the y* that maximizes P(y|x)
y' = argmaxexp( (" T (i -1, %) + 17 8(31,))
i=1
e Canignore Z(x) because it is not a function of y
e Run the max-product algorithm on the junction-tree of CRF:
= E—(
Same as Viterbi decoding
used in HMMs!
@ Y @ Y ’ Yn-z @ Yn-l @
Eric Xing 32
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CRF learning

e Given {(Xy, Yg)}tg=1" find A*, u* such that
N
M, px = arg mrlx L(A, p) = arg rrmx H P(ylxa, A, )
d=1

= dlgdeH Z(xd W (XP(Z(/\Tf(?M.ie?}d.r’.—lsx.-!)+I-5Tg(?}d..iexd)))

i=1

= drgmdxz Z(/\ F(Ya,irvaio1.%Xa) + 1 &Ya i, Xa)) — log Z(xXa, A, 1))

d=1 i=1
Gradient of the log-partition function in an
. . exponential family is the expectation of the
e Computing the gradient w.r.t A: sufficient statistics.

V}.L(/\:#) Z(Zf Y iy M i—1- xd) - Z{P(yh{d) Z f(yrf isYdi—1; xd)))

d=1 i=1 i=1

‘/_/

(X X ]
esce
- [ X0
CRF learning 2

VAL(A ) Z(Zf(um,f,m_l Xd) —prfyixa;Zﬂy, Yi-1,Xa)))

=1 i=1 i1
e Computing the model expectations: ﬁ

e Requires exponentially large number of summations: Is it intractable?

Z(P(Yh(d) Z f(yisyi-1,%a)) Z(Z f(yi,yie1,xa) P(y|xa))

¥ i=1 i=1 ¥
n
= Z Z f(yi:?)-z‘—l;Xd)P(yi,.Ua‘.—1|XJ.)
=1 Yi Yi-1

‘ Expectation of f over the corresponding

bl marginal probability of neighboring nodes!!
e Tractable!

e Can compute marginals using the sum-product algorithm on the chain

Eric Xing 34
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CRF learning :
e Computing marginals using junction-tree calibration:
. . 0;:.;:_ = - )\Tf i Wi, X,
« Junction Tree Initialization: @ Vi*¥-1) (XD,I(_ (i 91, %)
+.u‘ g(yi!xd))
> E— —> —>
Y. Y Yn-Z Yn-l
Y..Y, 2 Yo Ys F—— ..
=== - o
e After calibration: Also called

forward-backward algorithm

P(yisyi—1lxa) o< a(yiyi-1)

o(yi, Yi—1) '
= P(yi,yi-1lx4) = 5 (g yiD) =a'(yi,Yi-1)
YisYi—1 IR I

Eric Xing 35

CRF learning

e Computing feature expectations using calibrated potentials:

Z f(yisvio1.%a) P(yi, yi1|Xa) = Z f(yi, vio1,Xa) (Yis Yi-1)

Yisli—1 Yisli—1

e Now we know how to compute V, L(A,p):

N T n
VAL p) = > () f(yaiyai-1,xa) = Y (P(ylxa) Y (i, yi-1:%a)))
d=1 i=1 ¥ i=1
N n
= YO (F@aivai-r.xa) = Y o Wi yi-)E Wi, yi-1,%a)))
d=1 i=1 Yisli—1
e Learning can now be done using gradient ascent:
AED - — A0 L v, LA, 1)
,u(f.+1) — H(f,) + '-'.’vpL(/\("']-.#-“))
Eric Xing 36
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CRF learning :
e In practice, we use a Gaussian Regularizer for the parameter
vector to improve generalizability
N 1
_ _ T T
M,k = arg rg}fcz log P(ylXa: A1) = 55 (ATA+ 1" 1)
d=1
e In practice, gradient ascent has very slow convergence
e Alternatives:
Conjugate Gradient method
Limited Memory Quasi-Newton Methods
Eric Xing 37
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CRFs: some empirical results o
e Comparison of error rates on synthetic data
60 . B0 -
- s '.a_"- - 51 s ‘:—?::
2 N = =
o e = AN
= e’ ’ © e R -
= 5_‘; = T
= R / = it /
v s e
0 Lot o
..M‘ T
AL ) y of i . . L
og* m ﬁ_RF e 1 5 % ) OF 0 E &0
60 ¢
s o Data is increasingly higher
X > order in the direction of arrow
5 o
5 0 :.‘
2 ' /
of CRFs achieve the lowest
0 error rate for higher order
ok data
Etic Xing P " { HMMerror woow 38
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CRFs: some empirical results .
e Parts of Speech tagging
model | error  oov error
HMM | 5.69%  45.99%
MEMM | 6.37% 54.61%
CRF | 5.55%  48.05%
MEMMT™ | 481%  26.99%
CRF*T | 427%  23.76%
T Using spelling features
e Using same set of features: HMM >=< CRF > MEMM
e Using additional overlapping features: CRF* > MEMM* >> HMM
(XY
o000
o000
s
Other CRFs o

e So far we have discussed only 1-
dimensional chain CRFs

e Inference and learning: exact

e We could also have CRFs for
arbitrary graph structure
e E.g: Grid CRFs
e Inference and learning no longer tractable
e Approximate techniques used
MCMC Sampling
Variational Inference
Loopy Belief Propagation

e We will discuss these techniques in the
future

Eric Xing
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Summary

e Conditional Random Fields are partially directed discriminative
models

e They overcome the label bias problem of MEMMSs by using a global
normalizer

e Inference for 1-D chain CRFs is exact
e Same as Max-product or Viterbi decoding

e Learning also is exact
e globally optimum parameters can be learned
e Requires using sum-product or forward-backward algorithm

e CREFs involving arbitrary graph structure are intractable in general
e E.g.: Grid CRFs
e Inference and learning require approximation techniques
MCMC sampling
Variational methods
Loopy BP
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