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ABSTRACT

Implicit invocationor publish-subscribéasbecomeanim-
portantarchitecturabtyle for large-scalesystemdesignand
evolution. The publish-subscribetyle facilitatesdevelop-
ing large-scalesystemsby composingseparateiydeveloped
componentdbecausehe style permits loose coupling be-
tweenvarious components.One of the major bottlenecks
in usingpublish-subscribsystemdor very large scalesys-
temsis the efciency of Itering incoming messages,e.,
matchingof publishedeventswith event subscriptionsThis
is avery challengingproblembecausén a realisticpublish-
subscribesystemthe numberof subscriptionsanbe large.
In this paperwe presenanapproachor matchingpublished
events with subscriptionswhich scalesto a large number
of subscriptions. Our approachusesBinary Decision Di-
agrams,a compactdatastructurefor representingpoolean
functionswhich hasbeensuccessfullyusedin veri cation
techniquessuch as model checking. Experimentalresults
clearlydemonstratéhe ef ciency of our approach.
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1 INTRODUCTION

Oneof themajorgoalsin softwareengineerings to develop
architecturalstylesthat facilitate composingseparatelyde-
signedanddevelopedcomponentinto a large-scalesystem.
Several architecturaktyleshave beendevelopedto achieve
thisgoal. Somefamiliar stylesincludethosebasednremote
procedurealls,sharedrariablesandasynchronoumessage
passing.Oneimportantarchitecturaktyle for systemcom-
positionis implicit invocation[15, 27] or publish-subscribe
(hereaftereferredto aspub-sub).In the pub-substylecom-
ponentsnteractvia publishingmessageandsubscribingo
classe®f messages.

In a pub-subsystemthereare two typesof componentor
clients publishersand subscribersthat exchangemessages
througha sener that we call a broker. Componentsand
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clients, as well as eventsand messagesvill be usedsyn-
onymouslythroughouthe paper In the mostcommonsce-
nario, publishersandsubscribersiase no reciprocalknowl-
edgeabouteachother Therefore,one of the major ad-
vantage®f the pub-substyle is thatthe variousclientsare
loosely coupled. Publishersconnectto the brokerto pub-
lish eventsthey wantto makethe world avareof, andsub-
scribersconnectto the brokerto establishsubscriptionsin
which they specifythe setof messageshey areinterested
in receving. The job of the brokeris to matchpublished
messagesvith subscriptionsand deliver to the subscribers
the messagesf interest. The subscribers selectioncriteria
are evaluatedagainstthe incomingmessagesy the broker
on behalfof the subscribersThealgorithmfor matchingin-
comingmessagesvith selectioncriteria of the subscribers
is calledthe ltering algorithm. The componenthatimple-
mentsthe Itering algorithmis calledthe ltering engine
Pub-sulbrokerscanbe seenasthe combinationof ef cient
andreliablemulticastdelivery with advanced ltering capa-
bilities.

Applicationsof pub-subsystemsarenumerous Systemgor
nancial dataand news disseminationprocessmonitoring,
anddistributedeventnoti cation, to namea few. Also, they
area coretechnologyto enableavent-drivendistributedweb
applications.The pub-substyle hasbeenusedin program-
ming ervironmentg24] andoperatingsystemsaswell. The
call back mechanisnfor signal handlingin operatingsys-
temsis a classicexampleof the pub-substyle. Mechanisms
to supportthe pub-substyle arefoundin commercialtoolk-
its (e.g,SoftbencH16], ToolTalk [28], DecFuse)communi-
cationsstandardge.g.,Corba[12]), integrationframewvorks
(e.g.,JavaBeang19]), andprogrammingervironments.Sun
hasrecentlyannouncea speci cationfor a messaginger
vicecalledtheJAVA Messagé&erviceor IMS[22]. IMSalso
supportgrimitivesto supporthepub-substyle. Abstracting
fromtheparticularapplication onecanseethatpub-sulsys-
temshave avery broadscope.

Oneof themajoradwantage®f the pub-sulparadigmis that
it allows ltering capabilities].e., a subscribewill only re-
ceive messagethatsatisfyacertaincriteria. An eventbroad-
castsystemwhereall theinformationis broadcasto all con-
sumersmakespooruseof networkresourcesln suchasys-
tem Itering hasto be doneby the subscribeiitself. This



approachs feasibleon a high-speedledicatechetwork,but
becomedessattractive whenthe networkresourcesrethe
primary bottlenecks.n this case,t is bene cial to perform
Itering ascloseaspossibleto theinformationsource Hav-
ing the sourceknow moreaboutthe speci ¢ interestf the
subscriberallowsbuilding systemdo ascalethatwould oth-
erwisebeimpossible.

Themainfocusof thispapelis onthe ltering algorithm.Re-
call thata Itering algorithmmatchesanincomingmessage
againstheselectiorcriteriaof thesubscribers orderto de-
terminethe setof subscriberinterestedn the messageOur
goalis to provide ltering algorithmsthat canbe deployed
in large scalepub-subsystems for example, pub-subsys-
temsusedfor contentdistributionon theweh First, we pro-
vide someexamplesof typical usesof pub-substyle. Based
onthesetypicalexampleswe derive functionalrequirements
anddesigngoalsfor a Itering engine.

Example 1 [Financial data]

The mostadwancedpub-subsystemsof todayare probably
the onesusedin electronictrading oors for delivery of -
nancialdatasuchasstockquotescompary news, andorder
con rmation events. Thesesystemshave historically been
deployedn high-speegbrivatenetworks but arenow begin-
ning to appeamassiely on the Internet. Theseapplication
have very high volumesof publishednessagesThenumber
of subscriptionss moderaten intranetscenarioshut canbe
veryhighin InternetscenariosFor example ,with mary pub-
subapplicationsgxtensve Itering capabilitiesbring addi-
tionalvalue.Mary servicesarenow offering featureghatlet
customersot only subscribeto a particularstock symbol,
but alsospecifymoreadvancedcriteria, suchasnoti cation
whenthe price hits a certainthreshold.

Example2 [Newsdissemination(e-commece)]

Another very generalapplicationof pub-subis news dis-

semination.E-magazinedroadcasinformationupdatese-

gardingparticulartopics, and allow the usersto selectthe

topicsthey areinterestedn. Onesigni cant casethatfalls

into this cateory is e-commerceorientednews dissemina-
tion. Moste-commercsiteslet their userssubscribeo news

aboutproductsthey areinterestedn. This scenarias usu-
ally comprisedodf a small numberof publisherdmainly the

magazineor e-commercesite), and a very high numberof

subscribers.

Functional requirementsfor a Itering engine

Matching publishedeventswith subscriptions

The ltering enginemustbe ableto evaluatea set of
subscriptionsgainstan incoming streamof messages
subjectto thefollowing requirements:

Expressivity The languagefor expressingthe sub-
scriptioncriteriamustberich. For example,alanguage

for expressingsubscriptiorcriteria® is describedn de-
tail in IMS[22].

Ef ciency. The matchingmustbe doneextremelyef-
ciently in realtime.

Scalability The matchingmust handlevery large
numbersf subscriptions.

Addandremovesubscriptions
The ltering enginemustbe able to add and remove
subscriptiondrom the setof existing subscriptions.

Designgoals

Ourmaingoalin thispapelis to designa ltering enginethat
is efcient andscalable In arealisticsystemthe numberof
subscriptionsvill beverylarge,e.g.afew hundredhousand.
Whena messagés publishedby a client, theinterestedsub-
scribershave to be quickly noti ed. Typically, the arriving
messagesatisfyveryfew subscriptiorcriteria. Considethe
nancial dataexampleprovided earlier Suppose message
aboutlIBM arrives.Althoughthetotal numberof subscribers
might be very large, typically, a small fraction of the sub-
scriberswill be interestedn a speci ¢ stocksuchasIBM.
We call this theirrelevanceproperty. We wantto leverage
theirrelevancepropertyof pub-subsystemsn the designof
the lItering algorithm. Our goalis to matchmessagewith
subscriptionsn real-time.We alsowantour matchingalgo-
rithmsto be scalableg.g.,to beableto handlefew hundred
thousandsubscriptions.

The costof adding,remaring, andupdatingsubscriptiongs
alsoaddressed However, the performanceof theseopera-
tionsis not critical becausehey are not asfrequentasthe
arrival of messages.

Thestratgiesfor distributingthe ltering load of a pub-sub
sener acrosamultiple hostsarenot addressedh this paper
Even with stratgiesfor load distribution in place,thereis
still a needfor anefcient ltering enginethat matchesn-
comingmessageagainsthesubscriptiorcriteriaof thesub-
scribers.

2 OVERVIEW AND MAJOR CONTRIBUTIONS
Binary Decision Diagrams (or BDDs) are compactdata
structuredor representingpoolearfunctiong5]. BDDshave
beensuccessfullyisedn veri cation methodsuchasmodel
checking[10]. We useBDDsto designa fast Itering algo-
rithm. This sectionprovidesanoverview of ourapproach.

First, eachatomicformulain a client's subscriptiorcriteria
or subscription(e.g. IBM, Dell ) is assigned
a booleanvariable. Notice that now eachsubscriptionis a
booleanfunction of the booleanvariablescorrespondindo
the atomicformulae. Next eachsubscriptionis represented
asaBDD. Intuitively, if thereare several subscriptionsn a
pub-subsystem they sharemary commonsub-epressions.
For example,the following patternmight appeaiin several

Isubscriptiorcriteriaarecalledmessageelectorsn the IMSparlance



subscriptions:

By representingubscriptionsas BDDs we can exploit the
commonality(i.e., sharedsub-subscriptiond)etweerdiffer-
entsubscriptionsA publishedmessagés now simply apar
tial assignmento theboolearvariablescorrespondingo the
atomic formulas. Whena messagerrives, the set of sub-
scriptionsthat“match” the messagés found by a backward
traversalalgorithm on the correspondin@8DDs. The ef-
ciengy of our methodstemsfrom the factthatcommonsub-
expressionscorrespondingo theBDD nodesareevaluated
only once.

We believe that this papermakestwo major contritutions.
First, we provide a precisesemanticof when a message
“matches”a subscription.This is not a trivial taskbecause
our languag€or describingsubscriptionss rich andallows
partialmessages.e., messagethatonly referto a subsebf
attributevariables.Secondwe presentanef cient andscal-
able ltering algorithmbasedon BDDs. Experimentalre-
sultsclearlydemonstratéhatour ltering algorithmis scal-
able.

3 RELATED WORK

Severalapplicationsof pub-sulsystemaveredescribedear

lier. Content-basegub-subsystemsare intendedfor con-
tent distribution over a distributed network. In content-
basedpub-subsystemsthe subscriptioncriteria Iter mes-
sagedasedntheir content.Onthe otherhand,in channel-
basedpub-subsystemghe subscriptiorcriteria lters mes-
sagesbasedon the channelsor ports they originatefrom.

Sincethebene tsof our Itering algorithmonly becomeap-
parentwhenthe numberof subscriberss very large (a typi-

cal casefor content-basefdub-subsystems)techniquepre-
sentedn this paperaremostsuitablefor content-basedub-
subsystemsNoticethatexamplespresenteearlierfall into

this catgyory. To our knowledgethemostimportantcontent-
basedpub-subsystemsare GRYPHON [3, 1, 2, 18], SIENA

[7,9, 8], ELVIN [25, 14, 17] andKERYX [21, 20]. The sub-
scriptionlanguage®f the mentionedcontent-basegub-sub
systemarefairly similarto eachotherandthe subscription
languagepresentedn this paper Our work focuseson the
Itering algorithm suitablefor content-basegub-subsys-
tems. Techniquegpresentedn this papercanbe appliedto

improve theexisting pub-sulsystemsIn therestof this sec-
tion, we compareour approachto the Itering enginesof

GRYPHON, SIENA, ELVIN and KERYX, and indicate how

BDD-basedltering techniqguesanbeincorporatednto ex-

isting systems.

Among the four Itering engines,the ltering engine of

GRYPHON is mostsimilar to ours. It is basedon parallel
searchrees essentiallyecisiontreedabelledby atomicfor-

mulas. Optimizationproceduresare usedto decreasehe
redundang of the searchtrees. Although no details are
provided, the authorsmentionthat their optimizationsmay

transformthe searchireeinto anagyclic graph. Thus,it ap-
pearsthat a subsetof BDD operationshasbeenreinvented
for parallelsearchrees.A disadwantageof GRYPHON is the
restrictedsubscriptiodanguagevhich consistsonly of con-
junctions. The impressie compleity resultsof [1] (match-
ing canbedonein time sublineaiin the numberof subscrip-
tions) arealsonaturalpropertiesof the BDD datastructure.
However, GRYPHON's restrictionto conjunctiondorcesthe
userto expresscertainnatural lters by submittinganexpo-
nentialnumberof subscriptionsFor example,the subscrip-
tion

AND

AND OR OR

requires GRYPHON-like subscriptions.In contrast,such
disjunctive subscriptionsare naturally handledby BDDs.
Our experimentsin section8 demonstratehat our ltering

engineis competitize in comparisorto GRYPHON. We ex-
pectthattheroutingtechniqueslievelopedior GRYPHON can
bereadilyextendedo BDDs.

In SIENA, the subscriptionsare partially orderedwith re-
spectto subsumptiof Thisinformationis usedto pre- Iter

eventsand forward themto other Itering enginesaccord-
ingly. Althoughanelaborateutomata-basenatchingalgo-
rithm akin to GRYPHON's hasbeendescribedn [17], there
isnoimplementatiorwe areawareof. Similarto GRYPHON,

SIENA hasa conjunctive subscriptiolanguage.Haever, in

contrastto the other systemsSIENA hasa patternconcept
which allows relatingdifferentmessageto eachother The
techniquesdevelopedin GRYPHON are complementaryto

the techniquesf SIENA [7]. Our ltering engine,too, can
beadaptedo SIENA.

Very recently a ltering algorithmfor the systemlLe Sub-
scribe hasbeenpresented23] which usesindexing tech-
niguesfor fast matchingof atomic formulas, and clusters
subscriptiongo minimize cachefailures. The clusteringand
matchingmethodof Le Subscribénowever arerestrictedo
conjuncte subscriptionsimilar asin GryphonandSiena.

Thesubscriptiodanguageof ELVIN is moreexpressie than
thepreviousones,andextendsour subscriptiorlanguageyy
the ability to useregular expressiondor string attributes.
However, ELVIN doesnot have a ltering enginesimilar to
oursor GRYPHON's. TheBDD-basedapproactcanbe eas-
ily extendedto handlemore complicatedatomic properties
suchasELVIN's regular expressions. Therefore,the BDD
Itering enginecanbeusedin thecontet of ELVIN, aswell.

KERYX is a Java noti cation servicewhosedistributedar
chitectureis similar to that of USENET The subscription
languageDFL of KERYX is a LISP-like formalism which
makesit hardto devise ef cient lItering techniques.n fu-
tureresearchwe will investigatdf BDD-basedmethodsan
beusedfor DFL or afragmenthereof.

2Subscription  subsumessubscription  if the set of messagesle-
scribedby is asupersebf the setof messagedescribedy



As agenerabbsenation,atrade-of betweerexpressie sub-
scriptionlanguagesnd highly efcient Itering enginesis
characteristiof existing systems Our work on BDD-based
ltering enginedhelpsto alleviatethis problem.
4 THE SUBSCRIPTION QUERY LANGUAGE
Languagesisedto describesubscriptiorcriteriaor subscrip-
tions are called the subscriptionquerylanguagesor query
languagedor shorg. In this sectionwe describequerylan-
guagesSiSL, StSL,andDeSLwhichareusedio submitsub-
scriptions. In our framewvork querylanguagesanbe made
more expressve. For example,we could usethe language
usedin JMS for expressingsubscription®r messageelec-
torsin the JMS parlance22]. To someextent, expressie-
nessof querylanguagess independenbf our BDD-based
implementatiorof the system.

Messagesand Attributes. Each event is describedby

a set of attributes We distinguish three types of at-

tributes (integer, double, and string.) We x a nite se-

guence of attributes(variables).Eachat-

tribute  hasa type , and

a correspondinglomain of constants.The tuple
is calledtheeventschema

In ourcurrentimplementation,  attributesareinterpreted
over 32 bit integers, attributesare interpretedover 64
bit double precision oating point numbers,and at-
tributesare ASCII stringsof arbitrarylength. It is easyto
extend our methodologyto a larger numberof differentat-
tributetypes.

A messagesimply assignsvaluesto some (not necessar
ily all) of the attributes. Formally, a messages a partial
assignmento the attributes, i.e., a mapping
suchthat for eachattribute , either
, or Af , We saythat
doesnotde ne . A message is total if it de nesall
attributesin

Example 3 [SalesAnnouncements]

Supposehat over event
schema . In practice,messageare likely
to be given as simple XML-styledocuments.Considerthe
following message:

<company> |IBM </company>
<product> PC AT, 20 Mhz, 256 KB RAM
</product>
<price> 5000 </price>
This document describes a total message whee
"IBM”, "PC AT, 20Mhz,

256KB RAM”, and .

Thefollowing documenhowerer describesa differentmes-
sage whichis nottotal, becauseheattribute is not
de ned. Theefore,

3Languagedor expressingubscriptiongesembledatabasejuerylan-
guageshencethename.

<company> Future Inc. </company>
<product> 100 GHz Super PC </product>

Synopsi®f QueryLanguages.We will now describeiffer-
entsubscriptiomuerylanguagesf increasingcompleity.

1. The SimpleSubscriptiorLanguageSiSL is usedin set-
tings, whereall messagesire total. SiSL provides a
simpleandpowerfultool to selectmessagesf aknown
format,typically in anon-distritutedsetting,or for spe-
cializedapplications.

2. The Strict Subscription_anguageStSL requireghatin
orderto matchan StSL query a messagenustde ne
all attributeswhich occurin the query We shall see
laterthatthe Itering enginepresentedn this paperis
particularlyef cient for the StSL case.

3. In the Default SubscriptionLanguageDeSL all at-
tributesareinitialized to defaultvalues,andupdatedy
themessageUsingthedefaultvalue,it is alsopossible
to testif individual attributesarede ned by amessage.
Thus,DeSL extendsthefunctionalityof SiSLto hetero-
geneousnessagdéormatsasit is oftenthe casein dis-
tributedsettings A semantics¢alledthe NULL seman-
tics for queriesis alsoprovided by JMS [22]. Default
subscriptionanguagecanmodelthe NULL semantics
usedin JMS.

SiSL: Simple SubscriptionLanguagefor Total Messages.
SiSL queries(subscriptionspare given by atomicproperties
of eventattributesandBooleancombinationghereof.
Formally, SiSLis de ned asfollows: Let beanattributein

f ,i.e.,if hastype ,and ,
thentheformulas
areatomicformulas. If , atomicformulas
arede ned analogouslylf ,and
is astring,then
areatomicformulas,where denoteghat is a sub-
stringof .
The setof atomicformulasis denotedby . A query
is a Booleancombinationof atomicformulas. is
the setof attributesoccurringin is the setof

atomicformulasoccurringin
We usethefollowing abbreviationsin the querylanguage:

is anabbreiation for OR
is anabbreiation for AND

is an abbreiation for
OR



Example4 [SalesAnnouncementsctd.]
TheSiSLquery

AND

AND AND

matdesall announcementsr 1000MhzPCsmanufactued
by IBM, Dell or Siemensvhich costat most$1000.

The instantiationof a query by a message is denoted
. Formally, we de ne asthe queryobtainedfrom

by replacingall variables for which

by

Let beaSiSLqueryand beatotal messageWe say

that matches if evaluatesto true. Formally, we

write

We will now describeextensionsof SiSL which canhandle
non-totalmessages.

StSL: Strict SubscriptionLanguage This languages the
simplestextensionof SiSL. A message is adequatdor a
query ,if denesall variablesoccurringin , (i.e., if
for all , it holdsthat . ) Notethattotal
messageareadequatdor arbitraryqueries.

Wede nethat matches understrictsemanticsiff is
adequatdor , and . We write to denote
matchingunderStSLsemantics.

Remark: Notethatthe notion of adequateneds basedon
syntacticpropertiesof the query An alternatve semantics
may considera queryadequatéf all attributeson which the
guerydependsarede ned. Let us call this notion semantic
adequacy With respectto semanticadequay, querieslike
AND OR would be treatedlike .We preferthe
given syntacticnotion becausét is simplerfor the userand
detectingrrelevantvariableds a hardproblemandit avoids
theparadoxoutlinedin thefollowing example.

Example5 [SemanticAdequacy]
Supposeéhat Alice subscribeso messageshee

and Bob subscribeso messagewhee
Later, they decideto join efforts, andsubscrlbeusmgthedls-
junction OR which is equiva-
lentto true. Accoding to semantiadequacyAlice andBob
will nowreceivemessagewhele no priceis speci edat all.
Frustrated,Alice andBob gur e outthatthere is nowayfor
themto receiveall messagewhee is de ned.

The samekind of paradoxwill reappeapn atechnicallevel
in connectiorwith BDD restrictiongto bede ned later)

DeSL:DefaultSubscriptioianguage For eachattribute
we x adefaultvalue . If amessage
doesnot specifyan attribute , then is usedas
defaultvalue. Formally, the defaultextension  of isa

total messagele ned asfollows:

matches underdefaultsemanticgin symbols,
) if evaluatedo true,i.e., if

Example6 If
de ne
blevalues,
attribute

is a string attribute, it is often natural to
to betheemptystring. For integeranddou-
maybe usedto denotethe absencef a valid

As mentionedhbove, DeSL canbeusedto testif anattribute
isde nedatall in thefollowingway: we extendeachdomain

by anewv element , andset ,i.e.
becomeshe defaultvaluefor all attributes.It is easyto see
thatthe formula expresseshatattribute is de ned.
Thefollowing propositionis easyto prove.

Proposition7 Over total messagesSiSL,StSL,and DeSL
are equallyexpressive

5 BINARY DECISION DIAGRAMS

In this section,we formally describeOrderedBinary De-
cisionsDiagrams(BDDs), and the standardalgorithmson
BDDs.

BDDs. Let bea setof propositionalvariables,and
a linear order (alsoreferredto as variableordering)on
An ordered binary decisiondiagram (BDD)  over is
anagyclic graph whosenon-terminalertices(node3
arelabeledby variablesrom , andwhoseedgesandtermi-
nalnodesarelabeledby , . Eachnon-terminahode has
out-dggree , suchthatoneof its outgoingedgess labeled
(thelow edgeor else-edgg andtheotheris labeled (the
high edgeor then-edgg If haslabel andthesuccessors
of arelabeled , ,then and . In other
words,for eachpath,thesequencef labelsalongthepathis
strictly increasingwith respecto

EachBDD noderepresenta Boolearfunction. Theterminal

nodef representheconstanfunctionsgivenby theirla-
bels.A non-terminahode with label whosesuccessors
atthe highandlow edgesare and respeciiely, de nes
the function AND OR AND . We
denotethe Booleanfunction AND  OR AND

by

Example8 The BDD in Figure 1 reptesentsthe Boolean
function AND OR . Thevariable ordering is

The size of a BDD is the numberof nodesof the BDD.
It is well-known [5, 6] that for every variable ordering

and sequence of Boolean functions over

there exists a unique minimal BDD over  with
distinguishedoutput nodes which representhe
Boolean functions is called the shaed
BDD for togetherwith its out-
put nodes

The BDD
is denotedby
is computablefrom
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Figure2: A sharedBDD.

ary othersharedBDD over for in polyno-
mial time. The BDD containsat most
two non-terminahodesandnotwo nodesdescribehesame
Booleanfunction.

Example9 Considerthe shaed BDD of Fig-

ure 2. In the gure,the BDD nodesare identi ed by natural

numbersfrom to , andoutputnodesare encirccled by a

thick line. Thetwo root nodes and representthe func-

tions AND OR and AND OR respectively

Moreover node representshefunction OR . Thus,
AND  OR AND OR OR

The size of in generaldependon the variableor-
dering , and may be exponentialin . Effective algo-
rithmsfor computing andhandlingBDDs have been
describedn the literature[5]. In particular operationson
booleanfunctions(suchas AND , OR ,and ) canbeef-
ciently performedusingBDDs.

The main adwantageof representingeveral Booleanfunc-
tions by sharedBDDs is given by the possibility of repre-
sentingsharedsubfunction®nly once.We shallseethatthis
is importantfor the BDD Itering enginedescribedn this
paper In the caseof , Is alwaysthe uniqueroot of
the BDD. Example9 shaws that an outputnodemay have
incomingedges.In the following, we shall alwaysassume
thatBDDs aresharedunlessstatedotherwise.

BDD datastructue andevaluation.

Werepresena BDD with nodedy agraphwhosevertices
arethe naturalnumbers . The adjacenyg relationis
describedby an array of size suchthatthe -th element
of the arrayis a record ,
where denoteghelow successoof |, denotes

Algorithm EvalBDD

1 for downto
2 if isterminal
3 then

4 else

5 output

Figure3: BDD EvaluationAlgorithm

thehighsuccessoof , and denoteshelabelof node
. We will use later to storeresultsof the BDD
evaluation.

We assumehat the naturalorderof the nodesis consistent

with theorderof thevariablesi.e.,if and arenon-terminal

nodessuchthat then . Thus,the

nodesare topologically sortedwith respectto the variable

order

Let beatruthassignmento ,i.e.,amapping

. Givena Booleanfunction , denoteghe out-
underassignment . The algorithmEvalBDD in

underassign-
to denote

th elemenif thearray

put of
Figure3 computeghevalueof eachnodein
ment in . We write
thecomponent of the

Proposition10 Let be a sequenceof Boolean

functions over , and
its binary decision diagram. Then for
all andassignments

BDD restrictions. BDDs areintendedo represenBoolean
functions. However, it is possiblethatin certainsituations,
theBDD hasto becorrectonly for certaininputs,becausean
external constraintenforcesthat no otherinputs canoccur
Let beaBooleanfunction,and beits BDD, and bea
Booleanfunctionwhich evaluateso onaninputif thein-
putis “relevant’to . ThentheBDD canbereplacedy a
possiblysmallerBDD  whichis equialentto  for all in-
putssatisfying . SuchaBDD s calledan restriction
of . State-of-the-arBDD packagesuchas[26] employ
heuristicso computesmallrestrictionof BDDs. Note how-
everthat in generarepresenta Boolearfunctiondifferent
from .

Formally, let and

over , andlet denotea Booleanfunctionover
if

be BDDs
. Then

is tautologicallytrue. iscalledan restrictionof ,and
viceversa.ntuitively, and arerequiredto beequivalent
for all assignments for which



denoteshesetof restrictions of BDDswhich

are  equvalentto .*

Remark: Notethat AND isan restrictionof . In
this particularcase, is replacedy a BDD which evaluates
to for all inputswhichdonotsatisfy . AND doesin
generahotyield asmall restriction. Actually, AND
may evenbelargerthan

6 THE FILTERING ENGINE

In this sectionwe describehe principlesof the BDD lter -
ing engineandthe basicalgorithms.

Query BDDs

The basicideaof queryBDDs is to represent large num-
berof queriegsubscriptionshy asharedBDD whosenodes
correspondo atomicsubformula®f thequeriesThen,mes-
sagesanbematchedagainsigueriesdby BDD evaluational-
gorithms.

Formally, let

over the setof attributes . Let

be a sequencef queries

bethe setof atomicsubformula®f the queries. is aset
of propositionalvariables,suchthat with each , we
associatea propositionalvariable . Eachquery

now correspondso a propositionalformula over

whichis obtainedoy replacingall occurrencesf atomic
subformulas by theircorrespondingropositionalvariables

Given a linear order on , denotes
the BDD for the Booleanformulas , e,

(we shall discusslater how to
choosdhevariableordering ). Foreachquery
denoteghe outputnodefor in .

Example11 Supposehat Alice and Bob usethe following
two subscriptions:

AND
AND
Here, the set of BDD variablesis givenby
We choose the variable ordering as
follows:
TheBDD is shownin Figure 4.

Eachmessage de nesapartialassignment totheBDD

variablesn thenaturalway; i.e.,

i.e.,if doesnotde®nethevariablein

If istotal,then is trueif andonly if

4Note that thereis no canonicalBDD in
BDDsin representlifferentfunctions.

, sincethe

Figure4: A queryBDD.

Giventwo atoms , We write to denotethat
every messageavhich makes truealsomakes true. For
example

Notethat and arerepresentedly two different
BDD variablesalthoughthey aresemanticallyelated.In the
following section,we dealwith the questiorhow to remaove
thisredundang from the BDD.

Eliminating Redundanciedrom Query BDDs
Notethat differentatomsin  may be semanticallyrelated
becausdhey containinformationaboutthe sameattribute,
but unrelatedn the BDD. For example, and
aredifferentBDD variables. From the point of view of
the BDD they arenot relatedto eachother On the other
hand,the de nition of guaranteeghatfor all messages
The semanticrelation betweenBDD variablesis formally
expressedby the dependencyunction The depen-
deng functionis givenby

AND
AND

Wewill use laterasarestrictionfunctionfor BDDs.

BDD basedquery matching

In this section,we rst treatthe simplercaseof total mes-
sagesfor which all proposedsemanticcoincide. First, we

shav how the BDD evaluationalgorithmcanbe appliedto

evaluatequeries. Then, we describehow BDD restrictions
canbe usedto improve the algorithm. Finally, we describe
theevaluationstratejiesfor othersemantics.

SiSl. For thissemanticenecanusetheprocedurdvalBDD
for query matching. Assumethat is
a sequencef queriesor subscriptions.Given a total mes-
sage |, let betheassignmentorrespondingo the mes-
sage. Now we executethe procedureEvalBDD on the pa-
rameters and . A query is considerednathedif
the BDD nodecorrespondingo evaluatesto . Since
theprocedureevalBDD worksbackwardandbecausef the
sharingbetweerBDDs, thealgorithmonly evaluatesaBDD
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Figure5: Three-waluedBDD EvaluationAlgorithm

nodeonce,or in otherwordsthe sub-querycorresponding
to aBDD nodeis evaluatedonly once.Moreover, thequery
BDD canbereplacedy anarbitraryBDD from
the set . Since is the de-
pendeng function, sucha BDD is calleda dependencye-
striction of . BDD packagesisuallyhave good
heuristicio computesmallrestrictionsIndeedwe shallsee
in Section8 using restrictedBDDs signi cantly improves
the performanceof the ltering engine. Correctnessf this
algorithmeasilyfollowsfrom thesemantics.

DeSL. As we have shovn in sectiond, defaultsemantices-
sentiallyamountgo handlingtotal messageswhena mes-
sageis receved, it is extendedinto a total message.This
operatiorcanbeimplementedrery effectively by usingade-
fault templatewhoseattributesare changedy anincoming
messageT hereforedefaultsemanticeanbehandledy the
algorithmEvalBDD.

StSL. For strict semanticsye presenta BDD-basedevalu-
ationalgorithmwhich performssigni cantly fasterthanthe
ordinary evaluationalgorithm. Recallthatin the strict se-
manticsamessage matches subscriptioror query  iff

isadequatéor (all attributesoccurringin  arede ned
in )and satises

Themainideais thatan unde nedatomrendersall subfor
mulasin which it occursunde ned. In the evaluationalgo-
rithm, we treat asathird valuedenotingunde ned When-
everthelabel is encounteredhealgorithmMVEvalBDD

of Figure5 moveson to the next node. Otherwise thetruth
valueof the nodeis computedrom its successorasingthe
function whichcoincideswith for Booleaninputs,
andevaluateso otherwise.

Our experimentsin Section8 shav that MVEvalBDD out-

performsthealgorithmgfor theothersemanticsigni cantly.
This canbe explainedasfollows:

(i) EvalBDD loopsthroughall nodes. At eachstep,it
accessethreedifferentnodes.Thus, nodeaccess
operationg@renecessary

(i) MVEvalBDD onthe otherhanddoesnot accesshe
successonodesof anunde nednode.Thus,for mes-

sageswhichonly de nes attributes,only (

) nodeshave to beaccessedindthusin the caseof
partial messagethe constanfactor of the algorithm
isimproved.

(iif) Even more importantly not all node accessopera-
tions are equallyexpensve. As long asthe BDD is
traversedfrom node to node , consecutie mem-
ory partsarecopiedinto cachememory andthus,few
cachefailuresoccur Thereforegconsecutie nodeac-
cessoperationsare fast. In contrast,the successor
nodes and of anode areoftennot
in the cacheandtherefore acces®perationgo suc-
cessomodesare on averagemuch more expensve.
Thereforethe expectedcostof theoperationin line 5
of the programcodein Figure5 is muchhigherthan
theexpectedcostof theoperatiorin line 6 of the pro-
gram. Sincethe numberof de ned attributesin a
messagés correlatedto the frequeng of executing
lines5 and6 respecttely, it followsthatthe constant
factor of MVEvalBDD is small for messagesvith
few attributes. Theexperimentsof Section8 con rm
theseintuitions. It is easyto prove the correctnessf
thealgorithmif isinterpretechsfalse.

7 OPTIMIZA TION
In this sectionwe investigatenaturaloptimizationissuegor
threecritical partsof the BDD Itering engine,in particular
the BDD restriction,BDD variableordering,andthe BDD
evaluationalgorithm.

BDD Restriction. TheColoradoBDD packagd26] useghe
restrictionproceduralescribedn [13] to computerestricted
BDD.Notethatthis procedurds heuristic,anddoesnot hec-
essarilycomputethe smallestestrictionof theBDD. Never-
thelesstheperformancef therestrictionprocedurelepends
stronglyon the size of the restrictingformula. Our experi-
mentshave showvn thatit is thereforenot feasibleto usethe
dependencfunction . Insteadwe considetthe depen-
deng functionsfor eachquerysepaately, andperformiter-
ative restrictionswith thesedependengcfunctions. Our ex-
perimentsclearly demonstratehe effectivenessof this pro-
cedure.

BDD Variable Ordering It is well-known that for general
BDDs, the variable order has a tremendousn uence on
BDD size. Sincethe problemof nding anoptimalvariable
orderingis NP-hard[4], BDD packagesitherusecompli-
catednheuristicsto determinea variableorder or let theuser
chooseahevariableordering.

Our experimentshave shovn however thatfor the ltering

engineapplication, the variable orderingdoesnot have a
strongin uence on the BDD size, apparentlybecausehe
booleanfunctionswe considerareshallow, i.e., structurally
simple, but numerous. In particular the natural variable
orderingwhereeither BDD variablescorrespondingo the
sameattribute are kept closetogethey or variablesare or-
deredaccordingto frequeng, both give goodresults;how-



ever they do notshaw signi cantimprovementover random
orders.

The stability of thealgorithmwith respecto variableorder

ing is animportantfeatureof the Itering engine,sincethe
sharedBDD is extendedonline every time a new subscrip-
tion arrives. It would be extremely expensve to adaptthe
variableorderfor eachnew subscription.

BDD EvaluationAlgorithm. Recallthat the major adwan-
tageof MVEvalBDD over EvalBDD wasthe avoidanceof

costly cachefailures. In principle, it is possibleto change
theenumeratiororderof BDD nodesin suchaway thatthe
numberof cachemisseds minimized.Giventhelarge num-
berof BDD nodesanoptimalsolutionfor this problemcan-
not be obtainedn practice.Therefore we have tried simple
schedulingheuristicsfor changingthe enumeratiororderof

the BDD. Sofar, no signi cant performanceémprovements
could be achieved in this way. The apparenteasonis that
the cachesize of standard®C architecturess too small for

thispurpose.

8 EXPERIMENTAL RESULTS

All our experimentswere carried out on a 200Mhz Pen-
tiumPro machinewith 1GB RAM running RedHatlinux

(kernel2.0.36). Our implementatiorof the Itering engine
usedthe ColoradoUniversity BDD package(CUDD) ver-

sion2.3.0[26].

Query Geneation. Querieswere producedby an auto-
maticquerygeneratomternallydevelopedatMicrosoft. The
guery generatoroutputs querieson the basisof an input
grammarle, wherethegrammaiis speci edin anextended
BNF form andallowsthe userto associat@robabilitieswith

the productionrules. The queriesaregeneratedy applica-
tion of therules,non-deterministichoicesbeingselectedn

accordancavith theassociategrobabilities.

In our experiments,we usedten attribute variables. There
were threevariablesof type integer , threevariablesof

typedouble , andfour variablesof typestring . Thein-

teger(and,respectrely double)variablescouldbe combined
with four integer(and,respectrely double)constant4.0, 30,

50 and70 (and,respectiely 10.0,30.0,50.0and 70.0), us-

ing ary of sixrelationaloperators , , , , and .The

stringvariablescouldbecombinedwith four stringconstants
“aa”, “bb”, “a” and“b”, usingfourrelationaloperators ,

substringand superstring Hencetherewerea total of 208

atomicformulas.

Note: We executedthe entireexperimentseventimes. The
resultsthatfollow reportthe averageover thesesenruns.

QueryCharacteristicsand MemoryRequiements.We used
asetof querieswith 7.6 atomicformulas,and?.7 relational
operator®nanaverage.Thefollowingtableshavstheaver

agenumberof BDD nodesobtainedor thequeriespbothbe-
fore andafterapplyingtherestrictionoptimizationdescribed
in section7. The signi cant reductionclearly indicatesthe
effectivenessof the restrictionoptimization. Note that the
numberBDD nodesdeterminesmemory consumption;in

highly optimizedBDD packagesuchasthe CUDD pack-
agewhich we useeachnoderequiresonly a few bytesof
memory As canbe clearly seenfrom the table the num-
ber of BDD nodesscalesalmostlinearly with the number
of queries. The stateof the art BDD packagesre capable
of managingbillions of nodesindicatesthat the numberof
gueriesour techniquecan handleis scalable,and will not

becomehebottleneck.
# of Queries| # of Nodes # of Nodes Factor
beforeRestriction | afterRestriction | of Improvement

25,000 180,226 108,889 1.66
50,000 351,616 206,848 1.70
75,000 543,677 299,942 1.81
100,000 708,969 376,992 1.88

MessageGeneation. Messagesvere generatedoy ran-

domly assigningvaluesto the messagesariables. For nu-
meric attribute variables the valueswere chosenrandomly
from therange[ 0...80]. For thestringvariablethe values
wereselectedandomlyfrom a setof twenty alternatvesof
varyinglength.

Evaluation. We carriedout experimentausingthe SiSL and
the StSI semantics.Recallthat SiSL requiresmessage$o
be total. On the otherhand StSL can handlepartial mes-
sagegatypical casein realisticpub-subsystems).The fol-
lowing tableshaws the averagetime in secondsequiredto
match1000 message$or differentnumbersof queriesand
messageensities Messagealensityis a measuref how to-
tal themessagés, i.e., thenumberof attribute variableshe
messagee nes. Thelastcolumnshovsthetimein seconds
requiredto match1000total messagewith usingthe SiSL
semanticsAs canbeseerclearlyfrom thetablepartialmes-
sagesanbematchedrery quickly.

# of Messagéensity SiSL
Queries| 7.7% | 15.4% | 23.1% | 30.8% | 100% | 100%
25,000 | 1.56 | 3.81 | 586 | 8.23 | 27.64 | 20.12
50,000 | 3.56 | 7.63 | 10.92 | 14.74 | 55.66 | 41.58
75,000 | 6.65 | 12.49 | 18.11 | 22.56 | 89.93 | 61.75
100,000 9.01 | 1557 | 21.4 | 30.83 | 121.32| 81.64

As canbeseenthe performancef the StSLalgorithmscales
almostinearlywith themessagédensity As expectedor to-
talmessagetheperformancédor theSiSL semanticss better
thanthat for the StSL semantics.The main reasorfor this
is thatthe MVEvalBDD algorithmhasto inspectboth the
childrenfor every BDD nodevisitedwhile the EvalBDD al-
gorithmhasto inspectonly onechild. However, we believe
thatpartialmessageis a commoncasefor realisticpub-sub
systems.

Our experimentsclearly shov that modernseners hosting
our ltering enginewill be capableof mating 1000 mes-
sagesagainst500,000queriesin 15.57secondsWe areas-




sumingthat a modernsener hasa 1Ghz clock with 4GB
memoryandtypical messageéensitiesarearound15%.

9 CONCLUSION

Therearetwo major contributionsof this paper First, we
providevarioussemanticgor amessagenatchingaqueryor
subscription.Thesesemanticgliffer in their expressieness
andtheef ciency of the ltering algorithm.OurBDD lter -
ing enginesupportsall thesesemantics.We alsopresented
a ltering algorithmbasedon BDDs which is suitablefor
large scalecontent-baseg@ub-subsystems.As wasclearly
demonstratetdy the experimentakesults,our Itering algo-
rithm caneasilyhandlea half million subscriptions.

We planto extendourwork in severaldirections.The Exten-
sibleMarkupLanguageor XML [11] isincreasinghbecom-
ing thede-factostandardor exchangingdatabetweeninter-
netapplications.We wantto extendour algorithmsothatit
canbeusedin pub-subsystemdasedn XML relatedtech-
nologies.Speci cally, messagewill be XML instanceand
subscriptionawvill be expressedn an XML querylanguage
suchasXQL Currentrequirement$or XQL canbefoundin
http://wwww3.0g/TR/xmlqueryeg XQL is amoreexpres-
sive query languagethan the onespresentedn this paper
We plan to alsoimplementa signi cant infrastructurethat
will enableusto performexperimentdor realisticsettings.
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