IWIA 2005

Quantifying National Information Leakage

Daniel Wendlandt
Department of Computer Science
Stanford University
Stanford, Ca
danwent@cs.stanford.edu

Martin Casado

Information Operations and Analysis Center
Lawrence Livermore National Laboratory

Livermore, Ca
casado@cs.stanford.edu

Abstract—The Internet has been become a global communica- A. Risks of Information Leakage

tion medium that transcends national boundaries. Howeverfew
empirical studies have explored how this network without baders
impacts a nation's ability to limit access and control over he in-
formation it entrusts to the Internet. In this paper we present our
work addressing one facet of this issue: national informatn leak-
age. We explore to what degree information is routed outsidef a
country during communications between two internal netwoks.
Our technique uses trace measurements from multiple vantag
points within a nation to a diverse set of destinations witha that
same country. The traces are then mapped to physical locatis
using various IP-to-geographic location techniques to dermine
what percentage of point-to-point communication routes wthin a
target country temporarily leave during transit to the nal des-
tination. We present measurements of sources within the Uted
States, Mexico, Germany, Canada and Denmark.

Our results suggest signi cant information leakage for mary
trace sources, including some located in regions with highntter-
net inter-connectivity. We show that while the behavior of surces
can vary greatly within a country, national-level trends are appar-
ent. Furthermore, the existence of leaking Internet pathss reliant
not only on the geographic location of the source and destiti@n
end-points, but also depends highly on the peering behaviaf the
service providers offering access to these points. We belie our
methodology is a promising approach to determining the degre of
foreign access to a nation's internal Internet traf ¢ and provides a
basis for exploring the implications of entrusting securily sensitive
communications to the Internet.

|. INTRODUCTION

An increasing amount of security sensitive informationgs

ing entrusted to the Internet. For example, it is not uncommo

for internal governmental, military, and industrial comma-

tions of operations critical data to be disseminated oveaiem

However, the routing architecture of the Internet is laygsd-
nostic to political boundaries, raising the possibilitatipoint-

to-point communications within an entity, such as a coyntr

There are signi cant security concerns regarding foreign a
cess to national traf c. Passive listening enables sessttom-
munication identi cation and interception with possiblart
gets including internal governmental and corporate commun
cations. Everyday Internet traf ¢ contains informatiomtitan
be used to gain unauthorized access to personal user ascount
provide leverage in a directed scam or facilitate identityft.
Furthermore, passive analysis of network headers alloing fa
complete reconstruction of network infrastructure togs
which can aid in targeting. End-to-end encryption, whiléphe
ful for securing sensitive data is still vulnerable to evenaly-
sis which can reveal critical Internet resources, commatirig
end points, and communication patterns.

The risks are compounded when access is directly along the
path of data- ow (or “on-route”), allowing for redirectioor
modi cation of traf c. On-route access to traf ¢ can be ex-
ploited to compromise information integrity enabling thalm
cious destruction or modi cation of data, including exeshie
code. Also, this level of access can make source spoo ng prac
tical, allowing a malicious node the ability to assume thenid
tity of any destination host whose route goes through it.r&u
spoo ng can be used to take advantage of trust relations by as
suming the identity of a member inside the trusted groupnkEve
end-to-end security solutions such as public/private keyyp-
tion may be subject to man in the middle attacks, although thi
is largely mitigated through an established certi catehauity

b with a widely known and distributed public key.

Even if a third party with access to the traf ¢ on-route does
not have malicious intentions, information leakage cantreia
cial concern because of jurisdictional control. Nations iar
creasingly using local governance and policy initiativeslic-
tate admissible content and behavior on the Internet. Sipil

ifferent nations have developed separate laws goverhiag t
onitoring of data transfered over the Internet. Howevgisa

may be “leaked” to a third party during normal Internet oper- I derstood by th h itv and d
ation. In this paper we study the susceptibility of communfoMmonly understood by the research community and demon-

cations within a country to viewing by foreign states. Speci_Strated_ in our work, effective '”teF”et governance canast
ly partition the Internet along national borders. Thisuisss

ically we explore the question - How much Internet commd dicularly rel t with dt " trol restis
nication between hosts in the same country is routed throu prucutarly relevant with regard to export control resions,
ontent Itering and censorship.

another country? We de ne information leakage as an estit
loss of control over its own data as it is transfered on the In- )

ternet. While other interesting scenarios exist, such ad thB:- Overview

party access to communications between two countries,eor th The goal of our work is threefold:

purposes of this paper we limit our focus to Internet patlas th to develop and analyze a methodology for estimating how
have both the source and destination within a single country much of a country's internal communications are leaked to
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a third party. A. Autonomous System Connectivity

to quantify the degree to which information is leaked for & the |nternet is comprised of approximately 18,000 individ-
limited number of target countries. ual networks, each known as an autonomous system (AS) [18].
to use this data to explore the root causes of these g&gically, each AS represents a unigque economic entityh suc

graphically circuitous routes. __asan Internet Service Provider (ISP), a large company oi-a un
Within this paper we present a methodology for determiningsity. These ASs interconnect in order to form the global |

route information leakage. Our approach makes use of pylnet.
licly available traceroute servers as sources for tracbg#0  Ags are often divided into different classes depending en th
destinations selected from advertised BGP pre xes. We Uggre of their connection to other autonomous systems. The
a well-regarded commercially available IP-to-geografitoa- st simple of these classi cation schemes partitions A i
tion software package in addition to the parsing of DNS namg$ree network sub-types: stub, multi-homed, and transistv
to determine the geographic locations of hosts returnemh frq,otworks are either stub or multi-homed, which are simphrva
our traces. All traces and geographic information are st@Te aiions on the same theme. Stub networks are end-point net-
a database and post-processed in aggregate to deternkne Igg ks that are connected to a single other AS, known as the
age properties. o upstream Internet Service Provider (ISP). This provideeis

We present results estimating the percentage of routes ghnsiple for offering the single link of connectivity beten
are leaked from sources with the United States, MexiChe styp network and the rest of the Internet. As a resulb, stu
Canada, Denmark and Germany. Measurements were tak@fyorks do not carry any traf ¢ except that which is eithegc
over a two month period and involved over 100,000 traces. Oy q by or addressed to a host on that network. Larger or more

data results are compelling not only in that they providemste . itica|'end-point networks may choose to have more than one
quanti able results on this area, but also because theyayspprovider, making them multi-homed.

sigr_1i cant leakage, even for sources within highly conmelt ISP transit networks make up fewer than 10% of all au-
regions. For. e?(amplg, we show that nearly aI-I routes froanomous systems [15], yet such networks are the critidal ne
two sourcelwnhln Mex.|co passed through th? Unlted States BEorks that make the Internet a globally connected entityb St

fore returning to Mexico. Furthermore, a signi cant numbegny myiti-homed networks with limited reachability are the

of sources, even in areas of rich connectivity like Toronto Qustomers of these larger networks and pay transit pravider
Frankfurt, demonstrate leakage of over half of the measur. arry traf ¢ to otherwise unreachable networks

routes. While re_cent quk |r1d|cated that geographic lovais Transit networks themselves vary in size, from small region
a strong factor in the c_:erU|tousr!ess of .ro-utes[13], ouultes roviders operating solely within a single metropolitasato
suggest that the peering behavior exhibited by the upstre_%;be backbone providers with intercontinental netwofkan-
provider for the source and destination of a path is a more sig; . atworks are unique in that in addition to carrying traf

ni cant consideration than geography in determining wieeth ¢ y,sts within that AS, the network carries packets destin
Elbhe route Is I'kteb'; tf[). leak :cntl;qrmatlon. ) to and from smaller networks who are customers of the transit
€ main contributions ot thiS paper are- o provider. A smaller service provider may in turn be the cus-
to describe a methodology and representative implemeniaa,e of 2 much larger service provider, which transitivety
tion for estimating the percentage of routes that are leakgg, s he reach of the customers of the smaller ISP. This eco-

from each IP address in a set of sources to destinatiqfigic customer-provider relationship is fundamental tdam

within the same country. i standing the nature of routes in today's Internet.
to provide experimental results that quantify the route

leakage between source and destination IP addresses _ _
within ve target countries: the United States, MexicoB. Inter-domain Routing

Canadg, Germe}ny.and I_Denmark. o The path of autonomous system networks that a packet must
to provide new insights into the root causes of circuitoys|iow to reach a given destination is determined using da-ex
Internet paths that result in leakage. rior gateway protocol (EGP), and is tightly coupled to the-ec

The remainder of this paper is organized as follows. In segomic relationships among autonomous systems. The de-fact
tion 2 we provide relevant background. The methodology WeGP on the Internet today is the fourth version of the Border
used to determine route leakage information is presentsetin Gateway Protocol (BGP). BGP facilitates the propagation of
tion 3. Section 4 presents the results of our measuremelnts feachability information to provide transit networks withe
lowed by a discussion of the results in section 5. We theruevahbility to route packets toward their destination netwda@ien-
ate several portions of our methodology in section 6. Sectio tral to the protocol is the notion of an advertised route, fricl
covers related work, followed by a discussion of future aesle  an autonomous system informs its neighbors that it will ptce
directions in section 8. Finally, we present our conclusion traf ¢ destined to a particular block of IP addresses, kn@sn
section 9. a network block or network pre x. Since networks do not wish

to overload their transit links, providers advertise otlg pre-
Il. BACKGROUND xes of their customers who are paying for the transit sesvic

In this section we provide a brief overview of the composiAs a result, highly connected backbone networks will adsert
tion of the Internet and describe some of the high-levebiisct paths to the many smaller stub networks for which it provides
in uencing route paths. transit.
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Yet customer-provider connections alone are not enoughAo Route Source Selection
create global connectivity, since a single provider cameath

all possible destinations. In addition to customer-previte- - garyers and public, web-based traceroute servers. Suriptr
lationships, networks participate in peering relatiopshiThe s 5 collection of dispersed computers around the globeyman
term peering can.tgke on avariety of rellateq connotatloth;mv[ belonging to the PlanetLab project, set aside speci catly f
network connectivity discussions, but in this paper we U@ i eyork measurement[14]. These machines are hostedytargel
refer to an agreement between two ASs to exchange traf GWith 5 cademic sites. For our measurements, Scriptroute atembu
out a fee. When two ASs connect at a peering point, they &%; 4| American sources, 5 of 11 Canadian sources and 1 of
change only traf ¢ destined to pre xes advertised by thessth g panish sources. No Scriptroute servers were used in either
AS_, wh|gh |s.referred as a peer. Slr_me no customer-proviger bermany or Mexico.

lationship exists, BGP pre x advertisements learned fr@@p |, the 'US and Canada educational networks are commonly
ing connecections are not forwarded to other autonomous Sig,ited to a single university that is multi-homed with a com
tems. Peering provides the crucial link between the upstreq,ercia| service provider with an educational providere llk-

providers of the source and the upstream provider of the dgSiet2, used only for routes to other academic or research |

tination. The portion of the path before peering is known &gt tions. In Europe educational institutions are oftamyly-
the upstream portion, the peering location as the peak,f@nd f,omed on a national research network that ties into a larger E

later half of the path as the downstream portion. Tradifigna o nean research network. When necessary we diversi ed our
peering occurrs at well known Internet Exchanges (IX) m®infqo) of sources in a country by making use of publicly avail-

created speci cally for ISPs with routers in a given city € 50 \yeb-based traceroute servers. Most of the publiegerv

nect to one another and trade traf c. However, in recentyegyq ,sed were posted on traceroute.org[2] or found through si
it has become increasingly common for larger ISPs to form PBie web searches.

vate peering relationships in addition to or in replacenwnt
those formed at 1Xs.

Our work relied on two primary types of sources, Scriptroute

In some countries the number of available sources was lim-
ited and we utilized every source we could identify that both
worked with automated queries and represented a unique van-
C. Classifying Autonomous Systems tage point within the set of sources for that nation. Within

countries that offered many potential sources, we limitesl t

The largest backbone ISPs make up a highly connected grojpyper chosen to allow for the collection and validationlbf a
of transit networks known as the dense core. The exact makegt, ce_paths in a timely manner. When many diverse Scrifgrou
of this group is not strictly de ned, but for our purposes Vei1C 5446 points were available, such sources where prefeere
assume it contains 20-30 of the largest ISPs whose peeltg 1@ 5 ;s of their uniform trace interface and output formatewh

tionships form a near-clique[15]. This collection of tranSPs 15,5 sources where available, we selected them in ayarge
is a highly connected mesh that ensures connectivity am®ng {4 qom fashion, our only guideline being to create a set with

many regional transit n_etworks. As a result, if the two sarall diversity of source network types, ranging from tier-1 netks
networks do not peer directly, the traf c often owsto NetlS 1, gmq|| jocal service providers. We did so in the hopes of rec
in the dense core where it will almost certainly be able td'pe%gnizing any leakage patterns that varied among source type

Companies within the dense core include Level3, UUnet/MGlye gig not preview the behavior of sources to determine what
Verio, Sprint, Global Crossings, Cable & Wireless, FraneleT type of leakage we might expect from them.

com, Teleglobe, Telia and others[15]. These companieseare ' \nnhile trace studies to map Internet connectivity topology

ferred to as tier-1 or Fop-levgl service providers becabs§ t e heen shown to require few sources[19], efforts such as
often only trade traf ¢ in peering arrangemer_lts and thus‘“‘_‘o Nours that seek to understand the many paths of informatian o
have an upstream provider. Such companies serve mainly,asine |nternet require a large number of vantage points to be
upstream providers of smaller transit providers, but als® p oftective. This is because each source AS, and potentiadiy e
vide direct Internet access for some small individual U0 yitc0rant locations within a source AS, could produce aatight
networks. geographic pattern for information ow. As a result, any agg
gate data for an entire nation is inherently tied to the sesirc
. M ETHODOLOGY that were selected. For this reason we do not feel it would be
) ) ) ~valid to provide a single quantitative value describing tames
In this section we describe our approach for measuring thggrmation leakage, favoring instead a graphical appndhat

frequency with which routes are leaked by a sources durigows the recognition of general national-level trends.
communication with a set of destinations in the same country

We use aggregate measurements from multiple sources aithin o _

country to estimate the percentage of routes that transiugh B+ Route Destination Selection

a foreign country. Classifying properties of routes from a set of sources te des
Our process can be broken down into ve steps: chooshnations within the same country requires the identi oatof

ing route sources, choosing route destinations, discoge¢he suitable IP addresses to serve as traceroute targets. \iol@ro

routes using network probes, utilizing IP-to-geo-locatimft- an adequate understanding of the level of information leak-

ware for each routing hop, and validating the resulting pattge, the networks containing these addresses need to be di-

data. verse enough to be representative of the many differenicgerv
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providers within the country - since routing paths are based C. Discovering Route Paths
logical AS-level connectivity - yet small enough that theult-  Traceroutes, run either with Scriptroute or public servers
ing routes can be probed and analyzed in a reasonable t"BFbvided the hop-level routing paths used in our analysgsngy
frame. traceroutes for path discovery is an imperfect mechanism fo
Our selection method combined the use of BGP informatiaeveral well-documented reasons [7]. The use of publietrac
with IP-to-geo-location provided by third-party Quova Geooute servers greatly limited the packet types availablerfm-
Point software[4]. We rst obtained BGP data from an Oreing, normally only running a standard Unix traceroute oruinp
gon Routeviews [23] server for the arbitrarily selectededzft limited to the IP address. While this does not allow us to evad
7/1/2004. The Routeviews server at the Oregon IX maintaittee common edge routers practice of blocking default incom-
multi-hop eBGP sessions with 44 peering BGP-speakers log UDP traceroute packets, we did not nd this to be a major
cated in large transit networks dispersed across the gittie. concern because it was highly unlikely that leakage would oc
data contained over 98,686 unique network blocks. Becausecor on the extreme network edge. As a result, for the purposes
aggregation, we cannot be sure how well the nearly 100,000consistency we used UDP traceroutes even from Scrigrout
unique pre xes obtained from BGP cover the actual routab&ervers where we had greater exibility. The handling otea
address space, but we can ascertain that a signi cant anebunvhich appear to fail is described in section 3.D.
route speci city is lost either by missing or aggregated yes In the case that multiple IP addresses were returned for a sin
as core routers normally have close to 150,000 pre xes [18]. gle hop, we arbitrarily chose the rst one to represent thp ho
igQur trace-path. In practice we found that differing acdes

individually routed, they provide a means of identifyingpt " the same hop only rarely represented a signi cantlyed{f
sibly different geographic endpoints within a country. Aea €Nt geographic route. Another recognized caveat of tratero
sult, we chose to have the rst valid IP address in each pre path discovery is that the tool only prowdes visibility betlP
represent a possible trace endpoint with equal probabilty '€vel- Therefore our approach can incorrectly label a raste
should be noted that since there are more routes to ASs that Aff-1eaked if it transits through a country occurs compjea
nounce more pre xes, the resulting data displaying a p&rcell@yer't"v_o' Finally, due to rate-_l|m|ts considered to t_)enteuus
age of routes leaked will be weighed more heavily by desfer public servers, the collection of paths from a_smglerseu .
nations in such autonomous systems. However, such a desigAnned 2-5 days. We, however, do not consider route drift
choice was logical given that our initial goals seek only e u 10 P& @ signi cant concern since our study simply attempted

derstand information leakage and not to provide actual olata {0 92in @n overall understanding of leakage from a source and
the amount of traf ¢ leaked (see 3.F). therefore did require results from within a precise winddw o

i i , time. All traces presented in this paper where run during the
We queried GeoPoint for each of the advertised BGP Pr&eeks of August 9th through August 30th 2004
xes, assigning the network blocks to a candidate pool oépet '

tial trace destinations for the country returned by ge@ion. .
Our implementation removes networks with less than 256 FF)’ Geo-Location of Path Hops

addresses to reduce the impact of ASs that advertise marly smaEach IP address hop within a completed trace-path, along
pre xes. If the number of destination networks was too laxge With the source and destination addresses, was assigngda ph
be handled by our tracing infrastructure in a timely manwer, ical city and country value by the IP-to-geo-location saifte:
selected a subset of the total pre xes. To do this, we rst-estWhile the GeoPoint software is highly effective for iderua-
mated the maximum number of traces our infrastructure af@in of end-host network locations, limitations inheremgeo-
validation process could support in a reasonable time-dranocation make estimating the location a single backbonterou
considering our limitations of public traceroute serverd the dif cult. For this reason, our primary method for deternmigi
human validation of leaked routes. We then ordered the pfeuter location was a specialized IP-to-geo-locationvsafe

xes within the candidate pool numerically by IP addressj anPackage from Quova that is designed speci cally for determi
selected every th entry, such that the value of yielded our ing the location of routing infrastructure.

desired number of destination addresses. This method guarOur secondary method to assign physical locations to reuter

anteed us diversity among destinations within the IP addre¥as to parse the DNS names of the routers. While automated
space. means exist to parse this data in Scriptroute, this tool doés

There also existed the potential for false geo-locatiomof e cover all of the networks we mapped during our mgasurements
.and thus could not provide locations for routers in some AS

host networks, especially those located near a border ahthwi networks and those without DNS names . The hops which could

an IP block from a network provider in a different country, .
Since IP-to-geo-location partially relies on Internetiséry in- not be resolved by either of the two methods above were agged

formation to determine the country of a network, it is possqseig%?n?nd assigned locations based on the value returned by

ble that the software may have placed such a network in the

wrong country and thus eliminated a potential destinatiat t

may have been highly likely to leak data. While we have nl- Validation of Traces and Geo-location

means of quantifying such error we have found the geo-lonati  Our goal in validating paths was to accurately identify gk

of end-host networks to be highly accurate with GeoPoint amdutes in an ef cient manner in order to handle a large num-
do not believe that such cases introduced signi cant error.  ber of traces. Keeping with our approach of tolerating some

Since network blocks represent segments of IP space that
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false negatives for the sake of ef ciency while going to drea
lengths to eliminate false positives, we required humanreon
mation of all trace-paths containing at least one apparésgk-

ing hop. Validation consisted mainly of con rming whethér |
addresses that were not located by either of the two higlily re
able methods above, where in fact correctly assigned lmtsti
by GeoPoint. The existence of meaningful DNS names aided
this effort, as did the use of hop latency information when-co
sidered in light of the other already located hops in theetrac
path. While human validation of traces greatly limited tbtat
number of probes we could use for the study, we found it nec-
essary in order for us to achieve a high degree of con dence
in presenting result that clearly demonstrate the precalerf
information leakage.

Only paths with at least one out of country hop were vali-
dated by a human, leaving the possibility for paths contajni Fig- 1. Sources used within Denmark
a false negative when a hop left the country but was not iden-
tied as foreign by our two router speci c IP-to-geo-locati

methods or by GeoPoint. While this resulted in some routés . . .
{het routing topologies. We chose Denmark, Mexico, Germany,

being identi ed as leaking, our experience demonstrated t . :
false negative paths from geo-location are uncommon. Fhisganada, and the United States. We do not claim that these

because mis-located core routers are most often falsevlyiidenations are representative of all Internet architecturesral
ed as being located in the home country of the infrastruretu?he globe, rather we selected them in the hope that their dif-

owner, which rarely was the same country we were taking mefs-”r;g geo-p(l)(;nl?fal q_u;allme?_ and the re_sultlng netwom:;as_-
surements in. The notable exception of this fact is the unitérui_urelwoku N G::r interes Inlg cgmparls_ons conc_err:j gf"'
States. Additionally, in practice, most leakage is not glgin mation leakage. For exampie, EUrope IS comprised of many

hop, but rather several foreign hops consisting of more ¢man small -and densely populated .nations_with strong €COoNORL i
provider. Thus, the likelihood of all hops being falselyritie resulting from the EU and with relatively equivalent Intetn

ed as belonging to the originating country was further reeld. usage [5]. In comparison, the three North American nations,

In this process we also had to deal with traces that did n%‘tedle'teg Stath, Canlac:a(,j a\r}\(/jhﬁl/lefltio, arte signi c_an(t:lgdard .
represent routable networks in the desired country. If tiee pan €ss densely popuiated. e Iernet usage in *.asada |

xes were actually located in another nation, such fracesldio " Par With that of the United States, Mexico has achieved sig

have been rst identi ed as leaking before being purged froM cantly less Internet penetration than its northern rigr.

the data-set by the validation process. However, faileckBa

that do npt leave thg country are errgntly counted as Ie_gi_a'm A Data Sets and Results

non-leaking paths since they are not inspected by our \aita

process. This contributed to a lower overall percentagatifgp  In this section we present the results of our measurements.

leaked for our sources, yet the impact of this effect shoeld b 1) Denmark Data-set: Denmark has Internet usage at lev-

minimal because our destinations are largely routableusecaels equivalent to the most developed countries in the waild [

of their selection from real BGP data. yet its small size results in the majority of the connedjivit

among providers clustering at the centralized Danish ihater

F. Data Aggregation Exchaqge (DIX) near Co_penhagen. Alsg of intergst is theeclos

, i proximity to extremely high volume routing hubs in Frankfur
Opce all traces had been labeled as eitkaking or non- Amsterdam and to a lesser degree Stockholm.
leakingwe simply calqulated and reported the percentage_ OfThe Denmark data-set includes 1,674 total routes aftenelea
traces marked as leaking out of the nal set of traces. Ingoin

lculated th t of routes leaked f ing and veri cation, consisting of traces to all 186 idersd
so, we calculated the percent of routes leaked from a CoUNUYy | o igated destination pre xes of suf cient length. Tihiee

30: trlle in:jount |(:jf data. Ieakedt.. Ungﬁrstandmr?dthte gn:ount ique sources presented here represent all of the sousces w
ata leaked would require a notion of how much data is trave(s, . .1e 1o identify and query in Denmark.

ing each route we identify, which is signi cantly more difudt. 2) Germany Data-set: In comparison to Denmark, Ger-

Furthermore, it is unclear how valuable such informatiomiido . . ) . .
. . L many is both larger, implying greater isolation, and less-ce
be, since the danger posed by leaked information is likebeto | . . g s
alized, with clusters of high connectivity located thghout
more dependant on the content of the data rather than on the .
the country. Germany also contains one of the largest traf ¢
actual number of bytes transferred. . .
hubs in Europe located in Frankfurt.
Traces from 14 servers in Germany to 426 out of 2290 poten-
IV. EXPERIMENTAL RESULTS tial destination networks generated a total trace count@84
Using the methodology outlined above, we explore informdhe 14 sources in the data-set represent a diverse subset of t

tion leakage within ve different countries that offer digity in  many potential sources we identi ed in Germany.

th the economic and geographic factors that de ne théarin
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TABLE |

DENMARK SOURCES TABLE Il
GERMANY SOURCES
Name Location Type Leaked
Novo Nordisk IT Copenhagen Regional 6% Name Location Type Leaked
Tele DK Copenhagen Regional 12% | SpaceNet Munich Regional 1%
Univ. of Copenhagen Copenhager Educational 12% [ \Man DA Darmstadt Regional 3%
Cybercity Copenhagen Regional 14% | Velia Frankfurt Regional 4%
Tiscali Copenhagen Multi-National | 26% | QSN Nuremburg Regional 5%
Telia Copenhager) Tier-1 45% [ TFrusted Unterschliessheim Regional 5%
Networks
Probe Frankfurt Regional 5%
Networks
Helios Hannover Regional 5%
Carrier66 Hamburg Regional 5%
IPB Berlin Regional 6%
Level3 Duesseldorf Tier-1 6%
IP Exchange Nuremburg Regional 6%
Telia Frankfurt Tier-1 11%
Tiscali Hamburg Multi-National | 37%
France Telecom Frankfurt Tier-1 69%

Fig. 2. Sources used within Germany

3) Canada Data-Set:Canada has similar levels of Internet
usage as the United States [5] and represents a signi cdistly
persed population neighboring the ber-rich United States

The Canada data-set consists of traces from 11 sources to
335 destination networks, out of a total of 3537 pre xes df su
cient size. The total trace count was 3,685 and the 11 saurce
represent the surprisingly low number of Canadian sourees w
were able to discover and query in an automated fashion.

4) Mexico Data-Set:Mexico is interesting due largely to the
disparity of Internet penetration it has experienced caexbto
the neighboring United States [5] . Finding sources in Mexic
proved dif cult, and as a result our sample is somewhat incom
plete and heavily weighted toward academic institutionst Y
the data collected still provides an valuable glimpse intav h
Mexico's traf c ows. We traced to 626 destinations, repre-
senting all identi ed and valid destination pre xes. Usirtg
different sources, we collected a total of 3,130 traces.

5) United States Data-SetThe United States is a unique
data-set due to its relatively high internal routing cortivéty

TABLE Il
CANADA SOURCES

Name Location Type Leaked
Magma Toronto Regional 1%
U. Victoria | Victoria Educational| 2 %
TRLabs Winnipeg | Educational| 3 %
Citenet Montreal Regional 18 %
TeraByte | Edmonton | Regional 25 %
Bellnexxia | Toronto Regional 28 %
U. New Fredericton| Educational| 37 %
Brunswick

U. Calgary | Calgary Educational| 40 %
Istop.com | Ottawa Regional 41 %
U. Toronto | Toronto Educational| 59 %
Teleglobe | Burnaby Tier-1 77 %

Fig. 4. Sources used within Mexico

Fig. 3. Sources used within Canada
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TABLE IV

MEXICO SOURCES

TABLE V

UNITED STATES SOURCES

Name Location Type Leaked Name Location Type Leaked
U. Nacional Mexico City | Educational| 16% Intel (AT&T) Seattle Tier-1 0%
Autonoma Purdue West Lafayette| Educational| 0 %
UAM Mexico City | Educational| 17 % U. of Minnesota | Minneapolis Educational| 0 %
U. of Guadalajarg Guadalajara| Educational| 21 % U. of Rochester | Rochester Educational| 0 %
Telefonica Monterrey | Regional 95 % Carnegie Mellon | Pittsburg Educational| 0 %
U. of Washington| Seattle Educational| 0 %
U. of Oregon Eugene Educational| 0 %
MIT Cambridge Educational| 0 %
Columbia New York Educational| 0 %
U. of Texas Austin Educational| 0 %
Cornell Ithaca Educational| 0 %
UC-Berkeley Berkeley Educational| 0 %
U. of Cincinnati | Cincinnati Educational| 0 %
Dartmouth Hanover Educational| 0 %
UC-San Diego San Diego Educational| 0 %
U. of Michigan Ann Arbor Educational| 0 %
U. of Rochester | Rochester Educational| 0 %

Fig. 5. Sources used within the United States

Tables 1-5 demonstrate that the percentage of routes leaked

wh_en comp:ared tq ?{thTr n?Ugnay ba_lckbqtpes. W;ahutlhzed 89 sources can vary drastically, falling nearly anywhere be
unique vantage points, located at universities or o tween 0% and 100%. While signi cant variation exists even

institutions hosting Scriptroute servers, allowing usdongnet- within a single country, the aggregation of data from all ve

wotr)lr_ ptrobes a:i a rate S'QR mantl;:_ hlgfgﬁr t::";n t?]ermtl)ttig bXountries in gure 6 demonstrates that signi cant naticteel
public traceroute Servers. As mentioned In 2.4, IN€ abubelan, o, 5 45 exist. The United States exhibits essentialliynfor

of Ameripan (.aducationallsou_rcgs does not represe.nt a Iadﬂﬁ) tion leakage capable of being measured by our methodol-
source diversity because institutions use a commercisiegrs ogy, with only a handful of routes leaking out of almost 9@00

proyider to reach most o_lestinations._De_spite having Zmrtraces. However, information leakage in the other four toes
tracing to over 4,082 d'ﬁere“F destmaﬂons.our methog;olo was more than we had anticipated. While Germany demon-
identi ed only a handful of leaking paths. While this _amoedt strates better control over traf ¢ than the remainder ofdben-

o 8.9’804 traces, th? total number of pre xes of suf C'e“_‘mh tries, even there only 65% of destinations experiencedla lea
assigned to the US in our database was 47,776, meaning Weaed(é rate of less than 1 in 10. Yet the tail of the Germany data

plored less than 1 in 10 possible pre xes. The lack (_)f dISCO\(:'onverges to nearly 100% more quickly than that of Mexico,

_ered 'e"?‘kage does not, of course, mean US information Ieak%ganada or Denmark. This demonstrates that overall Germany

IS cer.tamly at S.UCh alow level, since our methodology esmr has relatively strong local connectivity. The other threere

the side of ndlng alower pound. However, our data does SUthies have largely similar leakage levels when variatior thu

ge_st that th_e US is not subject to anywher(_a near the same I_e\é%Furce selection is considered. These countries exhiktlpe

of information leakage as the other countries we have aﬂudlelevels such that approximately 20% of destinations expesid

leakage of at least half of their routes. The overall conmiggt

of Mexico can be contrasted with the other nations in thaas h

a higher number of destination that leak all or almost alhpat
Within this section we seek to use the data presented in Secttilizing the results we now look to explore the factors lead

tion 4 to begin a discussion on the topic of national-level Iﬂng to a nation's overall leakage potential as displayedgufe

formation leakage and to explore how the data demonstrages

Underlying architectural factors Contributing to the |ng of Such an approach requires an examination of geo-po]itica]

individual routes. considerations: not only the physical size and locatiorhef t

territory but also the economic and technological factbet t

determine the overall structure and level of connectiotyrfet-

works within a nation. A rst observation based on the data is
While the existence of routes leaving a nation in transit aridat the landmass of a nation or a consideration of the size of

then returning is not itself surprising given the globaluratof its borders does not provide strong evidence for predidting

the Internet infrastructure, there is little data showiggregate formation leakage. The United States has massive borddrs, b

percantages of routes that display this characteristipdistic- leaks signi cantly less than all other countries. Additadly,

ular countries. the two smaller European countries display highly coningst

V. DISCUSSION OFRESULTS

A. Quantifying National Information Leakage
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Fig. 6. Per-Nation Cumulative Distribution for FractionsRaths Leaked by Destinations

results, demonstrating that size is not a primary detemginirich connectivity. Conversely, Denmark is negatively efésl
factor. by the lack of strong inter-connectivity of major providéns
Our analysis of the data clearly shows that routes cannot@epenhagen, leading to traf ¢ frequently leaking to Framkf
predicted based simply on geography and any predictions massterdam, Stockholm and even London to peer. Canada like-
be made with a strong understanding of the network connegise shows frequent leakage to northern US hubs such as Seat-
tivity existing in the region. This is a result of the fact thatle, Chicago and New York City, while Mexico leaks signi dan
Internet routing decisions are based on logical connegtarid traf ¢ to hubs in southern California, Texas and Florida. -Be
are made without the explicit consideration of any type of geause traf ¢ owing within a domain to a peering point is ofte
ographic data. For a router, a path showing that a destmati@uted more precisely because of the use of an interior ggtew
is one AS-hop away through an intermediate network on aprotocol, the geographic proximity of routing hubs is a majo
other continent is a preferred over a path that is two AS-hopensideration and can be useful in predicting where inferma
but never leaves the building. tion will leak to.
Our results clearly demonstrate that knowledge of the
network connectivity trumped geographic consideratiams f
national-level leakage, with the primary consideratiomf¢he
existence of hubs of routing connectivity. A routing hub is a While we are capable of understanding national trends in in-
city or region that for historic or economic reasons has brexo formation leakage based on a geographic understandingf ro
a point where tier-1 and tier-2 service providers, in addito ing connectivity similar to that used in past work, we nd suc
regional service providers, meet to share traf c. Thesestafb an approach wholly insuf cient for predicting the leakage p
ten act as magnets for traf ¢ because the strong concenrattential for an individual source or destination IP addredte
of routing infrastructure from major providers and preseot argue that the ability to make such a prediction is imporf@ant
high capacity links means that traf ¢ is often drawn to thiese two reasons. First, the need to understand informatioralgak
cations for either as part of a transit hop or more often fer tHor individual critical networks will be a necessary rsegtfor
purposes of peering to reach another providers network. limiting foreign access to the most important data tramefir
These major routing hubs impact information leakage in tway government or corporate entities over the Internet. Seéco
complementary ways. A nearby domestic hub often makesiaderstanding the details of information leakage at thelle¥
path less circuitous, while the presence of such hubs inghneiindividual networks leads to a better understanding of vidozat
boring country may draw traf ¢ outside national borders in o tors, in aggregate, contribute to the national trends fakdge
der to peer. Our ndings in this regard are inline with workand how their effects can be mitigated.
indicating that most path in ation occurs because of thednee For individual sources, our data demonstrates results that
of traf c to travel to and from a peering point[22]. Not allub  vary greatly from what would be expected based on a simple
ing hubs, however, are created equal and the largest hubs gangraphic network connectivity analysis. For examplemfr
exert in uence over a wide area that includes many smaller lsources within the highly connected Frankfurt region we see
cal hubs. vastly different leakage potentials of 4%, 5%, 11% and 69%.
Such results are clear when analyzing the results from &limilarly, the Toronto region includes sources as low as 1%
ve countries. For example, Germanys overall limited amourand as high as 29% and 59%. These results demonstrate that
of information leakage can be attributed to the fact thattma®lying on the nature of network connectivity within a regio
paths are able to peer at Frankfurt, which provides extnemedan prove dangerous when predicting leakage, since a source

B. Leakage Potential of an Individual Network
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within a highly connected area can still demonstrate sicpmt 1) Leakage Mitigation at a National LevelOur data con-
leakage due to circuitous paths. tains both examples of a nation leaking almost no data and na-
Our analysis revealed that the peering behavior of the ujsns leaking signi cant amounts of data. It is reasonable t
stream service providers of both the source and destinaticonsider what the latter countries could do in order to etaula
has the most signi cant impact in determining the likelildoo the former in hopes of reducing overall traf c exposure to-fo
of a path to transit another country in route to a domest&gn entities.
destination. Particularly, large tier-1 or multi-natidsarvice A commonality among nations with lower leakage, espe-
providers may fail to provide strong peering connectivity icially those of signi cant size, was the presence of upsirea
the same nation as the source, leading to increased inflematproviders with signi cant Internet backbones that peereex
leakage. ily in major hubs throughout the country. Such a network & th
For example, France Telecom leaks 69% of routes froreason of the uniformly low results within the United Statas
highly connected Frankfurt because it peers locally witlyoncan also be attributed to the low leakage from many sources in
a limited number of providers, connecting to many of the othether countries. For example, Canadian sources such as U. of
tier-1 providers via peerings largely in Amsterdam and RariVictoria and TRLabs, relying primarily on Shaw Communica-
Similar behavior is seen in Canada as the use of an upstretions for upstream connectivity, experience signi carldyer
provider with signi cant peering and transport infrasttuie in  leakage because traf ¢ often travels across Canada on te Sh
the US often draws traf ¢ south to foriegn routing hubs. Thi$ackbone directly to the destination region for peering.xMe
exact pattern was frequently demonstrated in our dataasetdco is an even more striking example of the importance of a
sources within Canada hosted by tier-1 provider Cogent Cosirong backbone. The three university sources are corthecte
munications. Cogent rarely peered with sources in Canadaany other networks via a centralized national backbormeddyi
preferring instead to rely on its dense inter-connectivity ingleakage rates of 20%. This is starkly contrasted wittilze
Chicago. The same logic can be applied to destinations, nother sources experiencing close to 100% leakage becaeyse th
ing that networks advertised by providers that peer prilpariinstead choose to latch on to a service provider in the United
in another country will often need to leak in order to readh thStates.
peering point. Destinations hosted by MCI/UUnet whererggro It would be in the best interest of a nation looking to reduce
examples of high leakage destinations in all countriesyaeal information leakage to assure that providers with stromgplyi
except the United States. peered national backbone networks exist and reach all afeas
While we demonstrate signi cance of upstream providegigni cance population in the country.
peering with only a few examples due to space considerations2) Leakage Mitigation for Individual Networks: On a
the importance of this fact was uniform across all data-@ets smaller scale, what can a single network location do in cr@er
allowed us to provide detailed case study explanations ®f tteduce the number of routes it leaks? As previously mentipne
caues of leakage potentials for each source used. having an upstream service provider with a strongly peeced d
One might wonder why large highly connected servicaestic backbone is a major bene t. However, if this is impos-
providers tend to actually have poor local connectivity atsin sible or prohibitively expensive, a main goal is then to dvoi
Points-of-Presence (POPs). An analysis of the business inthe upstream provider as much as possible by peering traf ¢
ests of tier-1 and other large transit providers, howeveti-i locally. The success of this approach is most obvious on a sim
cates that such companies have little incentive to peeravith ple network topology like Denmark, with national connectiv
provider except others in the dense cor of the Internet. Thiy focused at the centralized DIX location. Novo Nordisk IT
is because peering with smaller service providers proviaes (NNIT), the source network with signi cantly less leakagn
gain in overall reachability and in fact undermines a transither sources within the physical DIX location bene ts ghga
provider's business model by turning potential costumets i from 25 peering relationships with many of the other opesato
a pro t-less peers. Additionally, since peering can be expeat the exchange [3]. Multi-homing, also used by NNIT, is pfte
sive both in infrastructure and complexity costs, largeviser a bene cial method for trading traf c locally with severadiger
providers do not peer with one another at every city in whickervice providers who may otherwise not peer with a smaller
they both have a POP. Instead they choose to connect onlysdurce ISP for business reasons.
major routing hubs, providing a likely imperceptible diéace  The consideration of a single source in Toronto provides
in delay to customers but potentially transporting dataser a highly intriguing example of the benets of peering and
great physical distances[12]. multi-homing. The Magma Communications network source
is unique in that this service provider has speci cally desid
its network to avoid routes that pass through the UnitedeStat
[6]. While the cited goal of this design is performance ant no
The data demonstrates the existence of signi cant leakaggcurity, this case gives an example of the degree of trafrc ¢
due both to geographic network connectivity and the peeritigl that is possible given a conscious effort on the parhef t
properties of the upstream providers for both the source asalurce, even in a hostile routing environment such as Toront
destination networks. We now move on to discuss what can bbé of course important to point out, however, that in thisriv
done to mitigate information leakage, both from the higkele we only measured leakage in one direction and cannot speak to
perspective of a nation-state and additionally on the iddial the nature of paths for return traf c.
level of a single network. Magma's strategy combines multi-homing and peering, uti-

C. Stemming Information Leakage



IWIA 2005 10

TABLE VI

lizing four major transit connections to MCI/UUNet, Bell-
DENMARK DIFFERENTDESTINATION SELECTION STRATEGIES

Nexxia, Primus, and Allstream, while also peering heavily a
the Toronto and Ottawa 1Xs. Having multiple domestic up-

stream providers increases the chance of nding a very short Reduction Tr_ac_es Ayerage
logical path across a Canadian backbone directly to théndest Method Eliminated | Difference
tion. 3/4 Set 46 1.0%
1/2 Set 93 1.6%
1/4 Set 139 3.0%
VI. METHODOLOGY EVALUATION 1/8 Set 160 31%

In this section we look at our original data-sets and newly Scaled Tracd 132 1.2 %
collected data to evaluate two major considerations within Single Trace| 132 4.6 %
methodology: the selection of destination networks anditiee
of a single trace-source per autonomous system. TABLE VII

GERMANY DIFFERENTDESTINATION SELECTION STRATEGIES
A. Evaluating Destination Network Selection

Due t f public t infrastruct dth df Reduction Traces Average
ue to our use of public trace infrastructure and the need for Method Eliminated | Difference
manual con rmation of leaked routes, the total number afésa
L e A . 3/4 Set 105 0.3%

was a limiting factor in this work. Likewise, our collectiari

o . 1/2 Set 210 0.6%
destinations via aggregated BGP tables and our methodofogy /4 Set 315 T 1%
only sampling destination networks hides possible misdery 78 Se 367 4'10/0
tination networks and we would like to estimate whetheribgc i edt T ] . 0°
to only a subset of all networks is suf cient for understargli Sf:a ed Single Trace 203 0'30/0
information leakage. Single Trace 203 1.8%

For both of these reasons an important part of evaluatiisg thi

methodology is understanding how many traces are required t . . .
: . In analyzing the potential value of a methodology using only
achieve an accurate picture on what percentage of routes lea . :
T ? e probe per AS, we utilize the full data-set to simulate the
Such an evaluation is necessary to demonstrate both thata e

. eérnate method by simply choosing a single random trace
number of traces we collected was suf cient and to exploees ”E)er destination AS and calculating the results. Destinatis
possibility of achieving results of the same quality withrsi- :

values are included as part of the data returned by GeoPoint.
cantly reduced measurements. However, such results actually represent a qualitativeferd
First, we are interested in whether our current data-se¢sevh ' y rep d

. . ent measurement from our methodology described in Section 4
large enough such that °°”ec“f‘9 .add|t|0nal traces from t hese "single trace” results will vary from our original ddor
same sources would not have signi cantly altered our resul{\i\/0 reasons. First, because some autonomous systems<{parti

To estimate this, we use our raw results to simulate the co . . SOV
lection of data-sets of 3/4, 1/2, 1/4, and 1/8 times the sfze Ularly those that are multi-homed) contained destinatigitis

. L . Soth leaking and non-leaking routes from a single sourae, ra
the original and see whether the variation within these-data 9: g : g
domly selecting one represents a loss in data accuracy. Sec-

implies that the leakage value for a source was convergiag to . . .
. o .~ ondly, because an AS with many pre xes in the original data-
certain value. If this is the case, we can argue that addition__, . . . .
. setis now represented by only a single endpoint, all det&tims

; %Ss in the single probe results are weighted equally unlike i
fewer traces may have been suf cient. our original results.

These results are displayed in tables 6-9. In these table : . .
: . . o isolate these two causes of information loss, we present
the Average Difference column displays the average diffeze :
a second set of scaled single probe results that restores the

3;{3;2 a;'ﬂ?jo;ﬂgei;lﬁéza;rﬁ%légtgtbfst\i’xee&;hemgg?:: dagggtli(nw?ights present in the original data-set. As a result, tiferdi
' 9 &hce between these scaled values and the original datasresul

tion selection strategy. These results suggest that atieduf will be due solely to the accuracy loss describe above. Again

1 1 I 0, 0
our destination set size by 25% and even 50% does not havt%é?‘results are again present in tables 6-9.

substantial impact on the rates of information leakage wee se - : .
. S The extremely low variation seen in the scaled results im-
This suggests that a good estimation of the percentage t#souy

leaked can be arrived at using signi cantly fewer traces tiar plies that there is signi cant promise in a trace-reductech-
gsig y . nique that sends one probe per AS and then scales its results
data-sets. We also feel that this fact largely mitigate<eans

. . A . to estimate multiple probes to different destinations imithat
over the potential loss of more speci ¢ destinations résglt

from limited BGP data or the selection of only a fraction Ogutonomous system.
destinations networks for actual measurement. _ )

We also look at a method for reducing the number of tracEs Multiple Vantage Points per AS
by leveraging the intuition that since routing paths areseimo ~ We also ran further trace experiments to learn whether an
using attributes of the AS-Path, many traces to the same AS vaidditional source within the same autonomous system brings
traverse nearly identical paths and are likely to exhildtsame any bene t as a vantage point. This is useful for understagdi
leakage behavior. whether a single source in our methodology is able to speaak fo
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TABLE VIl an attempt to decrease the overall distance to the peering po
CANADA DIFFERENTDESTINATION SELECTION STRATEGIES The Canadian Teleglobe sources show a signi cant but not ex-
pansive gap in leakage. Unlike the German sources, the two

Reduction Tr_ac_es Ayerage Teleglobe locations are separated by a signi cant physlisal

Method Eliminated | Difference tance and by our investigation are in fact not even connéxted

3/4 Set 82 0.7% a Teleglobe backbone link through Canada. Because fewer des

1/2 Set 165 1.7% tination networks are directly available for peering in Baby

1/4 Set 247 2.0% than in Montreal, the Burnaby source sees higher leakage.

1/8 Set 289 5.0%

Scaled Single Trace 221 2.2%

Single Trace 221 5.1% VIl. RELATED WORK

TABLE IX Numerous research efforts have sought to understand the log
MEXICO DIFFERENTDESTINATION SELECTION STRATEGIES ical connectivity of the Internet using hop-limited probas
traceroutes [16], [20], [21], [1], [11], [8]. Rocketfuel dis-

Reduction Traces Average tinguished in this area for leveraging BGP information from

Method Eliminated | Difference RouterViews to optimize destination selection thus lingtthe

3/4 Set 166 0.8 % necessary number of traces while still creating highly itkda

1/2 Set 332 0.8% maps. Rocketfuel is also the rst mapping project to make

1/4 Set 464 2.1% wide use of the PlanetLab infrastructure. Our work builds on

1/8 Set 542 2.6 % the work done by Spring et al. by using Scriptroute, devel-

Scaled Single Trace 554 1.4% oped by the Rocketfuel team, for traces and selecting destin

Single Trace 554 10.2% tion addresses from advertised BGP pre xes. Unlike efforts

Internet mapping, our work does not focus on logical connec-
tivity but rather explores properties of routes mapped oo
all sources within the autonomous system. For small ASs tiggo-political world. While logical connectivity is impant for
peer and reach their upstream provider only in a singleiogat understanding inter-domain routing between two pointioés
this point is essentially moot. However, the answer in treecanot provide suf cient information to determine who has &xe
of larger networks with multiple exit points is less cleaveR if ~to traf ¢ on the network.

the source AS choses a uniform next-hop AS when selecting §22] and [9] study the causes of route in ation on the Inté¢rne
particular route, it is possible that one location for pegnivith  from a logical perspective. Both studies found that peepivlg
this next-hop AS causes leakage and another does not. Ouriex-has a signi cant in uence on logical Internet path lehgt
periment looks at two major providers within Germany, TiscaSimilarly, our measurements suggest that the probabitityite
and Telia, and the Teleglobe network in Canada to provide il be leaked is strongly affected by the peering agreemeht
intuition on this topic. The results are shown in table 10. the top level provider for the source or destination.

In the case of the Telia source in Dusseldorf, almost alidraf  The work most closely resembling our own is that of Sub-
that does not peer locally is sent directly to Frankfurtdiegto ramanian et al. [13] in which they study the geographic prop-
essentially identical measurements of information leakiagr erties of routing. This work asserts that geographic prigeer
tween the two sources. Tiscali demonstrates a signi cadifly are an interesting means for analyzing routes and theiachar
ferent case. While additional network probes indicate that teristics. In particular, they nd that the circuitousnegdnter-
Tiscali router is connected to Franfurt via a single intedimte  net routes depends on the source network's geographicédocat
hop at Dusseldorf, traces to the same destinations that@eerand may be impacted by its connectivity provider. Conclasio
cally for the Frankfurt source are often sent to Amsterdathén were drawn from measurements taken from 17 hosts, all within
case of the Hamburg source. Such behavior is potentiallyalughe United States. The work explores circuitousness buteasd
the use of traf c engineering either because of link capagit so purely geographically and not in the context of access to
traf ¢ by differing political entities. We believe our woris a
natural extension to the work of Subramanian et al. We génera
ize the approach to work for any target country given avdiab
ity of public traceroute servers and introduce a methodolog

TABLE X
LEAKAGE FROM MULTIPLE SOURCES WITHIN THE SAMEAS AND

COUNTRY for determining appropriate destinations to trace. Ouiyana
. . sis looks speci cally at the issue of information leakagéiher
_IF_’r?wder :Eocali':nt BE i)f;/hs Leakeq Subramanian et al. focus on general path circuitousness, co
elia Dran |lijr ’f DE 11<y0 paring the actual distance traveled by a path between twe end
i i usseldort, 2 host to the point-to-point distance between them. Furtbeem
Tiscali Hamburg, DE | 37%

our analysis focuses heavily on the underlying causes of cir
cuitous routes, going into signi cant detail while congitheg
both geographic network location but also the peering bienav
of upstream providers.

Frankfurt, DE | 4%
Teleglobe| Montreal, CA | 64%
Burnaby, CA 77%
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VIIl. FUTURE WORK determine if there is a growing threat that will require atte

The introductory nature of this work opens the door for sigion in the future, or if information leakage is an artifadthw
ni cant future exploration in the areas of methodology inae diminishing relevance.
tion, additional data-collection, and improved analysis.
Beyond the methodology improvements pointed to as a result IX. CONCLUSION
of analysis in 6.A and 6.B, many possibilities exist for ¢ieg i
better measurements. Our current methodology used an ad hot"€ @mount of Internet traf ¢ leaked outside of a locale's
method for choosing sources, merely attempting to have a \%J_rder dl_mng its internal communications prowdes_ anua_dl
riety of network types and geographic locations represtrie tion of thl_rd party access to that d_at_a. Understandmg thrs c
systematic approach to acquiring sources could providera mbe a cru.C|aI compopent of determining _the threat envirortmen
accurate picture of the percentage of routes leaked by amour?f @ nation's cyber-infrastructure. In this paper we présen
Using BGP connectivity information to identify routes lige Methodology and preliminary results from our efforts to ex-
to leak may also holds potential as an area for further studijore this problem. Our approach involves using Scripgout
We used such a strategy informally while looking for pattet th@nd other publicly accessible traceroute servers in atacye-
leaked from the United States and found it promising. For e}y 10 make traces to a set of destinations within the sama-cou
ample, after identifying Peerl Networks as a provider of ofly- Routes are then post-processed in aggregate to estitreat
leaked path through Canada, we analyzed BGP tables to R§rcent that are leaked.
other US pre xes for which Peerl appeared in the AS-Path. We present m_easurements of over 10_0,000 trace_s taken over
The presence of this AS in the path for a pre x implied tha® two month period from sources in Mexico, th_e L_Jnlted States,
Peer1 might also offer that network transit through Canada. ¢anada, Germany and Denmark. Our results indicate that most
Additionally, our methodology takes a high-level appraaci§ountries experience signi cant leakage, and that the gbdb
attempting to assess information leakage for an entiremati ity Of leaking is strongly linked to the peering behavior bét
From an assurance point of view, one may be more intereste@f#/rce and destination’s upstream provider, rather thaplgi
understanding the leakage associated with a particulaoniet  thier particular geographic locations. We conclude thal@x
This would include not only the ow of information generated"d “where in the world” traf ¢ ows rather than just its logal

by the network, but also traf ¢ owing to the network and howPath is a compelling approach for determining who has access
these patterns change over time. to Internet traf c between a source and destination and avesr

The scope of data collection is another area upon which fisther investigation.
ture work can improve. We look at two well-developed porsion
of the world where we could easily acquire public trace sesirc X. ACKNOWLEDGEMENTS
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