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ABSTRACT

Programmers often omit input validation when inpcas appear
in many different formats or when validation critgecannot be
precisely specified. To enable validation in thegeations, we
present a new technique that puts valid inputs atonsistent
format and that identifies “questionable” inputsiethmight be
valid or invalid, so that these values can be dewblecked by a
person or a program. Our technique relies on thecemt of a
“tope”, which is an application-independent abgicar describ-
ing how to recognize and transform values in agmate of data.
We present our definition of topes and describeegelbpment
environment that supports the implementation arel afstopes.
Experiments with web application and spreadshet ohalicate
that using our technique improves the accuracyrandability of
validation code and also improves the effectiverdéssibsequent
data cleaning such as duplicate identification.

Categories and Subject Descriptors
D.3.3 [Programming Language$: Language Constructs and Fea-
tures —data types and structures, input/output

General Terms
Reliability, Languages.

Keywords
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1. INTRODUCTION

Programs typically do not validate many kinds offrtan-readable
textual input, even though it is well-known thafte@re should
validate all inputs [3][15].

One obstacle to more thorough validation is that tlvo com-
monly practiced validation approaches, numeric tairgs and
regular expressions (“regexps”) [4][11], are “biyiain that they
attempt to differentiate between definitely valindadefinitely in-
valid inputs. Yet for many data categories suclp@son names
and book titles, it is difficult to conclusively g@mine validity.
For instance, no numeric constraint or regexp afimidively dis-
tinguish whether an input field contains a validgoe® name.
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A more effective validation approach should notyoidentify
definitely valid and invalid data when feasible t also identify
questionable inputs—values that are not clearlidvalit are also
not clearly invalid—so those data can receive &ulufl checking
from people or programs to ascertain validity. Egample, if a
textbox contains a questionable person name ttfgathadd mix
of uppercase and lowercase letters, such as “Lisbale MCC”,
the application could ask the user to double-chexdt confirm
the input. Or if the questionable person name wasntbaded
from a web service, then the application might aaifferent web
service to double-check the value. Each such glyafiest re-
quires identifying questionable values.

The second obstacle to more thorough validatidhaseven valid
data from files, web services, and users appeanuhiple for-

mats. For example, mailing addresses may speciiyll sstreet

type such as “Avenue” or an abbreviation such ase'A and

books may be referenced by title or ISBN. Priousing data for
printing reports or performing analyses, an apfiicatypically

must put data into a consistent format. Even ifragmmmer
could write a regexp (with many disjunctions) teagnize multi-
format data, the regexp still would leave inputsmaltiple for-

mats at the end of validation. Ideally, an abstoacthat supports
validation should help with transforming data irttee format
needed by the main application.

Based on these considerations, we present a teehftgrecogniz-
ing questionable data and putting data into a sterdi format. Our
technique relies on a new abstraction called a"tophich robustly
describes a data category independently of anycplant software
application and which is reusable across applioatiand across
software development platforms. A tope containstipial explicitly
distinguished formats that recognize valid inputsaonon-binary
scale, and it contains transformation functionsngp values from
one format to another. In comparison, a regexp witfjunctions
may recognize several formats, but they are notfioitkp distin-
guished, matching is binary, and no transformataresprovided.

To help software engineers implement topes, we ltagated a
Tope Development Environment (TDE). This environtrierbased
on a direct manipulation user interface that wduatad in previous
papers, showing that it enables people with minfoahal training
in programming to describe data quickly and acely§81][32].

This paper does not focus on the user interfacéhdRathis pa-
per's contributions are the new topes data absrachat soft-
ware engineers implement through the TDE, as veek ®alida-
tion technique that associates topes with inputisién order to
identify invalid data and put valid data into a sistent format.



Our empirical evaluation shows that compared t@lsifiormat
binary validation, our technique has three beneffisst, it in-
creases the accuracy of validation. Second, ieams®s the reus-
ability of validation code. Finally, putting datatd a consistent
format improves the effectiveness of subsequera dianing,
such as identification of duplicate values.

This paper is organized as follows. Section 2 prisseeal exam-
ples of data validation in practice, and Sectioidéntifies key
characteristics of the data to be validated. Sectipresents topes
in detail and briefly describes the TDE. Sectioreports on our
guantitative evaluation, Section 6 discusses relatark, and Sec-
tion 7 concludes with limitations and future work.

2. MOTIVATING EXAMPLES

Programmers often omit validation for input fieldgusing pro-

grams to accept invalid as well as inconsistemtiynatted data. We
found many examples of unvalidated fields in “parkmator” web

applications created in the aftermath of Hurrickagina [30].

To assist the search for survivors displaced bythdcane, numer-
ous teams created web applications so users cimuigland retrieve
data about the status and location of people. tinfately, these
programmers had no way to know that other teamslsimeously

created essentially identical sites. Within a feays] another team
recognized that the proliferation of sites forceskrs to perform
substantial repetitive work, so this team createctéen scraper”
software to read and aggregate the other siteg’idit a single site.
We interviewed six programmers, including two meralud the ag-

gregator team. One programmer gave us his applicatsource

code, and we inspected the other sites’ browseride. See [30]
for sampling and data analysis methodology.

Each web application provided forms for users tieedata about
survivors, and prior to storing inputs in a datahaapplications
validated some inputs by testing them with constsaind re-
gexps. For example, one form had fields for thee datd time
when a missing person was found. To validate the,tthe appli-
cation checked the string against a regexp. Ifrégexp check
succeeded, then the code checked the hour and enagainst
numeric constraints. Similar code validated thedat

However, interviewees’ web forms did not carefulgfidate most
data. For example, they simply checked if persomesawere
non-empty but did not check if inputs were exceslgivong or
contained strange punctuation (as would be praseah SQL-
injection attack [15]). Most fields were not validd at all.

Interviewees explained that they intentionally dedt validation

in order to provide end users with maximal flextlgil While they

conceded that this resulted in accepting some iohwddta, they
emphasized that aggressive validation might hagegmted many
people from entering valid data.

Unfortunately, the lack of validation led to sub#eors. For ex-
ample, one end user put “12 Years old” into an fadd’ field on
one site. In addition, data formats varied betwsiées and even
within each site. For example, one site used thee darmat
“09.04.2005", while another used “9/04/2005,” ambther used
“2005-09-04". Scrapers recognized this special case trans-
formed each to “2005-09-04" before aggregation. Elesv, other
data categories such as mailing addresses alsedvariformat,
and scraper developers generally did not write dodput these

into a consistent format. Because the aggregatedaggeared in
multiple formats, it was often difficult to detemne if entries on
different sites or within the same site referredht® same person.

We have found similar examples of unvalidated fiefdmany other
web applications, such as Google Base. Conceptizdiggle Base
is a large online database, with 13 primary wenofor inserting

rows into database tables. Each form corresponds table, and

each input field in each form corresponds to aetaolumn. How-

ever, these conceptual table columns are not,séaticsers can omit
fields/columns or add custom fields/columns onrarpeord basis.

For example, the Jobs web form lets users enteopamings. By
default, the form displays fields for the job typedustry, func-
tion, employer, education level, salary, immigrat&tatus, salary
type, publish date, description, and location. Web form offers
a list of suggested values for many fields (sucliGmntractor”,
“Full time”, and “Part time” for the job type), busers are free to
type arbitrary values for each field.

Most Google Base form fields accept unvalidated. t&kat is,
Google has not implemented validation for most uakfa
fields/columns, including job type, industry, fuimet, employer,
or education level. Moreover, even for numericdilthe forms
accept unreasonable numbers (such as a salar¢5).“When a
user adds a custom field/column, no validation ogcu

Web applications are not the only software reqgidata validation.
For example, among people with minimal formal tiragnin pro-
gramming, spreadsheets are the most common plaftorimple-
menting computations and generating reports [3®]mpted by the
high error rate in spreadsheets [20], researcteafs provided tech-
nigues for validating formulas and numeric dat§28].

Yet in one study, nearly 40% of spreadsheet celfgained non-
numeric, non-date textual data [10]. In a contelxinguiry, we

found that information workers commonly use spreadss to
gather and organize textual data in preparatiomeating reports
[34]. Our results were consistent with a previotusdg which

found that nearly 70% of spreadsheets were crdateporting

purposes [13]. Despite the importance of textuahdapread-
sheets offer no support for validating strings. dgio Excel lets
users associate data categories such as “socialitgecumber”

with cells for formatting, this does not actuallyeck the data or
display error messages for invalid values. Ourdaion tech-
nigue and its supporting tope abstraction are quatfagnostic,
applying in particular to spreadsheets and webiegtpns.

3. CHARACTERISTICS OF TEXTUAL DATA

A successful technique must accommodate severatharacter-
istics of the textual data to be validated.

First, the data are human-readable character stapgearing in
input fields, such as spreadsheet cells and web fextboxes.

Second, each application’s problem domain callsniost fields
to each contain values from a certain categoryh sisccompany
names or mailing addresses. In many categorieslua Vs valid if
it refers to what information extraction researsheall a “named
entity"—an object in the real world such as a conypar a build-
ing [7][17]. Other data categories, such as salade tempera-
tures, do not refer to physical entities. In theaggories, values
must be consistent with categorical constraintdigitpn the pro-
grammer’s conception of the data. For examplerisalahould be
positive and, depending on the job, generally wigome range.



Third, many data categories lack a formal spedifica For ex-
ample, the Jobs web form in Google Base includesraployer
field, which usually refers to a company (a nametity. Yet
what constitutes a “real” company and, thereforeala input? A
company does not need to be listed on a stock egehar even
incorporated in order to be real. Even a privawdividual can
employ another person. The category’s boundaresmbiguous.

This leads to the first limitation of constraintsgexps, context-
free grammars, types, and similar binary validatapproaches
[5][18][19][21], which is that they only attempt identify defi-
nitely valid and definitely invalid data. Some @8, such as
those that validate data by checking dimensionésunot only
are restricted to binary validation but also carvadidate named
entities [2][8][9][16]. All of these approaches awasuitable for
data categories with ambiguous boundaries. In aetthis paper
presents a new technique to identify questionablaes—those
that are not definitely valid but are also not diily invalid. This
technique can be used to ferret out values thatrdesdouble-
checking in order to gain more confidence in thigditgt of data.

Finally, returning to characterizing the textualtaddn applica-
tions, we note that values in many data categadesbe “equiva-
lent” but written in multiple formats. By this, waean that, for
data categories referencing named entities, tvilogstmwith differ-

ent character sequences can refer to the sameg. érditexample,
“Google”, “GOOG”, and “Google Inc.” refer to thersa entity,

though they have different character sequencesfimtexempli-

fies the company’s common name, the second refetiset com-
pany by its stock symbol, and the third refershte tompany by
its official corporate title. Within a certain cenxt, people may
use other formats to reference companies, suchea$IN identi-

fiers used by the United States IRS.

For categories that do not reference named entities strings
with different character sequences may be equivalerording to
that category’s meaning. For example, a temperattitgd12° F”

is equivalent to “10DC”". As with named entities, certain people
may use other formats to reference the same tetoperauch as
“313.15 kelvin” used by physicists.

Because textual data can appear in many formagistsrare not
always in an application’s preferred format. Foample, when
Hurricane Katrina screen scrapers downloaded data fveb
sites, the data had a mixture of formats. Our waieh technique
not only helps identify questionable values, butaiso helps
automate the task of putting data into a consigtenat.

4. DATA VALIDATION WITH TOPES

Our approach models each data category as an efhstraalled a
“tope”. By “abstraction”, we mean the following:

The essence of abstraction is recognizing a pattaming and
defining it, analyzing it, finding ways to specify and provid-
ing some way to invoke the pattern by its name.[35]

Creating an abstraction for a data category inwhexognizing
the conceptual pattern implicit in that categoryaid values,
naming the pattern, carefully defining and evahmthe pattern,
and ultimately implementing software that encodhesgattern and
uses it to validate values. (Here, “pattern” hasdfctionary defi-
nition of “a consistent or characteristic arrangetheather than
the specific technical meaning of a Design Patte?h.)

For example, consider a simple data category, emdaiiesses. A
valid email address is a username, followed by asy@bol and a
hostname. At the simplest level, the username asthame can
contain alphanumeric characters, periods, undegscand certain
other characters. This abstraction—a pattern thatisctly de-

scribes the category—could be implemented in varisays, such
as a regexp, a context-free grammar (CFG), or a gengram.

More sophisticated abstractions for email addreasegossible.
For example, a more accurate pattern would noterthither the

username nor the hostname can contain two adjpegidds. A

still more accurate abstraction would note thaththstname ends
with “.com”, “.edu”, country codes, or certain ottgtrings.

Some data categories mentioned in Section 3 ar¢ easdy de-
scribed in terms ofeveralpatterns. For example, companies can
be referenced by common name, formal name, or stickler
symbol. The common names are typically one to thweeds,
sometimes containing apostrophes, ampersands,ptrehg. The
formal names may be somewhat longer, though ranelse than
100 characters, and they sometimes contain perdodsmas, and
certain other characters. The ticker symbols aeetorfive upper-
case letters, sometimes followed by a period arel amntwo let-
ters; more precisely, these symbols are drawn fidinite set of
officially registered symbols. These three pattaogethercom-
prise an abstraction describing how to recognizepamies.

We refer to each such abstraction as a “tope”Grezk word for
“place”, because each data category has a naplaaé in the
problem domain. That is, problem domains involveainad-
dresses and salaries, rather than strings andsflaat it is the
problem domain that governs whether a string iglval

In our data validation technique, a programmer wsgsTope De-
velopment Environment (TDE) to implement a tope &odata
category. The tope implementation contains two &iod func-
tions. One kind of function uses grammars to recegwaalid val-
ues and to parse values into trees, while the ddhdrof function
transforms values between formats by accessingenuinbining
nodes in parse trees. Plug-ins for popular softvaeeelopment
platforms help programmers to associate a topeeimghtation
with a field in an application. At runtime, the dipption passes
values from the field into the respective tope iempéntation
functions to validate and transform data.

The remainder of this section discusses topestaildand reviews
key features of the TDE.

4.1 Topes
The purpose of topes is to validate strings. Sobegin with
strings and build up to a definition of a tope.

Each string is a sequence of symbols drawn fromiie falphabet
, so each stringls *. (In practice, is UniCode.) A data cate-
gory D is a set of valid strings.

Each tope is a directed graph (F, T) that has a functioroeiss
ated with each vertex and edge. For each veitd talled a
“format”, isa ¢ is a fuzzy set membership function
isa r: * [0,1]. For each edge (x}yJ, called a “transforma-
tion”, trf , is a functionisa ¢: * *. Each vertex'sisa
function recognizes instances of a conceptual atieach edge’s
trf  function converts strings between formats.



Eachisa ; defines a fuzzy set [36], in thia ¢ (s) indicates the
degree to which s is an instance of one conceptitédrn. For ex-
ample, when recognizing strings as company commames
based whether they have one to three words, agsirinith one
word would match, s@&a ¢(s) = 1. The conceptual pattern might
allow an input s’ with four words, but with a lovegree of mem-
bership, such aga ¢(s’) = 0.1. The pattern might completely
disallow an input s” with 30 words, gsa :(s”) = 0.

For each topé = (F, T), we define the “validation function”
7(9)=maxisa ()]

If £(s) =1, thert labels s as valid. If(s) = 0, thert labels s as
invalid. If 0 < f(s) < 1, thert labels s as questionable, meaning
that it may or may not be valid. The ultimate goflalidation is

to prevent invalid data from entering the systemn;this purpose,

t would be perfectly accurate"ifd  *, (#(s) = 0) <=> (§ D).

Eachtrf .y converts strings from format x into equivaleningis in
format y. For example, the tope in Figure 1 maylaskup tables to
match common names and official titles with stogklsols.

Transformations can be chained, so in practiceest@ye typically
not complete (each vertex directly joined to ewvattyer vertex), so
the number of functions grows linearly with respgedhe number of
formats. Some topes may have a central format otehé¢o each
other format in a star-like structure, which would appropriate
when one format can be identified as a canonicahdd Alternate
topologies are appropriate in other cases, sudvhas a tope is
conveniently expressed as a chain of sequentéilyed formats.

4&

\ 4
A 4

Figure 1: Notional depiction of a simple company tpe, with
boxes showing formats and arrows showing transforntaons

4.2 Common Patterns
In a preliminary review of spreadsheets and wem$of31], we
found that a few specific kinds of patterns deseritany formats.

Enumeration patterns: Values in many data categories refer to
named entities, of which only a finite number atijuexist. Each
such category could be described as a tope withgesformat
whose membership functidsa ¢ (s) = 1 if D , whereD is a set
of names of existing entities, aimgh (s) = 0 otherwise. If two
strings can refer to the same named entity, it beagonvenient to
partition this set, creating multiple formats eaehognizing val-
ues in a partition. Thaf  functions could use a lookup table to
match strings in different formats.

For example, Canada currently has ten provincesuitable tope
for this category would have a format x with
isa x(s) =1 if $ {“Alberta”, “British Columbia”,...}, 0 otherwise

Depending on the programmer’s purpose for this grate a
slightly more sophisticated format could also ratdng the three
territories of Canada, perhaps with

isa x(s) = 0.9 when s references a territory.

The tope could include a second format y that reizes standard
postal abbreviations for province names using

isa y(s) = 1if § {“AB”, “BC”...}, 0 otherwise
Thetrf functions could use a lookup table to map valuemf
one format to the other.

Similar topes could be used to describe many atlaéx catego-
ries, including states in the United States, caestof the world,
months of the year, products in a company’s catalad genders.
Each of these data categories contains a small euaflvalues.

List-of-words patterns: Some categories have a finite list of
valid values but are infeasible to enumerate, eitleeause the list
is too large, too rapidly changing, or too decdizted in that each
person might be unaware of valid values known teeopeople.
Examples include book titles and company namesudha tope
could contain a format x witlsa x(s) = 1 if $D (an enumeration
pattern), this format would omit valid values.

Most such data categories contain values thatists df words

delimited by spaces and punctuation. Valid valygscally must

have a limited length (such as one or two wordseskral charac-
ters each), and they may contain only certain paticin or dig-

its. Typical lengths and characters vary by catggor

A tope could contain a format y witsa ,(s) = (0,1) if s has an
appropriate length and contains appropriate chensackor a tope
with an enumeration format x and a list-of-wordgnfat vy,
f(s) =isa x(s) = 1 if D, otherwisef(s) =isa y(s) = r if s
matches the list-of-words format’s pattern, andteowise.

The tope could omitrf ~ functions connecting formats x and y.
However, from an implementation standpoint, thé-diswords
format could be generated automatically by exanginalues irD
and inferring a pattern using an algorithm suchrasprovided by
the TDE [29]. Conversely, at runtime, if a stringgpears often,
then it could be added automatically or semi-autarably to D.

Numeric patterns: Some data categories contain string represen-
tations of numeric data that conform to constraiB&amples in-
clude salaries, weather temperatures, and bicyaesizes. In
many cases, a dimensional unit is present or oikerimplicit,

with possible unit conversions. For example,*68 is equivalent

to “20° C". Weather temperatures less than °-30 or greater
than “120 F” are unlikely to be valid.

A tope having one format for each possible unitldadescribe

such a category. For each formaisk ¢(s) = 1 if s contains a
numeric part followed by a certain unit such as", and if the

numeric part meets an arithmetic constraint. lomes close to
meeting the numeric constraint, thea (s) =i (0,1).

For these data categories, converting values betfegmats usu-
ally involves multiplication. Thus, eadhf 4, could multiply the
string’s numeric value by a constant, then chahgeunit label to
the unit label required for the destination format

Some data categories are numeric but have an inpfig¢ or no
unit at all. An example is a North American areae&owhich
must be between 200 and 999, and which cannot éhdliv. For
such categories, a suitable tope could have omeafor

Hierarchical patterns: Values in many data categories contain
substrings drawn from other data categories. Orample is
American mailing addresses, which contain an addies, a city,
a state, and a zip code. An address line suchQ@0“N. Main St.



NW, Apt. 110" is also hierarchical, containing aest number
(recognizable with a numeric pattern), a predicewl (an enu-
meration pattern), a street name (a list-of-woratsepn), a postdi-
rectional, a secondary unit designator (an enunoergiattern),
and a secondary unit (a numeric pattern). Some pagetoptional.
In most cases, spaces, commas, or other punctuaépre as
separators between adjacent parts. Other examplésrarchical
data include phone numbers, dates, email addressgt)RLS.

A format x for a hierarchical pattern could have
isa ,(9=076)0¢,9
i i

Here, i ranges over the value’s parts, eads the substring for
part i (which should be valid according to tdpe andf(s) is the
validation function fort;; j ranges over “linking constraints” that
involve multiple parts, and:j(s)T [0,1] applies a penalty if any
linking constraint is violated. As an example ofirking con-
straint, in a date, the set of allowable days ddpem the month
and the year. If s violates this constraiss «(s) =¢(s) = 0.

A more specializedsa x might require that each part i matches a
particular format fit ; (usingisa 5 instead off, above). Also,
isa x(s) might equal 1 only if s used certain separatappending
additional factors after the factors). For example, a date format x
could accept “12/31/07” but not “Dec 31, 2007”, alhicould in-
stead be accepted by another specialized formaransforming
“12/31/07” from x to y could apply &f  fromt o t0 the month,
applying atrf  fromt,e,-to the year, and changing the separators.

However, using specializesa functions can lead to combinatorial
explosion, since for many categories recognizedh Wwierarchical
patterns, each part can take on several formatlseach separator
can be selected from a few choices. Section 4.teasles this issue.

4.3 Tope Implementations
Just as an abstract type is not executable, tomesa directly
executable but must be implemented.

For some simple patterns, software engineers amédca regexp to
implement a format in whichisa (s) = 1 if s matches the
regexp, and O otherwise. On programming platforieres regexps
support capture groups (assigning a name to paesvalue) [11],
trf  functions could be implemented in code that readspture
group’s value and then performs any necessaryftranations.

However, as described earlier, regexps are insefffidor identi-
fying questionable values, so the TDE provides nemphisti-
cated mechanisms for implementing topes.

To implement arisa function, a programmer uses the TDE to de-
scribe the data as a sequence of named partsfagith specified
about the parts (Figure 2). Facts can be spedfethlways”, “al-
most always”, “more often than not”, or “never”érurhe user inter-
face has an advanced mode where programmers carfamis that

“link” parts, such as the intricate rules for valithg dates.

Even information workers, engineering students, atter “end-
user programmers” with minimal formal training ioftsvare en-
gineering are able to use the TDE to quickly andemtly de-
scribe phone numbers, mailing addresses, and détaf32].

The TDE'’s main visual feature is its sentence-pkempts in con-
straint-like facts. For example, facts can spetiit a part of the

format should be in a numeric range, or that thré gfeould match
some other tope (or a specific format in a topa)e Gomewhat
unintuitive aspect of the user interface is thandtkes spaces visi-
ble by representing them with a special symbolTl8s slightly
reduces readability but is preferable to havingcspathat pro-
grammers cannot see or debug.

From a data description, the TDE automatically geies a context-
free grammar with constraints on grammar produstid@ien, using
this grammar, the TDE automatically implementsisan function
that parses inputs with the grammar and testsatsepree’s nodes
with the production constraints. The function retul0 on parse
failure, 1 for valid parses that satisfy all coastts, and a number
between 0 and 1 if the parse succeeds but viotatestraints. The
precise return value depends on how many constranet violated
and whether violated constraints should alwaydtende true [31].

Again using an editor based on sentence-like prenaprogram-
mer implements &f function as a series of instructions that read
text from nodes in a string’s parse tree, modify thxt, and con-
catenate the text to form thé ’s return value. For example, trans-
forming a person name from “Lastname, Firstnameéd to
“FIRSTNAME LASTNAME”" format requires capitalizinghe two
parts, permuting them, and changing the separatarf, ” to “ .

The primitives supported by the TDE have sufficed imple-
menting a wide range of topes, including all of toenmon pat-
terns described in Section 4.2 and all the top&eittion 5.

|:|Each Person Name has a part called the laskname

ﬂhas 2+

[] The lastname ahways of the following characters:

W lowercase letters W uppercase letters | digits  other characters: -
I:l |:| The lastname often ﬂ starts with ﬂ 1 uppercase letter(s) ﬂ
[1[F] The lastname ahways = |is preceded by and followed by &
{ou can leave one of these bwo fields blank iF it does not apply.)
[71[5] The lastriame can repeat 1-2  times, separated by 5
|:||:|Each Person Name has a part called the firstname
[] The firstname: always ﬂ has 2+  of the following characters:
¥ lowercase lettars W uppercase letters [ digits  other characters:
I:l |:| The firstname always ﬂ skarts with ﬂ 1 uppercase |ether(s) ﬂ

Figure 2: Using the TDE to describe person names in
“Lastname, Firstname” format

4.4 Validating Data with Topes

Theisa andtrf function implementations are stored together in
an XML tope implementation file. In order to helpftsvare engi-
neers use tope implementations to validate da¢aTEFE provides
plug-ins for several software development tools|uding Visual
Studio.NET (a web application design tool) and Mgoft Excel.

To validate a field, such as a textbox in a welmfor a cell in a
spreadsheet, the software engineer uses the tagliplto select a
tope implementation file and a preferred format xhe tope.

The Visual Studio plug-in generates C# and JavpScode so
that at runtime, the application uses the tope émgintation to
calculateisa x(s). If isa x(s) = 1, the form accepts s, and if



isa x(s) = 0, the form rejects s. If 0isa x(S) < 1, the application
displays a warning message so the end user caredcleck and
possibly correct s before it is accepted. (Thensn®e engineer can
also specify alternate settings, such as alwagxtieg any input
with isa x(s) < 1, thus dispensing with the warning message.)

As mentioned above, the software engineer seleotsfarred for-
mat X, but an input s may match a non-preferrech&bry better
than x. That isisa y(s) >isa x(s) > 0. In this case, prior to dis-
playing warning or error messages, the generatdd aatomati-
cally usestrf  functions to transform s into format x. This may
require executing a series of s to traverse the format graph.
The present heuristic chooses a shortest path; aye ewaluate
more sophisticated heuristics in the future. Aftansformation,
the new string is checked witlsa «, sinceisa x(trf xy(S))
could still be less than 1. Because transformagigatedes form
submission, the user can review the transformedevahd correct
it if appropriate.

In a spreadsheet, tope implementation files arecésed with
cells. In this case, no code generation is requiestead, an in-
terpreter in the plug-in directly uses the tope lengentation to
validate and transform values. The user interfdioava users to
ignore warning messages and correct transformations

4.5 Reuse

As we will show in Section 5, many tope implemeiatas can be
reused without modification in multiple applicatgmrboth within
a development platform (such as web applicatioms) across
platforms (such as reusing a tope implementatioa web appli-
cation even though it was originally created fapaeadsheet).

However, different software applications may reguslightly dif-
ferent validation for a particular data categohyd limiting reus-
ability. For example, even though most academicrs®uodes
have a 3-letter department abbreviation, then &déypand then a
3-digit course number, specific courses differ bgtitution. Al-
though this simple abstraction covers most insting' courses, it
does not take advantage of institution-specifiolinfation that
could improve accuracy. (These tradeoffs are awaiego typical
tradeoffs in deciding whether to reuse a genergbqse compo-
nent in a new application or to create a specidlzmponent.)

To maximize a tope’s reusability, we have foundt thas often

useful to include a general-purpose format thaepisca variety
of valid values and then add specialized formateeeded. For
example, a general-purpose American phone formghtngiccept
“412-555-1212", “(412) 555-1212", and “412.555.121%hen

validating data in a particular application, we aadpecialized
format such as “###-###-###" and specify it to be preferred
format, “feeding” it from the general-purpose fotrmdth a trans-
formation. Implementing the specialized format d@arahsforma-
tion function typically requires only a few minutiesthe TDE. At

runtime, our plug-ins automatically use the transfation to con-
vert inputs such as “412.555.1212" to the prefefoethat.

In our experience, this strategy prevents the coatbrial explosion
of hierarchical formats mentioned in Section 4.Be Teason is that
we only need to implement one general-purpose foawmavell as
the specialized formats that are actually usedefenped formats in
real applications, rather than having to creatpexialized format
for each hypothetically possible combination otpand separators.

5. EVALUATION

We tested topes using the 720 spreadsheets inUB&EE Spread-
sheet Corpus’s “database” section, which contaihgla concen-
tration of string data [10]. We analyzed the dataltssify values
into categories. After inspecting the data, we ubedTDE to im-
plement topes for the 32 most common categories.

To evaluate how well these topes classified datzakd or invalid,
we randomly selected test values for each categmayually deter-
mined the validity of test values, and computeesdpccuracy. We

judge accuracy using;Fa standard machine learning statistic used

to evaluate classifiers such as document class#ied named entity
classifiers, with typical Fscores in the range 0.7 to 1.0 [7][17].

#of invalidinputssuccessfly classifiedasinvalid
total#of invalid inputs

#of invalidinputssuccessfly classifiedasinvalid
#of inputsclassifiedasinvalid

_ 2>RecalkPrecision

"~ Recalk+ Precision

Recall=

Precision=

1

To evaluate reusability, we tested whether web ieaibn data
could be accurately validated by the 32 topeswraimplemented
based on spreadsheet data. We extracted data frernGadogle
Base web application and one Hurricane Katrina wiéd and
identified data categories where our tope impleatéris could
be reused. For each category, we randomly seldestdvalues,
manually determined their validity, then computed F

Finally, we focused on the problem that Hurricarstrita data
often had mixtures of formats, which interferedhwitlentifying
duplicate values. To evaluate if topes could heih whis prob-
lem, we implemented and applied transformationdegi data,
then counted the number of duplicate values bedackafter this
transformation to consistent formats.

5.1 Data Categories in the Test Data

Each spreadsheet column in the EUSES corpus tigpoahtains
values from one category, so columns were ourafréinalysis for
identifying data categories. To focus our evaluatim string data,
we only extracted columns that contained at le@sstfing cells
(i.e.: cells that Excel did not represent as a dateumber), yielding
4250 columns. We clustered these with hierarctdagglomerative
clustering [7]. For this algorithm, we used a bemseolumn simi-
larity measure based on a weighted combinatioivefféatures: ex-
act match of the column'’s first cell (which is tgally a label), case-
insensitive match of the first cell, words in conmmwithin the first
cell (after word stemming [23]), values in commoithima cells
other than the first cell, and “signatures” in coonmOur signatures
algorithm replaced lowercase letters with ‘a’, uppse with ‘A,
and digits with ‘0’, then collapsed runs of dupleeaharacters [29].

The algorithm yielded 562 clusters containing aste2 columns
each, for a total of 2598 columns. We inspecteddtwtusters, ex-
amining spreadsheets as needed to understand@aomts data.

In many cases, we found that clusters could b&dunmnerged into
larger clusters. For example, the columns with keadcog-

nome”, “faculty”, and “author” all contained perstast names.

Of the 2598 columns covered by clusters, we diszhfB1 (20%)
that did not refer to named entities nor seemedbtey any im-
plicit constraints; this was generic “text”. In atioh, we dis-



carded 196 columns (8%) containing database dateiwdary in-
formation, such as variable names and variablestypkese data
appeared to be automatic extracts from databasensysrather
than user-entered data, and seemed too clean @&oréasonable
test of topes. We discarded 76 columns (3%) coimgitext la-
bels—that is, literal strings used to help peopterpret the “real”
data in the spreadsheet. Finally, we discarded @2mns (3%)
because their meaning was unclear, so we were emaldluster
them. We discarded a total of 885 columns, leatin§3 columns
(66%) in 246 clusters, each representing a datgoaf.

The Hurricane Katrina web application had 5 unwaéd text fields:
person last name, first name, phone, address dim&, city. (\We
omitted a dropdown field for selecting a state fimumn test data.)

Google Base had 13 main web forms, with 3 to li8dieach. We
manually grouped the 66 unvalidated text field® iAR2 catego-
ries, such as person, organization, and educagiga. |

5.2 Coverage of Data Categories

In many situations, when categorizing items intougs, a few
groups cover most items, followed by a tail of greweach con-
taining few items. One significant question is wiegtthat tail is
“light” (a few groups cover most items) or “heavrthany items
are in small groups) [1].

We plotted the number of spreadsheet columns pegay and
performed non-linear fits to determine if the disition was heavy
or light. A heavy-tail power-law distribution fihé data better than a
light-tail exponential distribution (R= 0.97 versus 0.80, respec-
tively), indicating that many special-purpose top&st. This sug-
gests a need for reusable abstractions (since sategories occur
frequently) as well as a TDE to support impleménitadf diverse
custom topes, rather than just a closed librargagable topes.

The most common 32 categories covered 70% of treadpheet
columns. These included Booleans (such as “ye&X"dp indicate

true, and “no” or blank to indicate false), cougstri organizations,
and person last names. The tail outside of thesea@®ories in-
cluded the National Stock Number (a hierarchicatepa used by
the US government for requisitions), military raritass the US Ma-
rines, and the standard resource identifier cotipalated by the
government's Energy Analysis and Diagnostic CentAfthough

these tail categories each cover few columns, dheyational stan-
dards and could warrant tope implementations inescontexts.

We implemented topes for each of the 32 most comratggories
in the spreadsheet data. This yielded 11 topesesitimeration pat-
terns, 10 with list-of-word patterns, 7 with hietaical patterns, and
4 with a mixture of hierarchical patterns for sofoemats and list-
of-word patterns for other formats. None of thesguired numeric
patterns, perhaps because we biased our extraatdsiring data,
but we noted a few numeric categories in the tail.

5.3 ldentifying Questionable Inputs
To evaluate if identifying questionable inputs imyped validation
accuracy, we considered five conditions.

Condition 1—Current spreadsheet practic®preadsheets allow
any input. Since no invalid inputs are identifiee;all and = 0.

Condition 2—Current web application practioks Section 2 dis-
cussed, web application programmers commonly oalitiation

for text fields, except when it is convenient tadfior create a
regexp for the field’s data category. For certaiuraerable cate-
gories, programmers sometimes require users totsefauts from
a dropdown or radio button widget.

To simulate current practice, we searched the weebrdgexps,
dropdown widgets, and radio button widgets thatatde used to
validate the 32 test categories. After searchingndmirs (more time
than a programmer is likely to spend), we found&fexps cover-
ing 3 of the 32 categories (email, URL, and phohe)addition,

based on the visible and internal values in dropdendgets that
we found on the web, we constructed 34 regexpsricav8 addi-

tional categories (state, country, and gendergllyinunder the as-
sumption that programmers would use a checkboBdmlean val-
ues, we constructed a regexp covering the Boolatnaategory.

In short, our search yielded 71 regexps coverirng the 32 cate-
gories. While searching the web, we found that axiprately half

of the sites omitted validatioeven for some of these 7 categaries
However, when we calculated, Fbelow), we assumed that pro-
grammers would validate these 7 categories and acdgpt in-
puts from the remaining 25 without validation.

Condition 3A—Tope accepting questionable inplrtghis condi-

tion, the tope implementations (discussed in Secl@®) tested
each input s, accepting whé(s) > 0 and rejecting whef{s) = 0,

thus making no use of topes’ ability to identifyegtionable val-
ues. For comparability with Condition 2, we reggit topes to a
single format each and report on the most accleitav.

Condition 3B—Tope rejecting questionable inpursthis condi-
tion, a single-format tope validation function tbteach input s,
accepting wherf(s) = 1 and rejecting whef{s) < 1.

Condition 4—Tope warning on questionable inpults this

condition, a single-format tope validation functitested each
input s, accepting whef(s) = 1 and rejecting whef(s) = 0. If

s was questionable, we simulated the process afigiskhuman
to double-check s, as discussed in Section 4.4nimgahat s
was accepted if it was truly valid or rejectedtifvas truly inva-
lid. The advantage of Condition 4 is that a topglamentation
relies on human judgment in difficult cases wher §(s) < 1,

thereby raising accuracy. The disadvantage isahaer would
need to manually double-check each questionabletir@onse-
quently, we evaluate the tradeoff between increpsiocuracy
and burdening the user.

As shown in Table 1, validating the 32 categorigth \gingle-
format topes was more accurate than current peactic

Table 1. Asking the user for help with validating questionable
inputs leads to higher accuracy in single-format vitddation

! "y $
%! & "# $
g $ (

Condition 2, current web application practice, \wescurate partly
because it accepted so many categories of datauwitlidation.
would likely be higher if programmers were in trebt of validat-
ing more fields. However, even in the 7 categonhsere program-



mers have published regexps on the web, or wheeould convert

dropdown or radio button widgets to regexpswgs only 0.31 (the
same accuracy as Condition 4 in those categodesig to a lack

of regexps for unusual international formats thaterpresent in the
EUSES spreadsheet corpus. To achieve higher agdhiat we did

with topes, programmers would need to combine nouseinterna-

tional formats into a single regexp for each datgegory, which

stands in stark contrast to current practice.

Condition 4 improved accuracy to 0.36 versus OrB2dnditions
3A and 3B by identifying questionable inputs ankiirag a human
to double-check certain inputs. This 12% relatiifeecence only
required asking the user for help on 4.1% of inp&sjecting
more inputs would reduce the burden on the usdheatost of
accuracy. For example, rejecting inputs that veolat or more
production constraints, thus only asking about faghat violate
1 constraint, would require asking for help on 1.@#tnputs but
would reduce Fto 0.33. Rejecting inputs that violate any con-
straint would eliminate the need to ask about ispteducing to
condition 3B, with =0.32.

5.4 Matching Multiple Formats

To evaluate the benefit of implementing multiplenfats, we re-
peated the analysis of Section 5.3 using more timenregexp or
format per category. In particular, we varied thienber of regexps
or formats (N) from 1 to 5. For example, with N€hndition 2 ac-
cepted each input s if s matched any of 4 regesgisated from the
71 regexps). For each N, we report the performanricthe best
combination of N regexps.

In Conditions 3A, 3B and 4, we calculaté@) = maxisa i (s)),
as discussed in Section 4.1, where i ranged frahmdugh N. For
each condition and each value of N, we report #gréopmance of
the best combination of N formats.

Figure 3 shows that as N increased, so did accuiifferent

regexps on the web largely made the same mistakeseaanother
(such as omitting uncommon phone formats), so addiore than
3 regexps did not improve accuracy further. In castt increasing
the number of formats continued to increase the tagcuracy,
since the primitives supported by the TDE madeitvenient to
implement formats that are difficult to describe@gexps.

For each value of N, a 10% relative difference gatlyeremained
apparent between Conditions 3A/B and Condition ighlighting
the benefit of identifying questionable inputsfaot, as the number
of formats increased, the number of questionalpetsndecreased
(as adding formats recognized more inputs as valig)N=5, the
12% relative difference between Condition 4 and ditions 3A/B
required asking the user for help on only 3.1%npfits.
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Figure 3. Including additional formats improves acaciracy

5.5 Reusability
To evaluate reusability, we tested if the topes Weimplemented
for spreadsheet data could accurately validateagphbcation data.

Of the 32 topes implemented, 7 corresponded tdsfied Google
Base. We validated an eighth category in Google Basiling ad-
dresses, by concatenating existing address litye state, and coun-
try topes with separators and a zip code fielda{T$, these topes
corresponded to distinct cells in spreadsheetsvbrg concatenated
into one field in Google Base.) In addition to #né&Google Base
fields, we reused topes to validate the 5 HurricKadrina text
fields.

We manually validated each of the 1300 test vatuescomputed
the topes’ I, as shown in Figure 4. Comparing these results
Figure 3 reveals that the topes actually warge accurate on the
web application data than on the spreadsheet ldaggly because
the spreadsheet corpus demonstrated a wider varighatterns
for each category. In particular, for Hurricane et data, accu-
racy was so close to 1 even with a single format thcluding
more formats yielded little additional benefit.

For each of the 32 topes, we also informally asskshat factors
may limit tope reusability. Language may affect-6&words pat-
terns that rely on word length and punctuation.dtimn may limit
reusability of formats used only within certain geaphical
boundaries, such as phone number formats. OrganizZadunda-
ries may affect topes describing organization-dfmediata, such
as academic course titles. Finally, industry comgenay limit re-
usability of topes, such as manufacturer produdeso

Condition
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—e— HK 3B
—a—HK 3A

F1

- - -GB4
-0~ GB 3B
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Figure 4. Accuracy remained high when reusing topesn Hur-
ricane Katrina (HK) and Google Base (GB) data.

5.6 Data Transformation Results

In order to evaluate if using topes to put inpui® ia consistent
format would have helped Hurricane Katrina aggregaidentify

duplicate values, we implemented transformations dach 5-
format tope from the less commonly used formatgh® most
commonly used, which we specified as the prefefoethat for

each tope. We randomly extracted 10000 valuesdon ef the 5
categories and transformed data into the prefdamdat.

We found approximately 8% more duplicates aftangfarmation,
including 16% more first name duplicates, 9% mast Iname
duplicates, 9% more address line duplicates, 8%enpirone
number duplicates, and 2% more city name duplicalés dis-
covered so few additional city duplicates becalis®st all inputs
contained “New Orleans”, leaving few new duplicatesliscover
(largely by changing uppercase names to title case) suspect
that topes would be even more effective on a marerse city
dataset.



6. RELATED WORK

This paper introduced a new kind of abstractiornt tfescribes
how to recognize and transform values in a categbdata, lead-
ing to a new data validation technique. This sectimmpares
topes to existing data category abstractions.

Type systems:“A type system is a tractable syntactic method for
proving the absence of certain behaviors by chgsgifphrases
according to the kinds of values they compute” [Z}jpes enable

a compiler to identify code that attempts to cadalid operations.
Several programming platforms associate formal sywith web
forms’ text fields. Depending on the language parag these
systems assign inputs to an instance of an objémtted class
[4], a functional programming monad or a free Valgg14], or an
instance of a generated specialization of a getygrie [22].

Whereas topes can identify questionable inputs, lmeeship in a
formal type is a binary question—either an expss$s or is not

an instance of a type. Binary membership in a tydes it pos-
sible to prevent certain undesirable program befaat compile
time, but the absence of fuzziness limits typesfulaess for
validating ambiguous data categories at runtimeolmrast, each
isa function serves as a membership function for a fuzzy set
[36], which allows elements to have a degree of bship. This
enables topes to identify questionable inputs fartde-checking.

Grammars: PowerForms [5] and phpClick [27] allow programmers
to specify regexps for validating web form fieltlapis patterns [18]
and Apple data detectors [19] recognize values ddéxein text by
matching data to grammars that exceed regexppiessive power.

PowerForms is particularly interesting, in thabasser enters an in-
put s, PowerForms annotates the field with a green (if s
matches the regexp), a yellow icon (if s does Botyatch but could
match if the user types more characters), or aca(if s is not a
prefix of the regexp). This bears some resemblmoer technique,
in identifying “yellow” inputs that are not validub remain promis-
ing. However, PowerForms still ultimately requigesegexp, which
is difficult or impossible to construct for manytegories.

Existing validation techniques based on regexpsz$;Rand other
grammars still leave inputs in multiple formatsta end of vali-
dation, whereas validating with topes transformsadato the
format needed by the main application.

Machine learning for information extraction: Many machine
learning algorithms train a model to notice certfaamtures of val-
ues. Information extraction systems apply the mddeidentify

new instances embedded in natural language [17@sf&talgo-
rithms take advantage of contextual features. Famgle, the
words “worked for” may precede a company name itinad lan-

guage. However, for the data validation problent twncerns
programmers, these contextual cues are not await@bhot use-
ful. For example, if a programmer places a “Photabel beside a
form field (so users know what data belongs thehen that label
provides no information about whether a particidaut is valid.

Although these limitations apparently prevent usihgse algo-
rithms for input validation, the information exttem commu-
nity’s notion of a “named entity” has strongly inéinced our con-
ception of topes, as described in Sections 3 and 4.

Platform-specific numeric and formula constraints: Cues infers
numeric constraints over web service data [26], Bodns/3 in-
fers numeric constraints over spreadsheet cells [6]

Several systems use units and dimensions to infest@ints over
how formulas carrombinespreadsheet cells. For example, she
calculus associates types with cells (based opldement of la-
bels at the top of columns and at the left endwfs), and the cal-
culus specifies how types propagate through theasjsheet. If
two cells with different types are combined, thieeit type is gen-
eralized if an applicable type exists (e.g.: “3lappt+ 3 oranges =
6 fruit”), or else an error message is shown [$4teSdoes similar
validation using physical units and dimensionshsas kilograms
and meters [8]. Similar unit-based type systemsh wiinimal
support for constraint inference, are supportedtirer program-
ming environments (such as Java [2] and ML [16]).

These approaches only apply to numeric data incpéat plat-
forms, such as web services, spreadsheets, and|das@ntrast,
topes can validate strings (including strings repnéing num-
bers), and they are platform-agnostic.

Data cleaning techniques:Topes help to ensure data quality by
identifying questionable data and transforming data consistent
format. In current practice, database administsator other
skilled professionals perform these data clearasgs offline.

Researchers have provided tools to simplify datarohg. For ex-
ample, the Potter's Wheel is an interactive toal fhresents data-
base tables in a spreadsheet-like user interflosvimg adminis-
trators to edit specific cells manually to correctors or to put
data into a consistent format [25]. From thesesedite Potter’s
Wheel infers transformation functions, which adrsirdators can
save, reload, and replay on other data valueg¢aire the same
cleaning steps. See [24] for a survey of relatetsto

Topes include similar functions for recognizing arehsforming
data. While topes may prove useful for helping adstiators to
clean data in databases, we have focused in tpisrma helping
programmers write applications that use topesdarctata at run-
time. As a result, web applications and other paotwr can work
with users to clean inputbefore the data reach the database,
thereby reducing offline work for database admraists.

Microformats: Microformats are a labeling scheme where a web
developer affixes a “class” attribute to an HTMEemlent to spec-
ify a category for the element’s text. For exampe, web devel-
oper might label an element with “tel” if it contai a phone num-
ber. This does not actually validate the text.iii@y labels the
element with a string that programmers commonhpgeize as
meaning “phone number”. Commonly recognized labetspub-
lished on a wiki (http://microformats.org/wiki/).ter people can
write programs that download a labeled web page ratrieve
phone numbers from the HTML. The values would thequire
validation and, perhaps, transformation to a comfoomat—the
problems addressed by topes.

We foresee a synergy between microformats and t@sepeople
could upload tope implementations for common labelthe mi-
croformat wiki. Then, when other programmers needdwnload
data with a certain label, they could find releveoge implemen-
tations on the wiki and use them to validate andgform data.

7. CONCLUSION AND FUTURE WORK

This paper presented a new technique that imprtheesaccuracy
and reusability of validation code. The technigsisupported by
a new kind of data abstraction, which describes tmvecognize
and transform instances of a data category.



In our evaluation, we noted that categories ofegmeat across a
range of spreadsheets and web sites. To suppee,re@ are ex-
tending the TDE with a repository system where feeogn publish
and find tope implementations. Repository searchhar@isms will
enable software engineers to identify suitable fogg@ementations
based on quality criteria and based on relevanoeuwoapplications.

Our evaluation’s main limitation is that it was experiment on a
data extract, rather than an “in vivo” evaluatidrthe TDE in an
actual software engineering setting. Developingository will
enable us to collect actual tope implementationwels as feed-
back from people using topes in real applicatidrss will facili-
tate incremental TDE improvements to further assiftware en-
gineers as they implement and reuse topes to taldia.
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