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Abstract
This paper reports our approach to three specifikst of the BioCreAtIvE Il challenge: protein

interaction sentences (PPI-ISS), protein interacpairs (PPI-IPS) and gene normalization (GN).
Our approach to software engineering and implentientalecisions was based on addressing first
and foremost the core problem of integrating knaolgke extracted from the literature: thus, we saw
PPI-ISS as pairing statements of certain charatiesiwith core facts extracted elsewhere in the
document and GN as mapping extracted entitiesresstandard names. This allows us to focus on
generic solutions that can then be gradually reffiteesolving specific problems. In this same spirit
we developed a text-extraction XML format, a qué@agguage for the extraction of information
constructs from a parse tree, a prototype extnacsigstem, and a prototype web-based generic
evaluation system that were then adapted to Bio@v&AOur approach to the three tasks as well as
analysis of results and a brief description of iblated technologies developed are included in this
report.
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1 Introduction

Numerous efforts to extract and annotate data bamedical articles have resulted in over 200 dztab
and other resources [1] that allow scientists wess (in most cases, free of charge) structurdddioal
information. However, it is estimated that betw&&®,000 and 500,000 [2] articles are added eachtgea
the millions already in PubMed. The constantly @asing number of articles and the complexity inhiete
its annotation results in data sources that aréragusly outdated. For example, GeneRIF (GenerRete
Into Function), was started in 2002, yet it covemty about 1.7% of all the genes in Entrez [3] &5&o of
human genes.

Automatic extraction and annotation seems a natwsgl to overcome the limitations of manual curation
and a lot of work has been done in this area, diofythe automatic extraction of genes and gendyats
[4], protein-protein interactions [5-9], relatiomsk between genes or proteins and biological fonefil0],
genes and diseases[11-13], and genes and drugaftidhg others. However, the reliability of the axted
information varies greatly, and thus discouragediibblogists from using it for their research.

The BioCreAtlvE Il challenge with its different tes addresses core areas in automatic extraction fro
biological texts: gene mention, gene normalizatemm] protein-protein interaction extraction. A pararly
challenging aspect of the later is that only intBoms that were supported by evidence of experiaten
methods in the same article were of inteteBhe KDD Cup 2002 Information Extraction challerjgg] was

Quoting from the 1st paragraph of the IPS EvaluaRoocess readme file, "... interaction pairs weilg annotated by the database curators from
the full text articles of the test set in case ¢h@as an experimental confirmation for this intécacmentioned in the article.”



among the first to propose extracting interactiansompanied by sentences describing the experimenta
evidences. The logic behind this requirement isy vuerportant and often overlooked by PPI extraction
systems: in practice, only interactions which ayefecmed using experimental techniques are useiuhigh
quality interaction annotations for biologists, asuch sentences are often used by human curatass as
deciding factor when annotating protein-proteirerattions from text. Two of the most important melhu
annotated PPl databases, IntAct [16] and MINT [1i8g this criteria and include the sentences iir the
databases. Usually, automated interaction extracistems [5-9, 18] deploy techniques to deternifine
sentences are about interactions, but do not pkatlg address the more semantically refined conoép
whether the given sentences provieidenceof the interaction. We hypothesize that the digpan
performance of the systems participating in BioGre& with respect to what is reported in the litera for

PPI extraction systems (for example, reaching 92¢edsure in [18]) can be attributed in part to this
requirement, as well as to the fact that such tedoperformance measures might in reality not be
comparable, given the disparity in evaluation mdthand gold standards used to generate them.

This paper reports our approach to three spedcifikst of the BioCreAtIvE Il challenge: interactiampport
statements (PPI-ISS), protein-protein interactiairagtion (PPI-IPS) and gene normalization (GN)t tha
share a number of pre and post processing techmigDer approach to software engineering and
implementation decisions was based on addressingate problem of integrating knowledge extractedf
the literature: thus, we saw PPI-ISS as pairingestants of certain characteristics to core factsaeted
elsewhere in the document and GN as mapping e&ttamitities to some standard names. This allows us
focus on generic solutions that can then be refitwedpecific problems. Such refinements include, fo
example, the use of specific ontologies (like theS¥ category "Investigative Techniques” for locgtin
evidence statements) and filtering and rankingriegles (like those applied to extracted interactitmnfind

the most likely true positives).

2 Method and Results

2.1 Protein Interaction Sentences (PPI-ISS)

In this section, we describe our approach for tReIBS task to extract passages that contain expetal
confirmation for extracted. The system takes adutingxtracted protein-protein interactions and their
corresponding PubMed ids, and outputs a rankeaflipassages which describe the experimental eséden
for the interactions. As part of the requirementhef PPI-ISS task, a maximum of 5 passages pegatien

is returned and each passage cannot be longe8 thamences.

2.1.1 PPI-ISS Architecture

The system architecture for passage extractioustrated in Figure 1. The system uses Lucene {@9]
index an XML version of the articles, which are eerted in-house from the BioCreAtlvE HTML corpus.
For each interaction extracted by our extractiosteays (described in Section 2.2), a query is formoed
retrieve potentially relevant paragraphs from tlberesponding article. Passages are then extraoted f
within the relevant paragraphs. Each passage ieddmsed on the proteins and experimental methegs
contain, to produce a final ranked list of passagae details of each of the major components fedlo

Extraction
system

Figure 1. System architecture for extracting passagth experimental evidences. All articles are-processed by
converting them to XML and indexing the resultiilg$ in Lucene. Given an interaction pair, a Lucqoery results in
relevant paragraphs from the corresponding arfidte. extraction systems used are considered sepa8ection 2.2).



Retrieval of relevant paragraphgve used the BioCreAtlvE HTML corpus as our inifigbut, converting it
into an XML format. Each paragraph is stored in XML format as an element of generic sections which
include abstract, introduction, methods, resultsctusion, references and captions. Note that lhattales
explicitly title their sections as such, so the piag of paragraphs to sections is done using aidteur
algorithm. The XML file moves through the differesyistem components as a universal input/outputdgrm
since all relevant information is added to it. Egample, the acronym resolution algorithm describg@0]

is run on the whole article, and occurrences ofatlrenyms are stored as elements in the XML file.

The XML articles are indexed using Lucene [19]. &ivan interaction pair, a Lucene query returns
paragraphs that have mentions of both of the estiti the interaction, and the section to whicly thelong.
All relevant paragraphs are processed to extrdict passages, as detailed next.

Extraction of passage3he passage extraction component takes an intemacfiinterest and the relevant
paragraphs as input, and produces a ranked ligasgages as output.passagds defined as a contiguous
list of up to 3 sentences. To find passages, thiesees in the relevant paragraph are scannedsagdries
and proteins are tagged using ABNER [21] (trainaseldl on BioCreAtIVE | corpus). A sentence with one
both of the interactors serves ssedfor a passage. If relevant keywords are foundhim meighboring
sentences, they are added to the passage. Keywbiidterest include the protein interactors andnter
associated with experimental evidence.

To recognize experimental methods within a passaghctionary of stemmed experimental method terms
was compiled from the Molecular Interaction ontgla@vl) [22] and MeSH terms under the categories
“Investigative Techniques”, “Diagnosis” and “Theeajics”. In each of the sentences in the passageds

are stemmed using the Porter stemmer [23] and sxé@ug-matching is used in for recognizing them.

A passage igalid if it includes both of the proteins in the intefan. Valid passages are scored based on two
criteria: (1) origin of the passages, and (2) fergpy of terms of interest. The intuitive basisddteria (1) is
that experimental evidence for protein-proteinratdons is usually mentioned in the methods and/sults
sections as well as in captions more often thasthier sections. Thus, a passagthat originated from one

of these sections is scored higher, as follows:

1 if p; isoriginatedrommethodresultscaption®f anarticle
score_origin(p;) = 05 if p; isoriginatedromabstracintroducton,conclusiorof anarticle
0 if p; isoriginatedromthereferencesectiorof anarticle

Criteria (2) is based on the number of experimemiathods and gene/protein names of interest apeiri
the passages. Léeq(p;) be the number of occurrences of experimental ousttand gene/protein names of
interest (interactors and their synonyms) in pasgagvherepy, ..., p, are valid passages extracted from an
article. LetF = { freq(p,), ..., freq(pn) }. Then criteria (2) is computed as follows:

score_evidendg,) = freq(p;) / maxF

The final score of passage is the sum ofscore_origir{p;) and score_evidendg;). This single score is
associated with each valid passage. The top 5 ges$em all relevant paragraphs are returned.

2.1.2 PPI-ISS Analysis
We submitted 3 runs for the BioCreAtlvE PPI-ISSkiasach one resulting from identical processing of
different input set of interactions. Thus, the sapproach was used to extract passages for thes3 but
the extracted interactions were obtained from dbffié runs of our PPI-IPS task, as described iniGeét2.
The results of each of the runs are presentedbteTh Some passages were judged as false posithes
in fact the passages could be alternative to tkegmes used in the gold standard for evaluationot@s! by
the BioCreAtlvE organizers in the readme file ob tiSS subtask. The inclusion of such alternative
statements will impact our performance positivelyéducing the number of false positives.

Table 1. PPI-ISS results. Different sets of intéoars were obtained from different runs of our PP$ task.

The “Mean” column represents the average performanall of the BioCreAtlvE PPI-ISS runs.

Mean Run 1 Run 2 Run 3
Fraction correct (best) from predicted passages 4730| 0.0514 0.0483 0.0605
Fraction correct (best) from unique passages 0.04730.0496 0.0456 0.0533
Mean reciprocal rank of correct passages 0.5574 730.5| 0.5813 0.5476




We further analyzed 35 out of the 169 true posipassages with respect to their paragraphs ofnorAyi
total of 26 out of the 35 originated from the résection, while 7 passages were from figure oaptiThis
suggests that the intuition behind criteria (1pafsage scoring is reasonable. For criteria (2)|ethgth of
the passages was not considered so that it gigeshpreferences to long passages over short gassag

Recall that paragraphs stored in the XML format raoe necessarily assigned to the actual sectiortisen
original format (due to variations in the secticanmes). The deficiencies of the conversion can affez
scoring of the passages, since scoring is partBedbaon their origin. To get an approximation of the
performance impact of the conversion step, we djfieshtthe converted articles that were incorrectly
converted into XML as follows: if (1) there was text in any of the sections or (2) there were fethan 5
paragraphs in the references section, the artiakeflagged as incorrectly converted. Either coadifioints

to a conversion error, since all paragraphs shbaldng to a section, and articles usually cite ntbes 5
papers. Of the 358 articles provided as the PRinteslataset, 48 of the converted articles faileel first
condition, and 82 failed the second, indicatingteptial “infiltration” of references as regularrpgraphs.

Thorough quantification of these problems and tlmipact in the overall performance of the system is
ongoing. Other limitations of our approach refidet categories identified in [24] as common chaen (a)
discriminating the polarity of passages (b) evahgpthe certainty of passages, briefly discussed. ne

Discriminating the polarity of passage®©ur current approach cannot distinguish if intBoas are
confirmed or not from the extracted passages. @endor example the following sentence from PMID
16234233, which should not have been provided mepue of an interaction:

Passage 1'We have not been able to confirm the specificityh@ commercially available
antibodies against ASIC3 on DRG tissues isolatah fASIC3-inactivated mice.”

Evaluating the certainty of passag&ome of the passages extracted by our systemexee gpeculation of
hypotheses, and should not have been regarded reexctcevidence passages. Consider the following
sentences extracted from PMID 16278218:

Passage 2:Forced expression of MAPKAP kinase 2 (MK2) appedrs lead to
phosphorylation of free Heat shock transcriptiootéet 1 (HSF1) on serine 121, and this is
associated with HSP90 binding and inhibition oft@zock elements (HSE) binding.”

Passage 3'We have shown that MAPKAP kinase 2 (MK2) diregthosphorylates Heat
shock transcription factor 1 (HSF1) and inhibitdigity by decreasing its ability to bind the
heat shock elements (HSE) found in the promotersamfet genes encoding the HSP
molecular chaperones and cytokine genes.”

A human reader can easily distinguish the “we hs@vn” in Passage 3 as much stronger than the &appe
to lead” in Passage 2, but the distinction is fi@us using the scoring criteria of our system.

2.2 Protein Interaction Pairs (PPI-IPS)

The PPI-IPS runs by our group were completed usitg natural language processing (NLP) extraction
systems, IntEx [25] and Phoenix, that differ inithextraction method but share a number of pre- @ost-
processing techniques. For both, each paragrapheirsource article is broken into individual seots)
which are processed individually. Each sentencérés cleaned by the Jericho HTML Parser [26] that
transforms HTML character references into the apoading ASCII characters. ABNER [21] is then used
identify protein name mentions in the sentencat lieast two protein names and an interaction vixanch

the IEPA corpus [7] are detected, the sentencarised by Link Grammar[27], a deep syntactic paitsatr
generates constituent trees and grammatical liskbgeveen words. The differences in the architectine
detailed next, followed by an analysis of our resird this task.

2.2.1 PPI-IPS Architecture

IntEx uses complex combinations of Link Grammar[2#jrd-to-word linkages to identify subjectS-.-
objects O-, verbs V-, and modifiersM- in a sentence, and extracts interactions basqehtiarns of these
roles IntEx has been described in detail in [25]. Phoenix| gtiler development, is our follow-up system.
The main motivating factors for writing a new systevere flexibility and extensibility: Phoenix is wchalar

in design, and will be easy to upgrade and finetun



Extracting triplets of interestAn ad-hoc query language was developed to expressules that detect
syntactic roles of words in parsed sentences. R@ation rules use the constituent tree repretienta
provided by Link Grammar to detect subjects, vephgases, and objects in each clause of the sentence
(rather than the word-to-word linkages used by xhtE)sing the constituent trees facilitates thestarction

of potentially useful grammatical combinations thmesult in triplets of the form <subject, verb pdea
object>. These are then filtered to include onlyt@in-protein triplets of interest. As seen in saenple rules

in Figure 2, the extraction rules examine the rateships (child, descendent, or sibling) betweee modes

and are used to match patterns of constituentseitree.

Selecting tripletsin both Phoenix and IntEx, the subject and objeetfast normalized to their UniProt
identifiers using the algorithm described in Settib3, attempting to map them first to the most iwam
organisms (humans, yeast, and mouse). If a highemice match is not found, then the entire list of
UniProt identifiers provided by BioCreAtIVE is userthe triplet-filtering step also uses a list obfin types
[5] to strip the type from subjects and objectpitepare protein names for normalization.

Once interactions have been normalized, all thgets produced by IntEx are used in the final oytpu
whereas Phoenix filters them as follows:

Remove interactions where both entities are idehtic

Keep only one copy of interactions detected mudtiphes in the same sentence

Score interactions based on different factors, aglhe section where it appears, the number of

times the entities and the interaction itself appaad the confidence level of the normalizaticepst
The interactions are then sorted by their scorédctware used to decide which interactions to idelin
Phoenix’s output. High precision runs can be cabbteonly outputting interactions with a score geeghan
a certain threshold.

Evaluation To aid in our development, we modified our exigtprototype web-based evaluation system to
support the BioCreAtlvE IPS and ISS submission fitsnadding features to aid in rapid evaluation of
Phoenix. Like many simple evaluation scripts, timine evaluation system automatically calculates t
precision and recall of an uploaded run based @etaof gold standard facts. In addition, it allows
document by document view of each interaction, withsystem score for each, plus the source sentert
the extracted protein names before normalizatiomodghout development, we could quickly locate
incorrectly extracted facts and identify the gehemaurce of the error by examining how the proteames
were normalized and the grammatical structure efgburce sentence. This significantly reduced ithe t
required to assess the effects of changes to thacérn algorithm and was a great aid in deterngrwhich
areas of Phoenix required improvement.

2.2.2 PPI-IPS Analysis

For the first run, we used Phoenix and tuned tkeraition score threshold to try to optimize tiszore of
the extracted interactions. The second run was Rlsgenix, but with a lower threshold to generateemo
interactions. These interactions were then postgsged to leave only those for which supporting

Figure 2. A partial list of extraction rules expsed in the ad-hoc grammar query language develigpexlir NLP text
extraction system (Phoenix), as they apply to & [Gnammar constituent tree.



experimental evidence was found (using the outpaunfthe PPI-ISS subtask, described in Section 2.1).
Interactions without supporting passages indicathrg experimental techniques were pruned. Run 3 was
extracted by IntEx without any experimental eviderost-processing. As seen in Table 2, the official
BioCreAtIvVE evaluation results of our submissioninR 1 and 3 outperformed Run 2, with Run 3 as &t b
run overall. Although Run 3 (IntEx) did slightly ther, the difference with respect to Run 1 (Phodngh
precision) is not statistically significant, haviag effect size of less than 0.02 (negligible).

Table 2. Official scores by run

Protein name normalization was a significant Run 1 RUN 2 Run 3
source of error across all three runs. Even with a Phoenix | Phoenix |  IntEx
flawless NLP extraction technique, Table 3 giv PR lean Precision 0.0456 0020172 0.056049
the BioCreAtlvE evaluation of the normalizatiop ' ' o

of our predicted interactor proteins. This dat ean Recall 0.124279 0.099706 0'136‘_27
shows that even if all pre-normalizationMea” F-scor.e' 0.055964 0.0295[l7 0.068575
extraction modules hypothetically performedovera” Precision 0.03695f7 0.0202_33 0.052997
flawlessly, our extraction systems’ results wouldverall Recall 0.080189 0.069575 0.071934
still be limited by our ability to map protein namgOverall F-score 0.050595 0.03135  0.061031

mentions to UniProt[28] identifiers. We further
discuss this problem in Section 3.

The blind two-tiered approach used for normalizatiwithin this task, where normalization to common
organisms is done first, proved problematic. Iipleel give greater weight to the most common casesf b
introduced errors in others. For example, in orseca correctly extracted interaction pair was radizad to
human proteins instead of yeast, even though Hisless title alone, “The Cap-binding protein elF4E
promotes folding of a functional domain of yeastnsiation initiation factor elF4G1”, shows that B4
IFAG1 should be mapped to yeast proteins. Thudertral clues need to be examined when selectiag th
correct organism.

Phoenix relied on ABNER [21] for protein name men8 for sentence classification and triplet fithgyri
Using the model trained on the BioCreAtIvE corpaubijch is what was used, ABNER reports 65.9% recall.
Therefore, assuming independence of protein nammegnition and ignoring the possibility that a false
positive is identified, there is a 56.6% (100% =985 * 65.9%) chance that the sentence will be igdor
because both protein names in are not recogniredddition, a single false positive from ABNER abul
cause multiple false positives in the extractedraution pairs if the incorrect protein name wasspnt in
multiple interaction pairs.

We traced most of the remaining errors to Link Graanand the rules used to extract interaction ffeira

its constituent tree output. At the time of submaigs Link Grammar split multiword protein hames whe
building a constituent tree. This made normalizatid the interaction pairs much more difficult, thas
since been corrected. Moreover, Link Grammar predunany possible linkages and constituent trees for
each sentence, but the first linkage and constitwiea returned by Link Grammar was always usedHer
extraction. Upon manual examination, it was foulmak the first linkage and tree returned were natgs

the best representation of the sentence strudtuesldition, much of the information to be gaingdusing a
deep parse instead of a shallow POS tagging waexpdbited. In Phoenix, subjects, verb phrased, an
objects were grouped into sets and combined basd¢deoclause of the sentence that contained thaher
than the tree structure. The rules themselves edvenly the most general sentence constructs, waith
Phoenix to overlook protein interactions expressetbss common grammatical forms. These issues are
presently being addressed in the refinement oPtieenix extraction system.

2.3 Gene Normalization

The gene normalization system we implemented wiahaveight implementation which mixed well-known
systems with the implementation of new, relativebnstandard, ideas. Overall, the system reliedilyean
orthographic and syntactic information rather theemantic knowledge, including biological domain
knowledge. Its architecture and analysis of redoltew.

2.3.1 Architecture
The Gene Normalization Task receives as input atradi to process and produces a list of normaligeck
mentions from the text. The system completes 4ndiséxecution phases: extraction, filtering, nolinzdion



Figure 4. Gene normalization system. Gene menaoasompared first as a complete instance, andathére token
(word) level if not enough matches are found.
and disambiguation, with most of the complexityidegy in the normalization phase. There, each gene
mention is tokenized and compared against the atdngene names and a similarity score is computed f
each. A list of the most similar standard gene raismi¢hen returned. We describe details of eachghaxt.

Extraction. We intended the system to primarily test gene nbratéon ideas and therefore employed the
same ABNER [21] system for tagging gene mentionsach abstract, and as for the other tasks, used th
model trained on the BioCreAtlvE la task. After ganentions are tagged and extracted, acronyms are
resolved using the Stanford Biomedical Abbreviatdaiabase, described in [29], and their providad Ja
code. The list of gene mentions found is the omalaghassed from the abstract to the next phase.

Filtering. In the filtering phase, mentions of generic wordach as “gene” and “protein”) are dropped.
Specifically, gene mentions which consist entirefygeneric words are removed; all other mentiores ar
retained. The list of generic words contains aldé@ entries of the following types:

Organism names such as “yeast”, “human”, and “E. co

General protein types and descriptors like “enzyrfarhyloid”, and “protein”

Other terms related to molecular biology, but reteggnames, such as “DNA” or “alpha”

Normalization. Each gene mention which passes filtering is chpéé and separated into tokens. The
system then compares the mention with each oftdrelard gene names and computes a similarity $aore
each comparison. This score is based on the Deffident [30], and therefore reflects the numbktokens
contained in both the gene mention and the stangemneé name, scaled to reflect the lengths of kanid,
gives twice the weight to agreements. A perfectcinaias a similarity score of 1.0 while the simthascore
for an attempted match with no tokens in commoAf.iFhe equation for the standard Dice coefficient i
: _2XQY|
dice(X,Y) = ————.
M
The standard calculation was modified in the folloywvays:
- Each token was given a weight based on the frequesitth which it appears in the list of gene
names. Tokens appearing more frequently have a leeight than tokens appearing less frequently,
1

according to the following functiorw(x) =1- % %, where f(x) is the frequency of the token in

the list of gene names, m is the maximum frequei@ny token and a is an empirically-determined
tuning parameter greater than 1. Note that fortakgn x, 0 w(x) 1. This weighting scheme was
designed to decrease more slowly than simply usiegnverse of the token frequency.
The Dice coefficient is further modified to givekems from the gene mention a higher weight than
tokens from the gene name. This reflects the taat the gene mentions have, on average, fewer
tokens than the standard gene names.

2’ w(2)

These modifications result in the equatidite, (X,Y) = — aXCY .
a wW(X)+(@1- a) w(y)

A X %
Tokens are initially considered a match if they taim exactly the same series of characters or septe
synonymous ordinal values, such as Arabic and Ramarerals and the letters of the Greek alphabet.




To boost precision, thresholding is applied so timatches with a low score are dropped from further
consideration. A list of candidate gene names tdk@n the top matches is then associated with gade
mention as it moves into the disambiguation phase.

Disambiguation Since the normalization phase returns a set ofidatelgene names from the standard list,
it is necessary to determine which of the cand&lat¢he most likely to be correct. Disambiguatiwaceeds
in a short series of automated steps based onesimigls as follows:

1. Gene mentions where the similarity margin — théedéince between the similarity of the best match
and the similarity of the second best match — tsvaka threshold are considered unambiguous. For
these, the genes to which the best-matching gene mafers are added to the final output. The
margin threshold used is preset and was deterneimggrically using the training set.

2. Gene mentions which remain after step 1 are redewealetermine if their list of potential matches
contains a name which refers to a gene alreadypteteas unambiguous. The intuition is that the
abstract is most likely referring to the same dayeifferent names. The gene mention is removed.

3. Finally, for any remaining gene mentions, the lmatehing gene name is accepted and the gene to
which it refers is added to the final output.

2.3.2 Gene Normalization Analysis
The system achieved a recall of 0.713 and a pogcisi 0.520 on the test set, for an f-measure @2D. We
believe that these results demonstrate that migised methods are insufficient, even when coupligad w
orthographic similarity between two tokens. Tableh®ws the evaluation of several variants of thetesy,
showing the respective contribution of the variphases.

Table 3. Adjusted performance measures on GN sygseiations. |

Variation Precision| Recall] F-Measure
As evaluated for the competition 0.462 0.667 0.546
Without filtering phase 0.440 0.670 0.531
Standard Dice coefficient instead of weighted 0.46/L 0.669 0.546

No threshold-based removal of low similarity matche| 0.339 0.713 0.460
Return best match instead of using disambiguatisr 0.439 0.692 0.537

Using acronym resolution to substitute the origiteadtt of the gene mention introduces a problem when
standard gene names also contain abbreviations.

The simple disambiguation rules used to eliminateegic mentions perform reasonably well in practicel
their failures are generally due to failures in ti@malization to correctly identify semantic ecalence.
However, the current method of relying on a smadtidnary is brittle and ought to be based on aewid
sampling of molecular biology terms. A more flexbiethod may be to perform filtering after the
normalization step by noting that generic mentiaresgoing to match a wide variety of standard gearaes

at a low level of similarity, but match none of thevell.

3 Discussion

Three important developments from our participatiaiude the development of the overall architeztinat
allows a more flexible incorporation of the diffateeomponents using a standard input/output XM i,
the development of a new extraction system flex@imleugh to sustain generic extractions of relatigpssin
biomedical text, and the development of a flexibl@luation platform. Given the reliance of the aer
knowledge extraction and integration approach did g@ne mention and gene normalization modulesseh
two subsystems will occupy a good part of our é$ior

For the extraction of related statements (evidesidateraction being one of them), we will expand the
issues of polarity and certainty of passages, ag #re critical to the problem of finding passagéth
experimental evidences.

As for the extraction system, future developmerit mitially focus on improving the manner in whighe
extraction rules are used to identify potentiaérattions. The algorithm that combines the subjeeibs,
and objects will be modified to utilize the relatghips between these syntactic roles by analyzieg t
common ancestors in the constituent tree. Furtbexnwe have learned that organism identificat®m i
nontrivial component of successful protein hamemadization. Before normalizing, we will search for
context clues regarding the organisms and provigeformation to the normalization process.
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